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Abstract

Modeling of turbulent combustion system requires modeling the underlying chemistry and the turbulent transport. Solving both
systems simultaneously is computationally prohibitive. Instead, given the difference in scales at which the two sub–systems evolve,
the two sub–systems are typically (re)solved separately. Popular approaches such as the Flamelet Generated Manifolds (FGM)
use a two–step strategy where the governing reaction kinetics are pre–computed and mapped to a low–dimensional manifold,
characterized by a few reaction progress variables (model reduction) and the manifold is then “looked–up” during the run–time
to estimate the high–dimensional system state by the turbulent transport system. While existing works have focused on these two
steps independently, in this work we show that joint learning of the progress variables and the look–up model, can yield more
accurate results. We build on the base formulation and implementation [1] to include the dynamically generated Themochemical
State Variables (Lower Dimensional Dynamic Source Terms). We discuss the challenges in the implementation of this deep neural
network architecture and experimentally demonstrate it’s superior performance.

© 2011 Published by Elsevier Ltd.
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1. Introduction

Modeling of turbulent combustion is central in the development of new combustion technologies in aviation,
automotive and power generation [2]. Turbulent combustion combines two nonlinear and multi–scale phenomena:
turbulent transport and chemistry. This coupling of the kinetic chemical reaction equations from chemistry with the
set of Navier–Stokes equations from turbulent transport results in a problem that is too complex to be solved, at full
resolution, by the current computational means. Even for a simple fuel such as methane, the chemistry mechanism
involves 53 species and 325 chemical reactions [3], and the numbers increase with increasing fuel complexity. Solving
the details of such mechanisms during the turbulent transport simulation can consume up to 75% of the solution time
[4]. Hydrocarbon combustion, for example, involves from 50 to 7000 species depending on the fuel [5] [6]. Even
with the aid of exascale computing, high-fidelity simulations of turbulent reactive transport with detailed kinetics
remain computationally prohibitive [7] [8].
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Figure 1: Overview of techniques used for handling the computational complexity in coupled turbulent combustion systems. Experts select the
appropriate modeling technique for the problem from Chemistry, Turbulence & Transport sub-systems. Chemistry is solved a-priori for computa-
tional efficiency.

In most cases, the large scale separation between the chemistry/flame (typically sub millimeter /microsecond
scale) and the characteristic turbulent transport (typically centimeter or meter/minute or hour scale) allows simpli-
fying assumptions to be made that enable increased computational efficiency by (re)solving chemistry and turbulent
transport separately [9]. In Figure 1 we have described some domain specific approximation methodologies in the
different sub-systems to enable simulations of turbulent combustion. Major research has focused on decoupling the
sub-systems by the development of domain specific approximations in the Chemistry Sub-System. The focus of our
work is in the space of the Chemistry Sub-system.

Domain specific approximations in the Chemistry Sub-System solve the high dimensional reactions which are then
parameterized and then stored. During the turbulent transport simulation, these solutions are looked–up to estimate
the thermochemical state.

Most of these domain specific approximations developed in the Chemistry Sub-system for increased computational
efficiency rely on the existence of a theoretical low–dimensional thermochemical state–space manifold to which the
chemistry can be mapped [10]. The central question then is, how to efficiently model low–dimensional thermochemical
manifolds that capture the relevant physics of the problem; and parameterize and approximate these manifolds which
can then be accessed during turbulent transport simulations?

While existing approaches (collectively referred to as state–space parameterization [9] [11]) have been success-
ful, they have primarily solved the two sub–problems in the Chemistry Sub-system – progress variable generation to
characterize the manifold, and manifold approximation to perform the lookup during run–time, independently. This
can result in sub–optimal solutions because the progress variables, learnt using methods such as Principal Compo-
nent Analysis (PCA) [12] [13], are not necessarily optimized to perform the run–time lookup. Similarly, while the
traditional lookup approaches that use tabulation, or the recently proposed neural network based data–driven alterna-
tives [14], facilitate efficient look–ups, the construction of the underlying data–structure or machine learning based
model is not informed by the learning of the progress variables.

Our central hypothesis is that by simultaneously learning the progress variables and the manifold approximation
(lookup model), we can achieve higher accuracy in terms of the estimation of the thermochemical state at run–time.
But how does one combine the progress variable learning, an inherently linear mapping task, with a highly non–linear
lookup model, while ensuring that the components influence each other during the learning phase?
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In a preliminary version of this work [1] we proposed a framework called ChemTab, in which the learning of these
two components is formulated as a joint optimization task. In this paper we extend that formulation to include newer
constraints necessary for operationalization, dynamic construction of lower dimensional source terms based on the
linear mapping and a novel Thermochemical State Dynamic Source Term Regressor that learns to predicts the highly
nonlinear dynamic source terms and showcase the performance of this approach.

Figure 2: Traditional vs ChemTab enabled approach in a Turbulent Combustion System. ChemTab unifies the two sub-problem Progress Variable
Generation & Approximation Lookup in the Chemistry Sub-system using a Deep Neural Architecture.

2. Related Work

In this section we provide a brief overview of existing work that can be categorized into domain models, numerical/data-
driven methods and deep neural networks.

2.1. Domain Methods
Common approaches to low–dimensional thermochemical manifold modeling are combustion chemistry mech-

anism reduction and thermochemical state–space parameterization [15] [12]. Chemistry mechanism reduction ap-
3
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proach cannot be generalized and in the recent past state–space parameterization approach has been the most dominant
method comprising of two phases progress variable generation and manifold approximation. For progress variable
generation, existing methods have either used domain models or numerical methods.

Domain models like steady Laminar Flamelet Method (SLFM) [16], Flamelet–Generated Manifold (FGM) [17]
[18], Flamelet/Progress Variable approach (FPVA) [11] [19] and Flamelet–Prolongation of ILDM model (FPI) [20]
theorize that a multi–dimensional flame can be considered as an ensemble of multiple one–dimensional locally laminar
flames (flamelets). These flamelets are patametrized by a combination of conserved and reactive scalars [17] [18]
[11] [21]. A lot of research in this area builds on the principles laid out in [22] for progress variables regularization
however the fundamental problem of generating adequate number of progress variables that capture the underlying
physics is still open.

2.2. Numerical Methods

Numerical methods, like PCA, have shown significant promise for parameterization of the thermochemical state.
PCA provides a method of generating reaction progress variables using the flamelet solutions, the state–space variables
are still nonlinear functions of the reaction progress variables, and a nonlinear regression is learned to approximate the
state–space manifold [12] [13] [12] [23] [24]. This purely numerical parameterization lack interpretability and may
also not be generalizable enough due to variation capture maximization that may overlearn the numerical errors in the
data. Linear Autoencoders have also been suggested [25] however this definition lacks incorporation of a principled
approach to progress variable generation and thus may not be generalizable.

2.3. Deep Neural Networks

Deep Neural Networks have already achieved tremendous success in a number of domains such as computer vision
and natural language processing, where large amounts of training data and highly expressive neural network architec-
tures together give birth to solutions outperforming previously dominating methods. As a consequence, researchers
have also started exploring the possibility of applying machine learning models to advance scientific discovery and to
further improve traditional combustion modeling.

2.3.1. Neural Networks for Lookup
While domain based model have traditionally relied on tabular lookup, these are not scalable. Tabulated data

occupies a larger portion of the available memory on every node where the turbulent transport simulation is computing.
Also the searching and retrieval of this pre–tabulated data becomes increasingly expensive in a higher–dimensional
space. For example, assuming a standard 3 progress variable discretization (200, 100, 50) with say 15 tabulated
thermochemical state variables, we obtain a pre–computed combustion table of 120Mb. The addition of a variable
such as enthalpy with a very coarse discretization of 20 points, brings the size of the table to 2.4 Gb. To address the
tabulation problem researchers like [14] [26] build on the work of [27] to investigate the use of a neural networks
for manifold approximation which replaces the Tabulation. The mapping between the progress variables (reduced
dimensionality) and thermochemical state variables obtained using the flamelets solutions is learnt using a neural
network. However, due to the highly non–linear, knotted and discontinuous nature of the lower dimensional manifolds
formed by the progress variables generated a priori the accuracy gained by a neural network is not satisfactory.

2.3.2. Physics-Informed Neural Networks (PINNs)
Physics-Informed Neural Networks (PINNs) approximate solutions to Partial Differential Equations (PDE) by

training a neural network to minimize a loss function; it includes terms reflecting the initial and boundary conditions
along the space-time domain’s boundary and the PDE residual at selected points in the domain (called collocation
point). PINNs are deep-learning networks that, given an input point in the integration domain, produce an estimated
solution in that point of a differential equation after training [28] [29]. This is a promising area and the methods
discussed cannot be adopted directly to solve the modeling of combustion thermo-chemistry and the parameterization
of combustion manifold.

4
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2.3.3. Physics Guided Machine Learning
Machine learning involve three key parts: data, model, and optimization, each of which can be integrated with

prior physics knowledge. There’s existing work describing physics–driven machine learning models for solving other
physics problems [30] [31], however, these methods generally focus on simpler physics and are not necessarily
applicable in the domain of turbulent combustion. Our formulation is the most similar in spirit to this methodology
and can be categorized as Physics-Informed Optimization.

3. Background: Unsteady FGM

In this work, we use the unsteady Flamelet Generated Manifolds (FGM) as the chemistry domain approximation
method. FGM is a widely used tabulated chemistry method and can deal with a range of complicated conditions.
FGM model shares the same theoretical basis with flamelet approaches [16], in which a multi–dimensional flame can
be considered as an ensemble of multiple one–dimensional flames. Generally FGM procedure used for combustion
modeling follows the steps as shown below:

1. Calculation of the representative 1–D flamelets.

2. Projection of 1–D flamelets solutions Species Mass Fractions to progress variables space.

3. Calculating the Lower Dimensional Source Terms using the projection generated above

4. Mapping these Lower Dimensional Source Terms and other Thermo-Chemical variables to progress variables
space.

5. Generation of FGM tables according to FGM progress variables.

6. Retrieval of thermo-chemical variables from the FGM tables according to FGM progress variables from Com-
putational Fluid Dynamics (CFD) simulations.

Notation. The definition of terms used in the subsequent sections is provided in Table 1. We use bold upper-case
letters to denote vectors (e.g., Y) and use subscripts (e.g., Yi) to denote the ith entry of the corresponding vector.
Matrices are denoted using calligraphic letters (e.g., Y).

3.1. Governing Equations

Table 1: Definitions for terms used in Section 3.1. Terms are scalars unless noted otherwise.

Symbol Description
Zmix Mixture Fraction
Cpv Progress Variable (vector)
Y Species Mass Fraction (vector)
Ṡ Species Source Terms (vector)
h0

f Heat of Formation for Species (vector)
T Mixture Temperature
D Diffusivity for Species (vector)
x Position in the 1–D coordinate
t Time
ux Velocity along the x dimension

Symbol Description
κ Thermal Conductivity
Pr Prandtl number
S c Schmidt number
Le Lewis number
µ Viscosities
h Total Enthalpy
s # Species in Mechanism
p # Progress Variables
ρ Mixture Density

5
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Conservation equations for mass, species, momentum and energy for the 1–D, fully compressible, and viscous
flames, are given by:

∂ρ

∂t
+
∂ (ρux)
∂x

= 0 (1)

∂ (ρYi)
∂t

+
∂ρuxYi

∂x
=

∂

∂x

(
ρDi

∂Yi

∂x

)
+ Ṡ i (2)

∂ (ρux)
∂t

+
∂
(
ρu2

x

)

∂x
= −∂p

∂x
+
∂

∂x

(
µ
∂ux

∂x

)
(3)

∂ (ρet)
∂t

+
∂

∂x
(ρuxHt) =

∂

∂x

(
uxµ

∂ux

∂x

)
+ µ

cp

Pr

(
1 − 1

Le

)
dT
dx

(4)

+
1

S c
dh
dx
−

∑
Ṡ iho

f ,i

where the different terms are defined in Table 1.
We simplify the above equations making some well known assumptions. In 1D cartesian coordinates, the steady

state solution to the Governing Equations (1)–(4) is obtained only when the total mass flux is zero, i.e., velocity field
is zero (ux = 0) and so the four equations reduce to:

∂

∂x

(
ρDi

∂Yi

∂x

)
+ Ṡ i = 0 (5)

∂

∂x

(
κ
∂T
∂x
+

∑
ρDi

∂Yi

∂x
hi

)
−

∑
Ṡ iho

f ,i = 0 (6)

In Equation (6), the final term in the energy equation is represented by the total sum of the product of all the source
species and their respective heat of formation and is collectively called the source energy and will be denoted as S e.
Source energy is one of the crucial parameters in the combustion simulation and accurate chemistry description is
required to define it. Prediction error of this term is used as the basis of comparison of our method against the other
state of the art methods.

3.2. Flamelet Solutions

We assume that we have an ensemble of flamelets data generated by solving 1–D Steady State Flamelets Governing
equations described in Equation 6 using a finite volume PDE solver. For each flamelet, we have access to the species
mass fractions (Y), the thermochemical state variables (Ṡ and S e), and the corresponding mixture fraction (Zmix),
which are generated using the solver. We denote the collection of flamelets as matrices Y and Ṡ, and vectors S e and
Zmix:

Y =



Y11 .. .. Y1s

.. .. .. ..

.. .. .. ..

.. .. .. ..
Yn1 .. .. Yns


, Ṡ =



S 11 .. .. S 1s

.. .. .. ..

.. .. .. ..

.. .. .. ..
S n1 .. .. S ns


, Se =



S e1

..

..

..
S en


, Zmix =



Zmix1

..

..

..
Zmixn


(7)

Each row above corresponds to data from one flamelet (Flamelet Key) at a particular x position (Xpos).

4. ChemTab Formulation & Implementation

In this section we discuss how the data generated by the flamelet solver as described in 7 can be used to jointly
learn the progress variables and the manifold approximation by ChemTab.

In the ChemTab aided approach, the unsteady FGM approach is replaced with the following three steps:

1. Calculation of the representative 1D flamelets (data generation)

6
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2. Using the data generated jointly generate Progress Variables (encoder) and Manifold Approximation (regres-
sor(s)) using ChemTab

3. Retrieval of thermo–chemical variables from the ChemTab–regressor(s) according to progress variables from
CFD simulations.

As can be noted several of the dis-jointed steps of the unsteady FGM procedure are replaced by our unified formulation
which enables greater accuracy and ease of deployment as a key module of the overall turbulent combustion system.

4.1. Formulation
This section presents the formulation that focuses on creating a linear encoder for progress variable generation

that is influenced by source energy and some of the key higher dimensional source Terms. Source energy is a key
thermochemical state variable along with lower dimensional Source Terms that are needed at run–time by the CFD
solver so we include those as a key output(s) of the regressor(s) as a part of the formulation.

The functional relationship between Y, Ṡ, S e is described in Equation 5, from a machine learning standpoint we
can learn these functional approximations from the data described in Equation 7. These functional approximations
conceptualize the relationships between Species Mass Fractions, Source Terms and Source Energy as follows:

Ṡ = Φ(Y) (8)

S e = −
s∑

i

h0
f ,i ∗ Ṡ i = Ψ(Y) (9)

When we linearly embed Y into the lower dimensional Cpv the functional relationship will change and can be
conceptualized as follows:

Ṡ = ϕ(Cpv) (10)
S e = ψ(Cpv) (11)

We now present our formulation which jointly addresses the three learning problems. Encoder (ω) that projects
the higher dimensional Species Mass Fractions Y to a lower dimensional manifold to create the lower dimensional
Cpv–the linear embedding/progress variables. The Physics Regressor which learns the relationships (ϕ, ψ) between
the progress variables (Cpv,Zmix) and key Source Terms Ṡ and the most import thermochemical state variable S e

respectively. And finally the Dynamic Source Term Regressor which learns the relationship γ between the progress
variables (Cpv,Zmix) and lower dimensional Source Terms ˜̇S. The lower dimensional Source Terms are constructed
using the same Encoder used for the species mass fractions.

Clearly all of these learning problems are interrelated. The Physics Regressor by the virtue of learning ϕ, ψ
influences ω. The Dynamic Source Term Regressor also by the virtue of learning γ influences ω. To account this
inter-relatedness we use a multi-objective optimization formulation as follows.

min α1

n∑

j=1

Lphy1 (S e, ψ(Cpv,Zmix)) + α2

s∑

i=1

n∑

j=1

Lphy2 (Ṡij,ϕ(Cpv,Zmix)) + α3

p∑

i=1

n∑

j=1

Ldsreg( ˜̇Sij, γ(Cpv,Zmix))

(12a)

s.t. (12b)
Cpv

p

= ω(Y) = Y
s

×W
s×p

(12c)

p << s (12d)

WT ×W = I (12e)
Wic > 0 ∀ i, c (12f)

(Cpv ⊕ Zmix)T × (Cpv ⊕ Zmix) ≈ I (12g)
˜̇S
p

= ω(Ṡ) = Ṡ
s

×W
s×p

(12h)

7
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Each of the Loss function L in Equation 12 serves as a method of evaluating how well the learning is across the n
data points and α1,α2, α3 are the contributions of the individual loss functions to the overall objective. These weights
can be either solved for as an hyper-parameter or can be a design choice for the subject matter expert.
Lphy1 captures the loss between the true S e and the predicted Ŝ e across all of the n data points. Lphy2 captures the

loss between the true Ṡi and the predicted ˆ̇S i for all the source species across all of the n data points. A slight variation
would be to use k key source terms instead of all the s source terms. Ldsreg captures the loss between the dynamically

created true lower dimensional source terms ˜̇S i and the predicted
ˆ̇̃
S i.

The constraints in Equation 12c and Equation 12d ensures that the embedding ω is linear dimensionality reduc-
tion. The constraint in Equation 12e ensures that the linear projection matrix is Orthogonal and the constraint in
Equation 12g ensures that the progress variables generated from this embedding are orthogonal. These constraints
together are Principal Component Analysis (PCA) inspired. And the constraint in Equation 12f ensures every entry
in the matrix is positive, this is a necessary constraint for the productionalization of our work. The constraint in
Equation 12h ensures that the dynamic source terms ˜̇S i are constructed using the same encoder.

4.2. Implementation

We present a Deep Neural Architecture based implementation of the joint optimization formulation discussed in
the previous section. The implementation assumes the input data is in the structure described in Equation (7).

4.2.1. Network Architecture
We now present the construction of the Deep Neural Network.

f [0]
θ (y) = y (13a)

f [1]
θ (y) = Cpv = (W [0] f [0]

θ (y)) (13b)

f [2]
θ (y) = ( f [1]

θ (y) ⊕ Zmix) (13c)

f [l]
θ (y) = σ o (W [l−1] f [l−1]

θ (y) + b[l−1]) ∀ l s.t. 3 ≤ l ≤ L − 1 (13d)

fθ(y) = f [L]
θ (y) = σ o (W [L−1] f [L−1]

θ (y) + b[L−1]) (13e)
˜̇S = f [1]

θ (Ṡ ) (13f)

g[0]
θ (y) = f [2]

θ (y) (13g)

g[l]
θ (y) = σ o (W [l−1]g[l−1]

θ (y) + b[l−1]) ∀ l (13h)

gθ(y) = g[L]
θ (y) = σ o (W [L−1]g[L−1]

θ (y) + b[L−1]) (13i)

In the Network architecture presented in Equation 13, the first layer of the network described in Equation 13a accepts
the species mass fractions y as Input. The Encoder described in Equation 13b is second layer of the network that
generates the projection matrixW used to create the progress variables Ỹ . This layer has a linear activation function.
The third layer of the network described in Equation 13c concatenates Ỹ and Zmix.

The Physics Regressor is composed of the subsequent layers of the fθ network. The layers in the Physics Re-
gressor described in Equation 13d use a nonlinear activation function. And the last layer of the network described in
Equation 13e generates the source energy S e and the key source terms Ṡ i.

The gθ network is the Dynamic Source Term Regressor. The true values for the Dynamic Source Terms ˜̇S are
created by the layer described in Equation 13f. The input layer described in Equation 13g accepts the concatenated
progress variables described in Equation 13c. The Dynamic Source Term Regressor is composed of the subsequent
layers of the gθ network. The layers in the Dynamic Source Term Regressor described by Equation 13h use a nonlinear

activation function. The last layer described in Equation 13i predicts the lower dimensional dynamic source terms ˆ̇̃S .

8
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The Deep Neural Network can be then trained using the following loss function and layer constraints:

arg min
θ

L( fθ(y),S) +L(gθ(y), ˜̇S) (14a)

s.t.Wic > 0 ∀ i, c (14b)

W [0]T W [0] = I (14c)

f [2]
θ (y)T f [2]

θ (y) ≈ I (14d)

Ṡ ×W [0] = ˜̇S (14e)

Where S = {S e, Ṡ i} for k important species and L is the loss function subject to the constraints.

4.2.2. Loss Function
The L loss functions can take several variations, Mean Absolute Error (MAE) , Sum of Squared Error(SSE) and

−R2 being the common choices.

R2 = 1 −
∑n

j=0(S − Ŝ )2

∑n
i=0(S − S̄ )2

(15)

The common R2 metric is defined in Equation 15. This metric focuses on maximizing the variance capture.

min −1 ∗



1
k + 1

1 −
∑n

j=0(S e j − Ŝ e j )
2

∑n
j=0(S e j − S̄ e j )2

+

k∑

i=0

1 −
∑n

j=0(Ṡ i j − ˆ̇S i j)2

∑n
j=0(Ṡ i j − ¯̇S i j)2


︸                                                                                ︷︷                                                                                ︸

Physics Regressor Loss

+
1
p

p∑

i=0

1 −
∑n

j=0( ˜̇S i j − ˆ̇̃S i j)2

∑n
j=0( ˜̇S i j − ¯̇̃S i j)2

︸                                    ︷︷                                    ︸
Dynamic Source Term Regressor Loss


(16)

In Equation 16 we present the loss function we used for our DNN implementation. The first term of the loss func-
tion measures the loss of the Physics Regressor and the second term the loss of the Dynamic Source Term Regressor.
For the Physics Regressor we choose the average R2 metric across Source Energy S e and the k key higher dimension
Source Terms Ṡ i. For the Dynamic Source Term Regressor we choose the average R2 metric across p Dynamic Source
Terms ˜̇S i.

4.2.3. Constraints
The Non-negativity constraint on the projection matrix W in Equation 14b is implemented as a hard constraint in

the neural network formulation. The projection matrix W starts with random weights and then the weights are updated
as a results of every batch-training run, during this update all the negative weights are set to zero thus implementing this
as a hard constraint. The Orthogonality Constraint on the projection matrix W in Equation 14c is implemented a soft
constraint and the penalty from relaxation is summed into the loss function during optimization. The Orthogonality
Constraint on the Output of the Linear Embedding in Equation 14d is also implemented as a soft constraint. The final
constraint on the dynamic source terms ˜̇S is hard constraint and is a part of the training procedure discussed in the
next section.
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4.2.4. Training Procedure

Figure 3: ChemTab Extended Architecture and Training Procedure. Equations 13 and 14 mapped on to the Architecture.

Figure 3 describes the architecture and the process used to train the model. Of note is the construction of true
values of the dynamic source terms ˜̇S i that are used to train the Dynamic Source Term Regressor. For each batch
iteration we create these values based on the current value of the projection matrix W. Essentially these values will be
lagging one iteration behind the Physics Regressor. As the training stabilizes the updates in the projection matrix will
plateau and the values of true values dynamic source terms will stabilize.

5. Experimentation & Results

In this section we explain the specifics of the data set creation, the data sets used for evaluation, the training
strategy, some interesting results and the performance of the implementations of the various formulation in the context
of the multiple objectives.
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5.1. Dataset

In this section we describe the data generation process and the details on the training & validation dataset we used
to train ChemTab.

5.2. Generation

For the current work the data was generated in the format described in Equation 7. Data was generated by solving
1–D Steady State Flamelets differential equations described in Equations 6 6 using a finite volume PDE solver.
To model the chemical kinetics reaction rates, a variety of mechanisms are adopted in the combustion community.
Depending on the hydrocarbon fuel different mechanisms are chosen which closely describe the chemistry associated
with the fuel of simulation. Methane is the basic hydrocarbon and one of the major products of many higher order
hydrocarbons. GRI–Mech 3.0 is one of the widely used Methane mechanism to model the reaction kinetics. This
mechanism consists of 53 chemical species and 325 reactions.

The Flamelet solver discretizes the domain into 200 grid points (200 observations on the axial coordinate) in
between the fuel and the air boundary and 100 flame are solved to steady–state. Once the solution reaches steady–
state the solver completes one iteration. For the next iteration flame solution is strained by reducing the domain by
0.99 and the process is continued until the flame extinguishes. Each flame is then tagged with the corresponding strain
rate that is called a flame–key. To train the model 20,000 data points (100 flames and 200 grid points) for a single
pressure setting are used. The data is generated using an in–house solver which creates the flame solutions and stores
the required data. Some of the generated data represents extinguished flames, we choose to retain this data in our
model training, this becomes an extremely challenging task as there are flames that show large amounts of activity
and the model has to learn this phenomenon.

5.2.1. Training Data
We used 80% of the generated data sampled at random across the entire model training process.

5.2.2. Validation Data
We used the remaining 20% of the generated data that the model has never seen for the purposes of validation.

5.3. Implementation and Settings

We implemented ChemTab using Tensorflow 2.3.0, Keras and Adam optimizer. Models were trained on a server
with Nvidia Quadro RTX 5000 GPU and cuDNN 8.0 and CUDA 11.0.

5.3.1. Hyper-Parameters Investigated
In this section we describe the Hyper-Parameter Optimization (HPO) exercise that we conducted.

Table 2: Hyper-Parameters

Parameter Range Parameter Range
Largest Layer Width 128 - 4096 Number of Cpv 4 - 12
Dropout 0% - 40% Activation Functions ReLU, TanH, SeLU
Batch Size 128 - 1028 Output Scaler MinMaxScaler, RosbustScaler

We performed bayesian optimization using a hyper-parameter optimizer on the several hyper-parameters men-
tioned in Table 2. As a part of the optimization process the hyper-parameter optimizer samples several values from
the range of the hyper-parameter to identify the optimal configuration of the hyper-parameters.
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Figure 4: Scatter Plot of HPO-Objective Value per Trial.

As can be seen in Figure 4 it took the hyper-parameter optimizer several hundred trials before it started reaching
diminishing returns. This indicates the hyper-parameter settings we are changing are non-trivial. A ’trial’ in this case
are the number of hyper-parameter configuration experiments it has performed at a given point.

5.3.2. # of Reaction Progress Variables
Two key hyper-parameters are the number of progress variables Cpv and the Width of the Middle Layer for the

Regressor. We construct both of the regressors with a identical number of layers and the width of each layer. The
Middle Layer is the largest and 4 layers on either side of it which keep decreasing by a factor of 2. As an example if the
Middle Layer width is 800 then the regressors end up looking like: input,50,100,200,400,800,400,200,100,50,output.
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Figure 5: Contour Plot of HPO-Objective Value for the DNN Layer Width and no. of Cpv.

In Figure 5 we present the influence of model size and the number of Cpv used on the model’s performance. As it
turns out the number of Cpv used didn’t have a very large impact on performance (more Cpv = more Cpv source terms
to predict accurately). Nonetheless we can see the best performing regions are with high Cpv count is 9 and large
network width 800. The best performing regions are darker regions in the plot as they correspond to the least value of
the objective value in this minimization formulation.

5.3.3. Final Model Configurations
After the hyper-parameter optimization we settled on the final configurations.
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Table 3: Model Parameters

Parameter Value Parameter Value
Learning Rate 0.001 Number of Layers 11
Output-Scaler RobustScaler Regresssor Layer Shapes input|49|99|198|396|792|396|198|99|49|output
Dropout 1.522% Activation Functions ReLU
Early Stopping Yes Number of epochs 500
Batch Size 407 Network Weight Initialization Glorot Uniform Distribution

In Table 3 we present the final values of the parameters learn’t from hyper-parameter optimization and key model
settings.

5.4. Evaluation

As discussed in Section 4 the formulation can use several objective functions for the individual regressor(s) during
the model training. We trained several variations using the R2 metric based loss function as defined in Equation 16.
We will evaluate the overall model performance based on the same and the individual terms using R2 metric as defined
in Equation 15.

5.5. Results
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Figure 6: Model Training and Validation Performance.

In the 6 we present the Model Loss function value across the training epochs (in this case loss is −R2, we’ve made
it positive for display purposes). The model performance rapidly increases across the first 125 training epochs and
then is steady from epochs 125 to 300. After epoch number 300 the model improves only marginally.

5.5.1. Model Performance
Here we compare the performance of the best model with the other DNN based benchmarks and the original

framework benchmark.
Current Framework Comparison The current framework uses FGM based progress variables and Conformal

Mapping based Tabulation and Lagrange Polynomial Interpolation based lookup. The tabulation was generated by
using the entire data–set. The best R2 for S e from that framework generated on the data–set was 0.852417. The best
ChemTab model trained on 50% of the data showed a 16% increase in R2. This increase although high can be attributed
majorly to the limitation of the current framework that restricts it to use only 2 progress variables for realization of
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the lookup through conformal mapping. We present a more principled comparison with the state–of–the–art methods
in the next section.

Other Baseline Comparisons We now present the performance comparison of our model with the appropriate
baselines.

Table 4: Current state of the art methods and ChemTab

Method Abbreviation Progress Variable Generation Manifold Approximation (S e)
FGM–CPVG–DNN FGM Constrained DNN
DNN–PVG(NL)–DNN Non–Linear Encoder DNN
DNN–PVG(UL)–DNN Unconstrained Linear Encoder DNN
ChemTab Physics constrained Linear Encoder 13b DNN

In Table 4 we describe the baselines we use to compare the performance of ChemTab. The baselines are purely
trained on the prediction task identical to the Physics Regressor in ChemTab. So essentially ChemTab’s multi-
objective performance is compared against the baselines that are purely trained for just one prediction objective.
Also we none of the baselines adhere to the operationalization constraints described in Equation 12c, Equation 12h,
Equation 12f and hence can not be used practically, however they still serve as a good benchmarks.

Table 5: Source Energy and Key Species Benchmark (R2)

Dependent ChemTab DNN–PVG(UL)–DNN DNN–PVG(NL)–DNN FGM–CPVG–DNN
S e 0.995184 0.996250 0.992878 0.966763
Ṡ O2 0.996258 0.996672 0.994565 0.988661
Ṡ CO 0.998296 0.996609 0.996406 0.969174
Ṡ CO2 0.996334 0.998193 0.997022 0.995969
Ṡ H2O 0.998542 0.998026 0.993117 0.974178
Ṡ OH 0.994757 0.993910 0.985228 0.969222
Ṡ H2 0.997004 0.995364 0.993076 0.946442
Ṡ CH4 0.991398 0.99867 0.997792 0.925120

As seen in Table 5 Physics Regressor performs better across the prediction of most of the Key Dependents and
performs adequately on others.

Current Framework Comparison For the best model we present the R2 metric for each of the regressors

Table 6: Best Model R2 Scores

Physics Regressor Dynamic Source Term Regressor

Dependent R2

S e 0.995184
Ṡ O2 0.996258
Ṡ CO 0.998296
Ṡ CO2 0.996334
Ṡ H2O 0.998542
Ṡ OH 0.994757
Ṡ H2 0.997004
Ṡ CH4 0.991398

Dependent R2

˜̇S 1 0.993107
˜̇S 2 0.998045
˜̇S 3 0.997667
˜̇S 4 0.997427
˜̇S 5 0.998396
˜̇S 6 0.994888
˜̇S 7 0.998462
˜̇S 8 0.995614
˜̇S 9 0.997340

As can be observed in Table 6, the model does an excellent job of capturing the variance across the entire dataset.
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Figure 7: True Value vs Predicted Value Plots - Physics Regressor.

In Figure 7 the true value is plotted on the X-axis and the prediction is plotted on the Y-axis. It can be observed
that the Physics Regressor model does extremely well and is able to capture most of the variability across the Source
Energy (S e)/souener except for the range 0.5e11 and 1.0e11. The model under-predicts for these values. The model
over-predicts for S O2 for the ranges between -1000 and 0. The model overall does a decent job for S CH4 but over or
under predicts marginally through the range. This is expected from the source term for the fuel Methane(CH4) as
there will be more variability compared to other source terms. This will need further investigation and a stratified
oversampling strategy per batch may alleviate this issue.
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Figure 8: True Value vs Predicted Value Plots - Dynamic Source Term Regressor

In Figure 8 it can be observed that the Dynamic Source Term Regressor model does reasonably well and is able
to capture the variability across the range adequately. We believe a post-training with a stratified oversampling and
a combination of an ensemble for the Dynamic Source Term Regressor will improve the model performance even
further.

5.5.2. Residual Analysis
In this section we present residual analysis of the Physics Regressor.
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Figure 9: Source Energy Residuals by Flamelet Key and Xpos.

In Figure 9 we observe a concentration of residuals in the initial ranges of both the Flamelet Key and the Xpos.
This is where the maximum combustion activity with high volatility exists. The problem could be simplified by trying
to learn this volatile behavior separately.
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Figure 10: Model Performance by Dependent across Xpos for Flamelet Key = 0.00011529.

In Figure 10 we present the Physics Regressor model prediction against the true values. The true data belongs to a
particular flamelet and represents a highly active/combustive flame. The X-axis is the ’Xpos’ and Y-axis is the value
of the dependent variable.
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Figure 11: Model Performance by Dependent across Xpos for Flamelet Key = 0.00009223.

In Figure 11 the true data belongs to a particular flamelet and represents a non-active/extinguished flame. The
model does a reasonable job and struggles in the initial ranges of the ’Xpos’. This is consistent with the observation
in the Figure 9. We can certainly improve the model performance by adopting a stratified batch construction where
each batch has a portion of the extinguished flames data. Alternatively, we can train a separate model for this data
and/or create an ensemble to improve the overall performance.

5.5.3. Constraint Satisfaction
In this section we present the results on the constraints of the implementation.
As can be described in Section 4.2.3 the Non-Negative Weights constraint described in Equation 12f was imple-

mented as a hard constraint and therefore it was completely satisfied.
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Table 7: Orthogonality Constraint on the Weights of the
Linear Embedding

w1 w2 w3 w4 w5 w6 w7 w8 w9

w1 0.997 0.0 0.0 0.001 0.0 0.002 0.0 0.0 0.001
w2 0.0 0.997 0.0 0.0 0.001 0.001 0.002 0.002 0.0
w3 0.0 0.0 1.001 0.0 0.002 0.001 0.001 0.001 0.0
w4 0.001 0.0 0.0 1.01 0.0 0.002 0.0 0.0 0.001
w5 0.0 0.001 0.002 0.0 1.007 0.0 0.001 0.001 0.0
w6 0.002 0.001 0.001 0.002 0.0 0.999 0.0 0.0 0.002
w7 0.0 0.002 0.001 0.0 0.001 0.0 0.998 0.002 0.0
w8 0.0 0.002 0.001 0.0 0.001 0.0 0.002 1.006 0.0
w9 0.001 0.0 0.0 0.001 0.0 0.002 0.0 0.0 1.003

The 12e constraint conformity is measured through covariance of the output of the linear encoder. As can be
observed in Table 7 all the diagonal entries are close to 1 and the non-diagonal entries are close to 0 indicating that
the Orthogonality constraint on the weights is satisfied.

Table 8: Orthogonality Constraint on the Output of the
Linear Embedding

Zmix Cpv1 Cpv2 Cpv3 Cpv4 Cpv5 Cpv6 Cpv7 Cpv8 Cpv9

Zmix 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Cpv1 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Cpv2 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 -0.001
Cpv3 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 -0.001
Cpv4 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Cpv5 0.0 0.0 0.0 0.0 0.0 0.001 0.0 -0.001 0.0 0.005
Cpv6 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Cpv7 0.0 0.0 0.0 0.0 0.0 -0.001 0.0 0.001 0.0 -0.002
Cpv8 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 -0.001
Cpv9 0.0 0.0 -0.001 -0.001 0.0 0.005 0.0 -0.002 -0.001 0.067

The 12g constraint conformity is measured through covariance of the output of the linear encoder. As can be
observed in Table 8 all the non-diagonal entries are close to 0 indicating that the Orthogonality constraint on the Cpv

is satisfied.

6. Conclusion

Building on our prior work [1] we presented an extended formulation for jointly learning the progress variables
and the manifold approximation for solving the high–dimensional chemistry in combustion models with newer con-
straints and a novel Dynamic Source Term Regressor and showcased the generalizability of this approach across
multiple datasets. Our approach follows the principle of physics guided neural networks [31], which are increas-
ingly becoming popular for many scientific modeling tasks, though no solutions exist that can directly benefit the
combustion community. Our formulation outperforms the state–of–the–art state–space parameterization in combus-
tion. The generated reaction progress variables can be interpreted by examining the projection/weight matrix, W,
and thus, allows for physical insights into the systems being modeled. This formulation leverages the projection ma-
trix to dynamically create additional thermochemical state variables which are learnt by the Dynamic Source Term
Regressor–the ease/difficulty of this learning task in turn influences the projection matrix.

In the future we will work on extending the current formulation with an Autoencoder of the mass fraction which
will allow us to incorporate the influence of reconstruction error in the learning of the embedding. Quantification of
uncertainity in the estimation of the Thermochemical State variables will also be our next focus. We believe the deep
neural network based implementation lends naturally to the adoption of deep ensembles for uncertainty quantification.
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Dear Editors & Reviewers,

 Thank you for giving us an opportunity to publish our work.  We extend out the previous 
version of our work ‘ChemTab: A Physics Guided Chemistry Modeling Framework’ by adding 
more literature survey in the Introduction & Related works section. We build on the 
Formulation & Implementation and introduce a new Operationalization non-Negativity 
Constraint, dynamic construction of lower dimensional source terms 
based on the linear mapping and a novel Thermochemical State 
Dynamic Source Term Regressor.
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