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We investigate the advantages of using co-packaged optics in next-generation data center and Al supercomputer
networks. The increased escape bandwidth offered by co-packaged optics provides multiple possibilities for
building 50T switches and beyond, expanding the opportunities in both the data center and supercomputing
domains. This provides network architects with the opportunity to expand their design space and develop simplified
networks with enhanced network locality properties. Co-packaging at the switch and server points enables networks
with the double capacity while reducing the switch count by 64% compared to state-of-the-art systems. We evaluate
these concepts through discrete-event simulations using all-to-all and all-reduce traffic patterns that simulate
collective communications commonly found in network-bound applications. Initially, we investigate the all-to-all
overhead involved in distributing the virtual machines of the applications across multiple leaf switches and compare
it to the scenario where all VMs are placed under a single switch. Subsequently, we evaluate the performance of an
Al supercomputing cluster by simulating both patterns for different message sizes, while also varying the number of
participating nodes. The results suggest that networks with improved locality properties become increasingly
important as the network stack operates at higher speeds; for a stack latency of 1.25 ps, placing the applications
under multiple switches can result in up to 68% higher completion times than placing them under a single switch.
For Al supercomputers, significant improvements are observed in the mean server throughput, reaching more than
90% for configurations involving 256 nodes and message sizes of at least 128 KiB.
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1. INTRODUCTION

The recent advances in Artificial Intelligence (AI) have led to an
increased interest in generative Al systems such as Foundation Models
(FMs) [1] and Large Language Models (LLMs) [2], [3]. This has resulted
in an unprecedented increase in the scale of the training data sets and
the number of model parameters. Models with millions and billions of
parameters have become the industry standard [4], [5], while more
recently there have been showcased models in the trillion-parameter
range [6]. Asaresult, highly parallel Al training has become the common
practice where a plethora of bandwidth-hungry tasks operate in
synchrony, mandating in this way the use of high-speed networks to
interconnect the accelerator chips effectively.

In recent years, a variety of commercial platforms and technologies
have emerged to facilitate high-bandwidth connectivity among
accelerator chips. Among the GPU-based systems (Graphics Processing
Unit), DGX A100 features eight GPU accelerators that are
interconnected by using six custom switches [7]. The more recent
DGX H100 system employs four switches with a 1.5x higher speed
compared to the previous generation [8]. In both these cases, the
custom switch technologies provide higher data rates within the node,
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Fig. 1: Switch and accelerator input/output network bandwidth
evolution. Accelerator bandwidth refers to connections used to connect
to other Al training chips, without accounting for memory bandwidth or
other local device connections. Data sourced from [11]-[21].




while inter-node communication relies on PCle-based Network
Interface Cards (NICs). However, these cards offer significantly lower
data rates between the chips located in different nodes. To alleviate this
issue, the most recent DGX GH200 supercomputer [9], [10] introduced
132 high-speed switches to directly interconnect GPU servers with an
Input/Output Bandwidth (I0 BW) of 3.6 Tb/s per server. In contrast to
GPU-based systems, Intel's second-generation Gaudi platform features
eight Tensor Processing Cores (TPCs) organized in a full mesh topology,
utilizing twenty-one 100GbE (Gigabit Ethernet) ports per TPC for intra-
node connectivity and three 100GbE ports for inter-node connectivity
[11]. On the other hand, Google's architecture, based on the Tensor
Processing Unit (TPU) v4, adopts a 3D torus network design that can
scale up to 4096 accelerators [12]. Notably, this architecture deploys
optical circuit switches that enable the dynamic reconfiguration of the
interconnect topology to a twisted torus.

Fig. 1 illustrates the evolution of network 10 bandwidth (BW) in the
chips used for Al training. Specifically, it shows the BW evolution of the
connections used to connect to other Al training chips, without
accounting for memory bandwidth or other local device connections
(data sourced from [11]-[19]). Over the past eight years, there has been
a 32-fold increase in the network BW. In 2015, a state-of-the-art GPU
accelerator was equipped with a PCle 3.0 interface for a total [0 BW of
128Gb/s [13], whereas today's state-of-the-art GPU accelerators
combine custom interfaces of 3.6 Tb/s with PCle 5.0, resulting in a total
10 BW of 4.1 Tb/s [19]. The deployment of hundreds or thousands of
these chips in large-scale systems puts tremendous pressure on the
network infrastructure. To meet these demands, there has been a 16-
fold increase in the switch I0 BW over the same period, with today's
state-of-the-art switches offering speeds of up to 51.2 Tb/s [20]. Fig. 1
also illustrates this evolution, where each successive switch generation
alternately doubled either the number of lanes or the data rate per lane
(data sourced from [20], [21]). However, despite these advancements,
modern applications continue to push the boundaries of network
bandwidth, latency, and energy efficiency [22]-[24]. At the same time,
several promising research concepts have already been proposed with
the aim of improving the overall performance of next-generation
systems and accelerators [25]-[30]. This is projected to increase the
networking requirements even further.

To address these demands, BW scaling remains an ongoing focus. As
we progress towards 100T switches and beyond, we need to overcome
challenges related to BW density and thermal cooling limitations. One
promising approach is the integration of optical transceivers directly
onto the top surface of the first- or second-level package, commonly
referred to as co-packaged optics [31]-[54]. There are several key
advantages to co-packaging the optical transceivers in proximity to the
ASIC (Application-Specific Integrated Circuit):

e Enhanced escape bandwidth: Co-packaged optics provide an
additional dimension for wiring extra chip pins, greatly enhancing
the escape bandwidth of the package.

o Reduced power consumption: Unlike traditional implementations
with pluggable optics placed at the motherboard’s edge, co-
packaged optics are positioned next to the chip, resulting in
substantial energy savings through shorter wires with lower
channel loss.

o Cost efficiency: Co-packaging can reduce the cost per bit by
enabling the use of simpler ASICs with smaller 10 modules,
potentially increasing yields due to reduced ASIC area.

e Improved performance: Instead of using simplified ASICs, co-
packaged optics can enable system implementations with
enhanced performance, including a greater number of 10 links
operating at higher speeds. Alternatively, freeing up packaged pins
from the bottom of the package can enable the addition of
extended memory capabilities or other system functions.

Alongside the specifications outlined in [50], the Optical
Internetworking Forum (OIF) has initiated work on a Co-Packaging
Framework Implementation Agreement [51]. However, both the efforts
primarily target longer distance links, spanning 0.5-2km, and do not
appear to prioritize low energy consumption.

In this paper, we extend our previous work presented at the Optical
Fiber Communication Conference 2023 [39] and report on the recent
activities within the MOTION research project (Multi-wavelength
Optical Transceivers Integrated On Node) [31], including an assembly
featuring two MOTION co-packaged optics modules and an IBM
POWER10™ processor. The MOTION project has low energy
consumption as a primary objective, i.e., the energy consumption of the
1st-generation module is ~5x lower than the current OIF specifications.
Our OFC work compares a baseline data center network architecture
using off-the-shelf switches to an architecture incorporating 50T
switches with co-packaged optics. While standard 50T switches with
pluggable optics have become available, an implementation with co-
packaged optics remains appealing due to potential cost and energy
efficiency gains [49], [52]. Our analysis shows that higher-radix switches
simplify the network topology by accommodating 2x more servers per
leaf switch (commonly referred to as Top-of-Rack (ToR) switch) and
achieve a 4x higher bisection bandwidth while using 41% fewer
switches. Additionally, network locality is greatly improved, allowing
over half of the large-scale applications to be placed under a single leaf
switch (compared to 5% in the baseline case), eliminating network
contention associated with crossing the network spine switches
(commonly referred to as core switches) [36], [38]. We also investigate
the communication overhead of distributing applications across
multiple leaf switches compared to placing them under a single switch.
The results highlight the crucial role of the network stack, with
placement under multiple switches resulting in up to 68% higher
completion times for an all-to-all communication pattern and a network
stack latency of 1.25 ps.

Beyond the data center network analysis of the OFC paper, this paper
examines the advantages of employing co-packaged optics for
providing high-bandwidth connectivity among the accelerator chips in
future Al supercomputer systems. As such, the paper considers a
baseline network architecture inspired by the recently announced
DGX GH200 Al supercomputer [9], [10]. The baseline architecture is
compared to a system that incorporates co-packaged optics at both the
switch points and the accelerator chips. In this case, we consider 100T
switches, which enable a network with 2x higher bisection BW, while
requiring 64% fewer switches. In these simulations, we consider both
all-to-all and an all-reduce communication patterns that emulate well-
known collective communication operations commonly used in
network-bound scientific and Al training applications. The study
indicates that co-packaged optics can effectively support the increasing
BW demands of future systems. The simulation results show substantial
improvements in the mean server throughput of more than 90% for
256 nodes and messages sizes of at least 128 KiB. Furthermore, we
investigate the impact of the switch and network interface latencies, and
we show the importance of maintaining low-latency operation in the
next-generation implementations. This is particularly important for
smaller message sizes that are more susceptible to these latencies. For
all-reduce, for a message size of 32 KiB as an example, reducing the
latencies from 600 ns to 500 ns and 400 ns can yield throughput
improvements of 7% and 15%, respectively. For all-to-all, the respective
improvements are 10% and 22%.

The rest of the paper is organized as follows: Section 2 provides a
brief overview of the hardware developments of the MOTION co-
packaged optics module. Section 3 discusses how scaling the switch
capacity in general influences the network architecture of fat-tree-based
systems. Section 4 introduces the baseline and co-packaged-optics-
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Fig. 2. (a) 1st-generation MOTION module, (b) Indicative eye diagram for one channel (16 total). Bit error rate (BER) tested to <10-12 pre-FEC, (c) Two
1st-generation modules with an IBM POWER10™ processor on an organic laminate.

Table 1: MOTION specifications

Parameter 1st generation 2nd geperation
Data rate per

channel 56 Gb/s 112 Gb/s
Format NRZ* PAM4

# of channels

(full duplex) 16 32

Total BW per

module 0.9 Tb/s 3.58 Tb/s
Energy . .
consumption <4pl/bit <2 pl/bit
BW density 5.3 Gb/s/mm?2 21.2 Gb/s/mm?2
Dimensions 13x13 x4 mm
Temperature 0-70°C

Electrical

interface Extra Short Reach (XSR/6 dB budget)
Optical margin 2 dB, >30m OM4, OM5

*The NRZ format does not require Forward Error Correcting codes.

enabled network architectures. Section 5 presents the simulation
performance analysis along with an overview of our prior work, and
finally, Section 6 concludes the paper.

2. MOTION CO-PACKAGED OPTICS MODULE

The MOTION project is a collaboration between IBM Research and
Coherent Inc. with the aim of developing a variety of chip-scale co-
packaged optics modules, which can be soldered or LGA-attached to the
top of an organic 1s--level package. The module consists of (a) Vertical
Surface Emitting Laser (VCSEL) arrays, (b) surface-illuminated
photodiodes, and (c) CMOS or BiCMOS driver (Tx) and receiver (Rx)
Integrated Circuits (ICs) flip-chip attached on a glass carrier.

Fig. 2 (a) shows the 1st-generation module and the glass carrier with
the VCSEL and photodiode arrays and the driver and receiver ICs, while
Fig. 2 (b) shows an indicative eye diagram for one of the sixteen
channels operating at a non-return-to-zero (NRZ) modulation format
and 50 Gb/s. The glass carrier has a footprint of 9x13 mm?, the VCSELs
and photodiodes operate in the 930-950-nm range, and the light path is
through the carrier. These 1st-generation optical components and the
ICs are frequency-agile and can operate at any data rate up to
56 Gb/s/channel. The total I0 BW for the 16-channel transceiver is
09 Tb/s, and the BW density is 5.3 Gb/s/mma2. The 1stgeneration
transceiver also includes 1:1 sparing of each of the channels for
enhanced reliability. This configuration means that each channel is
equipped with one primary laser and one spare. The primary to spare

laser switching time has been demonstrated to be less than 100 ns [41],
which can provide minimal downtimes by eliminating the need for
human intervention during primary laser failures. This is combined
with significant improvements in energy consumption at 4 pj/bit [42].
This energy consumption is 5x lower than that of state-of-the-art 800G
OSFP (FR4) modules, which have been reported to consume 20 pj/bit
[43]. Table 1 summarizes the specifications for both the firstand second
generations of the MOTION co-packaged optics module. The target for
the 2nd-generation module is to incorporate 32 optical channels in an
area of 13 x 13 mm?, each of them operating at a data rate of 112 Gb/s
with a Pulse Amplitude Modulation 4-level (PAM4) format. This
corresponds to a total I0 BW of 3.58 Tb/s with a BW density of
21.2Gb/s/mm? The 2nd-generation transceiver is currently under
development and will use two wavelengths per fiber to be compatible
with the fiber ribbon of the 1st-generation. Regarding the energy
consumption, itis expected to be less than 2 pj/bit. We refer to [31],[32],
[34], and [40] for more details about the physical-layer design and
packaging as well as for figures including exploded views of the
components inside the MOTION module.

Among the most recent developments, an assembly has been
developed with a pair of 1st-generation MOTION modules and an
IBM POWER10™ processor on an organic laminate, as demonstrated in
Fig. 2 (c). Adjacent to the MOTION modules, there are two pairs of high-
speed subminiature push-on (SMP) connectors, which serve as clock
inputs for testing the optical links. These connectors allow us to
independently activate the Pseudorandom Binary Sequence (PRBS)
generators and detectors of the driver and receiver ICs within the
modules. Adjacent to the SMP connectors, there are two power/serial
interfaces for the co-packaged optics. These interfaces are integrated
separately to enable seamless operation of the MOTION modules within
the framework of an existing IBM POWER10™ system. As part of the
assembly, four NearStack™ connectors have been integrated, enabling
copper cable connections with other devices located at shorter
distances, thereby expanding the assembly's functionality. Overall, this
assembly provides a total optical I0 BW of 1.8 Tb/s, whereas a
corresponding configuration with a pair of 2nd-generation modules
would provide a 4x higher optical I0 BW of 7.2 Tb/s. Similar assemblies
can be developed using alternative chips, such as GPUs or other
accelerators commonly found in modern Al supercomputers.

Four key differences between the MOTION technology and the
technologies being developed in [50], [51] are: (1) the use of multimode
fiber with a distance range of up to 30 meters, (2) a separable optical
connector interface as opposed to fixed fiber pigtails, (3) a package that
can be directly soldered to the first-level package avoiding the expense
and mechanical complications of an electrical socket, and (4) the use of
internal lasers, which avoid the extra package and special fibers needed
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Fig. 3. Network architecture evolution across three switch generations: Doubling the switch capacity while keeping the number of servers constant
presents a trade-off between achieving faster server connectivity and creating a flatter or simpler network (reducing the number of switch layers is
notalways feasible). In contrast, quadrupling switch capacity results in a streamlined architecture that combines improved server speed with a flatter

and/or simpler network.

to support external lasers. Another key difference is that the MOTION
project has low energy consumption as a primary objective. The energy
consumption of the 1st-generation module is ~5x lower than the current
OIF specifications.

An additional important aspect to consider is the cost dynamics
associated with the adoption of co-packaged optics. Like with any new
technology, initial deployment costs may be higher when compared
against existing technologies. However, these costs should normally
decrease as the technology matures and gains broader adoption. As
production volumes increase, economies of scale come into play,
leading to corresponding decreases in the cost per unit. At the same
time, co-packaged optics facilitate the use of simpler ASICs with smaller
I0 modules, potentially resulting in higher yields and further cost
reduction. Despite the higher initial deployment expenses, co-packaged
optics offer the advantage of reduced energy consumption, which can
be combined with lower maintenance expenses when considering the
fast laser sparing capabilities of the MOTION module in case of laser
failures. This has the potential to reduce the cost of ownership and offset
the initial investment. Finally, as more players enter the landscape,
market forces will drive additional cost optimization.

3. SWITCH SCALING AND FAT-TREE EVOLUTION

Fig. 3 demonstrates a simplified example of how doubling the switch
capacity in subsequent switch generations affects the network
architecture of fat-tree-based systems. The example considers three
switch generations, namely Gen N, Gen N+,and Gen N++. Assuming that
a Gen N switch consists of six ports operating at a speed of X Gb/s, this
configuration allows for connecting eighteen servers through a three-
level network comprising fifteen switches, with no oversubscription in
the network. Moving on to Gen N+, two options arise from doubling the
switch's overall capacity. The first option is to double the number of
ports to twelve while maintaining the data rate per port at X Gb/s. The
second option is to keep the number of ports at six but double their
individual capacity to 2X Gb/s. The first option simplifies the network
architecture, reduces the number of required switches, and connects
the same number of servers with an equal amount of bandwidth per
server. On the other hand, the second option still requires the same
number of fifteen switches, butit doubles the capacity of each individual
server. As a general principle, doubling the switch capacity while
keeping the number of servers constant presents a trade-off between
achieving faster server connectivity and creating a flatter or simpler
network (reducing the number of switch layers is not always feasible).
Advancing two generations from Gen N to Gen N++, we can build

switches that offer both double the number of ports and double the
capacity per port, totaling 2X Gb/s. Compared to Gen N, quadrupling the
switch capacity leads to a more streamlined architecture that combines
improved server speed with a flatter and/or simpler network. In
practice, the decision of whether to increase port density, enhance
individual port capacity, or employ a combination of both depends on
the specific goals and requirements of the target system.

From an operations perspective, reducing the number of switches in
future networks offers several compelling advantages. First, having
fewer switches can translate into lower costs and reduced power
consumption, making it an attractive option for large-scale data center
and supercomputer operators. Second, the reduced number of switches
can simplify network maintenance and troubleshooting tasks, resulting
in less administrative and management overhead. Third, reducing the
number of hops leads to faster and more energy-efficient packet
deliveries with lower latency. This can also reduce network contention
in the upper switch layers, further enhancing overall efficiency,
especially in high-demand environments. However, it is crucial to note
that as network locality improves with more servers per leaf switch, the
system's dependence on availability and security becomes more critical.
Any switch failures or network attacks can potentially impact a larger
number of servers, necessitating robust redundancy and security
measures.

From a cabling perspective, the set of available options has
historically evolved in response to both distance requirements and
technological advancements. More recently, the use of pluggable optics
has become standard practice for longer connections between switch
layers. This is clearly demonstrated by the cases of the Summit
supercomputer [55], which held the title of the world's fastest
supercomputer from November 2018 to June 2020 (currently ranks
#5), and Nvidia's DGX GH200 Al supercomputer [9], representing the
state of theartin the field of Al training. On the other hand, copper cables
have traditionally been the preferred choice for intra-rack connections
due to their cost-effectiveness, a practice applied to both the Summit
and GH200 examples. Taking the switch radix into account, another
common practice in recent years has been the use of higher-radix
switches at the upper network layers and lower-radix switches at the
leaflayer. This approach is further emphasized by the transition to next-
generation switches with faster SerDes lanes, which significantly
reduces the effective reach of copper cables. Using higher-radix
switches with copper cables at the leaf level presents significant
challenges, especially when servers span multiple physical racks.
Therefore, introducing optics also at the leaf level becomes more
appealing, enabling the development of next-generation topologies with
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Fig. 4. () Baseline data center network, (b) MOTION-enabled data center network with 4x bandwidth per server and 2x servers per leaf switch.

significantly improved network locality properties [36], [38]. It is worth
mentioning that when only low-radix switches are available, a common
practice is to build core switches using multiple ASICs and copper
connections between them. These core switches are then deployed at
the network's spine. This enables a reduction in costs associated with
optical connections between the upper layers of the topology.
Unfortunately, this does not reduce the network's complexity though.
This approach has already been applied in the case of the Summit
supercomputer, where the two upper layers are incorporated into core
switches.

In summary, the decision to reduce the number of switches, minimize
hops, and/or enhance network locality in large-scale systems is driven
by several considerations. These considerations include not only
performance and cost but also the need to meet the specific
requirements of the target system. While the following list is not
exhaustive, some of these requirements include oversubscription ratios,
switch radix, energy consumption, data rate of individual components,
budget constraints, equipment availability, system size, network
complexity, and the need for future extensibility. Balancing these factors
plays a significant role in constructing networks that are both efficient
and resilient, meeting the evolving demands of modern applications.

4. BASELINE AND MOTION-ENABLED NETWORKS

A. A case study from the Data Center area

Fig. 4 (a) illustrates the baseline data center network, which relies on
state-of-the-art off-the-shelf switches and adheres to the design
principles of modern data center systems [56]. Fat-tree topologies are
widely used in data centers due to their low-complexity routing
schemes, strong scale-out characteristics, and efficient partitioning
properties. The network has an oversubscription ratio of 3:1 and
employs 25T switches at the spine switch layer and 6.4T switches at the
leaf switch layer. All links operate at 100 Gb/s throughout the network.
The use of 25T spine switches simplifies the network topology by
reducing the number of switch layers and the number of required
switches. This offers significant advantages from an administrative and
management perspective. As discussed in Section 3, Active Optical
Cables (AOCs) are typically employed to accommodate the greater
distances between the switch layers. On the other hand, the common
approach for connecting the leaf switches to serversis to use cost-saving
Direct Attach Copper (DAC) cables. However, one consequence of the
increasing data rates in modern systems is the significantly reduced
effective reach of the DAC links. As a result, this constrains the server
placement near lower-radix leaf switches, hence the selection of 64T
switches for the leaf layer. In its maximum scale, the system
incorporates 272 switches, which can interconnect up to 12,288
endpoints. For network redundancy, servers connect to two endpoints

from different switches, resulting in a total number of 6,144 servers,
with 200Gb/s 10 BW each. The spine layer comprises sixteen 256-port
switches, while the leaf layer comprises 256 64-port switches. Every
two leaf switches connect to a set of 48 servers, resulting in a total of 128
server groups. These server groups can physically expand over multiple
racks, e.g, two racks with 24 servers each. In terms of communication
cost, intra-group communication requires 1 hop, while inter-group
communication requires 3 hops. In its maximum scale, the system offers
a bisection bandwidth 0of 409.6 Tb/s.

Fig. 4 (b) presents a streamlined data center network design that has
identical switch radix in both the leaf and spine layers and utilizes only
optics for connectivity, i.e, in this setup, servers are connected optically
to the leaf switches. This network configuration assumes 50T switches
that they employ co-packaged optics for connectivity. Like in the
baseline case, we maintain an oversubscription ratio of 3:1, assuming a
switch radix of 128 ports with a data rate of 400 Gb/s per port. In
contrast to the baseline case, the extended reach of optics, coupled with
the higher-radix switches, provides a twofold increase in the number of
servers connected to each leaf switch. This results in a total of 64 groups
of 96 servers each, accompanied by a 4x increase in server bandwidth,
which increases to 800 Gb/s. This is highly advantageous for larger-
scale applications since communication between every 96 servers (e.g,
over 4.5K cores assuming 48-core servers) requires just one hop and
can be achieved at four times higher data rates. Furthermore, this
approach requires 112 fewer switches, resulting in a reduction of 41%
in the switch count. This reduction translates to cost savings and
reduced administration and management overhead. Regarding the
bisection bandwidth, the higher data rates lead to a fourfold increase,
resulting in a total bisection bandwidth of 1,638.4 Tb/s.

We would like to note that this comparison primarily focuses on
highlighting the differences between network architectures utilizing
subsequent switch generations. The findings presented in this study can
be easily extrapolated for future switch generations. However, it is
important to note that predicting the exact timeline for the adoption of
switches with co-packaged optics in large-scale production systems is
beyond the scope of this paper. In the examples shown in Fig. 4, if we
replace the 25T/64T switches and 200G servers with 50T/12.8T
switches and 400G servers as the baseline, and then consider 100T
switches and 1600G servers instead of 50T switches and 800G servers
as the MOTION case, we will observe equally proportional
improvements. These improvements would exhibit the same
improvement factors for both the total system bandwidth and the
number of servers per leaf switch.

While standard 50T switches with pluggable optics are available in
the market, an implementation with co-packaged optics remains
appealing due to potential cost and energy efficiency gains [49], [52]
achieved by eliminating the need for lengthy electrical channels to drive
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Fig. 5. (a) Baseline Al supercomputer network, (b) MOTION-enabled supercomputer network with 2x bisection BW and 2x servers per leaf switch.

pluggable optics. The scalability of this technology is a subject we
studied in our previous work [33]-[35]. In that work, we considered a
variety of package carrier sizes populated with two 30x20-mm? switch
ASICs and a varying number of second-generation modules. According
to the results, for the 100T generation (potentially incorporating 1024
SerDes at 112 Gb/s signaling) and beyond, the addition of an extra
wiring dimension to the package may be necessary. This additional
dimension could take the form of co-packaged optics or electrical IO off
top of the carrier, or a combination of both top-side and bottom-side IO.
A hybrid solution, for example, could involve a 110x110-mm? carrier
with 50T IO from the bottom of the package and 50T IO from sixteen
second-generation modules on top. On the other hand, a 100T
implementation relying solely on co-packaged optics would require
either twice the number of modules, i.e,, thirty-two, or the same number
of modules with double capacity, as demonstrated in [49]. For building
a 50T switch module (512 SerDes at 112-Gb/s signaling) using only
optics for 10, we could utilize a 90x90-mm? carrier in combination with
sixteen second-generation modules. In terms of power consumption,
co-packaged optics have the potential to reduce power usage by 25-
50% compared to pluggable optics, provided that a power efficiency
target of at least 10-15 p]/bit can be achieved [52], which is well above
the MOTION targets. Finally, current estimates suggest that a system-
level cost reduction of up to 50% per capacity is feasible compared to
pluggable optics [52].

B. A case study from the Al Supercomputer area

Fig. 5 (a) shows a high-level representation of the baseline Al
supercomputer network architecture considered in our analysis,
following the design principles of the recently announced Al
supercomputer DGX GH200 [9], [10]. Like in the data center case, the
supercomputer network adopts a fat-tree topology, benefiting from the
same advantages highlighted earlier. The baseline network comprises
256 Al servers and 132 specialized switches that provide fast
connectivity over a shared memory space across all servers [10]. To
facilitate quick memory accesses, the network provides full bisection
bandwidth to all servers and utilizes 25T switches at the spine layer and
19.2T switches at the leaf layer. It should be noted here thatalthough the
DGX GH200 system uses 25T switches at the leaf layer as well, only 75%
of the switch capacity is needed to achieve a 1:1 link ratio between the
links connecting to the servers and the spines. Therefore, our choice of
19.2T switches reflects the needed capacity, and by no means does our
baseline architecture mirror a one-to-one representation of the DGX
GH200 supercomputer. All links in the network operate at a speed of
400 Gb/s. Again, AOCs are employed between the leaf and spine
switches, while custom cable harnesses connect the servers to the

leaves [10]. Contrary to the data center scenario, utilizing electrical links
to connect the servers to the leaves does not necessitate the utilization
of lower-bandwidth switches. This is because the higher-bandwidth
connections are now shorter in length, as all eight high-bandwidth
servers are located near the leaves and do not span across multiple
racks. Each server is connected to three leaf switches via 9 x 400 Gb/s
links, resulting in a total I0 bandwidth of 3.6 Tb/s per server. The spine
layer consists of 36 64-port switches, while the leaf layer consists of 96
48-port switches. Every three leaf switches are connected to a set of
eight servers, leading to a total of 32 server groups. At its maximum
scale, the system offers a bisection bandwidth of 921.6 Tb/s, which is
2.25x higher than the bisection BW offered to >6k servers in the
baseline data center case.

Fig. 5 (b) shows the respective MOTION-enabled Al supercomputer
network architecture, which, again, uses identical switch radices across
both switch layers, and uses exclusively optics for connectivity. In this
setup, we consider 100T switches, which leverage co-packaged optics
for connectivity. Like in the baseline case, the network provides full
bisection bandwidth to all servers, while the switches are configured
with 32 ports, each capable of data rates of 3.6 Tb/s. Thus, a physical
switch port corresponds to a single 2nd-generation MOTION module.
Again, the higher-radix switches deliver a twofold increase in the
number of servers connected to each leaf switch, resulting in a total of
16 server groups, with 16 servers in each group. This comes together
with a 2x increase in the server bandwidth, which now reaches a total
of 7.2 Th/s. In other words, two second-generation MOTION modules
could be used to interconnect each server to two leaf switches.
Furthermore, this approach requires 84 fewer switches compared to
the baseline case, resulting in a reduction of 64% in the switch count.
Finally, the total bisection bandwidth equals 1,843.2 Tb/s, which is 2x
higher than the baseline case.

In the examples shown in Fig. 5, replacing the 25T/19.2T switches
and 3.6T servers with 50T/384T switches and 7.2T servers as the
baseline, and then considering 200T switches and 14.4T servers instead
of 100T switches and 7.2T servers for the MOTION case, we would see
equally proportional improvements. These improvements would have
the same factors for both total system bandwidth and the number of
servers per leaf switch.

5. PERFORMANCE ANALYSIS

In this section, we evaluate the concepts presented in Section 4
through discrete-event simulations, and afterward, we provide an
overview of our relevant prior work. For our analysis, we use the Venus
discrete-event network simulator [57], which has been developed on
top of the queue-based OMNEST simulation framework [58]. Venus has
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Fig. 6. All-to-all completion time percentage increase of spreading the VMs of an application under multiple leaf switches vs placing them under a single
switch. Results correspond to different VNIC speeds and network stack latencies. The faster the network stack, the higher the overhead. Smaller
message sizes are affected most due the relatively high overhead from the extra hops when compared to the message duration.

been developed within IBM Research and has been widely employed in
various projects over the years.

Our analysis consists of two parts. In the first part, we focus on placing
fixed-sized Data Center applications under varying numbers of leaf
switches, employing an all-to-all communication pattern [59]. In the
second part, we explore Al training applications of different sizes
running on varying numbers of nodes, also introducing the all-reduce
communication pattern [60]. Both patterns emulate well-known
collective operations commonly used in scientific parallel applications.
All-reduce commonly also arises during the execution of Al training jobs
and offers a more laser-focused perspective.

From a single-node perspective, all-to-all communication follows a
deterministic sequence of N-1 phases, where N represents the total
number of nodes participating in the collective operation. Each
successive phase involves communication between each individual
node and a different destination node, resulting in a total of N x (N-1)
messages exchanged. As for the all-reduce communication, we simulate
a ring all-reduce implementation that comprises N-1 scatter-reduce
phases followed by N-1 all-gather phases. Each successive phase
involves communication between each individual node and its two
neighboring nodes, resulting in a total of 2 x N x (N-1) messages
exchanged. It is worth noting that, in all cases, we do not consider any
explicit synchronization or separation of the successive phases.

For all systems, the packet size varies from 28 to 212 bytes (i.e, 256
bytes to 4 KiB), which means that messages larger than 212 bytes are
split into multiple contiguous packets. Regarding the flow control
mechanism, we simulate a credit-based implementation to ensure
lossless network operation. Furthermore, the switches implement
virtual output queueing, which is known to effectively address the head-
of-line blocking [61], [62].

A. Network Locality Analysis for Data Center Applications

The first part of our analysis focuses on quantifying the performance
improvements that can be achieved through the utilization of data
center networks with enhanced network locality properties. To

accomplish this, we examine various placement scenarios for a parallel
application/workload consisting of 24 Virtual Machines (VMs),
considering different numbers of leaf switches used for their placement.
We employ the optimized version of the all-to-all communication
presented in [59], in an effort to evenly distribute the bandwidth
demands on the spine throughout all the phases of the traffic pattern.
This implementation aims to minimize network contention and
bandwidth waste by utilizing the minimum necessary network
resources during each successive communication phase. However, due
to the 3:1 oversubscription ratio in the simulated scenarios, there is
always some form of contention that arises from the messages
traversing the spine.

In addition to examining different placement scenarios, we further
explore the impact of the network stack latency by varying it based on
commonly observed latencies from real-world deployments. The
network stack latency is typically influenced by factors such as the
virtualization technology (e.g, VIRTIO or SR-IOV [63]) and the
networking technology in general (e.g, Ethernet, RoCE, or InfiniBand).
As for the routing algorithm, we simulate an ECMP-like (Equal-Cost
Multi-Path) mechanism [64] where, at each routing stage, the next hop
is randomly selected over the set of all shortest paths leading to the
destination. This ensures that contiguous packets from the same
message follow the same path. Additionally, the switches introduce a
1.5 ps delay to the traversing packets, in accordance with the latency
specifications of modern Data Center switches [65], [66], along with any
potential queueing delays. For the Virtual NICs (VNICs) of the simulated
VMs, we consider three throttling speeds of 10, 25, and 70 Gb/s, which
represent typical bandwidths of cloud VM profiles. For each throttling
speed, we assess two network stack latencies, representing different
virtualization methods and/or networking technologies. Advanced
network stacks deliver higher throughput in terms of packets per
second (PPS) and lower latencies.

Fig. 6 shows the simulation results, where each heatmap corresponds
to a different network configuration and shows the percentage increase
in the completion time when spreading the VMs across multiple leaf
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both one and three hops.

switches versus placing them under a single switch. The results suggest
that the benefits of placing the VMs in proximity become more
pronounced for faster network stacks. Smaller message sizes are
particularly affected due to the relatively high overhead from the
additional hops when compared to the message duration. For slower
network stack latencies of 11.75-15 ps, the overhead of spreading the
VMs can reach up to 11%. For faster stacks of 5.25-7.5 ps, the overhead
can increase up to 23%, while in the more efficient stacks of 1.25-3.5 s,
the overhead can reach as high as 68%. These findings complement our
previous analysis [36], where we examine the networklocality property
of the systems by using a VM trace from a production data center. The
results reveal that over half of the large-scale applications can be
efficiently placed under a single leaf switch, which is only 5% for the
baseline case. Therefore, building networks with improved network
locality properties becomes increasingly important as the network
stack latencies are getting faster.

B. Performance Analysis for High-BW Supercomputer Networks

In the second part of our analysis, our focus is on quantifying the
performance improvements that can be achieved by directly comparing
the two Al supercomputer network architectures presented in
Section 4.B. Within this framework, we evaluate the performance of a
parallel application that executes the all-to-all and all-reduce operations,
exploring variations in the number of participating nodes and message
size. Unlike the first part of the analysis where the network is subject to
oversubscription, in this scenario, the network benefits from a full
bisection bandwidth. Therefore, for the all-to-all operation, we choose
to simulate a linear implementation without any optimizations [59].

Regarding the simulation parameters, since we simulate high-
performance networks, we assume that both the NICs and switches
introduce a 600-ns delay to the traversing packets, in addition to any
potential queuing delays. Regarding the routing algorithm, we simulate

a packet spraying mechanism that distributes the incoming packets
across the set of all shortest paths that lead to the destination. This is a
well-known technique that helps prevent bottlenecks that may arise
when handling large volumes of traffic and is particularly efficient in
mitigating the impact of collisions between large messages [67]. For the
link lengths, we assume that the servers are connected to the leaves
using 3-meter links, while the links between the two switch layers are
20 meters long. Therefore, we simulate propagation delays of 15 ns and
100 ns, respectively.

Fig. 7 shows the throughput results for the all-to-all pattern, with
Fig.7 (a)-(b) focusing on the relative throughput measurements. As
expected, moving to smaller and fewer messages, ie, fewer
participating nodes, results in a throughput decrease for both cases. The
reason behind this reduction is the unavoidable initialization overhead
that must be paid before the generated messages start arriving at their
destinations. This overhead includes: (a) the adapter delay, which is
experienced twice at both the transmitter and receiver sides, (b) the
switch delay, which is experienced once for messages undergoing one
hop and thrice for messages undergoing three hops, and (c) the time-of-
flight between the different system components, ie, between the
servers and the leaf switches, and between the leaf and spine switches.
It is not surprising that the overhead is more pronounced when
combining smaller message sizes with fewer nodes. In this region, the
overhead is relatively much larger compared to the duration of the
messages. However, the overhead becomes relatively smaller as we
move to bigger messages and more nodes, which translates to higher
throughput performance.

Fig. 7 (c) shows the difference between the baseline and MOTION
cases in the form of relative throughput percentage reduction. With the
MOTION system providing twice the bandwidth per server, the
message durations are halved, which results in a relatively higher
initialization overhead compared to the reduced message durations.
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This is based on the premise that the adapter, switch, and time-of-flight
overheads remain constant. To attain the same relative throughput as
before, doubling the data rate would require either doubling the
message size or decreasing proportionally the initialization overhead.
However, it should be noted that even for constant overheads and

message sizes, the all-to-all communication still completes faster due to
the higher data rates. This is demonstrated in Fig. 7 (d)-(e), which show
the absolute mean server throughput. A direct comparison between the
two systems in Fig. 7 (f) reveals significant gains, starting from as little
as 1% for 128 nodes and the smallest message size, and reaching more
than 96% for 256 nodes and message sizes of at least 128 KiB.

Focusing on the 16-node case, a notable behavior is observed. In the
MOTION case, all messages require only one hop to reach their
destinations, while in the baseline case, half of the messages must
undergo three hops, resulting in the switch overhead being paid three
times. This results in significant throughput improvements for the
MOTION case, ranging from 76% to 96% across the complete message
size range. Regarding the 8-node case, all messages experience a single
hop only in both systems, while for all other cases, both systems have
messages that experience both one hop and three hops.

Moving now to Fig. 8 and the all-reduce case, we observe similar
behavior and performance benefits as with all-to-all, with the difference
being that as the message size and the number of nodes increase, the
respective throughput improvements appear slightly earlier. This can
be explained by the fact that all-reduce consists of twice the number of
communication phases compared to all-to-all, resulting in relatively
lower initialization overhead for a given message size and number of
nodes combination. Fig. 8 (f) reveals significant gains, starting from as
little as 2.2% for 128 nodes and the smallest message size, and reaching
more than 98% for 256 nodes and message sizes of at least 128 KiB.
Regarding the 16-node case, the respective improvements range from
76% to 98% across the complete message size range.

To further investigate the impact of the switch and NIC latencies, we
run experiments with a fixed number of 64 nodes while varying the NIC
and switch latencies. Fig. 9 presents the corresponding relative
throughput results for the MOTION system and for both all-to-all and
all-reduce patterns. As expected, combining larger message sizes with
lower switch and NIC latencies yields the best performance. These
results emphasize the importance of maintaining low-latency operation
in next-generation NICs and switches. This is particularly important for



Table 2: Overview of prior work and key findings

Publication | Baseline switch | Next-gen switch | Modeling tool | __Benchmarks | Comparison |
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Thiswork  « 400G ports + 3.6T ports .
* 64 ports * 64 ports
* Lossless * Lossless

smaller message sizes that are more susceptible to these latencies.
Again, we observe that for all-reduce, the respective throughput
improvements appear slightly earlier due to the relatively lower
initialization overhead. For example, for a message size of 32 KiB,
reducing the latencies from 600 ns to 500 ns and 400 ns can yield
throughput improvements of 7% and 15%, respectively. On the other
hand, the corresponding improvements for all-to-all are 10% and 22%
due to the relatively higher initialization overhead.

C. Overview of Prior Work

While this work is primarily focused on communication patterns that
emulate well-known collective communications commonly used in
network-bound parallel applications, we have also conducted several
other analyses within the framework of the MOTION research project.
In the past, we conducted simulations using both synthetic traffic
patterns representing diverse applications and VM traces extracted
from publicly available datasets with real VM requests. Furthermore, in
addition to the case studies from the Data Center and Al Supercomputer
areas, we have also explored case studies inspired by the more
traditional High-Performance Computing (HPC) area. In these case
studies, we used as a baseline a network architecture that was inspired
by the Summit supercomputer, which was delivered at the Oak Ridge

21% fewer switches (1,280 vs 1,620)

Uniform Same number of hops (5)
BitComplement Same servers / leaf
BitReverse 12x server bandwidth (2,400G vs 200G)

BitTranspose

In addition to [33]:

e o o o o o
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BitShuffle * 4x server bandwidth (800G vs 200G)
BitRotation ¢ 30-74% mean pkt delay reduction
BitButterfly

BitShuffle In addition to [34]:
BitRotation +  61-86% pkt delay std dev reduction
BitTranspose

AzureTracesForPacking

41% fewer switches (160 vs 272)
Same number of hops (3)

4x higher bisection BW

2x servers / leaf

AU 4x server bandwidth (200G vs 800G)
>50% vs <5% single-leaf placement for large-scale
applications
Uniform In addition to [36]:
BitComplement +  4x higher throughput
BitShuffle *  6-74% mean pkt delay reduction
BitRotation *  15-74% pkt delay std dev reduction

In addition to [36]:
* Up to 7x communication speedup
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*  >90% higher throughput for 256 nodes and 128 KiB
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National Laboratory back in 2018 [55]. Table 2 provides an overview of
the relevant publications since the beginning of the MOTION project. It
includes information on the specifications of the networking equipment
considered in our models, the tools and benchmarks used for
conducting our analyses, and summarizes the key findings for each case.

For our analyses in [33]-[35], and [37], we consider eight standard
synthetic traffic patterns that typically arise in a wide range of scientific
and HPC applications [68]. For example, the BitTranspose pattern
appears in applications involving matrix transpose or corner-turn
operations [69], while certain fast Fourier transform (FFT) or sorting
implementations have been shown to induce the BitShuffle pattern. On
the other hand, for our analysis in [36], [38], we utilize VM traces with
requests from large-scale applications, which are extracted from the
publicly available AzureTracesForPacking2020 dataset [70]. The
dataset includes VM requests spanning a 14-day period, while we focus
on requests from the first seven days. Additionally, we have extended
CloudSim Plus [71] to meet our specific requirements, and we use the
traces as input to simulate the dynamic arrival and departure of the
applications. CloudSim Plus is an open-source simulator for modeling,
simulating, and experimenting with cloud computing infrastructures
and services. Furthermore, in our analysis in [38], we investigate the
communication speedups for an all-to-all pattern while varying both the



message size and the number of nodes (which remains constant in
[39]). Additionally, we explore the reductions in execution time for
applications with different communication requirements.

As for the baseline networks in [33]-[35], we consider an architecture
inspired by the network technology used in Summit. The system
consists of 1,620 36-port switches and 5,832 servers. For simplicity,
although Summit incorporates 4,608 servers organized into 256 racks
(plus 40 storage and 4 infrastructure racks), we consider a fully
populated network of 324 racks of compute nodes only. Then, for the
MOTION-enabled network in [33], we use a fixed number of switch
layers as the basis for our comparisons, while in [34] and [35], we shift
to comparisons based on a fixed number of endpoints.

In summary, the work carried out since the beginning of the MOTION
project has followed an incremental approach, incorporating synthetic
traffic profiles, real application traces, and traffic patterns emulating
collective operations. This has been combined with a variety of case
studies inspired by diverse computing areas, allowing us to gain a
deeper understanding of the various aspects of the compared systems.

6. CONCLUSION

We investigated the advantages of using co-packaged optics in data
center and Al supercomputing networks. Co-packaged optics can
enable 50T switch implementations and beyond, which can lead to
network configurations with 2x higher bisection bandwidth and 64%
fewer switches when compared to state-of-the-art systems. Our
analysis suggests that co-packaged optics offer a promising solution for
keeping up with the bandwidth demands in future networks. According
to the simulation results, building networks with improved network
locality properties becomes more important as the network stack
latency decreases; for a network stack latency of 1.25 s, placing the
VMs of an application under two or more switches can result in up to
68% higher completion times than placing it under a single switch. For
Al supercomputers, the simulation results suggest significant
improvements in the mean server throughput, which can reach to
>90% for configurations with 256 nodes and message sizes of at least
128 KiB. At the same time, the results emphasize the importance of
maintaining low-latency operation in next-generations NICs and
switches. This is particularly important for smaller message sizes that
are more susceptible to these latencies. For a message size of 32 KiB,
reducing the latencies from 600ns to 500 and 400ns can yield
throughput improvements of 10% and 22%, respectively.
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