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Abstract

Effective treatment of Parkinson’s disease (PD) is a continual challenge for healthcare providers,
and providers can benefit from leveraging emerging technologies to supplement traditional clinic
care. We develop a data-driven reinforcement learning (RL) framework to optimize PD medica-
tion regimens through wearable sensors. We leverage a dataset of n = 26 PD patients who wore
wrist-mounted movement trackers for two separate six-day periods. Using these data, we first
build and validate a simulation model of how individual patients’ movement symptoms respond
to medication administration. We then pair this simulation model with an on-policy RL algo-
rithm that recommends optimal medication types, timing, and dosages during the day, while
incorporating human-in-the-loop considerations on medication administration. The results show
that the RL-prescribed medication regimens outperform physicians’ medication regimens despite
physicians having access to the same data as the RL agent. To validate our results, we assess
our wearable-based RL medication regimens using n = 399 PD patients from the Parkinson’s
Progression Markers Initiative (PPMI) dataset. We show that the wearable-based RL medica-
tion regimens would lead to significant symptom improvement for these patients, even more so
than training RL policies directly from this dataset. In doing so, we show that learning RL
models from even small datasets of wearable data can offer novel, generalizable clinical insights
and medication strategies, which may outperform those derived from larger datasets without
wearable data.
Keywords: wearable sensors, remote monitoring, reinforcement learning, chronic disease man-
agement, PPMI

1. Introduction

Effectively managing Parkinson’s disease (PD) is a formidable healthcare challenge. There are
approximately one million Americans with PD, which is expected to grow to 1.2 million by 2030
(Parkinson’s Disease Foundation 2019). PD patients exhibit considerable heterogeneity, yet short-
ages in neurologists (Schneider and Biglan 2017) complicate sufficient access to care. In one study
of PD patients, only 42% received neurologist care over a four-year period (Willis et al. 2011).

It is crucial for providers to leverage technology to supplement face-to-face neurologist PD care.
One such technology is wearable sensors, which is a quickly-growing consumer market. Wearable
sensors are increasingly being used to monitor patient health states and to recommend optimal
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health interventions. Such personalized interventions (often called ‘just-in-time adaptive interven-
tions’, or JITAIs) recommend optimal health behaviors based on continuous monitoring of patient
health states (Nahum-Shani et al. 2018). Wearable-based JITAIs are a sequential decision-making
problem; they seek an optimal policy which maps a patient’s health state to an optimal recommen-
dation (e.g., “take medicine”) to maximize some measure of reward.

Wearable-based JITAIs are especially promising for PD patients, who demonstrate considerable
heterogeneity in their symptoms and treatment responses. One promising application is optimizing
medication administration. Levodopa (L-dopa), which facilitates dopamine replacement, is gen-
erally deemed the most effective PD therapy. Because of L-dopa’s short half-life, clinicians must
carefully prescribe dosages to manage patients’ symptoms. Furthermore, while L-dopa is effective in
reducing bradykinesia (slowing of movement), it can increase dyskinesia (involuntary movements).
Thus, effective L-dopa therapy must balance the competing effects of bradykinesia and dyskinesia.

The complexities of L-dopa therapy highlight the need for data-driven approaches to optimize
its administration. Yet there has been no research on the application of wearable-based JITAIs
to chronic medication management, which poses several challenges such as limiting medication
frequency or patients’ total daily dosage. It is also challenging and time-consuming to identify which
patients may benefit from advanced therapies, such as continuous-administration L-dopa pumps or
deep brain stimulation (DBS). Data-driven approaches to L-dopa administration can facilitate this
task by assessing the marginal benefit to specific changes in patients’ L-dopa regimens.

We therefore present the first implementation of a data-driven reinforcement learning (RL)
framework for optimizing PD patients’ medication regimens. In doing so, we also present the first
application of wearable-based JITAIs to chronic medication management. We also show that our
sensor-based learning platform offers clinical utility even if wearable sensors are not available, by
demonstrating that it can improve outcomes for patients without sensor-based data.

1.1 Related Work

Here we first review recent advances in the use of data analytics and machine learning to optimize
PD treatment. Next, we review research on the application of RL to treatment planning problems.
Lastly, we review existing work on the use of wearable sensors in healthcare.

1.1.1 Data-driven approaches to PD management.

Many studies apply machine learning to improve the accuracy of PD diagnoses based on patients’
clinical characteristics (Belić et al. 2019, Khojandi et al. 2017, Ramdhani et al. 2018, Watts et al.
2020b). Other studies apply machine learning to predict PD patients’ clinical characteristics, such
as tremor severity (Pedrosa et al. 2018) and fall risk (Gao et al. 2018). One notable study is Aich
et al. (2020), which uses machine learning to predict PD patients’ medication response medication
using gait signals collected from 20 patients using wearable devices. The authors use several machine
learning classifiers to predict patients’ medication responses from the sensor data, with over 95%
accuracy.

Few studies have applied machine learning to PD treatment. Such studies often focus on deep
brain stimulation (DBS) therapy (e.g., Wan et al. 2019, Watts et al. 2020a). Two recent studies
focus on applying machine learning and RL to PD medication management. Watts et al. (2020b)
use RL to train optimal dosage policies for PD patients. This work is a proof of concept framework
that relies on hypothetical patient profiles; in contrast, we seek to leverage real-world patient
data from wearable sensors. Kim et al. (2021) use machine learning to identify discrete disease
progression states among n = 431 PD patients, based on revised Unified Parkinson’s Disease Rating

2



Scale (MDS-UPDRS) scores. The authors use these states to formalize a Markov decision process
(MDP) of PD progression, and use RL to optimize patients’ prescribed drug classes. They find that
the RL drug class recommendations are largely consistent with those of physicians. In contrast, we
seek to leverage objective and granular sensor data to identify optimal medication regimens (i.e.,
specific medications, dosages, and timing), while incorporating patient-in-the-loop considerations.

In summary, while machine learning has thus been extensively applied to PD, existing research
primarily focuses on diagnosis and symptom prediction. Studies that address treatment planning
almost exclusively focus on DBS, though less than 10% of patients undergo DBS therapy (Morgante
et al. 2007). The few studies focusing on PDmedication planning either rely on synthetic sensor data
(Watts et al. 2020b) or use subjective MDS-UPDRS data and concern only high-level medication
decisions (Kim et al. 2021). We thus seek to build on past work by leveraging actual patient data
collected from wearable sensors to optimize specific patient-level medication regimens.

1.1.2 Reinforcement learning for treatment planning.

Applying machine learning to PD treatment, rather than diagnosis or symptom forecasts, generally
requires the use of RL to identify treatment actions (e.g., medications) that optimize long-term
health outcomes (Gottesman et al. 2019). Classification algorithms, such as random forests and
support vector machines, may be used to predict patient outcomes under a small number of known
treatment protocols, but cannot develop patient-specific treatment regimens. In addition to the few
previously-mentioned applications of RL to PD, RL is often employed for treatment planning in
data-rich inpatient settings (e.g., intensive care units), including sepsis management (Raghu et al.
2017), blood anticoagulant administration (Baucum et al. 2020), and mechanical ventilation (Prasad
et al. 2017). These applications allow for continuous bedside monitoring, and therefore represent
‘physician-in-the-loop’ applications, since attending physicians can review recommendations before
deployment.

RL has also been studied for its ability to regulate implanted devices. For instance, Pineau
et al. (2009) use RL to regulate electrode implants that provide neurostimulation therapy for
epilepsy patients. Other studies (Daskalaki et al. 2013, Fox et al. 2020) use RL to regulate insulin
pumps for patients with diabetes. These represent ‘closed-loop’ applications, because algorithmic
recommendation does not rely on physician or patient involvement.

‘Patient-in-the-loop’ applications, in which RL-based systems interact with patients outside
controlled healthcare settings, are currently limited to mobile health interventions. For instance,
Zhu et al. (2018) use RL to learn optimally-timed exercise recommendation for users of mobile fit-
ness trackers. Tomkins et al. (2020) use RL to learn optimal app-based recommendation strategies
and test their algorithm in a clinical trial. Specifically, they develop an RL algorithm to optimize
physical activity recommendations for mobile health app users, then deploy the recommendation
algorithm for 10 users over 90 days. While the study does not include data on participants’ health
outcomes, it finds that their RL approach quickly personalized its messaging strategies after a few
days of data collection. Applications such as this hold considerable promise for improving preven-
tative health. However, recommending preventative health behaviors through app-based messaging
represents a very different clinical context than disease treatment and symptom management.

1.1.3 Wearables for smart health monitoring.

Wearable sensors have been used for a wide variety of health monitoring applications. Most ap-
plications are solely ‘descriptive’ in that they monitor and report on a patient’s health state or
behavior over time (e.g., Kang et al. 2017, Favela et al. 2020). Other approaches are ‘predictive’
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in that they use wearable sensor data to predict clinical events of interest (e.g., Al-Khafajiy et al.
2019).

With regard to PD, studies have shown that wearable accelerometer data can accurately es-
timate PD symptoms (Ossig et al. 2015, Gri�ths et al. 2012, Horne et al. 2016). Nahab et al.
(2019) conducted a clinical study in which one such wearable sensor, the Personal Kinetigraph
(PKG; Global Kinetics Corporation), monitored patients' PD symptoms for the purposes of medi-
cation management. The study found that physicians could use PKG-generated reports to improve
physician- and patient-reported symptom severity, though patients' actual PKG scores remained
mostly unchanged. Building on this work, Watts et al. (2021) use the wearable sensors data from
Nahab et al. (2019) to cluster patients based on their medication regimens and symptoms, with
the aim of using new patients' PKG data to immediately `guess' their optimal cluster allocation.
Our study seeks to extend this research through a data-driven,prescriptive framework that uses
PD patients' wearable sensor data to optimizepatient-speci�c L-dopa regimens.

1.2 Objectives and Proposed Contributions

Despite the promise that both wearables and RL have shown, it is unclear whether RL can e�ectively
leverage wearable sensor data for chronic medication management. We therefore develop the �rst
data-driven framework for leveraging wearable sensor data to optimize medication management for
chronic disease treatment. Speci�cally, we develop a statistical model of PD symptom progression,
and use this model to train and evaluate personalized medication strategies. We validate our
approach on a non-sensor-based dataset, and demonstrate our framework's utility for patients that
may not have access to wearable sensors. Our work speci�cally focuses on optimizing L-dopa
therapy for PD patients, since research shows that PD symptoms can be accurately monitored in
high frequency through wearable sensors (Lee et al. 2015, Aich et al. 2020).

Our data-driven framework extends the use of RL to `patient-in-the-loop' treatment planning.
Previous RL treatment applications are either `closed-loop' (requiring no human interaction; Pineau
et al. 2009, Daskalaki et al. 2013, Paula et al. 2015), `physician-in-the-loop' (designed for inpatient
settings with physician oversight; Raghu et al. 2017, Prasad et al. 2017), or are designed for preven-
tative health rather than treatment (Zhu et al. 2018, Tomkins et al. 2020). Therefore, this study
extends the literature by accounting for challenges involved with `patient-in-the-loop' systems, in-
cluding minimum dosing intervals, capped daily dosages, competing e�ects of multiple medications,
and delays between recommendations and medication administrations.

Lastly, our data-driven framework also extends research on wearable health sensors by leveraging
wearable sensor data forprescriptive purposes. Research on wearable health sensors largely focuses
on `descriptive' analytics (i.e., patient monitoring) or `predictive' analytics (i.e., forecasting patient
outcomes or health events). By applying RL to high-frequency wearable sensor data, we develop a
`prescriptive' framework that leverages such data to improve patients' medication regimens.

2. Methods

In Section 2.1, we describe our dataset. In Section 2.2, we introduce the data-driven `symptom
model' that is learned from historical patient data, which is used to simulate patients' bradykinesia
and dyskinesia and to train RL-based medication policies. Section 2.3, formalizes our RL problem,
and Section 2.4 overviews our protocol for training and evaluating patients' RL medication policies.
Figure 1 provides an overview of our methodology.
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Figure 1: Overview of the methodology.

2.1 Data

We use data from Nahab et al. (2019), which consists of 26 PD patients (all taking L-dopa) who
wore wrist-mounted movement trackers for two separate six-day periods. Patients were provided a
Personal Kinetigraph (PKG; Global Kinetics Corporation), which is an which is an FDA-approved
wrist-worn inertial sensor designed to track PD symptom severity (see Appendix A for a photo-
graph). Patients wore the PKG for six days on the side of the body most a�ected by PD symptoms.
It monitored patients' movement symptoms between 5:00am and 10:00pm each day (17 hours per
day) and produced scores estimating patients' bradykinesia and dyskinesia levels every two min-
utes. Speci�cally, the PKG sensor uses built-in accelerometers to collect information about gait,
tremor, and movement patterns; it uses previously-validated algorithms (Ossig et al. 2015, Grif-
�ths et al. 2012, Pahwa et al. 2018) to convert these measurements to scores representing patients'
bradykinesia and dyskinesia severity. The PKG also used vibration alerts to remind patients when
to administer L-dopa (based on the patients' prescribed L-dopa medication regimens).

After the �rst six-day period of wearing the PKG, patients participated in a clinical visit in
which they completed routine clinical evaluations, including an assessment of their Hoehn and Yahr
(HY) disease stage (which ranges 0-5; Stage 0 being the least severe and Stage 5 being the most
severe). During this visit, study physicians reviewed the `descriptive' reports of patients' PKG
data from the preceding six days and had the option to re-adjust patients' medication regimens per
the PKG data, in-person evaluations, and their clinical intuition. Patients then completed another
six days of PKG monitoring, followed by a second clinical visit which included routine clinical
evaluations (including HY assessment) and completed a survey regarding their experience with the
PKG.

We refer to patients' PKG data from the �rst six-day wear period as patients' `Visit 1' data, and
data from the second as `Visit 2' data. We refer to patients' L-dopa regimens for their Visit 2 wear
periods (i.e., those prescribed by the study physician during the �rst clinical visit) as `physician-
updated regimens'. Patients' Visit 1 and Visit 2 data are summarized into a single PKG plot per
patient, which shows the median, 25th, and 75th percentile for bradykinesia and dyskinesia scores
at each two-minute time interval from 5:00am until 10:00pm, yielding two PKG plots per partici-
pant. Figure 2 presents an example PKG plot. Note that higher bradykinesia and dyskinesia scores
indicate greater symptom severity, though bradykinesia scores appear reversed in PKG plots. Thus,
distance from plot midline indicates symptom severity. Note that the PKG scores in our dataset are
not raw sensor readings, but processed estimates of patients' bradykinesia and dyskinesia levels at
each time point, which have been shown to correlate strongly with actual symptom severity (Ossig
et al. 2015, Gri�ths et al. 2012, Horne et al. 2016). Lastly, note that all patients were taking one
of three L-dopa formulations at the time of the �rst clinical visit, namely, L-dopa IR (`immedi-
ate release'), L-dopa CR (`controlled release'), and Rytary (which is an extended-release form of
L-dopa). These medications di�er in how quickly they release L-dopa into patients' bloodstreams.
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Figure 2: Example PKG plot, summarizing bradykinesia (bottom) and dyskinesia (top) scores over
six days. Higher scores re
ect greater symptom severity, though bradykinesia scores are reversed
in all plots. Bold lines represent median scores; lower and upper faded lines represent 25th and
75th percentiles, respectively. Vertical lines indicate prescribed medication administration and
diamonds indicate self-reported medication administration. Score categories BK/DK I, II, III, and
IV indicate symptom severity, with DK/BK IV being the most severe.

2.2 Bradykinesia and Dyskinesia Symptom Model

We develop a statistical model of patients' bradykinesia and dyskinesia responses to L-dopa, which
enables us to simulate and evaluate patients' responses to medication dosages. We learn two
symptom models (with identical structures) from patients' Visit 1 and Visit 2 data. In doing so, we
use Visit 1 data as our training set and Visit 2 data as our test set, and therefore refer to the Visit
1 and Visit 2 models as the `training' and `testing' models, respectively. After �tting the training
model from Visit 1 data, we validate it by con�rming that it can accurately reproduce symptom
trajectories from the test set (i.e., Visit 2 data). We then use it to train all RL medication policies,
and use the testing model (�tted from Visit 2 data) to evaluate the RL medication policies. Thus,
we assume that Visit 1 data are available fromall patients of interest when training RL policies,
and we seek to train RL policies that generalize well to each patient's future symptom trajectories
(i.e., their Visit 2 data). This mirrors the design of Nahab et al. (2019), in which study physicians
use clinical intuition to revise patients' L-dopa regimens after viewing Visit 1 data. Note that
patients' bradykinesia and dyskinesia scores are normalized between -1 and 1, and bradykinesia
scores are -transformed; further data preprocessing details can be found in Appendix B.

2.2.1 L-dopa pharmacokinetic models.

Recall that each patient in this study takes a subset of three di�erent L-dopa formulations (L-
dopa IR, L-dopa CR, Rytary), which di�er in how quickly they deliver L-dopa to the patients'
bloodstreams. We therefore build anL-dopa pharmacokinetic model, which converts patients' pre-
scribed L-dopa IR, L-dopa CR, and Rytary dosages to L-dopa-equivalent dosages (LED) at each
point. LED is a common clinical metric for summarizing the therapeutic e�ect of multiple PD
medications (Tomlinson et al. 2010, Schade et al. 2020). This allows us to estimate how patients'
symptoms respond to L-dopa at each time point, regardless of L-dopa formulation (L-dopa IR,
L-dopa CR, Rytary) that was administered.

We build a model of bloodstream L-dopa concentration that depends on each L-dopa medica-
tion's peak concentration, time to peak concentration, and elimination half-life (i.e., rate of decrease
after peak concentration), with parameters taken from existing clinical literature (Mittur et al. 2017,
Hsu et al. 2015). At each time point, we calculate each patient's total LED as the sum of the concen-
trations of each medication, weighted by their L-dopa equivalence factors (1.0 for L-dopa IR, 0.75 for
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Figure 3: Diagram of bradykinesia and dyskinesia symptom models. At each time point, patients'
L-dopa concentrations, symptom scores, and demographic and clinical covariates predict future
symptom scores.

L-dopa CR, 0.5 for Rytary; Tomlinson et al. 2010, Schade et al. 2020). Parameter values for L-dopa
IR, L-dopa CR, and Rytary can be found in Appendix C, along with a �gure visualizing simulated
concentrations of 100mg of L-dopa IR, L-dopa CR, and Rytary under our pharmacokinetic model.

2.2.2 Bradykinesia and dyskinesia symptom model structure.

Figure 3 overviews our bradykinesia and dyskinesia symptom model. We develop a model that
jointly predicts patients' bradykinesia and dyskinesia scores at timet + 1 from their most recent
tpast bradykinesia and dyskinesia scores, time since last L-dopa dosage, and current bloodstream
L-dopa concentration. We also include four patient-level covariates: gender, age, number of years
since PD diagnosis, and total daily dosage of non-L-dopa PD medications (e.g., monoamine oxidase
B, or MAO-B, inhibitors), expressed in LED. This allows the model to be patient-speci�c, i.e., the
model's predictions (and policy learning) can be tuned to each patient's demographic characteristics
and medication regimens. Note that, since patients' maximum dyskinesia scores vary considerably
more than patients' maximum bradykinesia scores, we cap each patient's simulated dyskinesia
scores for timet at q(t )

0:75 + 1 :5 � (q(t )
0:75 � q(t )

0:25), where q(t )
0:25 and q(t )

0:75 are the patient's 25th and 75th

percentile dyskinesia scores at timet. The threshold q(t )
0:75 + 1 :5 � (q(t )

0:75 � q(t )
0:25) is commonly used

for outlier removal (Barbato et al. 2011), and it allows our model simulations to exceed patients'
observed dyskinesia scores while avoiding unreasonably high predictions for patients with overall
low dyskinesia levels.

Let bt represent a patient's -transformed bradykinesia score at timet, and dt represent a patient's
dyskinesia score at timet. We thus aim to predict bt and dt according to

bt = bt � 1 + ^� bt + � b (1)

dt = dt � 1 + ^� dt + � d (2)
�

^� bt ^� dt
� T

= f (
�
� b (t � tpast ):( t � 1) � d (t � tpast ):( t � 1) l t � 1 mt � 1 c

� T
) (3)

where � bt = bt � bt � 1, � dt = dt � dt � 1, l t � 1 is the patient's most recent L-dopa bloodstream
concentration, mt � 1 is the number of minutes since the last L-dopa dosage, andc is a row vector of
patient covariates (gender, age, years since PD diagnosis, and non-L-dopa PD medication dosage).
The function f (�) is a predictive model that maps the input vector
�
� b (t � tpast ):( t � 1) � d (t � tpast ):( t � 1) l t � 1 mt � 1 c

� T
to

�
� bt � dt

� T
. Lastly, let � b � N (0; � b) and

� d � N (0; � d) denote Gaussian disturbance terms for bradykinesia and dyskinesia predictions,
respectively. We include a Gaussian disturbance term because Gaussian errors are commonly
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assumed in time series models (Wei 2006), and because because RL models with built-in randomness
have been shown to improve policy learning by encouraging state space exploration (Yang et al.
2021).

Using a grid search, we testtpast 2 f 15; 30g and three candidate model structures for the
predictive model f (�), namely, a linear autoregressive model, a neural network with one hidden layer,
and a neural network with two hidden layers (where the number of hidden units is equal totpast ).
To prevent over�tting, neural network models are run with L2 regularization using regularization
parameter � 2 f 0; 0:01; 0:1g, where the �rst case indicates no parameter regularization. Lastly, we
test a deterministic model with � b = � d = 0, and stochastic models with � b 2 f 0:5� (r )

b ; � (r )
b g and

� d 2 f 0:5� (r )
d ; � (r )

d g (yielding four stochastic models), where� (r )
b and � (r )

d are the model's residual
standard deviation for bradykinesia and dyskinesia predictions, respectively. This allows us to
optimize the presence and/or degree of Gaussian disturbance in our model.

To select our �nal symptom model, we divide patients into �ve folds (speci�cally, four folds
with �ve patients each, and one fold with six patients) and evaluate model structures using �ve-
fold cross-validation on Visit 1 data. For all folds, we use each candidate symptom model to
generate 100 symptom trajectories for the held-out test patients using their Visit 1 medication
regimens and �rst tpast time points. We evaluate each candidate model based on its mean absolute
error (MAE) in predicting patients' average bradykinesia and dyskinesia scores. We select models
based on their MAE since it can be interpreted in the models' original units (i.e., normalized
bradykinesia and dyskinesia scores) and can easily be visualized for both individual patients and
for the entire sample (in contrast with squared-error metrics, which are di�cult to interpret at the
individual-patient level). To contextualize model performance, we also assess a baseline model
that uses each patients' mean bradykinesia/dyskinesia scores from their �rsttpast measurements
(i.e., the same information available to each predictive model) as the prediction for each time point.
Note that, as discussed in Section 2.2, we only use Visit 1 data for model selection as Visit 2 data
are reserved for validating the symptom model and evaluating the RL policies.

2.2.3 Bradykinesia and dyskinesia symptom model validation.

After selecting our �nal symptom model structure, we re-train our symptom model using all pa-
tients' Visit 1 data and validate its ability to reproduce realistic symptom trajectories for patients'
Visit 2 data. To do this, we use the �nal symptom model (which is trained only on Visit 1 data)
to simulate 100 bradykinesia/dyskinesia trajectories for each patient, using their Visit 2 L-dopa
regimens (note that these 100 trajectories will be identical for each patient if the random distur-
bances� b = � d = 0). We then evaluate the model's MAE in predicting patients' average (Visit
2) bradykinesia and dyskinesia scores, based only on their �rsttpast time points. This is the same
procedure for selecting the symptom model structure described in Section 2.2.2, but using patients'
Visit 2 data. If our symptom model produces realistic trajectories, it should predict patients' av-
erage dyskinesia and bradykinesia scores from their �rsttpast time points signi�cantly better than
our baseline model, which uses patients' average symptom scores from their �rsttpast time points
as its prediction. Furthermore, if our symptom models' trajectories are realistic, the proportion of
their values that fall within patients' interquartile ranges should not signi�cantly di�er from 50%.
We also analyze whether the model's absolute error signi�cantly depends on patients' demographic
or clinical covariates, to identify potential model bias.

2.3 Reinforcement Learning Problem

We de�ne our medication planning problem as the tuple < S; A; T; r; t max > , where
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Figure 4: Overview of RL framework. An RL agent interacts with the bradykinesia and dyskinesia
symptom model to train dosage policies through on-policy RL algorithms.

- S is the set of symptom states, withst 2 S denoting the symptom state at time t;

- A is the set of available treatment actions (medication recommendations), withat 2 A de-
noting the action taken at time t. Since patients cannot act on medication recommendations
instantaneously, we assume a 10 minute delay between medication recommendation and ad-
ministration. Thus, the medication recommendation at is implemented at time t + 5 (since t
is measured in two-minute intervals, consistent with the PKG's data collection frequency);

- T is the patient's state transition model, i.e., the symptom model de�ned in Section 2.2. Since
medication recommendations are implemented with a 10 minute delay,T maps (st ; at � 5) to
st+1 ;

- r : S 7! R1 de�nes the immediate reward obtained in each statest 2 S;

- tmax is the �nite time horizon. Consistent with the PKG data collection frequency, we dis-
cretize time in units of two minutes where time epochs aret 2 f 0; 1; : : : ; tmax g.

We de�ne a medication policy as� : S 7! A, which maps a patient's statest to an action at . For
a given patient, we seek an optimal medication policy� � which maximizes the expected cumulative
reward E�

� P tmax
t=0 r (st )

�
, where the expectation is taken over the states that result from executing

the policy. We set tmax = 60
2 � 17 + 1 = 511 (equal to 17 hours of two-minute intervals), i.e., we

seek to maximize the patient's reward over the course of one day of symptom measurement (5:00am
to 10:00pm inclusive). We use a simulation-based approach, in which an RL agent interacts with
T (i.e., the symptom model described in Section 2.2) to train dosage policies through on-policy
algorithms. Figure 4 outlines our RL framework for training medication policies.

2.3.1 State and action de�nitions and spaces.

We de�ne the state at each time point as
st =

�
b(t � tpast +1): t ; d(t � tpast +1): t ; ; � t; l (IR )

t ; l (CR)
t ; l (Ryt )

t ; L t ; c
�

, where

- b(t � tpast +1): t is a vector of the most recenttpast bradykinesia scores (i.e., past 2� tpast minutes),

- d(t � tpast +1): t is a vector of the most recenttpast dyskinesia scores (i.e., past 2� tpast minutes),

- � t is the time since the most recent medication administration.

- l (IR )
t is the patient's current bloodstream concentration of L-dopa IR

- l (CR)
t is the patient's current bloodstream concentration of L-dopa CR
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- l (Ryt )
t is the patient's current bloodstream concentration of Rytary

- L t is the total LED administered since t = 0.

- c is a vector of the patient-level covariates used inT (speci�cally, gender, age, years since PD
diagnosis, and total daily dosage of non-L-dopa PD medications.

The action spaceA includes any commercially available dosage of L-dopa IR, L-dopa CR, and
Rytary. Since patients may sometimes bene�t from two-drug combinations (Stocchi et al. 1994),
A also includes a set of `allowed' two-drug L-dopa combinations. Individual L-dopa medication
dosages are typically reduced when multiple medications are taken together to limit the total LED
of the drug combination (Stocchi et al. 1994); thus,A only includes two-drug L-dopa combinations
whose total LED does not exceed the highest-LED medication (which is 250mg of L-dopa IR).
Altogether, there are 22 available actions, as follows:

- No medication

- L-dopa IR: 100mg or 250mg

- L-dopa CR: 100mg or 200mg

- Rytary: 95mg, 145mg, 195mg, or 245 mg

- L-dopa IR (100mg) + L-dopa CR (100mg or 200mg)

- L-dopa IR (100mg) + Rytary (95mg, 145mg, 195mg, or 245mg)

- L-dopa CR (100mg) + Rytary (95mg, 145mg, 195mg, or 245mg)

- L-dopa CR (200mg) + Rytary (95mg, 145mg, 195mg)

Note that our policy neural network contains a custom layer by which it can recommend the
above medication combinations without leading to combinatorial explosion of the number of network
parameters. This implementation is discussed in Appendix D.

Dosages are only allowed every three hours (i.e., every 90 time epochs) at a minimum, which is
a common dosing interval for PD treatment (Rodriguez et al. 1994). Each patient's daily LED is
capped at the LED of their physician-updated regimen (i.e., their daily LED for the Visit 2 wear
period). Thus, the subset of available actions in statest , which we denoteAst , is given by

Ast =

(
a : `(a) � L max � L t ; for � t � 90

? ; otherwise;
(4)

where `(a) denotes the LED of a medication actiona, L max is a patient's maximum allowed daily
LED, and ? is the empty set.

2.3.2 Reward function.

Our model assumes the following reward function:

r (st ) = 1tanh (bt )� �b � � � 1dt > �d; (5)

where tanh(bt ) is the normalized bradykinesia score at timet (with the arctanh transform reversed
by tanh), and dt is the normalized dyskinesia score at timet. The thresholds �b and �d denote
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symptom thresholds that distinguish `controlled' from `uncontrolled' symptom levels. Finally, �
is a predetermined importance weight for uncontrolled dyskinesia, and1(�) denotes an indicator
function. Intuitively, the reward at time t is highest when bothbt and dt are low (i.e., symptoms are
not severe) and is lowest whenbt and dt are high. We use the thresholds�b = � 0:279 (corresponding
to an un-normalized score of 25) and�d = � 0:775 ( corresponding to an un-normalized dyskinesia
score of 9), both based on clinical literature (Nahab et al. 2019, Pahwa et al. 2018).

Thus, the optimal policy prescribes su�cient L-dopa to control bradykinesia, but avoids pre-
scribing too much to cause uncontrolled dyskinesia. Note that since� is applied to dyskinesia
scores only, bradykinesia and dyskinesia are weighted equally when� = 1. We proceed with
� = 0 :5, which leads to stable policy learning in preliminary tests and re
ects the �nding that
patients generally prefer well-managed bradykinesia at the expense of some dyskinesia (Daneault
et al. 2013).

2.4 Policy Training and Evaluation

We train RL policies using the training model (i.e., the bradykinesia and dyskinesia symptom
model learned from Visit 1 data only ). Since the optimal dosage policy likely depends on each
patient's allowed daily LED, we train one RL policy for every observed daily LED in our dataset
(rounded down to the nearest 50mg), each of which can only recommend medication up to the
pre-speci�ed daily LED. This allows us to match patients' RL-based L-dopa regimens to their
allowed medication amount, and therefore assess whether RL can improve patient outcomes without
simply recommending more medication. In addition to tailoring recommendations to patients' daily
LED, our policies can tailor their recommendations to patient-speci�c characteristics since patients'
covariates are included in the state space. We train each RL policy using the policy gradient
algorithm over 10,000 epochs, which proves su�cient for policy convergence in preliminary tests.
Appendix E contains details about our policy network hyperparameters and training convergence.

We evaluate our RL policies in an on-policy manner by simulating their expected cumulative
rewards in the testing model (i.e., the symptom model learned fromVisit 2 data only ), over 100
simulated trajectories for each patient, using the policy that corresponds to the patient's physician-
updated daily LED. This is a common evaluation approach in the wearable-based JITAI literature
(Tejedor et al. 2020), and it allows us to assess whether medication policies learned from patients'
initial data generalize well to their future symptom trajectories. Thus, no training data is used
to evaluate policies. Note that, while policies randomly sample actions from the policy network's
softmax output at training, only the highest-probability action is selected during testing.

To benchmark our RL policies, we compare their simulated performance with theactual and
simulated performance of patients' physician-updated policies. That is, we compare the RL poli-
cies' simulated symptom trajectories with patients' actual Visit 2 trajectories, and with symptom
trajectories simulated using patients' physician-updated medication regimens (over 100 simulations
per patient). As described in Section 2.1, physicians prescribed medication regimens for patients'
Visit 2 wear period after viewing their Visit 1 PKG data. Thus, the physician-updated regimens
were based on the same PKG data that are used to train the RL policies (i.e., Visit 1 PKG data),
providing a rigorous assessment of our RL approach's ability to improve and augment symptom
managementabove and beyondthe added value of the descriptive PKG data itself.

3. Results

Here, we present the results of our numerical analysis. Speci�cally, we summarize patient char-
acteristics (Section 3.1), select and validate our symptom model (Section 3.2), present RL policy
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results (Section 3.3), and assess the impact of changing dosing frequencies on patient outcomes
(Section 3.4). We also perform several robustness analyses to ensure that our results hold across a
variety of model parameters and design decisions (Appendix J). Finally, we investigate the extent
to which our results are sensitive to potential unobserved confounding variables (Appendix K).

3.1 Patient Characteristics

Appendix F presents patients' demographic and clinical characteristics for the entire sample and
strati�ed by both L-dopa type (IR, CR, Rytary) and the use of non-L-dopa medications. Most
patients were prescribed to take only L-dopa IR for both the Visit 1 (19 / 26) and Visit 2 (20 / 26)
wear periods. L-dopa CR was prescribed to �ve patients before Visit 1 (three of whom also took
L-dopa IR) and to three patients before Visit 2 (all of whom also took L-dopa IR). Two patients
took only Rytary before Visit 1, and three patients took only Rytary before Visit 2. The mean
daily LED during the Visit 1 wear period was 499mg, compared with 637mg during the Visit 2 wear
period. Thus, study physicians tended to revise the regimen to prescribe higher daily LED from
Visit 1 to Visit 2 wear periods. Appendix F analyzes the associations between patients' symptom
outcomes and their demographic or clinical characteristics, none of which suggest that patients'
medication regimens are confounded with their symptom outcomes. Appendix F also visualizes
L-dopa pro�les for patients taking Rytary versus those not taking Rytary (given the small sample
size of Rytary-only patients). We �nd that, despite the di�erences between these medications,
L-dopa concentrations induced by Rytary are well-represented in the distributions of non-Rytary
patients, and the average bloodstream concentration trajectories are similar for both groups.

3.2 Symptom Model Selection and Validation

Appendix G presents the MAE for our candidate symptom models. We select a linear model with
tpast = 30, � b = � (r )

b , and � d = 0 :5� (r )
d as our �nal symptom model, yielding the �nal model:

bt = bt � 1 + ^� bt + N (0; � (r )
b ) (6)

dt = dt � 1 + ^� dt + N (0; 0:5� (r )
d ) (7)

�
^� bt ^� dt

� T
= b0 + B

�
� b (t � 30):( t � 1) � d (t � 30):( t � 1) l t � 1 mt � 1 c

� T
(8)

where � (r )
b = 0 :0319 and � (r )

d = 0 :0063 (i.e., the residual standard deviations from training),
b0 is a 2 � 1 vector of biases, andB is a 2 � 30 vector of coe�cients. Note that this model
considerably outperforms the baseline model in terms of average cross-validation error for Visit 1
data (bradykinesia MAE of 0.21 versus 0.30, and dyskinesia MAE of 0.035 versus 0.042).

As described in Section 2.2.3, we assess whether the symptom model �tted to patients' Visit
1 data (the training model) can reproduce realistic symptom trajectories from the test set (i.e.,
patients' Visit 2 data), using only patients' �rst tpast = 30 symptom measurements (i.e., one
hour). We use the same evaluation procedure used for model selection, but using patients' held-out
Visit 2 trajectories instead of �ve-fold cross-validation within patients' Visit 1 trajectories. We also
compare our symptom model's results with those of the baseline model described in Section 2.2.2.

Our symptom model's MAE for patients' Visit 2 data is signi�cantly lower than that of the
baseline model for both bradykinesia (0.187 vs. 0.295,p-value= 0:0062) and dyskinesia (0.0193
vs. 0.0373,p-value= 0:0062), according to nonparametric Mann-Whitney U tests (di�erences also
signi�cant under paired-sample t-tests). Given that the mean absolute deviation for patients'
bradykinesia and dyskinesia scores are 0.231 and 0.0387, respectively, our symptom model predicts
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patients' average symptom levels within less than one mean absolute deviation using only their
�rst hour of data. For our sample, the average proportion of symptom values within patients' in-
terquartile ranges is 48.7% for bradykinesia (95% con�dence interval (46.3%, 51.1%)) and 51.0% for
dyskinesia (95% con�dence interval (47.5%, 54.4%)). Thus, the variability of our model's simulated
trajectories does not signi�cantly di�er from the variability in patients' actual trajectories.

Appendix G visualizes the absolute error for our symptom model and the baseline model for
all 26 patients. It also analyzes our models absolute error with respect to patients' demographic
and clinical characteristics. We �nd that our model's prediction error does not meaningfully corre-
late with patients' demographic or clinical characteristics. We also present examples of simulated
bradykinesia and dyskinesia trajectories under our symptom model in Appendix H

3.3 RL Medication Policy Results

Table 1 compares patient-speci�c RL policies with physician-updated regimens. Recall that symp-
tom outcomes and rewards under RL policies are simulated from our bradykinesia/dyskinesia symp-
tom model (`RL policy - simulated'), while physician-updated regimens are evaluated in terms of
patients' actual symptom outcomes (`physician-updated policy - actual') and simulated outcomes
under our bradykinesia/dyskinesia symptom model (`physician-updated policy - simulated').

As seen in Table 1, RL policies yield higher expected cumulative reward than physician-updated
policies. This is due to the RL policies yielding nearly double the rate of controlled bradykinesia
compared with the physician-updated regimens. Unlike the physician-updated medication regi-
mens, the RL policies recommend Rytary for all patients. The RL policies also recommend lower
daily LED than the physician-updated regimens. The RL policies also break patients' daily dosages
down into smaller, more frequent administrations. In fact, the average median dosage frequency
across patients is every 3.0 hours, which is the minimum dosage frequency. Altogether, patients'
RL policies seek to induce stable L-dopa concentrations by frequently administering smaller L-dopa
dosages and by relying on controlled-release L-dopa formulations (primarily Rytary). Indeed, the
average standard deviations of patients' simulated L-dopa concentrations under the RL policies is
0.038, compared with 0.136 under physician-updated regimens. Appendix I presents a case study
comparing one patient's RL-based and physician-updated medication policies, to better contex-
tualize our approach's recommendations, Appendix J presents several robustness analyses, and
Appendix K presents a sensitivity analysis to ensure that the model-estimated bene�ts of Rytary
are not overly sensitive to potential unobserved confounding variables.

Figure 5 plots the di�erences between patients' RL policy rewards simulated under the symptom
model and physician-updated rewards (both from the actual dataset and simulated under the
symptom model). In both cases, the di�erences between RL policies' rewards and physician-
updated policy rewards is signi�cantly greater than zero (under both nonparametric Mann-Whitney
U tests and paired-samplet-tests, ps < 0:01). Note that, when comparing the RL policy rewards to
patients' actual symptom trajectories, three patients experience higher reward under the physician-
updated policies. This is due to these patients' actual symptom trajectories exhibiting higher
reward than predicted by our symptom model (under the physician-updated policy); these patients'
simulated RL policy rewards still exceed their simulated physician-updated policy rewards.

To further investigate patients' di�erential response to the RL policies, Figure 6 plots patients'
simulated RL rewards minus their simulated physician-updated rewards (i.e., the `bene�t' of the RL
policy for each patient), with respect to various demographic and clinical characteristics. According
to our symptom model, female patients near-signi�cantly bene�t more from the RL policies than
male patients (average reward increase of 103.2 versus 66.6, Mann-Whitney Up-value= 0:066). RL
policy bene�t is also negatively correlated with average bradykinesia score, such that patients with
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Physician-updated RL
Medications

No. taking L-dopa IR 23 0
No. taking L-dopa CR 3 0

No. taking Rytary 3 26
L-dopa IR daily dose (mg) 554 (227) {
L-dopa CR daily dose (mg) 433 (403) {

Rytary daily dose (mg) 1950 (1006) 543 (98)
Daily LED (mg) 640 (335) 272 (49)

Doses/day 4.0 (1.1) 5.2 (0.4)
Dosing frequency (hrs) 3.8 (0.8) 3.0 (0.0)

Outcomes

% Controlled bradykinesia
16.9% (24.0%) (actual) 30.7% (22.6%)

15.0% (17.8%) (simulated) (simulated)

% Controlled dyskinesia
97.7% (5.8%) (actual) 100.0% (0.0%)

100.0% (0.0%) (simulated) (simulated)

Cumulative reward
80.6 (114.8) (actual) 152.5 (110.7)

73.2 (85.6) (simulated) (simulated)

Table 1: Characteristics of physician-updated (i.e., Visit 2) medication regimens and RL medication
policies. Table shows means accompanied by standard deviations (except the �rst three rows, which
are counts). `LED' represents L-dopa-equivalent dosage across L-dopa IR, L-dopa CR, and Rytary.
Mean dosages calculated only from patients taking that medication. All metrics based on median
results across 100 simulations per patient.

lower average bradykinesia scores experience greater reward increases under the RL policies (cor-
relation of 0:46, p-value= 0:018). This suggests that patients with mild PD symptoms may bene�t
the most from an RL-based approach. All other associations between RL reward improvements
and demographic/clinical characteristics in Figure 6 are not signi�cant, using correlation tests for
numeric variables and Mann-Whitney U or Kruskal-Wallis one-way tests for categorical variables.

It is worth noting that while two-medication actions were selected in the beginning of policy
training, no patient's �nal RL policies recommended such actions. That is, the policies `down-
regulated' the activations of all two-medication actions such that one medication is administered at
a time, which is in line with the policies' tendency to frequently administer small L-dopa dosages.

3.4 Investigating the Impact of Dosing Interval Changes

Because our RL policies are tailored to each patient's characteristics and allowed daily LED, we
can predict which patients would bene�t from di�erent medication regimens or advanced therapies.
While our original analysis uses a minimum three-hour dosing interval, we investigate the e�ects of
both increasing and decreasing this parameter. We re-train all RL policies with alternative dosing
restrictions, simulate patients' rewards under the alternate policies (using 100 simulated trajectories
per patient), and compare their expected reward with those under the original policies.

3.4.1 Decreasing dosing frequency to promote adherence.

We investigate the patient-speci�c impact of increasing the minimum dosing interval to four hours,
which is a commonly used dosing interval (Kuoppam•aki et al. 2009) and is the modal dosing interval
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Figure 5: Di�erences between patients' RL policy rewards simulated under the symptom model and
physician-updated rewards from the actual dataset (left) or simulated under the symptom model
(right). In both cases, the di�erences between RL policies rewards and physician-updated policy
rewards is signi�cantly greater than zero. Average di�erence marked with an 'x', accompanied by
95% con�dence intervals.

Figure 6: Di�erence between simulated RL policy and physician-updated policy rewards, vs. pa-
tients' demographic and clinical characteristics. For plots with categorical variables, dot markers
represent means (shown with bootstrapped 95% con�dence intervals). Plots with numeric vari-
ables are shown with regression lines and 95% con�dence intervals. Female patients are predicted
to bene�t near-signi�cantly more from RL policies than male patients ( p-value= 0:066), and RL
policy bene�t is negatively correlated with average bradykinesia scores (correlation of 0:46, p-
value= 0:018). All other associations are non-signi�cant (ps > 0:05), using correlation tests for
numeric variables and Mann-Whitney U or Kruskal-Wallis one-way tests for categorical variables.
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Change in controlled symptom hours No. of patients
No deterioration 5

0-1 fewer hrs 11
1-2 fewer hrs 3
2-3 fewer hrs 5
> 3 fewer hrs 2

Table 2: Change in patients' daily number of hours with controlled symptoms when switching from
three-hour to four-hour minimum dosing intervals. All hour intervals are right-inclusive.

in our dataset. Although three hours is a clinically permissible dosing interval, some patients may
adhere better to less frequent dosing (Coleman et al. 2012). We thus re-train new RL policies for
each patient with a minimum four-hour dosing interval (which we refer to as `four-hour RL policies')
and simulate patients' rewards under these four-hour RL policies and the original three-hour RL
policies (i.e., three-hour RL policies) using 100 simulated trajectories per patient. This allows us to
identify the patients who could be o�ered a lower dosing frequency without sacri�cing outcomes.

Table 2 compares the original three-hour RL policies to the four-hour RL policies. For 16 out
of 26 patients, the number of hours spent with `controlled' symptoms decreases by one hour or less
under a four-hour dosing interval. Such patients may be viable candidates for reduced medication
frequency without considerably sacri�cing symptom control. Appendix L visualizes the e�ect of 4-
hour (versus 3-hour) RL policies with respect to patients' demographic and clinical characteristics.
None of these associations are signi�cant, using correlation tests for numeric variables and Mann-
Whitney U or Kruskal-Wallis one-way tests for categorical variables.

3.4.2 Increasing dosing frequency to identify candidates for advanced therapies.

We also investigate the patient-speci�c impact of decreasing the minimum dosing interval to two
hours (i.e., increasing dosing frequency). This allows us to investigate which patients might be
candidates for advanced therapies, e.g., L-dopa pumps or DBS. We thus re-train new RL policies
with a minimum two-hour dosing interval (which we refer to as `two-hour RL policies') and simulate
patients' rewards under these two-hour RL policies and the the original three-hour RL policies.

Table 3 compares the original three-hour RL policies to the two-hour RL policies. About half of
patients (14/26) would bene�t from higher-frequency L-dopa administration, though the di�erence
is less than one hour of controlled symptoms for nine of these 14 patients. The remaining �ve
patients would experience 1-2 more hours of controlled symptoms. These patients may be viable
candidates for advanced therapies, such as L-dopa pumps or DBS, which provide higher-frequency
symptom management compared with oral medications. Appendix L visualizes patients' predicted
symptom improvement under 2-hour (versus 3-hour) RL policies with respect to their demographic
and clinical characteristics. The 2-hour policies are more bene�cial for male than female patients
(12 / 17 males versus 2 / 9 females), and possibly for patients with lower daily LED (though the
correlation is not signi�cant). Similarly, patients with fewer years since PD diagnosis may be more
likely to bene�t from 2-hour policies, though this correlation does not reach signi�cance.

4. External Validation Study: Parkinson's Progression Markers
Initiative (PPMI) Dataset

To validate our results, we leverage a larger longitudinal PD dataset from the Parkinson's Progres-
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Change in controlled symptom hours No. of patients
No improvement 12

0-1 more hrs 9
1-2 more hrs 5
2-3 more hrs 0
> 3 more hrs 0

Table 3: Change in patients' daily number of hours with controlled symptoms when switching from
three-hour to two-hour minimum dosing interval. All hour intervals are right-inclusive.

sion Markers Initiative (PPMI, Marek et al. 2018). While the PPMI dataset does not include PKG
data, it does include detailed information about patients' L-dopa regimens and symptom severity
over a multi-year period. This allows us to test whether our RL policies, which are trained to op-
timize daily bradykinesia and dyskinesia symptoms based on wearable data, can yield longer-term
symptom improvement. We use the PPMI dataset to learn a symptom model of PPMI patients' PD
progression over time, then evaluate our wearable-based RL policies using this symptom model. We
then use RL to learn L-dopa regimens directly from the PPMI dataset, and compare these `PPMI-
based RL regimens' with our `wearable-based RL regimens' to assess whether our wearable-based
framework adds clinical value above and beyond the PPMI dataset.

4.1 PPMI Dataset

The Parkinson's Progression Markers Initiative (PPMI; Marek et al. 2018) is a large observational
study of PD patients, data from which is publicly available. Study patients underwent a motor
assessments at their �rst clinic visit and during follow-up visits at three-month intervals (during
the �rst year) or six-month intervals (after the �rst year), over the course of several years.

Out of 743 patients in the dataset with at least two clinical visits, 610 (82%) took L-dopa
at some point during the study. For consistency with our original PKG dataset, we limit our
analysis to the 504 patients whose L-dopa regimens consisted only of L-dopa IR, L-dopa CR, and
Rytary. In doing so, we exclude 106 L-Dopa patients (out of the 610) who took other L-dopa
medications or COMT (catechol-o-methyl transferase) inhibitors, which considerably alter Ldopa's
pharmacokinetic properties and were not used in the PKG dataset.

The PPMI dataset includes a list of each patient's PD medications, which speci�es the med-
ication type (e.g., L-Dopa IR, L-Dopa CR, Rytary), the daily dosage, the number of daily ad-
ministrations, and the dates during which it was taken. At each clinic visit, patients completed
the revised Uni�ed Parkinson's Disease Rating Scale (denoted MDS-UPDRS) Part III motor ex-
amination (MDS-UPDRS-III), which is a reliable and widely-used clinical metric of PD symptom
severity (Ossig et al. 2015). Scores range from 0 to 132, with higher scores indicating greater symp-
tom severity. We cross-reference patients' MDS-UPDRS-III scores with their medication data to
produce patient-level time series of each MDS-UPDRS-III assessment overlaid with their medica-
tion timelines. As with our PKG dataset, the PPMI dataset includes patients' age, gender, number
of years since PD diagnosis, and daily dosage of non-L-Dopa PD medications.

4.2 MDS-UPDRS-III Symptom Model

In this section, we describe our procedure for training a symptom model that predicts PPMI
patients' future MDS-UPDRS-III scores based on their past scores, demographic/clinical covariates,
and L-dopa regimens. Note that, as with PKG data, MDS-UPDRS-III scores are preprocessed using
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Figure 7: Example MDS-UPDRS-III trajectory from PPMI study, with one corresponding L-dopa
plot. On left plot, clinic visits denoted with `x', and lines indicate medications taken. Each patient
has one L-dopa pro�le ` t for each clinic visit t, which represents the patient's daily L-dopa regimen
at the time of that clinic visit.

an arctanh transform and �rst-order di�erencing. We also use linear interpolation to estimate
patients' MDS-UPDRS scores when gaps are longer than six months (for 14.6% of time points).

4.2.1 L-dopa pharmacokinetic model.

To quantify patients' L-dopa regimens, we use the same L-dopa pharmacokinetic model described
in Section 2.2.1. For each patient, we construct one L-dopa pharmacokinetic pro�le for each clinic
visit t, denoted by ` t , which represents the patient's daily L-dopa regimen at the time of the visit.
Each pro�le ` t is a 35-length vector representing the patient's bloodstream L-dopa concentration
every half-hour over a 17 hour day (5:00am to 10:00pm), consistent with our PKG dataset. We split
patients' daily L-dopa dosages evenly across their daily medication administrations, and space such
administrations evenly through the day (consistent with PKG patients' L-dopa administrations
and with clinical practice, Kuoppam•aki et al. 2009). Figure 7 plots one patient's MDS-UPDRS
scores and L-dopa dosages over the course of the study, along with the L-dopa pharmacokinetic
pro�le corresponding to one clinic visit. We divide patients into subsets based on whether they
use L-dopa IR, L-dopa CR, or Rytary, and weight these three subsets equally when training our
symptom model (a common practice when dealing with multiple patient groups, Rolf et al. 2021).
For weighting purposes, patients who took multiple forms of L-dopa are classi�ed according to their
least commonly-used medication (with L-dopa IR being the most commonly-used and Rytary being
least commonly-used).

4.2.2 Model structure.

We model the (arctanh -transformed) MDS-UPDRS-III score yt as

yt = yt � 1 + ^� yt + � (9)

^� yt = f (
�
� y (t � tpast ):( t � 1) ` t � 1 c

� T
)) (10)

where � yt = yt � yt � 1, ` t � 1 is the patient's L-dopa pro�le at time t � 1, and c is a vector covariates
(gender, age, years since PD diagnosis, and daily non-L-dopa LED). The term� � N (0; � ) repre-
sents Gaussian disturbance. As with our PKG symptom model, we test both linear autoregression
and neural network models for f (�). To leverage the temporal nature of the L-dopa pro�le ` t ,
we test a convolutional neural network (CNN) and long short-term memory network (LSTM) to
encode the daily L-dopa pro�le ` t . Our CNN uses a sliding �lter with max-pooling to summarize
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` t ; we test CNN �lter sizes of both 4 and 12 hours. The LSTM uses three hidden units (sincè t

encodes three L-dopa types) withtanh activation to summarize ` t . Both models then use a hidden
layer to map the CNN/LSTM encoding of ` t , � y (t � tpast ):( t � 1) , and c to a prediction for ^� yt , with
layer size equal to half the input dimensionality. For CNN and LSTM, we test L2 regularization
parameters � 2 f 0; 0:01; 0:1g. Lastly, for all candidate models, we test Gaussian disturbance stan-
dard deviations � 2 f 0; 0:5� (r ) ; � (r )g, where � (r ) is the model's residual standard deviation from
training.

We use �ve-fold nested cross-validation to select our �nal model. For each fold, we train each
MDS-UPDRS-III symptom model with 80% of PPMI patients' data, and use half of the held-out
patients (10%) for model selection. For each fold, we use all models to simulate 100 MDS-UPDRS-
III trajectories for half of the held-out patients, and calculate the MAE between patients' actual
and simulated average scores. Because of the clinical importance of forecasting long-term patient
outcomes, we also use each forecast to predict whether patients' �nal MDS-UPDRS-III scores are
higher or lower than their �rst score, using the area under the receiver operating characteristic curve
(AUC) to assess performance. We compare all models with a baseline model that extrapolates the
trend from patients' �rst tpast MDS-UPDRS-III scores forward in time.

4.2.3 MDS-UPDRS-III symptom model validation

After selecting our �nal MDS-UPDRS-III symptom model, we use it to generate 100 MDS-UPDRS-
III trajectories for our held-out test patients (i.e., remaining 10% of patients from each fold who were
not used for model selection) and evaluate the model's MAE in predicting these patients' average
MDS-UPDRS-III scores and its AUC in predicting score improvement. If our model produces
realistic symptom trajectories, it should signi�cantly outperform a baseline model with respect to
both metrics.

4.2.4 Wearable-based RL policy validation.

Figure 8 overviews our approach for validating our wearable-based RL policies using PPMI data.
For each held-out PPMI test patient, we choose the LED-capped wearable-based RL policy that
corresponds to their daily allowed LED, and simulate this policy's recommendations in the bradyki-
nesia/dyskinesia symptom model from Section 3.2 over 100 simulations. Because PKG wearable
data are not available for PPMI patients, we initialize the symptom model's simulations with the
average starting bradykinesia/dyskinesia values from the PKG patients, and impute the PPMI
patient's covariates (gender, age, years since PD diagnosis, daily LED of non-L-dopa medication).
Thus, the wearable-based RL policies' recommended regimens are tailored to the PPMI patients'
demographic and clinical covariates.

From the resulting 100 simulations, we de�ne the PPMI patient's `wearable-based RL regimen'
as the RL-prescribed L-dopa regimen whose total LED is closest to the patient's prescribed daily
LED amount. From this L-dopa regimen, we generate the patient's daily L-dopa pharmacokinetic
pro�le ` t , which we assume is constant for allt (i.e., the patient maintains this regimen throughout
the PPMMI study). Lastly, we simulate each test patient's MDS-UPDRS-III scores in our MDS-
UPDRS-III symptom model over 100 trajectories using the L-dopa pro�le from their wearable-based
RL regimen, and do the same for their physician-prescribed L-dopa regimen (i.e., their L-dopa
regimen from the PPMI dataset). We calculate the median MDS-UPDRS-III increase/decrease
under each policy, which allows us to predict whether the patient's MDS-UPDRS-III scores would
have improved under policies recommended under our wearable-based framework.
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Figure 8: Overview of wearable-based RL policy validation with PPMI data. For each held-out
test patient, we use our wearable-based RL policies to simulate L-dopa regimens in our bradykine-
sia/dyskinesia symptom model (which is initialized using the PPMI patient's demographic/clinical
covariates and the average bradykinesia/dyskinesia starting values from the PKG patients). We
generate daily L-dopa pro�les ` t from the resulting wearable-based RL regimens, and use them
to simulate our MDS-UPDRS-III symptom model for these held-out test patients (along with the
patients' physician-prescribed regimens). We repeat this procedure �ve times using nested cross-
validation.

4.2.5 Assessing the necessity of wearable data for RL policy learning.

It is worth investigating whether our wearable-based framework adds value beyond the PPMI
dataset, or if RL can simply be used directly on the PPMI dataset to achieve similar bene�ts. To
assess this, we train one RL policy directly from our MDS-UPDRS-III symptom model for each
training fold, which use the same inputs as the MDS-UPDRS symptom model (most recenttpast

MDS-UPDRS-III scores and patient-speci�c covariates). Policy actions correspond to entire daily
L-dopa regimens (e.g., `take 100mg of L-dopa IR, three times daily'), which de�ne the L-dopa pro�le
` t used by the MDS-UPDRS-III symptom model. Daily regimens can prescribe L-dopa up to every
three hours, and can use either one or two separate medication dosages (consistent with most PPMI
patients' regimens). We train each fold's RL policy to minimize MDS-UPDRS-III scores over 10,000
epochs, and we denote these RL policy's recommendations as `PPMI-based RL regimens.' We
simulate each PPMI test patient's MDS-UPDRS-III scores under their PPMI-based RL regimens
using 100 simulated trajectories. As with the wearable-based regimens, the PPMI-based regimens
cannot exceed patients' daily allowed LED. We compare patients' simulated MDS-UPDRS-III score
changes under these PPMI-based RL regimens with those under their wearable-based RL regimens,
to assess whether wearable data o�ers clinical value beyond the PPMI data.

4.3 Results

Here, we describe our PPMI sample (Section 4.3.1), select and validate our MDS-UPDRS-III symp-
tom model (Section 4.3.2), and assess whether wearable-based RL policies outperform physician-
prescribed regimens (Section 4.3.3) or PPMI-based regimens (Section 4.3.4).

4.3.1 Patient characteristics

Appendix M presents demographic and clinical characteristics for then = 504 PPMI patients.
Compared with PKG patients, PPMI patients are generally younger (average age 65) and have
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Physician RL
% taking L-dopa IR 89.9% 0.0%
% taking L-dopa CR 26.6% 1.0%

% taking Rytary 10.1% 99.0%
L-dopa IR daily dose (mg) 532 (350) {
L-dopa CR daily dose (mg) 338 (303) 250 (0)

Rytary daily dose (mg) 1445 (848) 496 (161)
Daily LED (mg) 563 (380) 247 (81)

Doses/day 3.2 (1.3) 4.6 (1.0)

Table 4: Physician-prescribed and wearable-based RL regimens forn = 199 PPMI test patients.

more recent PD diagnoses (average of 1.4 years since PD diagnosis). Patients' average MDS-
UPDRS-III score was 23.6 points, and the average MDS-UPDRS-III increase over the course of hte
study was 4.9 points. There were 483 patients taking L-dopa IR, 152 patients taking L-dopa CR,
and 64 patients taking Rytary (groupings not mutually exclusive).

4.3.2 MDS-UPDRS-III symptom model selection and validation

Performance metrics for all candidate symptom models can be found in Appendix N. The LSTM
with tpast = 6, no L2 regularization, and � = � (r ) yields the lowest MAE (4.87) when simulating
patients' average MDS-UPDRS-III scores, and the highest AUC (0.75) for predicting score in-
creases/decreases. Note that all tested models outperform the baseline model, which extrapolates
patients' �rst tpast MDS-UPDRS-III scores forward in time and uses this to predict patients' later
MDS-UPDRS-III scores.

Since our �nal symptom model requirestpast = 6 MDS-UPDRS-III scores, all remaining analyses
use data from 399 patients with data from at least 7 clinic visits. Of these 399 patients, we use 199
test patients to validate the symptom model (who were held out from model selection). We use our
symptom model to simulate 100 MDS-UPDRS-III trajectories for each test patient, and use these
trajectories to evaluate model accuracy according to the same metrics used for model selection.

Our symptom model signi�cantly outperforms the baseline model on held-out test patients in
terms of MAE (5.63 versus 14.17, Mann-Whitney Up-value< 0:01) and AUC (0.72 versus 0.371,
Mann-Whitney U p-value< 0:01). Since the mean absolute deviation of patients' MDS-UPDRS-
III scores is 9.51, our model predicts patients' average scores within less than one mean absolute
deviation. Appendix N visualizes these results and presents example MDS-UPDRS-III trajectories.

4.3.3 Performance of wearable-based RL policies.

Table 4 describes PPMI patients' physician-prescribed L-dopa regimens (averaged over the study
period) and wearable-based RL regimens. Consistent with the PKG dataset, wearable-based RL
regimens recommend Rytary for almost all PPMI patients, administered frequently (average of 4.6
doses/day).

Under our symptom model, patients' MDS-UPDRS-III scores increase by 1.94 points under
physician-prescribed regimens, compared with 0.75 under wearable-based RL policies. This implies
an average improvement of 1.19 under our wearable-based RL policies (signi�cant atp-value< 0:001
under paired-sample t-test). The improvement o�ered by our RL policies is positive for most
patients (78.4%), and 20.1% of patients improve by at least 2 points, which is clinically signi�cant
(Schrag et al. 2006). Patients' actual (rather than simulated) MDS-UPDRS-III scores increase by
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MDS-UPDRS-III
improvement

% with MDS-UPDRS-III
improvement

% with clinically signi�cant
improvement (> 2 pts)

Wearable-based RL 1.19 (0.02, 1.58) 78.4% 20.1%
PPMI-based RL 0.54 (-0.09, 1.07) 60.3% 13.6%

Table 5: Improvements over physician-prescribed L-dopa regimens for both wearable-based RL
policies and PPMI-based RL policies (i.e., those not relying on wearable PKG data). Left col-
umn shows average improvement with IQR (shown instead of standard deviation due to skew in
patients' improvements). Wearable-based RL policies signi�cantly outperform PPMI-based RL
policies (paired-samplet-test p-value< 0:001).

4.86 points over the study period (versus 0.75 under the wearable-based RL policies). This di�erence
is signi�cant ( p-value< 0:001), though it is partly due to our symptom model's underestimation of
patients' actual MDS-UPDRS-III score increases (1.94 points versus 4.86 points). This is largely
due to positive skew in patients' score increases, and is attenuated when examining median MDS-
UPDRS-III scores. Our symptom model predicts a median MDS-UPDRS-III increase of 2.40 under
patients' physician-prescribed regimens, compared with an actual median increase of 3.00. Under
the wearable-based RL regimens, patients' median MDS-UPDRS-III increase is just 0.33 points.

Appendix O visualizes patients' simulated improvements under the wearable-based RL regimens
with respect to their demographic and clinical characteristics. Our wearable-based regimens o�er
somewhat greater improvement for patients with lower LED (correlation 0:19, p-value< 0:0001),
suggesting that low, frequent doses of Rytary may be most e�ective for patients with low-to-
moderate LED regimens. Lastly, while these results are based on our LSTM-based MDS-UPDRS-III
symptom model, Appendix P shows that results are similar under a CNN-based model, suggesting
that our �ndings are robust to the type of neural network used to model MDS-UPDRS-III scores.

4.3.4 Comparing wearable-based RL and PPMI-based RL regimens.

To assess the added value of our wearable-based RL framework, we compare patients' simulated
outcomes under their wearable-based RL regimens with those under their PPMI-based RL regimens.
Results appear in Table 5. Wearable-based RL regimens o�er signi�cantly greater MDS-UPDRS-
III improvement (1.19 points) than PPMI-based RL regimens (0.54 points, paired-samplet-test
p-value< 0:001).

Under the PPMI-based RL policies, 49.7% of patients take L-dopa IR, 49.7% take L-dopa CR,
and 72.9% take Rytary. Thus, the PPMI-based RL policies rely less heavily on Rytary than the
wearable-based RL policies. Interestingly, when the PPMI-based RL policies recommend L-dopa IR
or CR, it is not associated with better patient outcomes. Patients' improvements under the PPMI-
based RL policies are nearly uncorrelated with dosages of both L-dopa IR (correlation� 0:02)
and L-dopa CR (correlation 0.02). Interestingly, the policy most commonly recommended by our
wearable-based RL (95mg of Rytary, �ve times daily) was not recommended under the PPMI-based
RL policies, suggesting that the wearable-based RL framework can o�er unique recommendations
compared with other RL approaches that leverage coarser, non-sensor-based data.

5. Discussion

We develop a data-driven, `patient-in-the-loop' RL framework for personalizing PD medication
strategies with wearable data. Our framework generates clinically-meaningful treatment insights,
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and is practically relevant for PD physicians given its reliance on an FDA-approved PD symptom
tracker. We incorporate realistic constraints on medication administration and we develop a novel
approach for incorporating multiple medications into the RL policy without leading to combinatorial
explosion of the action space. Our approach can also identify candidates for lower dosage frequencies
that might improve adherence and candidates for advanced therapies (e.g., L-dopa pumps or DBS).
Lastly, we validate our results using a larger PD dataset and show that our clinical insights are
applicable to patients who may not have access to wearables.

Our RL policies generally learn to prescribe Rytary, an extended-release form of L-dopa, while
recommending lower daily LED than physicians. This suggests that the RL policies administer
patients' allowed LED more e�ciently throughout the day rather than simply recommending dosage
increases. This reliance on Rytary yields more stable bloodstream L-dopa levels than physician-
updated policies, re
ecting the clinical �nding that PD symptoms can be exacerbated by large
swings in bloodstream L-dopa levels (Brooks 2008). It is noteworthy, then, that most patients were
originally prescribed L-dopa IR. According to one coauthor's professional experience, physicians
may hesitate to prescribe Rytary due to a lack of clear treatment guidelines. Rytary only received
FDA approval in 2015 (versus 1996 for Sinemet, a commonly-used L-dopa IR formulation), and
dosing strategies have di�ered across clinical trials (Hauser et al. 2013, Pahwa et al. 2014), leaving
dosing decisions to case-by-case physician discretion. Indeed, our results predict a slight increase in
dyskinesia under Rytary (see Appendix J.3), which is consistent with a clinical trial by Hauser et al.
(2013) comparing Rytary with L-dopa IR among 481 patients. As a result, physicians may hesitate
to prescribe Rytary for fear of exacerbating dyskinesia (though note that trials with L-dopa IR and
add-on therapies have also demonstrated greater dyskinesia increases). Together, these factors may
have led to the underutilization of Rytary in practice. Yet our RL results suggest that Rytary may
be of wider use in PD patients, including those in early stages (see Figure 6). This is consistent
with past clinical trial results of Rytary in early PD (Pahwa et al. 2014) and with pharmacokinetic
data on the stable bloodstream L-dopa levels Rytary achieves (Brooks 2008, Antonini and Odin
2009). Furthermore, our observed dyskinesia increase under Rytary is small and generally does not
outweigh the bene�ts of Rytary even under di�erent reward functions (see Appendix J.3).

Our patient-speci�c approach can also predict patients' viability for extended dosing intervals
or advanced therapies. By increasing the minimum dosing interval, we identify patients who could
switch to less frequent dosing without sacri�cing symptom control, which o�ers physicians a data-
driven way to customize patients' regimens in a way that may promote adherence. By decreasing the
minimum dosing interval, our approach identi�es patients who may require high-frequency symptom
management, possibly through advanced therapies such as L-dopa pumps or DBS. Physicians may
�nd value in using our approach to predict which patients will bene�t from such therapies.

Though our wearable-based RL policies were trained from a relatively small dataset, we demon-
strate how they can generalize to other patients for whom wearable data are not available. Notably,
applying our wearable-based RL policies to PPMI patients yields better MDS-UPDRS-III scores
policies directly trained from the PPMI data. This suggests that high-frequency, granular wearable
data can uncover valuable clinical insights, even compared with larger samples of lower-granularity
symptom data. This may be because wearable data allows for minute-by-minute symptom models,
in which RL can assess how individual dosages a�ect patients' symptoms over the coming hours.

6. Conclusion and Future Works

In this study, we develop the �rst data-driven, `patient-in-the-loop' framework for optimizing med-
ication regimens with wearable sensor data. We incorporate realistic medication restrictions and
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demonstrate that pairing wearable sensor data with RL yields novel clinical insights and medication
policies that physicians may be able to leverage to improve patient outcomes.

Our PKG dataset is limited in its relatively small sample size, and while we validate our results
on a larger dataset, future work should assess whether RL policies derived from larger wearable
datasets align with our results. We also evaluate our RL policies with a statistical symptom
model; such policies will need to be validated in prospective pilot studies. This includes future
assessments of whether our symptom model can in
uence physicians' L-dopa recommendations,
even if not accompanied with RL policies. As knowledge of PD progresses, domain-speci�c symptom
progression models may be developed, which should be paired with our RL approach to validate
our results.

Also, note that our Rytary recommendations may stem from Rytary's small e�ect on patient
dyskinesia; yet this �nding may not generalize to other PD cohorts with persistently higher dysk-
inesia levels. Future research should con�rm our �ndings in samples with higher prevalence of
clinically-signi�cant dyskinesia, in which Rytary may be less widely-recommended.

Lastly, future research should explore how our policies generalize to patient subgroups that
may di�erentially respond to treatment, ideally in real-world clinical settings (under physician
supervision). As with any data-driven healthcare study, any subpopulations underrepresented
in our data will require additional validation before recommendations can be deployed. Future
work may also explicitly model patient heterogeneity, such as through clustering. Our simulation
models also place certain assumptions on medication adherence; deploying them for patients that
consistently miss medication administrations may result in under-prescription of L-dopa. Future
models should formally incorporate the risk of missed medications to enhance our approach's real-
world utility.
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A. Personal Kinetigraph (PKG)

Figure A1 presents a photograph of the Personal Kinetigraph (PKG) wrist-worn inertial sensor.

B. Data preprocessing.

Bradykinesia and dyskinesia scores are normalized between� 1 and 1, with higher scores indicating
greater symptom severity. We also apply anarctanh transformation to normalized bradykinesia
scores, which allows all model predictions to be reconverted to the data's original range using atanh
transformation and prevent out-of-range model predictions. Since patients in this sample experience
dyskinesia less frequently than bradykinesia (Nahab et al. 2019), normalized dyskinesia scores were
highly clustered around � 1 and yield better modeling results without a tanh transformation (which
distorts data values near 1 and -1). We then perform �rst-order di�erencing on all bradykinesia
and dyskinesia scores, a common time series technique for reducing nonstationarity and controlling
for potential unobserved between-patient confounding (Sofer et al. 2016, Blanc and Schlenker 2020,
Imai and Kim 2019, Br•uderl and Ludwig 2015, Halliday 2007). .

Although each patient was prescribed to take L-dopa at the same time each day during the
six day wear period, self-report data suggests that medication was often taken up to 30 minutes
early or late. We therefore use patients' median self-reported administration time for each L-dopa
administration, rather than the prescribed administration time. If patients neglected to report
administration times on one or more days (i.e., if there are fewer than six self-reported times
for each prescribed medication administration), we replace all missing values with the physician-
prescribed medication time before computing the median. Under this procedure, patients' median
self-reported administration times were, on average, 5.25 minutes later than the original prescribed
times, with a mean absolute change of 13.81 minutes in either direction.
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Figure A2: Simulated bloodstream concentrations for 100mg of L-dopa IR, L-dopa CR, and Rytary.
`Total LED' line shows total L-dopa-equivalent dosage (LED) concentration of all three medications.

C. Parameters for pharmacokinetic model

For L-dopa IR, we assume a peak concentration of 10.90 ng/(mL�mg), time to peak concentration
of 1 hour, and elimination half-life of 1.6 hours. For L-dopa CR, we assume a peak concentration
of 8.55 ng/(mL�mg), time to peak concentration of 1.5 hours, and elimination half-life of 1.6 hours.
For Rytary, we assume a peak concentration of 3.4 ng/(mL�mg), time to peak concentration of
4.5 hours, and elimination half-life of 1.9 hours. Additionally, we assume that Rytary's time to
peak concentration of 4.5 hours is a result of it reaching its peak concentration in 1 hour and
then holding that concentration for 3.5 hours (Hsu et al. 2015, Mittur et al. 2017). Note that we
assume the bloodstream concentration for each medication increases linearly from zero to its peak
concentration, then declines exponentially according to its elimination half-life (consistent with
pharmacological literature, Nyholm et al. 2013). Figure A2 visualizes simulated concentrations of
100mg of L-dopa IR, L-dopa CR, and Rytary under our pharmacokinetic model.

D. Allowing multiple simultaneous medications in policy network

RL policy neural networks typically produce a softmax probability distribution over available ac-
tions, with one action being selected per time period. Our policy network structure is complicated
by our policies' ability to recommend medication combinations, i.e., simultaneous actions.

RL policy networks typically allow for simultaneous actions either by (1) expanding the size
of the action space to include all joint action combinations, or (2) treating each action node as
a separate Bernoulli distribution, allowing multiple actions to be sampled independently. The
former can quickly lead to combinatorial explosion of the model's parameter space, and preliminary
tests suggests it yields poor medication policies. The latter assumes independence among the
available actions (an untenable assumption for multiple medications with similar e�ects) and has
no mechanism for prohibiting speci�c action combinations.

We therefore develop a customized policy network structure in which allowing fork possible
action combinations requires onlyk additional model parameters, without requiring action inde-
pendence. Figure A3 presents a schematic example of our policy network architecture. The state
vector st �rst enters the network through an input layer and passes to a second layer withm + 1
neurons, where each neuron represents one ofm possible single-medication actions, plus a `no
medication' action. As described in Section 2.3.1, there are two possible L-dopa IR dosages, two
L-dopa CR dosages, and four Rytary dosages, yieldingm = 8. This layer is subject to a softmax
activation (which produces values between 0 and 1) and then a subsequent logarithmic activation
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Figure A3: Example multi-action policy network, shown only for L-dopa IR and CR and one
allowed medication combination (L-dopa IR 100 mg + L-dopa CR 100mg). Gray connections are
set to unity and are not trainable, while black connections are trainable.

(which produces negative values, given the previous softmax activation).
The model's third and �nal layer contains k + m +1 neurons, where each neuron corresponds to

one ofm available single-medication actions,k two-medication combinations, or the `no medication'
action. Note that only allowed medication combinations are represented with neurons in this layer.
For the m + 1 neurons that correspond to single-medication actions or the `no medication' action,
their activation values are carried over from their corresponding neuron in the previous layer (via
connection weights �xed to 1). For the k neurons that correspond to two-medication combinations,
their activation values are the sum of their constituent medications' activations from the previous
layer - which, given that all activations from the previous layer are negative, is necessarilyless than
either constituent medication's activation. Intuitively, this is consistent with the rules of joint prob-
ability under independence, in that the activation of a two-medication combination is the logarithm
of the product (i.e., the sum of the logarithms) of its two constituent medications' activations.

Of course, a patient's optimal medication policy may require that certain drug combinations
are selected more or less often than would be expected under an independence assumption. Thus,
the policy neural network must be able to up- or down-regulate the activation of each medication
combination. As an example, a patient may respond quite well to either 100mg L-dopa CR or
145mg Rytary, but may respond poorly if these medications are administered together (e.g., if such
a combination delivers too much L-dopa for the patient at one time). In this case, the policy network
should select the 100mg L-dopa CR / 145mg Rytary combination even less frequently than expected
under an independence assumption. To allow for this, our policy network uses atrainable bias that
is added to the activation value for each medication combination's output neuron. Positive biases
`up-regulate' the selection probability of a two-medication combination, relative to its selection
probability under an independence assumption, and negative biases `down-regulate' its selection
probability. In the aforementioned example, the policy network may assign a negative bias to the
output neuron corresponding to the 100mg L-dopa CR / 145mg Rytary combination, such that
is it almost never selected. After all k trainable biases are applied to their corresponding output
neurons, the policy network's entire output layer is subject to a softmax activation, producing a
probability distribution over all single-medication actions and all allowed dual-medication actions.
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E. RL policy network and tuning hyperparameters

The neural network used to train RL policies from our PKG dataset employs three layers:

ˆ Input layer with 69 units (for 30 most recent BKS scores, 30 most recent DKS scores, total
daily LED administered, current L-dopa IR concentration, current L-dopa CR concentration,
current Rytary concentration, time since last dosage, gender, age, years since PD diagnosis,
and daily non-L-dopa dosage)

ˆ Single-medication layer, 9 units, log() activation

ˆ Dual-medication layer, 22 units, softmax() activation

Note that we conducted preliminary tests with a network that includes an additional hidden
layer between the input and single-medication layer, but this led to poor performance and conver-
gence. The policy network employs the following hyperparameters:

ˆ Optimizer: ADAM (Adaptive Moment Estimation)

ˆ Entropy penalty: 0.01

ˆ Learning rate: 0.005

ˆ Batch size (i.e., epochs per update): 100

Since we learn separate RL policies for each daily LED amount represented in our dataset (as
described in Section 2.4), we use the same set of initial weights for all policies. We selected these
weights from a set of �ve randomly-generated initial weights, choosing the set that o�ered the
lowest training loss in a preliminary test. All RL policies are trained over 10,000 epochs. Figure
A4 shows the cumulative reward during training (with a 1,000-epoch moving average window) for
four example policies, demonstrating su�cient convergence over 10,000 epochs.

F. PKG patient descriptive statistics

Table A1 summarizes patients' demographic and clinical characteristics for the entire sample and
strati�ed by both L-dopa type (IR, CR, Rytary) and the use of non-L-dopa medications. We use
nonparametric Mann-Whitney U or Kruskal-Wallis one-way tests to identify signi�cant associa-
tions between patients' demographic/clinical characteristics and L-dopa type or use of non-L-dopa
medications.

We �nd that patients' number of years since PD diagnosis is signi�cantly associated with L-
dopa type and the use of non-L-dopa medications at Visits 1 and 2, and is highest among patients
taking L-dopa CR, Rytary, and non-L-dopa medications. However, L-dopa type and the use of
non-L-dopa medications are not signi�cantly related with patients' symptom severity, i.e., with
HY stage, average bradykinesia score, or average dyskinesia score (allp-values > 0:05). This is
likely because, in our dataset, correlation tests between patients' years since PD diagnosis, average
bradykinesia score, and average dyskinesia score are not signi�cant (allp-values> 0:10). Lastly,
during the Visit 1 wear period, patients taking both L-dopa IR and CR and patients taking non-
L-dopa medication were prescribed higher daily LED than other patients. This is understandable
given that these patients took more medication types than other patients.

Given that Rytary was only prescribed to two patients during the Visit 1 wear period (both of
whom wereonly prescribed Rytary, not L-dopa IR or CR), we investigate the discrepancies between
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Figure A4: RL convergence for four example PKG RL policies. Plots show policies' cumulative
rewards (using a 1,000-epoch moving average window) over the course of training.
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L-dopa Type Non-L-dopa Med.
All Patients IR IR/CR CR Rytary p-value No Yes p-value

Visit 1
N 26 19 3 2 2 - 20 6 -

Female 9 7 1 1 0 - 8 1 -
Age 71 (10) 72 64 72 75 0.52 72 70 0.626

Years with PD 5.4 (4.9) 4.0 13.7 2.5 9.5 0.042 4.3 9.0 0.071
HY 1.8 (0.7) 1.6 2.0 2.5 2.5 0.112 1.8 1.8 0.791
BKS -0.01 (0.23) 0.0 -0.11 0.15 -0.14 0.539 0.01 -0.09 0.361
DKS -0.94 (0.08) -0.94 -0.92 -0.99 -0.97 0.162 -0.94 -0.95 0.761

L-dopa dose (mg) 564 (434) 382 1267 450 1360 - 458 918 -
Daily LED (mg) 499 (310) 395 1219 338 569 0.035 422 757 0.008

Doses/day 3.8 (1.2) 3.4 6.0 3.0 4.5 0.469 3.6 4.5 0.469
Visit 2

N 26 20 3 0 3 - 20 6 -
Female 9 7 1 0 1 - 8 1 -

Age 71 (10) 71 70 - 71 0.913 72 70 0.626
Years PD 5.4 (4.9) 3.5 13.0 - 10.7 0.008 4.3 9.0 0.071

HY 1.8 (0.7) 1.6 2.0 - 2.3 0.203 1.8 1.8 0.791
BKS -0.02 (0.21) 0.01 -0.2 - -0.07 0.159 0.01 -0.14 0.068
DKS -0.96 (0.04) -0.96 -0.92 - -0.96 0.715 -0.96 -0.94 0.503

L-dopa dose (mg) 765 (633) 540 1083 - 1950 - 678 1057 -
Daily LED (mg) 637 (322) 552 1044 - 797 0.234 569 866 0.087

Doses/day 4.0 (1.1) 3.6 5.0 - 5.0 0.724 3.8 4.3 0.724

Table A1: Summary of patient characteristics and medication regimens. `HY' refers to Hoehn
and Yahr disease stage (ranges 0-5). `LED' refers to L-dopa equivalent dosage. Cells show mean
values, with full-sample means in the furthest left column accompanied with standard deviations.
Nonparametric Mann-Whitney U or Kruskal-Wallis one-way tests assess signi�cant associations
with L-dopa type and use of non-L-dopa medications. Due to di�ering LED equivalence factors
between L-dopa IR, L-dopa CR, and Rytary, signi�cance tests are only conducted for daily LED
and not for raw L-dopa dosages.

these patients' minute-by-minute L-dopa concentrations and those of other patients. As described
in Section 2.2.2, our symptom models depend on patients' bloodstream L-dopa concentrations at
each time point. It is therefore worth assessing whether Rytary induces L-dopa concentrations that
are not induced by L-dopa IR or CR, which could prevent our symptom model from accurately
estimating Rytary's e�ects. Figure A5 shows minute-by-minute bloodstream L-dopa concentrations
for patients taking Rytary versus other patients, along with the averages for each group. While
Rytary induces somewhat lower L-dopa concentrations than L-dopa IR and CR, the concentrations
induced by Rytary are well-represented in the distributions of non-Rytary patients, and the average
bloodstream concentration trajectories are similar for both groups. Thus, our model's inferences
about Rytary do not depend merely on two patients' data, but rather on the estimated e�ect
of speci�c L-dopa concentrations on patients' symptom progressions, which are also present in
non-Rytary patients' data.
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Figure A5: Minute-by-minute L-dopa concentrations for Rytary vs. non-Rytary patients. Rytary
is an extended-release formulation of L-dopa. Note that trajectories ofaveragebloodstream con-
centrations are similar between Rytary and non-Rytary patients, and the L-dopa concentrations
induced by Rytary are well-represented in the distributions of non-Rytary patients.

G. PKG symptom model selection and validation

Table A2 presents the MAE for our candidate bradykinesia/dyskinesia symptom models. For our
PKG symptom model, we test tpast 2 f 15; 30g (i.e., 30 or 60 minutes of previous bradykinesia and
dyskinesia) across a linear model, a neural network with one hidden layer, and a neural network
with two hidden layers (with tpast hidden units). Neural networks are tested with L2 regularization
weights of � 2 f 0; 0:01; 0:1g. For the sake of clarity, we only present neural network results for
the best-performing value of � (namely, 0.1 for both the 1-layer and 2-layer NN). For each model
structure, we test a deterministic model (� b = � d = 0) and four stochastic models with � b 2
f 0:5� (r )

b ; � (r )
b g and � d 2 f 0:5� (r )

d ; � (r )
d g. Lastly, we test a baseline model that simply uses patients'

�rst tpast scores as its prediction for patient's daily average symptom scores.
Because several of the best-performing models do not signi�cantly di�er in their performance, we

select our symptom model based on the marginal performance of each model feature. Speci�cally,
we note the following signi�cant di�erences in model performance (using nonparametric Mann-
Whitney U tests, due to the small sample size):

- Models with tpast = 30 signi�cantly outperform models with tpast = 15 for bradykinesia
(p-value= 0:0126) and dyskinesia (p-value= 0:0022) predictions;

- Linear models signi�cantly outperform 1-layer and 2-layer NN models for both bradykinesia
(respective ps = 0 :0005; 0:0386) and dyskinesia (respectiveps = 0 :0012; 0:0151) predictions.

Given this, we select the best-performing linear model withtpast = 30, for which � b = � (r )
b and

� d = 0 :5� (r )
d o�er the lowest MAE. The model's �nal structure is therefore:

bt = bt � 1 + � bt + N (0; � (r )
b ) (11)

dt = dt � 1 + � dt + N (0; 0:5� (r )
d ) (12)

�
� bt � dt

� T
= b0 + B

�
� b (t � 30):( t � 1) � d (t � 30):( t � 1) l t � 1 mt � 1 c

� T
(13)

where � (r )
b = 0 :0319 and� (r )

d = 0 :0063 (i.e., the residual standard deviations from training), b0 is
a 2� 1 vector of biases, andB is a 2� 30 vector of coe�cients. Note that this model considerably
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Model tpast
� b = 0,
� d = 0

� b = 0 :5� (r )
b � b = � (r )

b

� d = 0 :5� (r )
d � d = � (r )

d � d = 0 :5� (r )
d � d = � (r )

d

Linear
15 0.28,0.042 0.27,0.032* 0.27,0.044 0.20,0.032* 0.20,0.044
30 0.27,0.044 0.26,0.035 0.26,0.044 0.21,0.035 0.21,0.044

1-layer NN, � = 0 :1
15 0.51,0.145 0.47,0.099 0.47,0.095 0.41,0.099 0.41,0.095
30 0.30,0.057 0.29,0.036 0.29,0.036 0.24,0.036 0.24,0.036

2-layer NN, � = 0 :1
15 0.28,0.066 0.26,0.050 0.26,0.054 0.22,0.050 0.22,0.054
30 0.25,0.045 0.24,0.034 0.24,0.036 0.19*,0.034 0.19*,0.036

Baseline
15 0.35,0.046
30 0.30,0.042

Table A2: Mean absolute error (MAE) for candidate symptom models. Cells show MAE for
bradykinesia (�rst, rounded to two digits) and dyskinesia (second, rounded to three digits). `Linear'
refers to linear autoregressive model, `NN' refers to neural network withtpast hidden units. Cell
values are MAE for predicting patients' average bradykinesia (�rst) and dyskinesia (second) scores,
using �ve-fold cross validation on patients' Visit 1 data. Asterisk indicates lowest MAE (separately
for bradykinesia and dyskinesia), with bolded MAEs non-signi�cantly di�ering from the lowest
MAE ( p-value> 0:05, Mann-Whitney U test). Recall that data are collected every two minutes so
tpast represents 2� tpast minutes of scores.

outperforms the baseline model (bradykinesia MAE of 0.21 versus 0.30, and dyskinesia MAE of
0.035 versus 0.042).

We then validate our �nal symptom model on patients' Visit 2 data. Figure A6 shows the ab-
solute error for our symptom model and the baseline model for all 26 patients, using their held-out
Visit 2 data. We also assess whether our model's accuracy varies systematically between patients.
Figure A7 plots our model's absolute error (averaged across bradykinesia and dyskinesia) with
respect to patients' demographic and clinical characteristics. We use correlation tests for numeric
variables and nonparametric Mann-Whitney U or Kruskal-Wallis one-way tests for categorical vari-
ables.

MAE is near-signi�cantly higher for males than females (p-value= 0:085) and for those taking
non-L-dopa medications than those not taking them (p-value= 0:095). However, both of these
�ndings hinge on a single patient (male, taking non-L-dopa medications) with a particularly high
bradykinesia MAE of 0.626. This patient's �rst tpast bradykinesia measurements (average of 0.568)
are far higher than their daily average (-0.075), leading to high absolute error when predicting their
average bradykinesia score from their �rsttpast time points. The relationships between model MAE,
gender, and use of non-L-dopa medication attenuate if this patient's MAE is removed (p-value= 0:12
for gender, p-value= 0:24 for non-L-dopa medication). Average bradykinesia/dyskinesia error is
not signi�cantly associated with all remaining patient characteristics from Figure A7.

H. Example trajectories from PKG symptom model

Figure A8 presents simulated and actual Visit 2 bradykinesia and dyskinesia trajectories for six
example patients. As seen in the Figure, our symptom model is capable of reproducing many of
the same increases and decreases in symptom severity as experienced by patients (e.g., patient 7's
sharp change in bradykinesia between hours 3 and 4, or patient 24's peaks in dyskinesia at hours
5 and 8).
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Figure A6: Symptom model vs. baseline model absolute error for predicting patients' average
bradykinesia (left) and dyskinesia (right) scores, based on their �rst tpast = 30 time points. Dark
points represent mean absolute error (MAE), shown with 95% con�dence intervals. Note that
95% con�dence intervals do not represent tests for signi�cant di�erences ; the symptom model's
bradykinesia and dyskinesia MAEs are signi�cantly lower than those of the baseline model (p-
values< 0:05 under nonparametric Mann-Whitney U tests and paired-samplet-tests).

I. Case study.

To gather further insights on the RL-based policies, we investigate the RL policy recommendations
for a 77-year old female patient (patient 16 in Figure A8), diagnosed with PD at age 76. The
patient was originally prescribed 300mg of L-dopa CR before their Visit 1 wear period, which was
modi�ed to 500mg of L-dopa IR following physician evaluations in Visit 1 and ahead of their Visit
2 wear period.

Figure A9 shows one day of simulated bradykinesia and dyskinesia scores for this patient under
their physician-updated regimen (500mg L-dopa IR, divided across three administrations) and
RL policy. The patient's RL policy recommends 95mg of Rytary �ve times daily (475mg total),
administered approximately every three hours. Under the physician-updated regimen, the patient's
bradykinesia deteriorates around mid-day, with their few L-dopa IR dosages unable to reverse this
decline. Under the RL policy, the patient's bloodstream L-dopa concentration increases slowly
with each Rytary administration (95 mg each). This gradual increase in their bloodstream L-
dopa concentration yields `controlled' bradykinesia around midday, and the patient's bradykinesia
continues to improve throughout the remainder of the day.

J. Robustness analyses for PKG results

We assess our results' robustness to alternative model parameters. Speci�cally, we test whether
our RL policies continue to outperform physician-updated regimens under:

ˆ Alternative values for the L-dopa pharmacokinetic parameters

ˆ Alternative delays between medication recommendation and administration

ˆ Alternative reward function speci�cations
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Figure A7: Average bradykinesia/dyskinesia prediction error vs. patients' demographic and clinical
characteristics. For plots with categorical variables, dot markers represent means (shown with
bootstrapped 95% con�dence intervals). Plots with numeric variables are shown with regression
lines and 95% con�dence intervals. All associations are non-signi�cant (ps > 0:05), using correlation
tests for numeric variables and Mann-Whitney U or Kruskal-Wallis one-way tests for categorical
variables.
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Figure A8: Actual (dark-colored) and simulated (light-colored) bradykinesia and dyskinesia tra-
jectories for six example patients per their Visit 2 data. Red vertical lines indicate patients'
median self-reported medication administration times. Symptom model used for simulation are
learned from patients' Visit 1 data. Trajectories generally follow patients' increases and decreases
in symptom scores. Recall that, consistent with PKG literature, bradykinesia scores are reversed
in all plots for visualization purposes.
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Figure A9: Simulated dyskinesia (top row), bradykinesia (second row), L-dopa concentrations
(third row), and medication recommendations (bottom row) under the physician (left) and RL
(right) policies for a single case study patient. Dashed lines in the top and second rows distinguish
`controlled'/`uncontrolled' bradykinesia and dyskinesia, respectively. Consistent with clinical liter-
ature, bradykinesia scores are reversed for visualization purposes.
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ˆ Alternative sets of allowed L-dopa types

These robustness analyses allow us to assess whether our approach yields viable medication policies
under possible misspeci�cations in our modeling approach.

J.1 Robustness analysis for L-dopa pharmacokinetic parameters.

The L-dopa pharmacokinetic model described in Section 2.2.1 uses published averages for L-dopa
peak concentration, time to peak concentration, and half-life. Yet the values of these parameters
can vary between patients, possibly impacting the utility of RL medication policies. To address this,
we perform a robustness analysis in which we use the symptom models �tted under the baseline
L-dopa pharmacokinetic model parameters to learn the RL policies, but allow these parameters to
di�er from their original values during testing. We then simulate 100 symptom trajectories for each
patient under each alternative set of L-dopa parameters, using both the RL and physician-updated
policies. We compare the performance of the RL policies with physician-updated regimens under
these alternative sets of L-dopa values, and provide insights.

Speci�cally, we identify `low' and `high' cases for each pharmacokinetic parameter (peak con-
centration, time to peak concentration, and half-life). In each case, the values of the parameter
for all three medications (L-dopa IR, L-dopa CR, Rytary) are either lower or higher (respectively)
than the original values assumed in Section 2.2.1. We then re-estimate participants' L-dopa con-
centrations under each combination of low and high cases for each of the three parameters (of which
there are 2� 2 � 2 = 8 total). This allows us to account for uncertainty in patients' actual L-dopa
absorption pro�les.

For each of the eight sets of pharmacokinetic parameters, we �t a new testing model (i.e.,
symptom model learned from Visit 2 data) in which the patients' L-dopa concentrations are re-
calculated according to these parameters. We then re-evaluate the RL policies from Section 3.3 and
the physician-updated regimens in this testing model, which allows us to assess whether the results
from Section 3.3 are robust to possible misspeci�cations in L-dopa's pharmacokinetic properties.
We repeat this process for all eight sets of pharmacokinetic parameters and compute the RL policies'
and physician-updated regimens' expected cumulative rewards for each case. We base our `low' and
`high' values for each pharmacokinetic parameter on clinical literature (Hsu et al. 2015, Mittur et al.
2017). For peak bloodstream concentration, we vary the original values from Section 2.2.1 (i.e.,
10.90 ng/(mL�mg) for L-dopa IR, 8.55 ng/(mL �mg) for L-dopa CR, 3.4 ng/(mL �mg) for Rytary) two
standard deviations in either direction to yield the `low' and `high' case values. We use standard
deviations of 4.0 ng/(mL�mg) for L-dopa IR, 3.0 ng/(mL �mg) for L-dopa CR, and 0.7 ng/(mL�mg)
for Rytary, taken from Hsu et al. (2015). Time to peak concentration (which is typically reported
in terms of median/range, rather than mean/standard deviation) can vary from 0.5 to 2 hours for
L-dopa IR, 1 to 2 hours for L-dopa CR, and 0.5 to 8 hours for Rytary (Hsu et al. 2015, Mittur
et al. 2017). We thus use these values as the `low' and `high' case values. Recall that for Rytary,
we initially assume its concentration increases for one hour and holds its peak concentration for
3.5 hours. Hence, we maintain this same ratio between its `increase' and `hold' times for the `low'
and `high' time to peak concentrations of 0.5 hours and 8 hours. Lastly, we vary each medication's
half-life by two standard deviations in each direction, using standard deviations of 0.2 hours for
L-dopa IR, 0.2 hours for L-dopa CR, and 0.7 hours for Rytary (Hsu et al. 2015, Mittur et al. 2017).
Table A3 summarizes the `low' and `high' values for each parameter across L-dopa IR, L-dopa CR,
and Rytary.

Table A4 presents the results of our L-dopa pharmacokinetic robustness analysis. The RL
policies outperform physician-updated regimens across all tested combinations of pharmacokinetic
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Medication Parameter Low High

L-dopa IR
Peak 2.9 ng/(mL �mg) 18.9 ng/(mL�mg)

Time to peak 0.5 hrs 2 hrs
Half-life 1.2 hrs 2.0 hrs

L-dopa CR
Peak 2.55 ng/(mL�mg) 14.55 ng/(mL�mg)

Time to peak 1 hr 2 hrs
Half-life 1.2 hrs 2.0 hrs

Rytary
Peak 2.0 ng/(mL �mg) 4.8 ng/(mL �mg)

Time to peak 0.5 hrs 8 hrs
Half-life 0.5 hrs 3.3 hrs

Table A3: L-dopa pharmacokinetic parameters for robustness analysis, based on clinical literature.
`Peak' refers to peak L-dopa concentration.

Peak Time to peak Half-life
Avg. Cumulative Avg. Cumulative

Reward (Physician) Reward (RL)
Low Low Low 16.4 67.2
Low Low High 23.8 114.7
Low High Low 30.5 100.1
Low High High 36.9 109.9
High Low Low 77.9 146.8
High Low High 109.6 180.2
High High Low 96.1 149.5
High High High 112.8 165.0

Table A4: Robustness analysis results for L-dopa pharmacokinetic parameters. Table shows
physician-updated regimens' and RL medication policies' expected cumulative reward under all
combinations of pharmacokinetic parameters. RL policies are trained with the original symptom
model from Section 3.2 and evaluated in testing models that are based on alternative L-dopa pa-
rameters. `Peak' refers to peak L-dopa concentration.

parameters, with an average cumulative reward of 129.2 (versus 63.0 under physician-updated
regimens). These results suggest that the RL policies outperform physician-updated medication
regimens even if the pharmacokinetic parameters describing patients' L-dopa responses di�er from
those used when training the models and learning the RL policies.

J.2 Robustness analysis for medication intake delay.

Our original model assumes that patients take L-dopa 10 minutes after medication is recommended.
We assess our RL policies' performance when this delay is stochastic, rather than deterministic.
Speci�cally, we assume the intake delay is uniformly distributed between 2 and 60 minutes (chosen
because several patients took their medication up to one hour late on some days) and simulate
100 symptom trajectories for each patient under this stochastic intake delay, using the RL policies.
Note that we only assume a stochastic medication intake delay for the RL policies; as in Section 3.3,
we assume medications in the physician-updated regimens are taken without delay since they are
prescribed at �xed times throughout the day.

Under a stochastic medication delay, the RL policies yield an average cumulative reward of
149.2. While this is lower than reported in Section 3.3 (under a �xed 10-minute delay), the RL
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policies still considerably outperform the physician-updated-regimens under a stochastic delay.

J.3 Robustness analysis for reward function.

Since RL policy performances depend on the chosen reward function, we re-assess the RL and
physician-updated policy performances under various reward functions. Recall that our reward
function is:

r (st ) = 1tanh (bt )� �b � � � 1dt > �d; (14)

with �b = � 0:279, �d = � 0:775 (both based on clinical literature), and � = 0 :5. We system-
atically vary � and the thresholds �b and �d to assess whether our RL policies continue to out-
perform physician policies under di�erent reward function speci�cations. Speci�cally, we test
� 2 f 0:1; 0:25; 0:5; 0:75; 1g, and we adjust �b and �d by -20%, -10%, 0%, 10%, and 20% (i.e., we
test (�b; �d) 2 f (0:8�b;0:8 �d); (0:9�b;0:9 �d); (�b; �d); (1:1�b;1:1 �d); (1:2�b;1:2 �d)g). Negative adjustments (e.g.,
-20%) yield more liberal thresholds and lower rates of uncontrolled bradykinesia/dyskinesia, and
vice versa for positive adjustments. We then re-calculate patients' cumulative rewards under each
alternative reward function. We do the same for patients' actual Visit 2 symptom trajectories,
allowing us to compare patients simulated RL rewards with their actual and simulation physician-
updated policy rewards under di�erent reward functions.

Figure A10 plots patients' simulated RL rewards versus their simulated physician-updated pol-
icy rewards (top) and actual physician-updated policy rewards (bottom) under all alternative re-
ward functions. Understandably, cumulative rewards decrease as symptom thresholds are made
more conservative (i.e., symptoms are more likely to be classi�ed as `uncontrolled'). Since the
prevalance of dyskinesia in our sample is low, this e�ect is steepest when higher weights are placed
on uncontrolled dyskinesia (since even low dyskinesia scores would then contribute adversely to the
patient's reward). Notably, our simulated RL policy rewards are signi�cantly higher than simulated
physician-updated policy rewards for all alternative reward functions (p-values< 0:05, under both
nonparametric Mann-Whitney U tests and paired-samplet -tests). The same is true for patients'
actual physician rewards, with the exception of a +20% threshold change under� = 0 :75 and
� = 1 (Mann-Whitney U p-values= 0:084; 0:285, respectively). This aligns with the fact that aver-
age (simulated) dyskinesia scores under our RL policies (-0.948) are slightly higher than patients'
actual (-0.956) and simulated (-0.954) dyskinesia values under physician policies. Some patients'
dyskinesia scores under the RL policies are therefore counted as `uncontrolled' when we decrease
the uncontrolled dyskinesia threshold.

J.4 Robustness analysis for allowed L-dopa types.

Since our RL policies recommend Rytary for all patients, it is worth investigating what these policies
would recommend if Rytary was not available as a treatment option. This can better elucidate
the reasoning for Rytary's recommendation in our RL framework and the role it plays in patients'
treatment. We re-train all RL policies with only L-dopa IR and CR as allowed medication types,
and simulate 100 symptom trajectories for each patient under these `non-Rytary` policies. Detailed
characteristics of these policies appear in Table A5. Policy characteristics are printed alongside the
physician and RL policy characteristics originally presented in Table 1 in Section 3.3.

In the absence of Rytary, our RL framework shifts most patients (23 / 26) to L-dopa CR,
which prolongs L-dopa release compared with L-dopa IR (similar to Rytary, though not to the
same degree). As with our original policies, the model generally prescribes L-dopa CR every three
hours (the minimum allowed dosing interval). This suggests that our model aims to minimize
the volatility of patients' bloodstream L-dopa concentrations through regimens that spread L-dopa
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Figure A10: Simulated RL rewards versus simulated physician-updated policy rewards (top) and ac-
tual physician-updated policy rewards (bottom), under dyskinesia weight� 2 f 0:1; 0:25; 0:5; 0:75; 1g
and controlled symptom thresholds adjusted by -20%, 0%, 0%, 10%, and 20%. Negative adjust-
ments -20% and 10% yield more liberal symptom thresholds and higher rates of controlled bradyki-
nesia and dyskinesia, and vice versa for positive adjustments. Average rewards shown with 95%
con�dence intervals, though note that the univariate con�dence intervals shown in the �gure do
not always correspond to the presence/absence of signi�cant di�erences. All RL-versus-physician
di�erences are signi�cant under nonparametric Mann-Whitney U tests and paired-sample t-tests,
except two comparisons between the simulated RL rewards andactual physician-updated policy
rewards: a +20% threshold change under� = 0 :75 and � = 1.

absorption throughout the day. When Rytary is not available, patients are generally recommended
the `next best' option of L-dopa CR.

K. Sensitivity to unobserved confounding variables

Our results largely depend on the fact that our wearable-based bradykinesia and dyskinesia symp-
tom model predicts that patients experience better-controlled symptoms under Rytary than under
other L-dopa formulations. As such, it is worth investigating whether this e�ect is robust to
potential unobserved confounding variables. If patients with better-controlled symptoms are dis-
proportionately likely to receive Rytary due to an unobserved confounding variable, it is worth
investigating how such confounding would alter our model's estimate of Rytary's e�ectiveness.

For our original n = 26 study patients, we assume the existence of a binary confounding
variable U which correlates with these patients' PKG symptom measurements and whether or not
they received Rytary. Note that the use of a binary confounding variable is very common in causal
inference research (Ichino et al. 2008, Liu et al. 2013, Nannicini 2007). Given our framework's use
of simulated symptom trajectories to predict patient outcomes under medication regimens, we use a
simulation-based approach (see Ichino et al. 2008, Nannicini 2007) in which we generate a synthetic
confounding variable (at multiple confounding strengths) and assess its impact on the estimated
e�ect of Rytary on patients' symptoms. We conduct this simulation-based sensitivity analysis in
three steps:

1. Simulate patients' bradykinesia/dyskinesia under L-dopa IR and Rytary. Because
most patients were prescribed L-dopa IR during the original PKG study and also our wearable-
based RL framework generally recommends Rytary, we use our bradykinesia/dyskinesia symp-
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Physician RL RL (no Rytary)
Medications

No. taking L-dopa IR 23 0 3
No. taking L-dopa CR 3 0 23

No. taking Rytary 3 26 0
L-dopa IR daily dose (mg) 554 (227) { 500 (0) {
L-dopa CR daily dose (mg) 433 (403) { 513 (390)

Rytary daily dose (mg) 1950 (1006) 543 (98) {
Daily LED (mg) 640 (335) 272 (49) 398 (278)
Doses per day 4.0 (1.1) 5.2 (0.4) 5.1 (3.7)

Dosing frequency (hrs) 3.8 (0.8) 3.0 (0.0) 3.0 (1.0)
Outcomes

% Controlled bradykinesia
16.9% (24.0%) (actual) 30.7% (22.6%) 20.7% (20.6%)

15.0% (17.8%) (simulated) (simulated) (simulated)

% Controlled dyskinesia
97.7% (5.8%) (actual) 100.0% (0.0%) 100.0% (0.0%)

100.0% (0.0%) (simulated) (simulated) (simulated)

Cumulative reward
80.6 (114.8) (actual) 152.5 (110.7) 102.4 (100.0)

73.2 (85.6) (simulated) (simulated) (simulated)

Table A5: Characteristics of non-Rytary RL policies, presented alongside original RL policies and
physician-updated policies from Section 3.3. All metrics are based on median results across 100
simulations per patient.

tom model to simulate each patients' symptoms underboth L-dopa IR and Rytary to estimate
the impact of Rytary (versus L-dopa IR) on patients' symptom outcomes. We use our �nal
bradykinesia/dyskinesia symptom model from Section 3.2 to simulate 200 symptom trajec-
tories for all n = 26 patients - 100 trajectories under L-dopa IR, and 100 trajectories under
Rytary. We use the same dosage timing for the L-dopa IR and Rytary simulations, to yield
a `pure' estimate of our symptom model's predictions regarding Rytary's e�ectiveness over
L-dopa IR (note that this di�ers from our main results, in which we allow RL to optimize
dosage timing). All L-dopa IR and Rytary simulations assume that patients take 500mg daily
LED (patients' true Visit 1 average was 499mg), over four evenly-spaced doses (patients' true
Visit 1 average was 3.8 doses), starting at 8:00am (patients' true Visit 1 median was 8:00am).
We de�ne the model-estimated e�ect of Rytary as (� b; � d), where � b is the average di�er-
ence between patients' simulated bradykinesia scores under Rytary and L-dopa, and� d is the
average di�erence between patients' simulated dyskinesia scores under Rytary and L-dopa.
Negative values of� b and � b indicate that patients fare better (i.e., experience lower symptom
severity scores) under Rytary, versus a comparable regimen of L-dopa IR.

2. Generate multiple versions of U under various degrees of confounding. We generate
a patient-level confounderU to assess the robustness of (� b; � d) to potential unobserved con-
founding variables. Unobserved confounding variables threaten causal e�ects when they are
(1) correlated with the study outcome (e.g., with patients' wearable-based symptom scores),
and (2) when they are correlated with treatment assignment (e.g., prescribed L-dopa formula-
tion; Liu et al. 2013, Ichino et al. 2008, Nannicini 2007). This confounding variable is assumed
to be binary, consistent with established causal inference methods. We thus assignU = 0
or U = 1 to each patient based on whether their observed Visit 1 cumulative reward (Equa-
tion 14) is below the median (Outcome = 0, n = 13) or above the median (Outcome = 1,
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p
Pr (Up = 1 j

Outcome=1,
Treatment=1)

P r (Up = 1 j
Outcome=1,

Treatment=0)

P r (Up = 1 j
Outcome=0,

Treatment=1)

P r (Up = 1 j
Outcome=0,

Treatment=0)

Correlation w/
Reward

0.1 0.6 0.5 0.5 0.4 0.08
0.2 0.7 0.5 0.5 0.3 0.16
0.3 0.8 0.5 0.5 0.2 0.24
0.4 0.9 0.5 0.5 0.1 0.33
0.49 0.99 0.5 0.5 0.01 0.43

Table A6: Characteristics of generated confounding variablesUp for p 2 f 0:1; 0:2; 0:3; 0:4; 0:49g. The
confounding variable's prevalence among patient subgroups is varied, such that theUp is correlated
both with patients' outcomes (i.e., observed cumulative reward) and treatment assignment (whether
they received Rytary). Table also presents the correlation betweenUp and patients' observed
cumulative reward, across 100 generated values ofUp for each patient. Note that p < 0:50, since
p = 0 :5 would yield probabilities of zero or 1.

n = 13), and whether they were prescribed Rytary (Treatment = 1, n = 2) or not (i.e., either
L-dopa IR or L-dopa CR, Treatment = 0, n = 24).The above procedure allows us to generate
confounding variables that are correlated with patients' symptom outcomes as well as their
treatment assignment (speci�cally, whether they are assigned Rytary). Since L-dopa CR and
Rytary are both delayed-release L-dopa formulations, we also re-run our sensitivity analysis
based on whether patients received either Rytaryor L-dopa CR versus L-dopa IR only.

We generate several variablesUp for p 2 f 0:1; 0:2; 0:3; 0:4; 0:49g, where higher values ofp
correspond to greater confounding strength according to

P r (Up = 1 jOutcome = 1) � P r (Up = 1 jOutcome = 0) = p; (15)

P r (Up = 1 jTreatment = 1) � P r (Up = 1 jTreatment = 0) = p: (16)

Thus, p represents the degree to which the confounding variableU is more prevalent among
patients who received Rytary, and more prevalent among those with above-median symptom
outcomes (similar to howU is formulated in other studies, Nannicini 2007, Ichino et al. 2008).
Table A6 summarizes the characteristics of eachUp for p 2 f 0:1; 0:2; 0:3; 0:4; 0:49g. Note that,
since our analysis generates 100 simulated trajectories per patient, we generate 100 values of
eachUp for each patient, according to the probabilities de�ned in Table A6.

3. Re-estimate Rytary e�ect under all confounding variables Up. For each Up, we re-
train our �nal Visit 1 symptom model from Section 3.2 with Up appended to our dataset (note
that, since we generate 100Up values per patient, this requires copying the model training
dataset 100 times). We then simulate 100 symptom trajectories per patient under the stan-
dard L-dopa IR and Rytary regimens described in Step 1, using each patient's 100 generated
values of Up described in Step 2. Finally, we use these simulated symptom trajectories to
re-calculate (� b; � d) for each value of p to assess the degree to which the e�ect of Rytary
changes in the presence of confounding variables. If the e�ect of Rytary is highly sensitive to
confounding, then the re-estimated symptom model will `un-learn' the association between
Rytary and improved patient outcomes, since such outcomes would instead be attributed to
the confounding variable Up.

Figure A11 presents 95% con�dence intervals for� b and � d, under various degrees of confound-
ing p. In the absence of confounding,� b = � 0:0949 (p-value < 0:001) and � d = 0 :00092 (p-value
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Figure A11: Values for � b (left) and � d (right) under no confounding (p = 0) and under confound-
ing variables Up for p 2 f 0:1; 0:2; 0:3; 0:4; 0:49g. Bars represent 95% con�dence intervals. Com-
pared with L-dopa IR, Rytary leads to signi�cantly lower (better) bradykinesia scores, and does
not signi�cantly impact dyskinesia scores. Introducing a confounding variable U slightly (though
non-signi�cantly) attenuates the improved bradykinesia symptoms under Rytary; however, the im-
provement remains signi�cant even for high values ofp.

= 0 :155). That is, patients' normalized bradykinesia scores are signi�cantly lower (i.e., better) than
under a comparable L-dopa IR regimen, while dyskinesia scores are slightly but non-signi�cantly
higher. Given the much larger and signi�cant e�ect on bradykinesia (compared with dyskinesia),
the model therefore �nds that Rytary leads to overall improvement in patient symptoms. This e�ect
is slightly attenuated under confounding, but is relatively insensitive to the degree of confounding
and is still signi�cant even for higher values of confoundingp.

Results are almost identical if we de�ne Treatment = 1 for patients who received Rytary or
L-dopa CR (in which case n = 7 for Treatment = 1 and n = 19 for Treatment = 0); de�ning
the `treatment assignment' in this way yields a more balanced dataset and respects the fact that
both L-dopa CR and Rytary delay the release of L-dopa in the bloodstream compared with L-dopa
IR. This yields an average� b of -0.07032 and� d of 0.001984 acrossp 2 f 0:1; 0:2; 0:3; 0:4; 0:49g, as
opposed to averages of� 0:07031 and 0:001955 as shown in Figure A11. This further supports our
�nding that the model-estimated e�ect of Rytary is slightly attenuated under confounding and is
still signi�cant even for higher values of p.

Further inspection reveals that this robustness to potential confounding variables is due to our
use of �rst-order di�erencing in building our symptom model (described in Section 2.2.2). First-
order di�erencing (i.e., analyzing successive changes in an outcome over time, rather than its original
values) is a commonly-used technique that controls for time-invariant confounding variables (Blanc
and Schlenker 2020, Imai and Kim 2019, Br•uderl and Ludwig 2015, Halliday 2007), because it
removes between-patient di�erences in average outcome levels and instead analyzes within-patient
changes over time. Because of our brief time horizon (six days per patient, per visit), it is reason-
able to assume that all unobserved confounding variables would be time-invariant, and therefore
accounted for in our �rst-order di�erencing approach. Therefore, because our predictive model is
trained using several hundred data points per patient, its estimated e�ects are based on the within-
patient associations between L-dopa concentrations and symptom increases/decreases, rather than
between-patient di�erences in overall symptom severity. To visualize this, Figure A12 plots the
correlation of Up with patients' un-transformed as well as �rst-order-di�erenced symptom scores.
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Figure A12: Correlation of Up with patients' bradykinesia (left) and dyskinesia (right). Each
plot shows the correlation of confounding variableUp with patients' average symptom scores and
their �rst-order di�erenced scores. Even for high values of p, Up only meaningfully correlates with
patients' un-transformed symptom scores and not with patients' di�erenced symptom scores, which
comprise our model's training set.

For both bradykinesia and dyskinesia, the correlation between patients' symptom scores andUp

(which are a direct result of the U-generating process) do not extend to patients' di�erenced symp-
tom scores (which are used to train the symptom model). Rather, the confounding variableUp

is essentially uncorrelated with patients' di�erenced symptom scores at even high values ofp. In-
tuitively, this re
ects the notion that even patients with severe symptoms will have periods of
decreasing symptom severity throughout the day, and vice-versa for patients with well-controlled
symptoms. By removing patients' overall levels of symptom severity and focusing on within-day
changes, �rst-order di�erencing `breaks' the correlation between the confounding variable and train-
ing set outcome, therefore accounting for time-invariant between-patient confounding variables as
found in past research on causal inference (Blanc and Schlenker 2020, Imai and Kim 2019, Br•uderl
and Ludwig 2015, Halliday 2007). Thus, our model's �nding that many patients would fare better
under Rytary compared with L-dopa IR is likely robust to between-patient, time-invariant unob-
served confounding variables that may have been correlated with patients' symptom levels and
treatment assignment.

L. E�ect of changing L-dopa dosing frequency versus patients'
demographic and clinical characteristics

To better understand which patients might be able to switch to lower-frequency L-dopa regimens
without sacri�cing symptom control, Figure A13 plots patients' reduced hours of controlled symp-
toms under 4-hour (versus 3-hour) RL policies. There are no signi�cant relationships between
patients' demographic/clinical characteristics and their predicted symptom deterioration under a
4-hour RL dosing interval, using correlation tests for numeric variables and Mann-Whitney U or
Kruskal-Wallis one-way tests for categorical variables.

To better understand which patients might bene�t most from advanced therapies, Figure A14
plots patients' predicted symptom improvement under 2-hour (versus 3-hour) RL dosing intervals
with respect to their demographic and clinical characteristics. Male patients are more likely than
female patients to experience improvement under the 2-hour RL policies (12 out of 17 males versus
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Figure A13: Di�erence in number of controlled symptom hours between 3-hour and 4-hour RL
dosing intervals, vs. patients' demographic and clinical characteristics. Negative values indicate
`symptom deterioration' associated with 4-hour (versus 3-hour) RL policies. For plots with categor-
ical variables, dot markers represent means (shown with bootstrapped 95% con�dence intervals).
Plots with numeric variables are shown with regression lines and 95% con�dence intervals. All
associations are non-signi�cant (p-values> 0:05), using correlation tests for numeric variables and
Mann-Whitney U or Kruskal-Wallis one-way tests for categorical variables.
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Figure A14: Di�erence in number of controlled symptom hours between 3-hour and 2-hour RL
dosing intervals, vs. patients' demographic and clinical characteristics. Positive values indicate
`symptom improvement' associated with 2-hour (versus 3-hour) RL policies. For plots with cate-
gorical variables, dot markers represent means (shown with bootstrapped 95% con�dence intervals).
Plots with numeric variables are shown with regression lines and 95% con�dence intervals. Pre-
dicted improvements are higher for male patients than female patients (bluep-value= 0:022). All
other associations are non-signi�cant (p-values> 0:05), using correlation tests for numeric variables
and Mann-Whitney U or Kruskal-Wallis one-way tests for categorical variables.

two out of nine females). Figure A14 also suggests that patients with lower daily LED may be more
likely to bene�t from 2-hour policies than those with higher daily LED, though the correlation is not
signi�cant due to the high variance in patient improvements. Still, this may indicate that frequent
administration can help patients maximize the bene�t of low-LED regimens. Similarly, patients
with fewer years since PD diagnosis may be more likely to bene�t from 2-hour policies, though
this correlation does not reach signi�cance. Improvement under 2-hour policies is not associated
with age, HY stage, bradykinesia, dyskinesia, L-dopa type, or use of non-L-dopa medication. All
comparisons use correlation tests for numeric variables and Mann-Whitney U or Kruskal-Wallis
one-way tests for categorical variables.

M. PPMI patient descriptive statistics

Table A7 presents demographic and clinical characteristics forn = 504 patients from the PPMI
dataset. Rytary and L-dopa CR patients have higher daily LED and slightly lower MDS-UPDRS-
III scores than patients taking L-dopa IR. Patients taking non-L-dopa medication have hgiher age
and slightly lower MDS-UPDRS and HY scores than those not taking such medication, though the
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significance of these Mann-Whitney U tests is likely a result of the higher skew in these patients’ HY
and MDS-UPDRS-III scores. Notably, patients’ MDS-UPDRS-III score changes over the course of
the study do not significantly depend on L-dopa type or use of non-L-dopa medications.

L-dopa Type Non-L-dopa Med.
All Patients IR CR Rytary p-value No Yes p-value

N 504 483 152 64 – 110 394 –
Female (%) 37.9 37.9 41.4 39.1 – 30.0 40.1 –

Age 65 (10) 65 64 64 0.0 70 63 0.0
Years PD 1.4 (1.9) 1.4 1.4 2.0 0.425 1.3 1.4 0.829

HY 1.8 (0.6) 1.8 1.9 1.9 0.758 1.9 1.8 0.0
MDS-UPDRS-III 23.6 (12.0) 23.7 23.0 22.4 0.008 26.1 23.0 0.0

MDS-UPDRS-III Change 4.9 (13.8) 4.9 4.7 3.9 0.897 6.0 4.7 0.222
Daily LED (mg) 528 (328) 536 633 738 0.0 529 528 0.891
Doses / day 3.1 (1.2) 3.2 3.2 3.5 0.011 3.2 3.1 0.664

Table A7: Summary of PPMI patient characteristics and medication regimens. ‘HY’ refers to
modified Hoehn and Yahr disease stage (ranges 0-5). ‘LED’ refers to L-dopa equivalent dosage.
Cells show mean values for the attribute of interest, with full-sample means in the ‘All Patients’
column accompanied with standard deviations. Nonparametric Mann-Whitney U or Kruskal-Wallis
one-way tests assess significant associations with L-dopa type and use of non-L-dopa medications.
Due to few patients taking Rytary or L-dopa CR exclusively, IR/CR/Rytary groupings include all
patients that take each medication and are not mutually exclusive.

N. MDS-UPDRS-III symptom model selection and validation

Table A8 presents performance metrics for the candidate MDS-UPDRS-III symptom models. Note
that, for the sake of clarity, neural network results are only shown for the best-performing L2
regularization parameter (namely, λ = 0 for both CNN and LSTM).

The LSTM with tpast = 6, no L2 regularization, and σ = σ(r) yields the lowest MAE (4.87)
when simulating patients’ average MDS-UPDRS-III scores, and the highest AUC (0.75) for predict-
ing score increases/decreases. We therefore proceed with this model as our final MDS-UPDRS-III
symptom model. While this model does not significantly differ from several other model perfor-
mances, we proceed with this as our final symptom model given that it yields the best performance
across both tested metrics.

We then use our final LSTM-based symptom model to simulate 100 MDS-UPDRS-III trajecto-
ries for each of our n = 199 test patients, and use these trajectories to evaluate the model’s accuracy
according to the same metrics used to select the final symptom model (described in Section 4.2.2).

Figure A15 presents the MAE and AUC results for our MDS-UPDRS-III symptom model and
the baseline model, which extrapolates the trend in patients’ first tpast MDS-UPDRS-III scores
forward in time. Our symptom model significantly outperforms the baseline model in terms of
both MAE (5.63 versus 14.17, Mann-Whitney U p-value< 0.01) and AUC (0.72 versus 0.371, Mann-
Whitney U p-value< 0.01). Figure A16 shows simulated versus actual MDS-UPDRS-III trajectories
under our final symptom model for three example patients. As with our bradykinesia/dyskinesia
symptom model, the MDS-UPDRS-III symptom model can accurately reproduce many of the
increases/decreases observed in patients’ MDS-UPDRS-III scores.
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Model tpast
MAE AUC

σ = 0 σ = 0.5σ(r) σ = σ(r) σ = 0 σ = 0.5σ(r) σ = σ(r)

Linear 1 8.51 8.29 8.39 0.62 0.62 0.61
2 7.7 7.65 7.63 0.66 0.65 0.64
3 6.94 6.85 6.9 0.69 0.68 0.69
4 6.75 6.71 6.66 0.67 0.68 0.69
5 6.34 6.32 6.21 0.66 0.66 0.67
6 5.08 5.09 5.09 0.65 0.66 0.69

CNN, k=4,λ = 0 1 8.15 8.0 8.08 0.62 0.62 0.62
2 8.83 8.22 7.49 0.66 0.66 0.66
3 7.2 7.14 6.8 0.67 0.68 0.68
4 6.94 6.86 6.54 0.66 0.67 0.69
5 7.49 7.04 6.31 0.65 0.66 0.67
6 5.71 5.43 5.06 0.66 0.67 0.71

CNN, k=12,λ = 0 1 8.12 7.97 8.04 0.62 0.62 0.62
2 9.02 8.33 7.62 0.66 0.65 0.66
3 7.29 7.21 6.85 0.67 0.68 0.68
4 6.9 6.84 6.5 0.66 0.67 0.69
5 7.44 6.98 6.28 0.66 0.66 0.67
6 5.86 5.57 5.13 0.63 0.65 0.7

LSTM 1 7.82 7.66 7.83 0.62 0.63 0.63
2 8.41 7.76 7.15 0.67 0.67 0.67
3 7.47 7.19 6.89 0.65 0.65 0.65
4 6.56 6.53 6.67 0.66 0.67 0.66
5 6.94 6.67 6.08 0.65 0.66 0.66
6 5.11 4.97 4.87* 0.72 0.72 0.75*

Baseline 1 8.02 8.02 8.02 0.5 0.5 0.5
2 48.97 48.97 48.97 0.35 0.35 0.35
3 33.85 33.85 33.85 0.36 0.36 0.36
4 24.81 24.81 24.81 0.35 0.35 0.35
5 18.3 18.3 18.3 0.34 0.34 0.34
6 13.04 13.04 13.04 0.35 0.35 0.35

Table A8: Performance of candidate MDS-UPDRS-III symptom models on held-out PPMI patients.
MAE refers to mean absolute error in simulating patients’ mean MDS-UPDRS-III scores. AUC
refers to area under the receiver operating characteristic curve for predicting whether patients’
MDS-UPDRS-III scores improve versus worsen by the end of the PPMI study. Parameter k 2
f4, 12g denotes the number of hours included in CNN sliding filter. Highest MAE and lowest
AUC are represented with an asterisk, and do not significantly differ from bolded values based on
nonparametric Mann-Whitney U tests.
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Figure A15: MDS-UPDRS-III symptom model MAE for predicting patients’ average MDS-UPDRS-
III scores (left) and AUC for predicting MDS-UPDRS-III increases/decreases by the end of the
study period (right). Left plot shows absolute error for all n = 199 test patients and the overall
MAE, with 95% confidence intervals. Symptom model offers an MAE of 5.63 and AUC of 0.72,
versus 14.17 and 0.371 for the baseline model (both differences significant, ps < 0.01). The baseline
model’s below-chance performance suggests that patients’ MDS-UPDRS-III scores over their first
tpast = 6 clinic visits are not indicative of their overall MDS-UPDRS-III trend throughout the
study.

Figure A16: Actual (black) and simulated (blue) MDS-UPDRS-III trajectories for three exam-
ple PPMI patients. Simulated MDS-UPDRS-III trajectories can replicate many of the same in-
creases/decreases in symptom scores as observed in patient data.
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