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EXECUTIVE SUMMARY

On June 28–29, 2021, the US Department of Energy's (DOE's) Advanced Scienti�c Computing Research
(ASCR) program in the O� ce of Science convened a workshop with the Energy E� ciency and Renew-
able Energy (EERE) program o� ces to assess the future need for advanced computing resources in the
areas of clean energy and advanced manufacturing. In part, this discussion served as an update to earlier
workshops [1] and townhalls [2].

ASCR is guided by DOE mission needs as it develops research programs, computers, and networks at the
leading edge of technologies. As the exascale computing era dawns, technology changes are creating new
opportunities for those who must use high-performance computing (HPC) and data systems e� ectively. The
ASCR computing facilities are augmenting their strategy to adapt to changing science needs and emerging
technologies and to leverage the utility of exascale computing across the federal government. Strategic
needs are being assessed in the following technology areas:

ˆ AI and machine learning (ML),

ˆ advanced data analytics and work�ows,

ˆ heterogeneous accelerated computing,

ˆ next-generation HPC and data ecosystems—from leadership computing to the edge—and

ˆ software and hardware technologies to enhance the science mission.

The mission of DOE o� ces such as EERE, O� ce of Electricity, and Fossil Energy and Carbon Management
is to accelerate the research, development, demonstration, and deployment of technologies and solutions to
equitably transition the United States to net-zero greenhouse gas emissions across the economy by no later
than 2050 and to ensure the clean-energy economy bene�ts all Americans by creating good-paying jobs
for the American people—especially workers and communities impacted by the energy transition and those
historically underserved by the energy system and overburdened by pollution.

To assess computational mission needs and challenges, ASCR convened a virtual workshop that focused
on application domains relevant to the aforementioned program o� ces. Participants were drawn from the
communities of leading domain scientists, experts in computer science and applied mathematics, ASCR
facility sta� , and DOE program managers in ASCR and relevant program o� ces. The goal of the workshop
was to identify challenges at the intersection of applied o� ce mission priorities and the mission of the ASCR
Leadership Computing Facilities. DOE program o� ce stakeholders identi�ed present and future use cases,
strategic objectives, and anticipated needs. Speakers were asked to consider the following questions:

ˆ What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by a lack of computational resources?

ˆ What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

ˆ What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

ˆ How will achieving these goals impact DOE mission priorities?

ˆ If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?
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Application domain sessions included overviews from relevant program o� ce representatives and subject
matter experts followed by brief technical presentations from across the laboratory complex. This material
covered the following areas:

ˆ transportation: vehicles, mobility systems, and biofuels;

ˆ renewable power: wind energy and solar energy;

ˆ energy e� ciency: advanced manufacturing and building technologies; and

ˆ crosscuts: electric grid, energy storage, and carbon management.

The presentations and discussions identi�ed several areas of potential impact for improved capabilities in
four areas of computational and data science.

(1) Coupled Multiscale Physics: This aspect of computational science remains a priority for many, but
not all, of the application domains. Future mission needs for compute and storage range from 10� to
more than 100� what is currently available.

(2) Ensembles: The need for capacity computing to enable large ensemble computations for uncertainty
quanti�cation, exploration of design parameters, and optimization is high—ranging up to 1;000� the
node-hour allocations in use today.

(3) AI /ML Work�ows : Many application areas emphasized the potential of AI and ML work�ows to
achieve mission goals. Examples included the following:

ˆ dynamic generation of reduced-order/surrogate models;

ˆ integration of sensor data and simulation/analysis; and

ˆ real-time analysis, response, and control.

(4) Edge Computing: Several workshop participants across multiple application areas expressed sig-
ni�cant interest in the concept described as anedge ecosystem. That is, augmenting leadership-class
computational resources with a hierarchical ecosystem of distributed compute and data resources con-
nected via a robust high-speed network.

A few summary observations are noted below.

ˆ Although coupled multiscale physics is the most “traditional” area for HPC, the degree to which
maturity varies across domain areas is striking. While some areas struggle to make use of today's
large-scale HPC resources due to inability to take advantage of hybrid architectures, others are well-
positioned for current and anticipated future systems. The Exascale Computing Project has had a
major impact on the domain areas selected for investment (ExaWind for wind energy, ExaAM for
additive manufacturing, ExaSGS for electric grid, and MFIX-Exa for multiphase �ow). However,
simulation capabilities for other areas lags. Even when it is clear that HPC could play a signi�cant role
in overcoming challenges and achieving mission goals (for example, in battery design for improved
performance and safety), it is unclear how such gaps can be closed.

ˆ While the need for ensemble simulations is common across almost all domain areas, in some cases
(such as mobility and building technologies) application needs may be better met by cloud HPC
resources rather than leadership facilities.

ˆ The application domains exhibit a diverse and rapidly evolving spectrum of work�ow requirements.
For example, requirements for mobility (connected and autonomous vehicles) are quite di� erent from
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those of the electric grid, optimal operation of a wind farm, or reliable additive manufacturing of
quali�ed parts.

ˆ One of the drivers for edge ecosystem infrastructure is the explosion in distributed sensor technologies,
which is enabling rapid advances in several of these application areas.

ˆ As with AI/ML work�ows, the application domains have a broad spectrum of requirements for edge
ecosystem infrastructure, and in general a less mature concept of needs. However, the potential impact
for areas such as mobility and the electric grid is very high. This is another area where cloud resources,
in this case more tightly integrated into the DOE ecosystem, could prove extremely valuable.

ˆ As noted above, several application areas could bene�t from increased integration of ASCR compute
facilities and public/private cloud resources.

Figures 1 and 2 present a qualitative visual summary of the relative impact and readiness for each of the
application domains based on the workshop presentations and interactions as well as subsequent discussions
during the development of this report.

Figure 1. Potential impact and readiness of application domains for traditional HPC (both capability
and leadership).

Figure 2. Potential impact and readiness of application domains for AI and ML workloads and edge
ecosystems.
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1. INTRODUCTION

1.1 BACKGROUND AND CONTEXT
On June 28–29, 2021, a workshop sponsored by the US Department of Energy's (DOE's) Advanced Scien-
ti�c Computing Research (ASCR) program was held to seek input on computational mission needs in the
areas of clean energy and advanced manufacturing (AM) to inform future procurements of high-performance
computing (HPC) and data analytics capabilities.

ASCR operates three HPC user facilities:1 (1) the National Energy Research Scienti�c Computing Center
(NERSC)2 at Lawrence Berkeley National Laboratory (LBNL), which provides HPC resources and large-
scale storage to a broad range of researchers, (2) the Argonne Leadership Computing Facility (ALCF)3

at Argonne National Laboratory (ANL), and (3) the Oak Ridge Leadership Computing Facility (OLCF)4

at Oak Ridge National Laboratory (ORNL), which provide leading-edge HPC capabilities to US research
communities and industry. ASCR's high-performance network user facility, the Energy Sciences Network
(ESnet) operated by LBNL, delivers highly reliable data transport capabilities optimized for the requirements
of large-scale science.

The Leadership Computing Facilities (LCFs) host world-class computational infrastructure, including Fron-
tier,5 currently the fastest supercomputer in the world dedicated to open science. Frontier is the nation's �rst
exascale supercomputer, and will enter full user operations in early 2023. The Aurora6 exascale supercom-
puter at ANL is also planned to enter service in 2023. The OLCF has the capability to host and work in
compliance with International Tra� c in Arms Regulations, the Health Insurance Portability and Account-
ability Act, and other sensitive datasets on Summit and other OLCF compute platforms via the CITADEL
security framework. ASCR administers and supports two competitive open-science user allocation pro-
grams at the LCFs, the Innovative and Novel Computational Impact on Theory and Experiment (INCITE)
program and the ASCR Leadership Computing Challenge (ALCC) program, both of which provide alloca-
tions to computational resources that are typically 100� more powerful than the resources available in other
university, laboratory, and industrial scienti�c and engineering environments.

The ASCR facilities are adapting to changing science needs and emerging technologies and are preparing to
leverage the utility of exascale computing across the federal government. Strategic needs are being assessed
in the following technology areas:

ˆ AI and machine learning (ML) [3],

ˆ advanced data analytics and work�ows,

ˆ heterogeneous accelerated computing,

ˆ next-generation HPC and data ecosystems—from leadership computing to the edge—and

ˆ software and hardware technologies to enhance the science mission.

The goal of the workshop was to identify challenges at the intersection of applied o� ce mission priorities
and the mission of the LCFs. DOE program o� ce stakeholders identi�ed present and future use cases,

1https://science.osti.gov/ascr/Facilities
2https://www.nersc.gov/
3https://www.alcf.anl.gov/
4https://www.olcf.ornl.gov/
5https://www.olcf.ornl.gov/frontier/
6https://www.alcf.anl.gov/aurora
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strategic objectives, and anticipated needs. Participants were asked to consider the following questions:

ˆ What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by a lack of computational resources?

ˆ What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

ˆ What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

ˆ How will achieving these goals impact DOE mission priorities?

ˆ If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?

1.2 WORKSHOP FORMAT
The workshop opened with introductory remarks from the co-chairs, ASCR leadership, representatives from
both the OLCF and the ALCF, and remarks from the Energy E� ciency and Renewable Energy (EERE)
participants. During a brief Q&A session, the connection with the Exascale Computing Project (ECP)1 was
discussed.

The opening session was followed by application domain sessions in the following areas:

ˆ transportation: vehicles, mobility systems, and biofuels;

ˆ renewable power: wind energy and solar energy;

ˆ energy e� ciency: AM and building technologies; and

ˆ crosscuts: electric grid, energy storage, and carbon management.

For logistical reasons, the solar energy and building technology topics were combined, which resulted in a
total of nine application domain sessions.

Each session consisted of two lead speakers—one presenting a program/mission perspective and the other
presenting the perspective of a subject matter expert. Subsequently, a series oflightning talkspresented
additional perspectives.

1.3 EXASCALE COMPUTING PROJECT (ECP)
The impact of ECP investments in applied science applications is clearly evident. For example, the science
goal of ExaWind is to advance fundamental understanding of the �ow physics that govern whole wind plant
performance, including wake formation, complex terrain impacts, and turbine-turbine interaction e� ects2.
The Combustion-PELE project strives to simulate internal combustion engine physics at an unprecedented
level of detail, to address key scienti�c questions regarding mixture formation e� ects, the multistage ignition
of a diesel surrogate fuel, lifted �ame stabilization, jet reentrainment a� ected by cylinder-wall geometry, and
emissions3. These codes and others have made tremendous progress under ECP leadership, and are well-
poised to take advantage of the exascale supercomputers now being deployed.

Although accelerated readiness for those areas was included in the ECP e� ort, success in these domains
is not guaranteed after ECP. While it is true that ECP e� orts brought about capabilities and enabling tech-
nologies for leadership-class platforms, the project teams formulated the science and engineering challenges

1https://www.exascaleproject.org/
2https://www.exascaleproject.org/research-project/exawind/
3https://www.exascaleproject.org/research-project/combustion-pele/
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relevant to their stakeholder mission goals. However, the capabilities developed are applicable to a broader
range of problems, and customizing them for new challenges may require signi�cant modi�cations or even
new algorithm developments in some cases. Additional e� ort will be needed in the future to boost leader-
ship HPC readiness for projects not included in ECP, and to take advantage of emerging technologies and
compute platforms.
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2. TRANSPORTATION

2.1 VEHICLES
Stakeholder O� ce(s):

ˆ EERE/Vehicle Technologies O� ce (VTO)

Session Leads:

ˆ Mike Weismiller, EERE/VTO

ˆ Sibendu Som, ANL

Lightning Speakers:

ˆ Flavio Chuahy, ORNL

ˆ Muhsin Ameen, ANL

ˆ Brian Kaul, ORNL

ˆ Jackie Chen, Sandia National Laboratories (Sandia)

Section Authors:

ˆ Matt Sieger, ORNL

ˆ Sibendu Som, ANL

ˆ Flavio Chuahy, ORNL

ˆ Muhsin Ameen, ANL

ˆ Brian Kaul, ORNL

ˆ Jackie Chen, Sandia

ˆ Stephen Klippenstein, ANL

2.1.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

Internal combustion engine processes are multiphysics and multiscale in nature. Simulations of engine com-
ponents require signi�cant HPC resources, especially as we aim to decarbonize di� cult-to-electrify sectors
such as o� -road, rail, marine, and aviation with new low-life-cycle carbon fuels (LLCFs). The Partner-
ship to Advance Combustion Engines (PACE), which recently ended, was focused on leveraging leadership
computing, �rst–principles based simulations, and AI/ML acceleration tools to develop data-driven and
physics-based models for light-duty engines. Several direct numerical simulation (DNS) calculations of
canonical systems, which represent engine thermodynamic conditions, and actual device-level simulations
were performed, and these datasets are available. Scale-resolved simulations of fuel injection and subse-
quent atomization processes for smaller injectors relevant to light-duty engines have been performed. How-
ever, opportunities remain to perform such simulations for larger injectors relevant to larger-bore engines,
and these simulations are necessary to understand air-fuel mixing processes. There are new and unexplored
opportunities to use automated mechanism development procedures to improve the �delity of the chemical
mechanisms that underlie the DNS simulations. Although the codes used to perform DNS and engineering
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calculations exist, additional resources are needed to perform DNS of large-bore engines used for o� -road,
rail, marine, and aviation sectors with new LLCFs. These needs are described as follows:

ˆ Computational �uid dynamics (CFD) simulations of heavy-duty, large-bore engine processes, such
as injection, mixing, ignition, and combustion, will require more HPC resources than were available
during PACE.

ˆ Physics-based and AI/ML models used to resolve subgrid-scale phenomena are needed to speed up
two-phase �ow and combustion simulations (Figure 3).

ˆ AI /ML-based design optimization tools are desired to accelerate co-optimization of injection and
combustion systems with new LLCFs.

ˆ Physics-consistent ML models are necessary to predict spatiotemporal boundary conditions at fuel
injector exits with uncertainty propagation for coupled injection and combustion simulations.

ˆ AI /ML is a promising avenue for cycle-resolved control of combustion dynamics, for which HPC is
used to optimize/train neural networks (NNs) for control of combustion dynamics, thereby leading to
implementations of NN controllers at the edge for real-time engine combustion control (Figure 4).

ˆ AI and ML are needed for large dataset analysis:

– Large datasets are available based on DNS of canonical and device-level simulations at some
limited operating conditions for light-duty engines. These datasets are being used to develop
physics-based and data-driven models for heat transfer, ignition, and combustion.

– Unsupervised and supervised ML techniques were used in the PACE program to identify cor-
relations and potential causes of high and low cycles that lead to abnormal combustion events.
Multicycle CFD simulations performed on leadership-class machines and experimental datasets
are available, but they have signi�cant data transfer and storage requirements.

ˆ Automated chemical mechanism development is needed to improve �delity, and new and improved
mechanisms are needed for novel fuels, to treat extreme conditions (e.g., high pressures), and to
incorporate non-thermal e� ects.

2.1.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

The reacting �ow community is moving its focus toward di� cult-to-electrify sectors, such as rail, marine,
aviation, and o� -road, with LLCFs. Although some of the challenges with applicability and predictive ca-
pability of submodels will remain, we envision the following broad challenges. These engines will have
large displacements, and the simulation domains will be signi�cantly larger than those currently in use. For
example, typical rail and marine domain volume is 30–100� higher than the light-duty engines simulated in
PACE. Both device-level engineering simulations and scale-resolved DNS simulations must be signi�cantly
accelerated. DNS of these large-displacement engines will remain challenging owing to complex geome-
tries, wide ranges of length and time scales, multiphysics (e.g., turbulence, spray, combustion, heat transfer,
particulate emissions), and complex chemistry. However, with the availability of leadership-class machines
and highly accelerated codes such as Nek5000, Pele, and S3D, DNS is becoming feasible for scenarios in
which all the length and time scales are fully resolved. Computer science advances are needed to couple
complex and dynamic CFD and data science work�ows.

Experimental data will remain sparse owing to the limited availability and accessibility of experiments
that encompass the wide range of variables. Hence, we will need to rely on high-�delity simulations to
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Figure 3. Multi-�delity simulation framework for numerical modeling and optimization of internal
combustion engines.

produce much larger datasets that can be used to benchmark engineering calculations. As new LLCFs
and sustainable aviation fuels (SAFs) become available, combustion and injection systems must be further
optimized. Finally, rare events, such as knock and mis�res in piston engines and lean blow-out in gas
turbines, must be captured via simulations, and the root causes must be understood. The following sections
outline some speci�c challenges and how HPC and data science can help.

2.1.2.1 Combustion R& D needs
ˆ Accurate and predictive simulation of engine combustion remains one of the most challenging prob-

lems in engineering, and simulations that can leverage exascale-class resources will be necessary to
overcome these challenges.

ˆ Rapid iterations in design processes require the exploration of a large number of parameters, which

Figure 4. Development and training of optimal NNs for next-cycle dilute combustion stability control.
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can be enhanced by ML. High-throughput simulations that utilize capacity computing can help shorten
the design cycle, thereby hastening the deployment of advanced technologies. These high-throughput
simulations may be performed with commercial codes that must be adapted to leverage new, exascale-
class hardware.

ˆ A paucity of high-�delity experimental data for the o� -road and aviation sectors will necessitate larger
computational datasets that are scale-resolved and hence accurate for developing engineering models.
The Nek5000 and Pele codes are available to perform these simulations across a range of operating
conditions, but greater access to exascale computing resources is needed to perform capability-scale
calculations.

ˆ High-�delity chemical mechanisms for complex surrogate fuel mixtures appropriate for modeling
SAF will bene�t from large-scale, ab-initio kinetics simulations that will require exascale computing.
Better mechanisms improve the overall simulations.

ˆ Simulations with full chemical mechanisms for hydrogen and ammonia and blends with other fuels for
marine shipping, rail, and propulsion coupled with emissions chemistry will need in-situ ML-based
ignition and combustion models. These models will bene�t from hybrid computing architectures.

ˆ In-situ reduced-order models (ROM) are needed to reduce the high dimensionality associated with
large chemical mechanisms needed for SAF and alternative fuels for o� -road and heavy-duty trans-
portation. This will require fast linear algebra and exascale-class resources to advance in lockstep
with CFD solutions.

2.1.2.2 AI/ML R & D needs
ˆ Development of ROMs based on capability computing simulations is needed along with probabilistic

transfer learning to extrapolate ROMs to conditions not represented in training data.

ˆ Key breakthroughs are needed to develop predictive capability to reveal the underlying causalities
associated with rare (abnormal) events prevalent in energy systems, including advances in deep gen-
erative models for representation learning, interpretability and uncertainty quanti�cation (UQ) in deep
learning to reproduce and predict rare events and improve model robustness and trust, causal reason-
ing with AI to understand the root causes of rare events, asynchronous active learning approaches
to tackle data imbalance, and scaling of AI methods to handle large simulation (or experimental)
datasets.

ˆ In-situ sensitivity in CFD without large data management bottlenecks is needed to probe sensitivity
of subgrid models to boundary conditions and sensitivity of emissions and burning rate to chemical
and transport parameters.

ˆ Standardization of data from simulations and experiments that apply FAIR (�ndability, accessibility,
interoperability, and reuse) principles is necessary for training data-driven and model-driven ROMs
and for validation.

ˆ AI /ML is needed to identify and characterize stochastic and deterministic e� ects in combustion, in-
cluding exploration of variations in initial conditions to better understand the impact of various in-
cylinder processes.

ˆ AI /ML of potential energies can enhance theory-based kinetics predictions for larger fuels.

ˆ Edge implementations of ML for real-time control of combustion shows promise and will need a
federated ecosystem that links HPC resources to develop and optimize NN architectures with edge
devices to implement real-time engine control.
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2.1.2.3 Materials R& D
ˆ A primary R&D goal is to enable lightweight, high-temperature, and high-strength materials that

improve vehicle e� ciency. Leadership computing can enable molecular dynamics (MD) simulations
to accelerate the design of next-generation high-temperature alloys (i.e., aluminum, nickel, iron, and
titanium alloys) for transportation applications.

2.1.2.4 Current Challenges
ˆ The scalability of device simulation codes must be improved. Currently, the largest device simula-

tions that use Reynolds-averaged Navier–Stokes equations–based turbulence modeling together with
sub-models for di� erent engine processes are individually too small for leadership-class machines.
However, large applied jobs can take a signi�cant portion of the available computing capacity. The
lack of a machine intermediate between the capacity computing and the capability computing regimes
means that codes must be ported to leadership architectures to make progress.

ˆ More scalable codes that can use a larger fraction of the machine for shorter run times are desirable.
However, scalable codes such as NekRS, Nek5000, Pele, and S3D do not have the necessary models
for device-level simulations.

ˆ Some capacity computing machines have<200 GB of memory per node, which limits usage by
memory-hungry CFD simulations.

ˆ Taking full advantage of graphics processing units (GPUs) with CFD is di� cult, especially with
commercial codes used for designing transportation systems.

2.1.2.5 A 5–15 Year Outlook: Expanded Consideration of Larger Datasets
ˆ Increased numbers of engine sensors and actuators will require increased computational power and

storage capabilities to handle large datasets.

ˆ A wider array of variables/system-level metadata and interactions are needed.

ˆ Much longer time series/datasets that include transient operation are also needed.

ˆ Storage on the order of 10–100+ terabytes (TBs) is needed along with parallelization across dozens
to hundreds of processors.

2.1.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

Based on the discussion above, we envision the following needs:

ˆ Coordinated e� orts between applied o� ces and DOE's O� ce of Science (SC) are needed to develop
codes for performing scale-resolved simulations and engineering calculations to bene�t industry.

ˆ More access to leadership computing will be needed for scale-resolved and engineering simulations
of large-bore engines with LLCFs and turbine engines with SAFs.

ˆ Nek5000 and Pele are HPC-ready codes, but they must be advanced further and accelerated for device-
level DNS.

ˆ Commercial codes used to design propulsion systems still cannot fully leverage GPU systems. Al-
though some transport equations have been ported to GPUs, full-scale coding for GPU architectures
has not been performed. Until such codes are available, CPU-based systems will be needed to serve
US industry.
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ˆ For �rst principles–based calculations of reacting �ows, improvements in �oating point operations
per second (FLOP/s), memory, and storage are critical. We still need fast interconnects, but commu-
nication is not expected to be the bottleneck.

ˆ Networks should have protocols to support Message Passing Interface (MPI).

ˆ When message sizes are small and frequent (this happens several times per time-step), a low-latency
fabric with congestion management and adaptive routing is desirable.

ˆ DNS for heavy-duty applications is expected to require� 10� more core hours and storage compared
with current use cases.

ˆ Capacity computing is needed for high-throughput simulations that target optimization and ML appli-
cations. This is necessary when generating large datasets.

ˆ Capacity computing is needed for automated mechanism development for arbitrary fuels.

ˆ Simulating large physical geometries requires HPC nodes with signi�cant amounts of memory and
many CPUs.

2.1.4 Impact
How will achieving these goals impact DOE mission priorities?

A coordinated e� ort between ASCR and applied o� ces could accelerate the development of computational
tools that will help speed deployment of engines with LLCFs and turbines with SAFs. These advancements
will accelerate decarbonization of di� cult-to-electrify sectors (e.g., o� -road, rail, marine, aviation). This
community has experience delivering such impacts in the light-duty engine space with programs such as
PACE and Co-Optima. We envision that the high-�delity and engineering-level simulation tools that we
develop will enable further decarbonization.

2.1.5 Architectural Implications
If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?

An ideal computing infrastructure for high-�delity DNS and large-eddy simulation (LES) calculations would
include the following:

ˆ Networks that can handle small but frequent messages

ˆ Low-latency fabric with congestion management (ideally closed partitions)

ˆ High performance nearest-neighbor calculations (i.e., domain decomposition is central to enable par-
allelism in Nek5000)

ˆ GPUs with more memory

ˆ GPUs plus tensor processing units (TPUs) and hardware that can quickly evaluate NNs and linear
algebra for combined in situ data science/CFD work�ows

ˆ Scalable arti�cial NNs (i.e., TensorFlow or an enhanced PyTorch for large-scale in situ problems)

An ideal computing infrastructure for engineering calculations would include the following:

ˆ Larger CPU-based systems with more memory per core

ˆ Connected �le systems between clusters and LCFs to ensure accessible datasets

An ideal ecosystem for online engine experiments/controls would include the following:
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ˆ Centralized HPC systems in the cloud with powerful microprocessors at the edge

ˆ Priority on data handling and federation over raw processing power

ˆ Ability to ingest data directly from laboratory instruments/computers for analysis

ˆ Ability to manage data sharing and access

ˆ Networking with edge devices for real-time data exchange

ˆ Medium-performance, edge-connected capabilities for AI/ML data analysis and integration with ex-
perimental setups for online learning and control

ˆ Only hundreds to a few thousand CPU cores required (i.e., exascale or petascale not required)

ˆ Ability to directly interact with edge hardware in real time (e.g., for online–learning based engine
calibration and control)

2.2 MOBILITY SYSTEMS
Stakeholder O� ce(s):

ˆ EERE/VTO

Session Leads:

ˆ David Anderson, EERE/VTO

ˆ Jibonananda Sanyal, National Renewable Energy Laboratory (NREL)

Lightning Speakers:

ˆ Aymeric Rousseau, ANL

ˆ Prasanna Balaprakash, ANL

ˆ Jane Macfarlane, LBNL

ˆ Yan (Joann) Zhou, ANL

Section Authors:

ˆ Jibonananda Sanyal, National Renewable Energy Laboratory (NREL)

ˆ Matt Sieger, ORNL

2.2.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

The advent of location-based services and the large-scale availability of sensor data at high temporal and
spatial resolutions have enabled a growing ecosystem of data-driven services that support the needs of mov-
ing people and goods. These services, collectively calledmobility, are fast emerging as top areas for research
and improving operations. Fundamentally, mobility extends the concept of going from place A to place B
with information about the purpose of the trip and opportunities for optimization along the route as well as
optimizing the system as a whole. Mobility is not limited to individual movements. It encompasses vari-
ous aspects of collective mobility for �eets, multiple modes of travel, shared mobility, as well as emerging
opportunities in air mobility. DOE has a unique opportunity to play a key role as new mobility modes and
systems are developed. A signi�cant opportunity exists for deploying a collective, interdependent tool set
that can have a transformational e� ect on energy savings as well as our experience in mobility.
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At its core, these technologies are driven by very large and diverse collections of data sources. This data must
be ingested and processed to predict and control mobility systems, and this must happen quickly, at scale,
and under well-understood bounds of performance, safety, and uncertainty. These objectives require large-
scale computational systems that utilize traditional HPC capabilities as well as edge computing approaches.
AI is uniquely suitable in applications to make sense of the diversity of data and the types of inferences
demanded by mobility systems.

Several e� orts address the topic and illustrate the e� ective use of AI and HPC in solving for large challenges
in the domain.

2.2.1.1 Example: The Chattanooga Mobility Digital Twin (CTwin)
ORNL and NREL, in partnership with the Tennessee Department of Transportation, the City of Chattanooga,
the Metropolitan Planning Organization, the Georgia Department of Transportation, and industry partners
such as Siemens Mobility and FreightWaves have developed a high-resolution, real-time digital twin for
the city of Chattanooga (CTwin). Current CTwin research has delivered an open, scalable, regional-scale
real-time situational awareness platform that brings in 500+ primary data streams from 7 proprietary vendor
systems across multiple institutions, in addition to 40+ distinct data layers, to create a capability unique for
the VTO. Metrics based on industry standards (e.g., MAP-21, ATSPM) have been formulated to compute
energy-usage estimates, regional speed, volume, and fuel used as well as to derive travel time, reliability,
and metrics such as percent of stoplights on red. Applications of advanced data science approaches on
real-time feeds have produced novel and exceptionally well received data visualizations. Data-driven AI-
based approaches have led to control algorithms for signalized intersection control that have substantially
improved the mobility experience of residents.

The project is delivering transformational data-driven insights using AI for the performance assessment of all
signalized intersections in the region; real-time detection of tra� c incidents; high-resolution, near–real time
truck/freight movement; and the detection of sensor anomalies. The AI-based control work is leapfrogging
the existing single corridor control strategy to obtain an integrated regional mobility control solution that
encompasses the interstate and adjacent principal roads for the evaluation of signal control strategies, ramp
control for freight, and optimization options for connected �eets.

2.2.1.2 Example: Urban Scale Simulation of Transportation Dynamics for Digital Twin Decision-
Support Systems

An urban-scale multicity tra� c simulation platform, Mobiliti, was created through a collaboration between
ANL and LBNL. The platform runs on NERSC computational resources provided through an Energy Re-
search Computing Allocations Process (ERCAP). It provides parallel discrete event simulation (PDES) that
geospatially partitions the road network across compute nodes. Urban-scale transportation environments are
composed of large road network graphs. For example, the San Francisco Bay area is composed of� 1 million
road links that carry over 19 million vehicle trips per day. Similarly, the Los Angeles Basin is composed of
over 2 million road links carrying over 40 million vehicle trips per day. By implementing the tra� c sim-
ulation using PDES, Mobiliti can generate simulated tra� c dynamics across the entire network in minutes
(e.g., a compute time of� 4 minutes for the San Francisco Bay area and� 6 minutes for the Los Angeles
Basin). This is a dramatic improvement over the traditional shared-memory simulation implementation.
The platform provides parallelized and improved tra� c assignment algorithms, which are optimizations of
routes across the network that are often used by city/state tra� c planners for predicting tra� c �ows. To
enable tra� c prediction, the platform integrates ML models—currently a di� usion-convolutional NN. The
simulation generates link-level speeds and �ows across the network as well as routes, travel times, and delay
metrics for the vehicle demand, which results in very large datasets for post analytics. Because the simu-
lation runs in minutes, this capability can provide digital twin functionality for city-wide decision support
systems driven by real-time infrastructure sensing as a comparison with the PDES post analytics. Currently,
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the post analytics are handled on traditional computing environments and are used primarily for exploratory
analysis and developing key performance metrics for applied use.

2.2.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

Several challenge problems will come to the fore in the next 5–15 years that will place very large demands
on edge and HPC compute capabilities, data storage, movement, and analytics, and AI
acrshortml algorithms and hardware acceleration. We describe these below.

2.2.2.1 Metropolitan-Scale Tra� c Modeling and Planning
E� cient simulation of large transportation networks with millions of nodes, links, and vehicles will be a
key capability for system planners and operators. The Mobiliti platform provides a one-day, large-scale
simulation in a matter of minutes as well as parallel quasi-dynamic tra� c assignment. Parallel dynamic
tra� c assignment improves upon the traditional static tra� c assignment techniques, which signi�cantly
underestimate congestion. Practitioners generally use static tra� c assignment tools. Owing to computa-
tional limitations, the day is divided into four parts—morning rush hour, mid-day, evening rush hour, and
evening—and then optimization algorithms are used to model these time periods. This approach does not
account for the temporal dynamics of the demand during these time periods and consequently underesti-
mates congestion. Shared-memory simulations can take several days to run. Mobiliti, on the other hand,
provides more realistic models and dramatic improvements in compute time by parallelizing the algorithms.
These advancements will provide signi�cantly improved support for practitioners making operational and
investment decisions for short- and long-term planning horizons.

Current e� orts focus on building surrogate models driven by real-world sensor data. This will allow deploy-
ment on traditional architectures and delivery into environments that practitioners can readily access. The
challenge with developing surrogate models is codifying the network dynamics in a learned model while still
maintaining the computational speeds. PDES provides the ability to generate massive datasets through iter-
ative simulations in time frames that make it possible to build learned surrogate models for large urban road
networks. As real-world data becomes available, additional ML algorithms will update the travel-demand
models that drive the simulation and will drive the currency and value of the model to the practitioner.

2.2.2.2 Metropolitan-Scale Tra� c Control
A key goal for the Mobiliti and CTwin e� orts is to understand how to more e� ectively control tra� c. For
example, if all vehicles were automated, how would one optimally de�ne their paths? Tra� c assignment and
reduced networks underestimate congestion patterns. Increased connectivity of future vehicles will require
intelligent control at an urban scale.

Once we understand the control needed—whether it be at the infrastructure level (e.g., signals, roadside
units providing reinforcement learning for signals), at the edge for localized control, or in the cloud for
urban control—we can make decisions in terms of socially aware metrics. For example, is the daily tra� c
too high around schools, and are minority schools disproportionately impacted?

The CTwin e� ort has successfully applied model-predictive control and linear quadratic regulator control
approaches to manage several corridors in the city of Chattanooga. These algorithms ran 24-7 and delivered
substantial mobility bene�ts. The current research focuses on scaling up control to the entire region using
AI-based coordination. Yet, there are huge untapped opportunities to fold into a higher level of information
�ow to inform individual trips as well as an optimization of mobility at a regional scale. To scale this up
nationwide, a 100� scale up of data and compute capabilities will be needed. A distributed-control imple-
mentation along with a combination of infrastructure control and vehicle-route control will help achieve the
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next desired level of optimality in mobility systems.

2.2.2.3 Cooperative Driving Automation
Data-driven cooperative driving automation presents the next frontier in large-scale improvement and op-
timization of mobility that spans local to regional scales. The combination of advances in sensing, edge
computing, and communication technologies enable near–real time control and coordination of vehicles
and in-between vehicles, route choices they cooperatively make, and infrastructural control decisions such
as signal timings that can become completely adaptive and resilient to dynamic changes in the mobility
demand. However, the complexity of the objective is enormous. Sensing needs at the individual vehicle
that fuse across and scale up to the system level for complete situational awareness present the �rst major
challenge. The next major challenge is the faster-than-real-time discovery of optimal cooperative decisions
while balancing the power and computational requirements at the edge. The third challenge is the coor-
dination at the system level that harnesses individual feeds to deliver system-scale performance that caters
to individual and �eet mobility needs. The challenges in the generalizability of these approaches present a
unique opportunity for the transformational role of AI. Industry participation and public adoption of com-
ponent technologies have reached a tipping point of penetration, with clear pathways for the deployment of
these innovations.

2.2.2.4 Data-Driven, Value-Added Products
Experience gained from ingesting real-time data feeds from radar detector sensors, GridSmart cameras at
intersections and low-resolution SmartWay camera feeds from interstates, Signal Phase and Timing data,
GPS probe data, and 911 and tra� c incident data represent a treasure trove of data-driven products that are
set to explode in value. The CTwin research has covered a few areas but has opened the door to massive
possibilities in the 5–15 year time frame. The following are just a few examples from Mobiliti and CTwin:

ˆ Real-time incident detection: The average 911 call is made 12 minutes after an incident. CTwin
research has shown that incidents can be detected within 1–2 minutes, well before the average 911
call, thereby leading to a dramatic improvement in incident response and a reduction in the resulting
congestion. Every minute saved in the time-to-incident-detection has the potential to save 10,000 lives
per year in the United States. By applying signal processing to radar detector system data (every 30
seconds, by lane, and 0.5 mile apart on average), we can detect sudden drops in speed and increases
in volume, which are indicative of tra� c incidents.

ˆ Identifying trucks and freight: Truck tra� c comprises a signi�cant portion of the energy consumption
in Chattanooga and the United States. Data on truck and freight movement is di� cult to obtain and
tends to lack spatial/temporal coverage or reasonable penetration at the regional scale. The work uses
ML-powered computer vision methods to directly detect trucks from 100+ streaming tra� c cameras
and fuse additional statistical and probe data from �eet partners to build a picture of truck and freight
�ow through the region. This work uses GPU-accelerated HPC to train, test, and validate computer
vision algorithms for detection. The methodology is portable and should be applicable and scalable to
other regions of the country and nationally, thereby leading to substantially better tra� c management.

ˆ Exploration of novel control approaches: From an exploratory analytics perspective, this capability
allows transportation engineers to consider novel control mechanisms—including routing, infrastruc-
ture (signals, roadside units), and edge and cloud solutions—and simulate them across the full network
to determine the performance of the transportation network in terms of socially aware metrics (e.g.,
equity and environmental impacts) and other key performance metrics for creating livable cities.

2.2.2.5 Edge Computing, Real-Time Data Ingestion, and Situational Awareness
The need for more intelligence deployed closer to the sensors will continue to grow. We currently see
image/video processing abilities on cameras that allow the cameras to communicate a much smaller payload
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of quantities, such as vehicle count or vehicle speed. The intelligence and autonomy of deployed edge
devices will grow. The requirement to monitor these deployments as well as deliver higher-order products
will also grow, thereby leading to a distinct need for better and faster real-time data �ows. The large volume
and velocity of the data will also drive a need for better situational awareness and visualization capabilities.

2.2.2.6 Electric Vehicle (EV) Adoption and Charging Infrastructure Deployment
The electri�cation of the transportation sector o� ers a substantial cross-domain hybrid systems modeling and
analysis need. Electric vehicle (EV) adoption trends and the concomitant charging infrastructure deployment
needs must be understood to achieve transportation decarbonization. Simulation could play a key role in
evaluating large numbers of agents and how their behavior evolves as they interact with each other over
space and time. Thousands of scenarios must be run over a range of uncertainties in model assumptions and
perturbations to promote EV adoption, alleviate negative impact to the grid, and encourage energy equity.

In addition to the challenge problems described above, several technical and policy hurdles must also be
overcome:

ˆ Nonuniform, nonstandardized data will become ubiquitous as proprietary approaches proliferate.
Standardized data representations should emerge in the next few years, thereby accelerating data
fusion capabilities. Advancement of robust data fusion methods that work across a cooperative, ad
hoc collection of distributed sensors, often sited on moving vehicles, will be needed.

ˆ Energy needs for challenging on-the-�y computations will increase as local computation demand
grows (e.g., if a vehicle has sensed a boulder on the road, can it inform nearby vehicles?).

ˆ A period of di� ering levels of connectivity will exist for several decades before achieving 100%
connectivity. Even then, robust methodologies to gracefully degrade connectivity and run stand-alone
in di� erent scenarios will be needed. Additionally, the ability to make AI-based decisions in limited
observability scenarios will be needed.

ˆ Data ownership and privacy will continue to be a factor, and business models will emerge to o� er
privacy-preserving data-driven services.

2.2.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

Advances in sensing, edge computing, and communication technologies for near–real time control and coor-
dination of vehicles, the route choices they cooperatively make, and infrastructural control decisions—such
as signal timings that can become completely adaptive and resilient to dynamic changes in demand—will
require resources for data movement, AI training, and real-time inference at unprecedented scale. Scaling
up to regional and national tra� c control using AI-based coordination will require a 100� increase in data
and compute capabilities. The need for more compute power deployed close to the sensors will continue to
grow, with image/video processing capabilities and wired and wireless fast data transfer networks forming
an ecosystem of edge, cloud, and HPC resources to support real-time data ingestion, AI training, inference,
modeling and simulation, and control. More capacity HPC resources will be needed to support ensemble
and uncertainty quanti�cation calculations.

2.2.4 Architectural Implications
If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?

For tra� c monitoring, forecasting, and control, data acquisition hardware should exist in a digital continuum
with HPC. Edge processing hardware should combine low power with high computational capability, such
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as neuromorphic computing. Low-latency and high-bandwidth networks beyond 5G should enable rapid
movement of very large data volumes. HPC resources should be optimized for data movement and have a
wide range of AI accelerators

Ideal infrastructure for metropolitan-scale tra� c simulation would bene�t from software architectures with
dedicated message queues and network interconnects that provide accelerated point-to-point communica-
tions, with platform extensions into non-HPC networks for data-driven scenario development and post ana-
lytics.

2.3 BIOFUELS
Stakeholder O� ce(s):

ˆ EERE/Bioenergy Technologies O� ce (BETO)

ˆ EERE/VTO

Session Leads:

ˆ Andrea Bailey, EERE/BETO

ˆ Charles Finney, ORNL

Lightning Speakers:

ˆ Michael Crowley, NREL

ˆ Stephen Klippenstein, ANL

ˆ Hector Garcia Martin, LBNL

ˆ Peter St. John, NREL

ˆ Pinaki Pal, ANL

Section Authors:

ˆ Charles Finney, ORNL

ˆ Hector Garcia Martin, LBNL

ˆ Pinaki Pal, ANL

ˆ Matt Sieger, ORNL

ˆ John Turner, ORNL

ˆ Stephen Klippenstein, ANL

2.3.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

2.3.1.1 Existing Research E� orts for Biofuels
Alternative Fuel Combustion:
Multiphase turbulent combustion CFD simulations of heavy-duty internal combustion engines (e.g., in rail
and marine sectors) and gas turbine engines (e.g., in the aviation sector) operating on LLCFs and/or SAFs
are employed to study fuel-engine interactions and enable fuel-engine co-optimization.
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Biomass Handling and Deconstruction:
The BETO Feedstock Conversion Interface Consortium is studying computational optimization to help with
biomass processing and feeding into conversion reactors.

Catalytic Fast Pyrolysis:
The BETO ChemCatBio Consortium and the Consortium for Computational Physics and Chemistry are
actively studying computational optimization to help with e� cient pyrolysis and in situ bio-oil upgrades.

Other research e� orts include performance-advantaged bioproducts (polymers), plastics upcycling, carbon
capture and upgrading, biological upgrading of intermediates to fuels and materials, and automated chemical
mechanism development for combustion of biofuels.

2.3.1.2 HPC
The HPC for Energy Innovation program facilitates industry access to DOE HPC resources and expertise,
including the ASCR facilities. Current industry partners include Dow, Futamura, Patagonia, Shell, and
Exxon.

The BETO-HPC program has supplied funds to purchase one 18-node rack on Summit and a 20-node clus-
ter calledRidge, both of which are housed at the OLCF and used by BETO-funded national laboratory
researchers to meet project goals. However, some researchers have outgrown BETO-HPC resources.

2.3.1.3 Data, Modeling, and Analysis
Modeling and analysis are used extensively in this domain. For example, predictive modeling is used for
biofuels pricing and biore�nery viability by accounting for di� erent policy and market scenarios. Models
are also used to extrapolate the impact of bioenergy feedstocks on di� erent environmental factors (e.g.,
water and soil quality, emissions), and autoencoders and other generative models are being used to design
custom proteins to a speci�cation (e.g., a cellulase with a dissociation constant= 10 mM). More speci�c
examples are detailed below.

Systems Development and Integration:
Modeling full biore�nery systems can be used to better understand potential production bottlenecks.

Feedstock Technologies and Advanced Algal Systems:
Feedstock speci�cations and behavior are modeled under di� erent reaction conditions, and predictive prop-
erties of feedstock blends and regional distribution of potential feedstocks are generated.

Conversion Technologies:
The design and optimization of thermochemical conversion processes of biomass to bio-oils, clean H2, and
biochar involve multiscale, multiphysics CFD for accurate predictions and insights. The physical submodels
are just now reaching the maturity to require HPC resources to surmount the sti� computational challenges
and simulate the very long transient timescales of the process.

Full-scale engine combustion simulations utilize HPC resources and large datasets, and these datasets are
used for HPC-enabled and AI/ML-driven ROM, rare-event prediction, and co-optimization of fuels and en-
gines. Current e� orts are limited by the computational expense and resources required to perform ensemble
high-�delity engine CFD calculations that span a wide operating range.

Other examples include predicting properties of potential novel, bio-based products, design and production
of new organisms for biological catalysis, simulation of cell metabolism, in which Bayesian approaches and
integrative models are used to predict cell metabolism and reconcile the results with experimental multi-
omics data.
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2.3.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

Challenges in catalysis and catalytic reactor design include the following:

ˆ Catalysis modeling at atomic scales: investigating novel catalyst material combinations and under-
standing surface chemistry phenomena to guide experiments.

ˆ Particle modeling at mesoscale: understanding mass transport of reactants/products, heat transfer,
reaction kinetics, and coking and deactivation processes.

ˆ Conversion modeling at reactor scales: determining optimal process conditions for maximum yield
and selectivity to desired products, including highly carbon-e� cient and commercially valuable prod-
ucts.

Challenge problems for alternative fuel combustion and bioreactor design include the following:

ˆ Kinetic models for conversion of fuel to products and pollutants are needed to aid in engine design.
Some 103 species, 104 reactions with thermochemistry, kinetics, and transport for everything must be
modeled, and everything must be calculated from �rst principles.

ˆ Real-time data interpretation and modeling are also needed.

ˆ Self-driving labs for automated strain design require control theory and reinforcement learning meth-
ods for the autonomous labs currently in construction. Novel algorithms that can systematically ex-
tract mechanistic understanding from experimental data will also be required.

ˆ Predictive simulations of full-scale engine combustion with detailed fuel kinetics are needed. Enabling
2–3 orders of magnitude speedup will require robust and parallelizable AI/ML kernels embedded
within CFD codes to accelerate detailed chemistry and transport calculations that leverage GPUs on
hybrid computing architectures.

ˆ Capacity computing based on high-throughput, full-engine simulations will enable the exploration of a
much wider operating range (instead of just 1–2 operating conditions) and comprehensive fuel-engine
co-optimization coupled with AI-driven fast optimization algorithms.

ˆ Scienti�c ML frameworks and simulation data-learning work�ows are needed to understand precur-
sors of rare-event phenomena (e.g., knock and mis�res in piston engines and blowout, �ashback, and
thermoacoustic instabilities in gas turbine engines) in engine systems operating with LLCFs/SAFs.

ˆ Whole-cell and microbiome simulations are needed. Because whole-cell models are evaluated against
heterogeneous datasets, they will become more accurate and more valuable for practical and funda-
mental reasons. With increased accuracy for whole-cell models, the next logical step is the prediction
of microbiomes.

ˆ Leveraging the growing throughput of gene sequencing methods and lowering cost of gene synthesis
is needed to enable data-driven enzyme engineering.

Computational methods and tools will need to confront the following challenges:

ˆ Some codes are still not GPU-accelerated and cannot leverage leadership HPC architectures.

ˆ ML/AI is becoming increasingly important, but optimizing software for speci�c hardware is still a
challenge (e.g., e� cient NVIDIA Collective Communication Library communication in mixed preci-
sion, multinode training).
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ˆ As simulations of biological systems become more accurate and useful to the bench biologist, we
cannot expect them to acquire the computer science knowledge to run these simulations. Domain-
expert resources and easier-to-run HPC simulations will be necessary.

2.3.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

BETO anticipates an increasing need for HPC resources. Capturing the complete (or as close as possible)
system of a bio or catalytic reactor or process will require 1,000� more resources and method scalability than
are currently in use. BETO also anticipates a need for more personnel familiar with data science and coding
to interface with research scientists. BETO would bene�t from increased collaboration and a mechanism to
connect HPC users with best-�t HPC resources.

Speci�c resource needs are as follows:

ˆ Compute

– 1,000� more compute power over current resources and support for tens of thousands of runs

– � 10� more storage and computational resources for capacity computing

– Hybrid CPU-GPU computing architectures with AI hardware accelerators

– E� cient GPU-GPU communication

– Remain competitive in ML/AI with private cloud computing resources (e.g., Google's TPUs)

ˆ Data

– Compute integration with large external databases and repositories

– Support for larger databases with e� cient searching methods and in-situ data analysis

– E� cient ML from very large databases

ˆ Networking

– Capability to move large datasets for processing—on or o� site

– Advanced data work�ow control

– Interfaces with experimental systems

ˆ Software

– GPU and exascale-capable code development and porting

– Resources to optimize software to leverage ML/AI acceleration

– Work�ow automation tools

– Hybridization and scalability must continue to be valued

– ECP codes (e.g., NekRS, MFIX-Exa)

– Consideration of the computational work environment (i.e., queueing, walltime, checkpointing,
resiliency)

ˆ Usability
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– Resources to establish, enhance, and maintain collaborations between computer scientists and
bench biologists to leverage HPC simulations

– Reproducibility for useful biosystems design simulations

– Containerization of code and dependencies essential for repeatability and wide-scale adoption

– Support for real-time scheduling (i.e., scheduling queues are not useful for real-time applica-
tions)
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3. RENEWABLE POWER

3.1 WIND ENERGY
Stakeholder O� ce(s):

ˆ EERE/Wind Energy Technologies O� ce (WETO)

Session Leads:

ˆ Ben Hallissy, EERE/WETO

ˆ Mike Sprague, NREL

Lightning Speakers:

ˆ Paul Veers, NREL

ˆ Rao Kotamarthi, ANL

ˆ Ryan King, NREL

ˆ Ganesh Vijayakumar, NREL

ˆ Georgios Deskos, NREL

Section Authors:

ˆ Matt Sieger, ORNL

ˆ Michael Sprague, NREL

ˆ John Turner, ORNL

3.1.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

The EERE's WETO has embraced high-�delity modeling (HFM) and HPC since 2015 with the initiation
of the Atmosphere to Electrons (A2e) initiative and associated workshops designed to craft an HFM/HPC
strategy [4]. HFM of a land-based wind farm was also highlighted at a 2015 DOE ASCR workshop as
a grand challenge that requires exascale-class computing [5]. In addition to large, high-�delity CFD runs
on thousands of HPC nodes, the WETO HPC portfolio includes mid-�delity simulations run on tens to
hundreds of nodes and ensembles that require many thousands of single-node runs. Figure 5 shows the
number of node hours used by WETO-supported projects on NREL HPC systems for FY2016–FY2021.
One sees exponential growth in HPC use and an order of magnitude increase in node hours used. As further
evidence of WETO's commitment and need for HPC, in 2020 WETO purchased a hardware addition to the
EERE Eagle supercomputer at NREL, which enabled provision of an additional 2.4 million node hours.
As a snapshot of the current WETO HPC portfolio, one can examine the WETO allocations on Eagle, an
8 petaFLOP/s machine with CPU-only and hybrid-CPU/GPU nodes. For the FY2022 allocation cycles, 20
WETO projects were awarded regular-pool allocations. Although 10 million node hours were requested,
only 4.8 million were allocated. WETO e� orts are clearly limited by a lack of computational resources.

WETO has numerous projects that depend on HPC. For FY2022, there were 20 projects with allocations
on the EERE Eagle supercomputer. Table 1 lists the projects with an FY2022 allocation of at least 100,000

20



Figure 5. Node hours used by WETO projects on EERE NREL HPC systems for FY2016–2021.

node hours. The heaviest HPC users rely on either large high-�delity CFD with GPU-ready codes such as
ExaWind [6] or the Weather Research and Forecasting code, which is limited to CPUs.

The WETO portfolio has a growing number of projects that rely on AI/ML (e.g., about 35% of the 20
FY2022 HPC projects had an AI/ML component), including the following:

ˆ Studying wind resources in di� erent climate scenarios [7]

ˆ AI /ML to develop super-resolution techniques for initial and boundary conditions for microscale HFM
wind-plant simulations from large-scale atmospheric datasets without the need for numerical weather
prediction models

ˆ Modeling of unsteady aerodynamics using NNs [8, 9]

ˆ Design of airfoils and wind turbine rotors using invertible NNs [10, 11]

ˆ Design of wind turbine generators for AM [12]

ˆ ML to develop and calibrate a Bayesian state-space model of eagle behaviors around wind plants,
including movement patterns and turbine avoidance, under a variety of atmospheric conditions

ˆ ML-based boundary conditions for mesoscale simulations

ˆ ML applied to operational annual energy calculations for wind plants

3.1.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

The importance of HPC and data science for advancing wind energy will continue to grow. With the re-
cent establishment of high-�delity predictive models and mid-�delity models for wind turbines and wind
farms designed for GPU-accelerated supercomputing [13], we will see a dramatic expansion of simulations
directed at science-based and applied problems. Concurrently, we expect a dramatic increase in the amount
of simulation data available for AI/ML training. Likewise, the expansion of experimental �eld campaigns,
model validation, and training next-generation AI/ML models (e.g., the American Wake Experiment and the
Rotor Aerodynamics, Aeroelastics and Wake experiment) will also lead to data expansion.
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Table 1. FY22 WETO HPC projects with allocations of at least 100,000 node hours on the EERE
Eagle supercomputer.

Title Node Description
Hours

American Wake
Experiment

118K Numerically and experimentally quanti�es wind turbine wake and wind
plant �ow interactions that govern the performance of utility wind farms.

Eagle Risk
Modeling

111K Avian behavioral model that combines atmospheric and wind-farm sim-
ulations, ML, and biological insights to predict potential con�ict be-
tween Golden Eagles and wind plants during siting and operation.

O� shore Wind
System Design and
Tool Validation

100K The International Energy Agency's O� shore Code Comparison, Col-
laboration, Continued, with Correlation and unCertainty (OC6) project
focuses on validating the modeling tools for �oating o� shore wind tur-
bines and improving the load predictions from these engineering models
by referencing CFD simulations.

High-Fidelity
Modeling

1.2M The HFM project, which is part of WETO's A2e initiative, aims to cre-
ate, verify, and validate high-performance simulation tools for simulat-
ing wind plants.

O� shore Wind
Atmospheric
Coupling

100K Provides atmospheric in�ow simulation capability under o� shore con-
ditions for renewable energy applications.

O� shore Wind
Plant Controls

156K Wind farm controls is an important research area within DOE's A2e
multi-year multi-lab initiative. In wind farm controls, the individual
turbines are coordinated to optimize the farm-wide performance.

Tools Assessing
Performance

2.2M Addresses shortcomings in the current generation of distributed wind
resource assessment and performance estimation tools.

Spatial Analysis
for Wind
Technology
Development

126K Seeks to understand the uncertainty and impact of siting considerations,
technology innovation, and policy on the US wind supply curve.

Systems
Engineering

101K Integrated onshore and o� shore turbine designs that achieve higher per-
formance and lower costs by considering the entire plant physics and
lifetime balance sheet.

WETO views the use of HPC (including increased use of GPUs and ML/AI techniques) as a core enabler
to help reduce the costs of wind energy, create siting and environmental solutions, and integrate substantial
amounts of wind energy into the US electrical grid. In general, HFM, HPC, and data science will be essential
tools used to understand complex wind farm �ow dynamics, structural dynamics, control systems, grid
integration, and to create the next generation of design tools for optimizing wind farms—including those in
complex terrain. Although the predictive modeling of land-based wind will soon be practical, the next target
for modeling (i.e., �oating-platform o� shore wind turbines and wind farms) presents a daunting increase
in complexity. O� shore wind combines virtually all the modeling and simulation challenges of land-based
wind with the metocean environment and multiphase �ows.

The following are example wind energy challenges that were discussed at the workshop and for which HPC
is needed:

ˆ Blade-resolved LES for a 1 gigawatt (GW) wind farm with online wind farm control in the loop
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ˆ Floating o� shore wind turbines and wind farms, adding hydrodynamics, wind/wave/platform interac-
tions, and many �exible bodies moving relative to each other

ˆ Real-time control and grid integration of large wind plant �eets with requirements to make wind
dispatchable, provide ancillary services, or store energy

ˆ Creating computational training data for ML/AI applications (e.g., blade-resolved turbine loads and
power with tens of turbulent in�ow scenarios and tens to hundreds of blade designs)

ˆ Multiscale modeling of mechanical failure modes (e.g., white-etch cracking, leading-edge erosion)

ˆ Predicting and optimizing �oating o� shore wind turbines and wind farms

ˆ Optimizing land-based wind farms in complex terrain

ˆ Predicting the two-way interaction between wind farms and mesoscale weather

ˆ Wind resource prediction and assessment for land-based and o� shore wind

ˆ Integrating high- and mid-�delity modeling into the design process

ˆ Quality life cycle modeling for turbine components that can be used to support component life mod-
eling, reliability assessment, operations, and maintenance

ˆ Adapting control strategies to unknown, uncertain, and time-varying conditions and on longer time
frames

ˆ Numerical weather prediction (NWP) with uniform 1 km or less everywhere (cloud resolving)

ˆ Ensemble simulations (from tens to thousands of ensemble of model realizations) for uncertainty
characterization in forecasted wind

ˆ Seasonal to subseasonal NWP forecasts for designing a resilient grid and storage

ˆ Interannual forecast uncertainties to prepare for changes in wind availability

ˆ Climate-scale projections to characterize and prepare for potential impacts on wind availability

ˆ Storage of petabytes (PBs) of model output generated at higher resolution and higher frequencies by
the high-resolution models

3.1.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5-15
year goals?

As shown in Figure 5, HPC use by WETO projects has grown exponentially since 2016. As new modeling
capabilities (e.g., exascale-ready wind farm models) come online and are integrated into projects, and the
ability of modeling, simulation, and HPC to address science and engineering hurdles is further demonstrated,
the need for more HPC hours will continue to accelerate. As a rough estimate, the WETO portfolio will
require roughly a 15� increase in computing power in the near term (next 5 years) and will have multiple
shovel readyexascale-class problems.

General programmatic needs are as follows:

ˆ Production on-premises HPC (i.e., regularly allocated and accessible given WETO program support)
for 100% of planned production cases 1–3 years out, 50% CPU, 50% GPU
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ˆ Advanced GPU-heavy, on-premises HPC (100+ petaFLOP/s for scalability testing and proving readi-
ness for leadership class) 25% CPU, 75% GPU

ˆ Cloud infrastructure: testing on latest and greatest hardware before leadership computing can react
(e.g., A100); on-demand expansion of production capability for unplanned needs (e.g., analysis for
presidential transition team) to customize and test applications on a common platform if/when des-
tined for external/industry use

ˆ LCF: applied science to support WETO research with e� cient in-situ training of ML models instead
of moving large datasets to, from, and around the cloud

In 5 years, WETO mid- and high-�delity simulation capabilities will be well established, and researchers
will be using those simulations to

ˆ perform low-, mid-, and high-�delity ensemble simulations, which means many HPC cycles and lots
of storage (better strong and weak scaling is critical),

ˆ perform uncertainty quanti�cation, and

ˆ create data for training ML-based models.

Researchers will need the following:

ˆ E� cient storage, query, and manipulation of very large datasets to enable investigation with ML

ˆ Scalable data infrastructure for empirical operational datasets

ˆ Capabilities for large deterministic simulations, many ensemble simulations, and extensive data stor-
age

WETO will need the following:

ˆ Model improvements/changes

– Move code from purely CPU to CPU-GPU systems;

– Develop AI-hybrid models

– Develop AI/ML emulators for entire model systems that can run 100� –1,000� faster than the
original codes

ˆ Large data throughput (PBs) for training AI models

ˆ Systems designed to have signi�cant memory (fat nodes)

ˆ Faster I/O (i.e., if the hybrid models spend most of the time shuttling data)

ˆ Ability to run large ensemble simulations and longer job cycles for shorter wall clock times

3.1.4 Impact
How will achieving these goals impact DOE mission priorities?

As described by [14], the grand challenges of wind energy science extend from the global weather system
to the minutiae of the blade boundary layer, and from annual cycles to subsecond power system stability.
Modeling, simulation, and HPC are the keys to unlocking the potential of wind energy. High-�delity deter-
ministic large-scale HPC runs will provide insight into the physics that govern wind energy production and
will provide the data for creating next-generation design tools. Ensembles of mid- and low-�delity HPC
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simulations will improve the quanti�cation of uncertainty in power production and turbine life, which will
improve performance planning and reduce project expenses.

Strategic DOE WETO goals enabled by HPC include the following:

ˆ Deliver wind power at scale, with urgency and regional diversity

ˆ Accelerate deployment

– increase installed capacity by 5� by 2035 (550+ GW)

– increase energy by 7� (to 35%–45% of US electricity production)

ˆ Enable wind to contribute to clean fuels and a net-zero-emissions US economy by 2050

ˆ Achieve 30 GW of o� shore wind energy by 2030

3.1.5 Architectural Implications
If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?

The ideal computational infrastructure would

ˆ enable perfect strong and weak scaling, even for communication-intensive applications such as CFD,

ˆ operate at a small fraction of the power required by current petascale and exascale systems, and

ˆ have unlimited data storage that is instantly accessible.

Although the ideal is not attainable, it provides guidance on achievable HPC goals. For example, improving
strong and weak scaling are keys to a shorter time to solution, which will directly improve the impact of
modeling and simulation.

Practically speaking, HPC for wind energy must continue to support partial di� erential equation (PDE)-
based modeling and simulation at the highest �delity as well as ensembles of simulations at lower �delity.
Much data will be generated, and that data must accessible for training next-generation AI/ML-based design
tools.

The EERE wind-energy portfolio will be well served by an HPC ecosystem that provides annual allocations
for project-sponsored work, provides access to leadership-class computing for large high-priority runs, and
enables training of AI/ML models. There is a growing understanding within the WETO portfolio that
performance portability is key to the e� ectiveness and sustainability of software (i.e., key WETO software
must e� ectively run on CPUs, GPUs, and be ready to adapt to future architectures).

3.1.6 Exploration of Cloud HPC
As noted in Section 1, the ExaWind application stack was included in an e� ort that explored the appli-
cability of cloud HPC (in this case Microsoft Azure1) resources for DOE missions. After some logistical
challenges, the Nalu-Wind software stack was compiled in a virtual machine, and the test suite was success-
fully executed. Nalu-Wind is an unstructured mesh �nite-element application which uses pressure-velocity
coupling via a Poisson equation with pressure stabilization, and is written in C++, using MPI for inter-node
communication.

Challenges included correctly attaching disks to the virtual machine and resolving issues around third-party
libraries, such as loading a native Azure module for OpenMPI rather than building a local instance. In
addition, GCC 7.4.0, which was required by Nalu-Wind, had to be built.

1https://azure.microsoft.com/solutions/high-performance-computing/
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Once these issues were resolved, demonstration simulations were performed. For example, one of the stan-
dard test simulations is of an NREL 5 MW Rotor with three rotating blades and hub. Using a uniform
8 m/s freestream, 10 rpm rotation speed, dynamic overset to manage motor rotations, and a detached eddy
simulation turbulence model, two revolutions of the rotor were simulated using 27 nodes (1080 Intel Sky-
lake cores). This simulation required 18.5 hours of wall clock time, which would be comparable to the
performance of a similar on-prem system. Since the cost model of cloud resources is highly variable, any
cost/bene�t analysis would depend strongly on speci�c business cases.

3.2 SOLAR ENERGY
Stakeholder O� ce(s):

ˆ EERE/Solar Energy Technologies O� ce (SETO)

Session Leads:

ˆ Guohui Yuan, EERE/SETO

ˆ Caleb Phillips, NREL

Lightning Speakers:

ˆ Shashank Yellapantula, NREL

ˆ Henry Huang, Paci�c Northwest National Laboratory (PNNL)

ˆ Manajit Sengupta, NREL

Section Authors:

ˆ Henry Huang, PNNL

ˆ Manajit Sengupta, NREL

ˆ Matt Sieger, ORNL

ˆ John Turner, ORNL

ˆ Yousu Chen, PNNL

3.2.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

Wind-loading is one of the primary drivers of structural design costs for concentrated solar power (CSP) col-
lector structures (e.g., heliostats and parabolic troughs). Wind loads impact the sizing of all major compo-
nents of a collector, and even modest wind loading reductions (i.e., 10%–20%) can have important system-
level cost impacts. Similarly, any misjudgment of the wind loading conditions can lead to unanticipated
catastrophic failures.

In a project led by NREL, high-�delity CFD simulations of wind loading on single- and multi-row CSP
parabolic-trough collector devices were performed using the ExaWind code (Nalu-Wind). These simula-
tions are being used to gain insight into the wind-loading impacts on wake collectors leading to an improved
understanding of the edge e� ects that drive the design of the collectors. These simulations have a computa-
tional mesh of 118 million cells and used a total of 120 compute nodes (4,320 MPI ranks) on NREL's Eagle
supercomputer. Simulations took an average of 15 seconds per time step, which yielded a wall clock time
of approximately 13 days to evolve a simulation of only 7.5 seconds of simulation time.
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The market penetration of solar energy has signi�cantly increased the complexity of power grid modeling
and simulation because it has introduced a wide range of fast dynamics and uncertainties. To manage a
power system with large-scale distributed energy resources (DERs), researchers have been seeking solutions
with HPC, AI, and ML techniques to perform simulations in a timely manner for improved decision-support
capability.

3.2.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

3.2.2.1 Use Case: Probabilistic Cloud-Optimized, Day-Ahead Solar Forecasting System
The rapid growth of inverter-based resources (IBRs), such as wind and solar generation, will change the grid
operation and planning paradigm [15]. Such a paradigm shift poses a signi�cant challenge in the modeling
and simulation of IBR-rich power systems as well as in their system-wide controls. Multiscale HFM and
simulation methods are needed to understand such a future power system. The modeling methods must cap-
ture the fast electromagnetic transients (EMTs) of IBRs and their controls. For large-scale systems, EMT
models must be co-simulated with conventional phasor-based models. Transmission and distribution sys-
tems must also be co-simulated. Many IBRs, such as distributed photovoltaic systems, are in the distribution
system, and they have an increasing impact on transmission systems. HELICS,1 a Grid Modernization Lab
Consortium-funded co-simulation platform, lays a good foundation for such co-simulation e� orts. How-
ever, the round-trip conversion and convergence between the EMT and phasor models and between 3-phase
unbalanced models and positive-sequence models are an unsolved challenge (Figure 6) [16]. Mathematical
and computational methods are needed to ensure acceptable conversion and convergence accuracy and to
determine the boundary of detailed EMT models for a given accuracy and convergence requirement. HPC
techniques are needed to solve these large-scale co-simulation problems. For the large-scale co-simulation
of phasor-based and EMT models, ML methods can be used to encapsulate the system-level behavior of
data-driven and manufacturer-agnostic IBRs.

The need for accurate solar resource and forecasting data will continue to grow as solar penetration on
the grid grows at a rapid pace. In fact, accurate intraday and day-ahead solar forecasts will be critical for
penetration levels that exceed 5% of generation. In addition, improvement in solar resource information
accuracy is critical for driving the costs of solar down to levels that will enable faster adoption. As satellite
technology continues to evolve, producing higher temporal and spatial resolution data will become possible.

Increased use of computing resources is anticipated both for solar forecasting and resource assessment. Day-
ahead solar forecasting using ensemble-based calculations to generate probabilistic solar forecasts, intraday
solar forecasts produced using satellite data, and increases in the spatial and temporal resolution of satellite-
based resource data will all drive the need for additional HPC resources.

Data science is an essential part of day-ahead solar forecasting, in which the �nal post-processing step drives
the accuracy of day-ahead forecasts. Data science–based improvements in solar forecast post-processing
will form an integral part of improvements in the day-ahead forecasts. Various data science–based methods
are currently being developed for intraday forecasts. Because intraday forecasts are mainly observation
based, there are signi�cant gains to be had by combining the physics of the atmosphere with data science–
driven approaches.

1https://helics.org/
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3.2.2.2 Use Case: Resource Assessment
The National Solar Radiation Data Base (NSRDB)1 is a satellite-based, high-resolution dataset with over
150,000 unique users. The NSRDB currently provides data at 2 km� 2 km resolution every 5 minutes. With
improvements in satellite data processing, it is expected that 500 m resolution satellite data will be used in
the future. Temporal resolution may increase to 1 minute to provide information on solar variability.

The Weather Research and Forecasting Solar Ensemble Prediction System (WRF-Solar EPS) was developed
as part of collaborative research between NREL and the National Center for Atmospheric Research that was
funded by EERE. This probabilistic cloud-optimized, day-ahead solar forecasting system is freely available
and is expected to be widely used by the forecasting community.

Figure 6. Modeling and simulation challenges in IBR-heavy power systems: (a) co-simulation of elec-
tromagnetic and electromechanical transients and (b) co-simulation positive-sequence transmission
models and 3-phase distribution models.

3.2.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

Current day-ahead solar weather forecasts use 2 years of weather data at a 3 km resolution. Using 10 years
of 3 km data could reduce forecasting errors by 50% but would require a 5� increase in computing power.
In addition, the volume of spatial and temporal weather data available will dramatically expand as weather
satellites continue to become more advanced, with concomitant storage and data movement infrastructure
needs.

The NSRDB currently uses 100,000 node hours to produce 1 year of data at� 2 km� 2 km spatial and 5–10
minute temporal resolution for the area covered by the Geostationary Operational Environmental Satellites
(GOES) (North, Central, and South America). Raw data and intermediate products require� 250 TB of

1https://nsrdb.nrel.gov
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storage for 1 year of data. The �nal product made available through the NSRDB requires 30 TB of storage
per year of data. This data is currently served using Amazon Web Services, but the data is generated using
HPC.

It is anticipated that 500 m resolution data products will be generated in the future because raw satellite data
at that resolution is already available from the current GOESes. It is also anticipated that generating data
at this resolution will require a 16� increase in computing and storage (i.e.,� 1.6 million node hours [with
current technology] of compute and� 4 PBs of storage per year of data).

Additionally, as the model improves over the years, occasional reprocessing of the entire dataset will be
required to re�ect state-of-the-art remote sensing technology. Currently, the NSRDB contains data starting
from 1998, with the high-resolution data beginning in 2018. Reprocessing the data will require a multifold
increase in compute capability and capacity to re�ect the number of years being reprocessed.

Finally, it is anticipated that the NSRDB will provide global coverage to support e� orts by other agencies
such as the United States Agency for International Development. Although the above estimates are for two
satellites (GOES-East and GOES-West), global coverage will require processing capacity to support three
additional satellites.

For solar forecasting, the WRF-Solar EPS requires 21 node hours to generate a single 48-hour forecast at
9 km � 9 km resolution. An optimal ensemble-based forecast requires at least 20 ensemble members and
therefore 420 node hours. It is anticipated that forecasts will be updated at least on a 3 hour basis in the
future, and the spatial resolution will decrease to 3 km� 3 km to accurately capture mesoscale weather
events. A twofold increase in vertical resolution will also be required to accurately forecast clouds. This
will require � 60,000 node hours on a daily basis for running the forecasts, which is e� ectively a 140�
increase in computing capacity over today.

Both solar resource assessment and forecasts will generate massive volumes of data that must move to the
cloud in a timely manner to be used in grid applications. Therefore, massive growth in network capability is
required to transfer data from HPC resources to the cloud. Another option could be to generate the resource
and forecast data in the cloud itself and make it available for grid applications.

3.2.4 Impact
How will achieving these goals impact DOE mission priorities?

Solar forecasts are critical for integrating high volumes of solar power into the electric grid. Without ac-
curate solar forecasts, it will be nearly impossible to achieve DOE decarbonization targets for electricity
generation. Improvements in solar forecasts can dramatically lower operating costs for system operators
by reducing requirements for spinning reserves while simultaneously enabling a more reliable and resilient
power system. Studies have shown accurate solar and wind forecasts can save system operators billions of
dollars. Therefore, advancing solar forecast technology and the ability to generate forecasts at the required
accuracy and resolution are essential for DOE to meet its decarbonization targets.

3.2.5 Architectural Implications
If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?

With the trend of more dynamic and distributed energy �ows, the need for a hierarchical and localized
communication and computing ecosystem becomes clear. Operations for the future highly distributed energy
resources and grid architectures will include centralized, distributed, and decentralized control modalities
that dynamically shift across that continuum depending on the state of the grid. The data �ow and the
distribution of computational work will constantly evolve. Considering the dynamic and localized nature

29



of the energy �ows with large-scale DERs, edge intelligence and computing is required to support local
decision-making while also maintaining fast and e� cient communication with other grid components at
di� erent layers in the future grid architecture.

In addition to running stand-alone HPC applications for forecasting, an adaptive and scalable work�ow man-
agement framework is needed to streamline the communication between a wide range of HPC resources,
including multicore CPUs, GPUs, cluster machines, cloud computing, and 5G edge computing, across mul-
tiple stakeholders at various locations to provide resilient energy services.
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4.1 ADVANCED MANUFACTURING
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ˆ Matt Bement, ORNL

Section Authors:

ˆ Santanu Chaudhuri, ANL

ˆ Matt Sieger, ORNL

ˆ John Turner, ORNL

4.1.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

Manufacturing presents a signi�cant challenge for the clean energy transition. Application of advanced
computational methods will be critical to improving overall manufacturing energy e� ciency by improving
process e� ciency, designing new energy-e� cient manufacturing processes, increasing process reliability,
enabling rapid certi�cation and quali�cation, and minimizing the industrial carbon footprint [17]. However,
manufacturing needs represent a massive diversity in computing methods, hardware, and compute. Large
scalable computing capabilities can improve e� ciency of product design, materials selection, performance
predictions, vendor and risk management, and optimization of atom-and-energy e� cient manufacturing
processes. Addressing these challenges will require computational resources ranging from exascale HPC
to local online edge computing. The edge-to-exascale capabilities that support manufacturing research and
industry are central to DOE's role in the post-exascale manufacturing infrastructure.

The vision of net-zero manufacturing can be part of the design for all future investments—provided the data,
ML, and HPC infrastructures can seamlessly interact. Distributed-circular manufacturing will depend on
e� cient reuse of materials and remanufacturing of parts. Distributed but connected manufacturing requires
a trusted digital thread and cyber-resilient intrusion detection tools. Safe and e� cient use of the data,
federated learning capabilities, and compute infrastructure will be needed to connect di� erent communities
around the nation to large manufacturers and manufacturing hubs. Adoption of a digital manufacturing
infrastructure will allow participation of underserved communities and the transition of the nation from a
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physical manufacturing infrastructure to a nationwideIndustry 4.0infrastructure with HPC systems playing
a central role. Recent federal investment in broadband access and the possibility of connecting national
laboratories and talented researchers can be central to a manufacturing resurgence. The current partial
adoption of HPC in industry is driven by general hardware availability and skill sets in large industries
and research organizations. Without federal investment in training, easy-to-access AI, and edge-to-exascale
infrastructure, small- and medium-size enterprises will be disadvantaged. At the EERE-ASCR session on
manufacturing, the ideas discussed can be categorized as enablers for a transition to a digital infrastructure
for Industry 4.0. This transition can make the current investments in clean energy technologies successful
and ready to withstand global competition.

The future of AM is an interconnected digital thread in which physics-based simulations, surrogate models,
in-situ process data, and real-time controls are interconnected, and AI techniques are used extensively to
leverage ever-expanding manufacturing datasets. Next-generation manufacturing will therefore need quan-
titative and smart management capabilities for maintaining energy, atom, and electron e� ciencies (e.g.,
low-power computing) at every level of the interconnected framework. Applications in the coming 5–15
years will span process optimization, development of surrogate models, monitoring of process reliability
and health, and online process control. These applications are likely to heavily utilize a combination of
physics-based models and ML techniques combined with high-throughput �ow of experimental process
data. As a result, the associated computational needs include both readily accessible HPC clusters (e.g.,
HFM of fundamental scienti�c questions, o� ine training of surrogate modeling) and edge computing (e.g.,
real-time process monitoring, continuous training of AI modules) as well as the data infrastructure to col-
lect and transfer experimental and computational results. Details of the anticipated challenges and potential
high-value applications are described below.

4.1.2 Anticipated Challenges and Example Use Cases
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

Manufacturing touches a range of scienti�c and engineering problems, and they involve a number of recur-
ring simulation, measurement, and data analysis operations that will drive computing needs that are made
feasible by upgraded HPC capabilities.

We highlight some measurement capabilities in manufacturing environments that can hasten the transition
to Manufacturing 4.0 and integration of the industrial internet of things (IIoT) to external data and HPC
infrastructure for scale. To ensure this goal, the following capabilities must be leveraged and/or actualized:

ˆ Detecting rare events:Arising from imaging large volumes at high spatio-temporal resolution for
anomaly and defect detection, multiple techniques are now available in the national laboratories and
user centers for rapid phase, defect, and anomaly detection in massive datasets.

Example: To locate cracks in solid-state battery materials during growth under various process con-
ditions for future EV platforms.

ˆ Capturing dynamic processes:We must also be able to characterize processes that range from the
ultra-slow to the ultra-fast.

Example: To detect lithium plating in a fast-charging battery or AM parts with minimal porosity and
correct phases/precipitates.

ˆ Enabling multidimensional inquiry: We must exploring experimental spaces and conditions of
higher dimension and size for fast turnaround.

Example: To design catalysts with longer lifetimes, manufacturing batteries with process control
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for better electrode-electrolyte interface, solar panels or complex 3D-printed heat exchangers with
greater control of surface morphology, topology-optimized features, and overall dimensional toler-
ance.

We also highlight three data science motifs and associated challenges:

(1) O� ine learning and experimental design: HPC and ML can be used as o� ine scale-bridging,
prediction, and experiment-generating engines.

Example: To predict melt pool shapes and process conditions for a 3D metal printer.

(2) Large-scale, post-experiment analysis:Analysis and reconstruction of massive (multimodal) data
volumes.

Example: Rapid data capture, 3D reconstruction, analysis, and rendering tomography data from
manufacturing environment for rapid quali�cation of parts and features for born-quali�ed products
and control of instrumentation.

(3) Real-time computing: Online feature detection, dimension reduction, reinforcement learning, and
active learning can be used to drive an experiment.

Example: To recognize locations of incipient cracks in metal wind turbine bearings.

Use cases over next 5–15 years include the following:

ˆ High-�delity simulation of AM processes from microscale to whole-part or system scale:AM is
becoming complex, and continuing changes in lasers and melt pool tracking tools can keep the focus
on outcome and develop more general computing platforms that can grow with the complexity of
multilaser systems and complex multimaterial printing environments.

ˆ Material-informed generative design:This is an area in which materials and material systems must
work toward meeting tolerance and performance goals. The inverse problem stems from changes in
design prompted by materials and manufacturing methods. Generative methods can open up massive
energy e� ciency from turbines to other energy system design.

ˆ Optimization of multiagent manufacturing systems:Rapid multiobjective optimization can bene�t
from integration of AI and stochastic optimization methods implemented for on-the-�y adjustments
of manufacturing systems. Additional energy e� ciency can save billions of dollars in manufacturing
costs.

ˆ Surrogate models:Enabling rapid and continuous training of surrogate models to replace computa-
tionally expensive physics-based models is advantageous. Selection of training points can be dynam-
ically linked to process optimization and identi�ed with AI (e.g., anomaly detection algorithms) to
e� ciently probe the most relevant input space.

ˆ Augmented reality manufacturing workforce: Augmented reality has a mixed track record. This
is mostly owing to the limited real-time data and compute capabilities of past implementations. This
will be an area of massive growth in which simulations and sensors data can be merged.

ˆ Manufacturing prediction, real-time response, and UQ:Real-time response is needed for gen-
erating alerts or adjusting processes. Current models are conservative, and real-time methods lack
a rigorous numerical framework with historical data and �uctuations. Overcoming these problems
will require standardization of UQ methods and integration of real-time data analytics and compute
capabilities at the edge.
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ˆ AI at the edge, IIoT, and 5G: Hyper-connected manufacturing for increased e� ciency also leads to
massive demand for back-end computing architectures that are ready for merging di� erent services
without creating more dependencies and increasing failure rates.

ˆ Faster-than-real-time incorporation of physics-based models into machine-tool operation:Bet-
ter surrogate models and digital twins will need sustained e� ort in supervised and unsupervised learn-
ing from measurements and simulated datasets.

ˆ Edge computing for process control:A combination of surrogate models and rapid processing of
streaming in-situ data can be leveraged to enable continuous feedback control of AM processes.

Figure 7. Example applications in AM that utilize various types of computing resources, ranging from
o� ine HPC clusters to online edge computing.
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4.1.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

A signi�cant mismatch exists between current resource availability and access in this domain. The trade-o�
between resource needs, resource availability, latency, cost, security, and infrastructure resiliency can all
factor into the design. First, we need a massive data infrastructure with protections for proprietary data,
business intelligence, and mission-critical designs. Recent advances in data sharing and federated learning
are available, but industry remains skeptical of sharing models, simulations of their production systems, or
digital twins. The transition will require consensus across industry groups. The ECP industry users are
already making progress in this domain and can be important stakeholders for �nding early adopters.

4.1.3.1 General HPC/ML Needs in Manufacturing
The AI-at-scale and data infrastructure are at the forefront of the needs common to many manufacturing
problems. Establishment of metadata standards and storage infrastructure will be needed. The current
models of commercial cloud service providers cannot fully meet the demand or provide the training to
introduce users to new technologies. ASCR and EERE can play an important role in providing training and
testing infrastructure to expedite adoption.

The manufacturing problems and applications listed below require signi�cant increases in AI acceleration
and GPU computing (i.e., around 15� more compute capability than Eagle); ubiquitous sensing and big data
analysis; rapid ML capability from production and �eld deployment; and cybersecurity su� cient to protect
export controlled, proprietary, and classi�ed information:

ˆ Multiscale modeling, �rst-principles through PDEs

ˆ Real-time analysis of process characterization feeds

ˆ Physics-informed ML for improved performance in unexplored regions of design space

ˆ Automated deep surrogate modeling with uncertainty

ˆ Active learning

ˆ Reinforcement learning

4.1.3.2 Post-Exascale HPC Clusters
Large-scale calculations of physics-based models for process dynamics and materials science challenges
(e.g., process dynamics and microstructure evolution in metal AM) will require post-exascale HPC clusters.
These machines will continue to need CPU/GPU hybrid architectures and high-throughput memory transfer
capabilities.

4.1.3.3 Edge Computing
On-demand computing resources connected to manufacturing systems will enable real-time process control
and analysis of process data (e.g., anomaly detection for quality control based on real-time process data).
These edge systems will operate at the point of data generation, and the architectures used must be further
de�ned to leverage the full potential of this paradigm.

4.1.3.4 Data Infrastructure and Networking
High-throughput connectivity of multiple edge computing systems and HPC clusters can enable access to
large-scale computing with large volumes of process data streaming from the edge (e.g., identi�cation of
process data that requires physics-based models for real-time updating of surrogate models). This approach
can have cybersecurity implications (i.e., sensitive and proprietary data) and raises questions about storage
and throughput.
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4.1.4 Impact
How will achieving these goals impact DOE mission priorities?

DOE investments will pave the way for de-risking industry investment in mission-critical applications and
advancing a national clean energy strategy for the clean and sustainable future of manufacturing.

In the following sections, we identify areas of AMO interest in which we expect the impact of a strategic
plan to be signi�cant.

Energy Storage:Modeling lithium-ion battery manufacture requires better multiscale-multiphysics models
with full complexity. Solid-state battery manufacturing and optimization are also completely open for new
physics-heavy HPC applications. New tools and methods for roll-to-roll manufacturing and integration of
metrology and multiphase-multiscale modeling are underway as a way to build sustainable programs in
battery manufacturing and other energy storage domains.

Critical Materials: Current e� orts for critical materials are missing out on advances in AI. The ability to
link ML tools to supply-chain modeling and life cycle assessment can augment traditional methods with AI.
Many of the models can bene�t from probabilistic or stochastic event-based prediction frameworks that are
currently making progress in the AI community.

Upcycling and Monomer Recovery from Plastics:Industry is lagging behind in investments on polymer
design and autonomous manufacturing planning tools. In this domain, we must involve strong experimental
datasets and large-scale simulations. Most plastics are incinerated from land�lls with a very low rate of
recycling. The complexity of the combustion process and potential e� ciency models for converting waste
to new plastics will be incredibly important.

Metals, Alloys, and Conductors: National laboratories have strong capabilities for the design of alloys
and AM models. The major gap is in metals processing at industrial scales, at which commercial codes are
ine� cient and only used by a limited number of industries. A major expansion of modeling for manufactur-
ing optimization can grow this industry with investments in HPC. Additionally, electri�cation of the metals
processing industry will be needed to reduce current thermal routes for melting and other ine� cient casting
processes.

Cybersecurity in Manufacturing: Integration of IoT sensors and critical process information make man-
ufacturing vulnerable to cyberattacks. AMO and industry both recognize this issue. The Cybersecurity
Manufacturing Innovation Institute can be a great partner in advancing the role of national laboratories and
building cybersecure manufacturing that touches all other domains discussed here. Increasing trust and
access to cybersecure computational tools and HPC resources can have a signi�cant impact.

Water and Water Security: Investment in water security is most prominent with the National Alliance
for Water Innovation (NAWI).1 They have a strong program in data and modeling. As we add sensors,
data streams, and other measurements, computing at scale can play increasingly important roles. The fu-
ture of water security, asset management, and resilience of water supply in scarce or resource-constrained
environments can be an area of tremendous growth and impact.

Chemical Manufacturing and Plant-Level Processes:The chemical process intensi�cation goals are only
possible for industries that are willing to make large investments in energy-e� cient manufacturing. Current
disinvestment in manufacturing has made investment in large-scale computing for complex digital twins
and plant-level predictive maintenance frameworks only accessible to large chemical companies. The need
for local and existing infrastructure to be more e� cient can be driven by AI-at-scale, process modeling,
simulations, and the ability to use real-time data from an integrated network of sensors.

1https://www.nawihub.org
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4.1.5 Architectural Implications
If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?

Ideal Computational Infrastructure: The primary challenge in manufacturing is architecture optimization
for the volume, velocity, and veracity of data generated and the decision-making time frames. The location
of compute capabilities and the power required for those capabilities are generally di� cult to change on the
�y. As a result, use of on-location edge resources, fog and cloud resources, and access to DOE computing
facilities will all play a role in an edge-to-exascale computing continuum.

Data centers are also too rigid for manufacturing applications, and a reliance on servers in manufacturing
facilities exposes vulnerabilities in providing the assurance needed for mission-critical applications. Some
of the solutions are making progress outside of scienti�c computing. The addition of 5G networks will also
provide more �exibility for resource allocation and load distribution in a highly heterogeneous computing
environment. Low-power computing can play an outsized role in reducing the resource needs of manufac-
turing by improving the adoption rate of intelligent and scalable resources at the edge. However, the domain
clearly lacks standards and a road map for the next 5–15 years.

Architectural priorities include the following:

ˆ Distributed supercomputing

ˆ Large compute systems that operate at the edge

ˆ High-bandwidth data transfers between sensors and computing resources

ˆ Storage with high write rates and large capacity

ˆ GPU-heavy computing architectures

ˆ Neuromorphic computing chips for AI acceleration

ˆ High-bandwidth, low-latency data collection and assimilation

4.1.6 Exploration of Cloud HPC
As noted in Section 1, the ExaAM application stack was included in an e� ort that explored the applicability
of cloud HPC (in this case Microsoft Azure1) resources for DOE missions. Speci�cally, a microstructure-
scale demonstration simulation was performed on both an Azure CycleCloud2 virtual cluster and an in-
stitutional cluster on-premises at ORNL known as the CADES Condos3. A 2D directional solidi�cation
simulation with 10 millions degrees of freedom was performed using AMPE4, an open-source, fully im-
plicit, multigrid preconditioned phase-�eld code.

From a user perspective, obtaining access to the Azure account and connecting it to the computing cred-
its was straightforward. The primary challenge in running the demonstration problem was setting up the
software environment. Early attempts to use Docker and Singularity containers failed (Docker failures due
to an inability to use MPI between containers on di� erent nodes, Singularity failures due to permissions
issues). Eventually, AMPE was built directly on one of the Azure HPC base images. This was a signi�cant
pain point and required 1) installing the correct In�niband drivers for the OS and the hardware, 2) installing
the correct MPI library for the In�niband version, 2) building and launching a parallel �le system, and 3)
managing permissions for multiple roles/users. Once the environment was built, the next step was starting

1https://azure.microsoft.com/solutions/high-performance-computing/
2https://docs.microsoft.com/azure/cyclecloud/
3https://cades.ornl.gov/
4https://github.com/LLNL/AMPE
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a CycleCloud cluster. This step required selecting, launching, and connecting an “orchestration VM” to
manage the cluster, a login node VM, and compute node VMs. Once the CycleCloud cluster was launched,
the interface was identical to any other Slurm-based HPC cluster and submitting and monitoring computing
jobs was straightforward. Transferring data out of the virtual cluster was also straightforward with a simple
`scp` command. Deactivating the cluster required carefully deactivating the compute node VMs, then the
login node VM, then the orchestration VM so as not to break the control �ow (which leads to VMs that
cannot easily be deactivated).

From a performance perspective, the Azure simulation fared well, requiring 560 core-hours to complete on
the CycleCloud cluster (seven hours on two 40-core Intel Skylake nodes) compared to 755 core-hours on
the CADES Condos cluster (six hours on four 32-core Intel Haswell nodes). From a cost perspective, one
di� culty was that each compute node VM had to be paid for once provisioned, but compute jobs could not
start until all compute nodes were provisioned. In several cases not enough HPC VMs were available and the
cluster stayed in partially provisioned state for tens of minutes, while accruing charges for the provisioned
VMs. Since the cost model of cloud resources is highly variable, any cost/bene�t analysis would depend
strongly on speci�c business cases.
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4.2.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

Buildings play a critical role in addressing DOE's clean energy goals. Buildings consume approximately
74% of the total electricity generation in the United States [18]. Energy sector decarbonization can be
signi�cantly accelerated with improved energy e� ciency in buildings and building equipment along with
advanced control systems to leverage the �exibility of building energy demand to provide resilience to the
grid. To realize this potential, the buildings sector must leverage, develop, and utilize novel computational
methods in diverse areas, including in material design and development, thermal modeling, equipment de-
sign, energy usage analysis and prediction, advanced control systems, data analytics, and grid integration.
The evolution of the internet of things (IoT) enables controlling building loads and monitoring them at vari-
ous granularity. This means buildings will generate more data from their operations. This information must
be transmitted, processed, stored, and utilized e� ciently by data-driven algorithms to provide bene�ts for
building and grid stakeholders. Addressing these broad sets of needs will require computational hardware
and software resources, including edge computing, for e� ective aggregation and control of loads, cloud-
based resources for real-time optimization and predictive modeling, and HPC resources for AI/ML training,
advanced component design, and scalable systems engineering.

4.2.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

4.2.2.1 Building Data and Learning
Data for building modeling and analysis is often in a form that is not easily accessible (e.g., markings on
CAD drawings) or is even missing. Upgrades, equipment replacements, or the repurposing of buildings are
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not always well documented and introduce epistemic uncertainties to building models. Building stakehold-
ers are not always willing to share data owing to business or security reasons. Furthermore, there are no
broadly accepted standards for how to store and communicate data for building energy models. All of these
factors add signi�cant overhead to building energy modeling that increase the cost and hamper R&D in this
area. Finally, no automated mechanisms or tools exist to curate buildings data—including data mapping,
cleansing, and �lling data gaps.

The energy usage patterns and changes (spatial and temporal) in the demand patterns of buildings signi�-
cantly impact energy generation and distribution. To achieve optimal energy e� ciency, one must dynami-
cally adapt to demand changes and e� ciently distribute the energy generated by di� erent sources. Accurate
load forecasting is crucial for e� ective operation and planning by utility companies and for uncertainty mit-
igation. Many data-driven prediction algorithms must be trained to accurately model and predict the power
usage at the load, building, and community levels. This can be accomplished by using AI/ML trained on
stored data. Many of these algorithms need large computer resources. The algorithms can also be used to
detect anomalies and faults in building operations.

4.2.2.2 Building Energy Modeling
Energy-e� cient building design is one area in which computer simulations could have a massive impact
because it is infeasible to develop and test a prototype for a building or to rebuild it in case of a design �aw.
On the other hand, existing building energy modeling tools have limited predictive capability, which can
discourage the adoption of existing tools and investment in new modeling and simulation capabilities.

Building energy performance is inherently stochastic because it is driven by stochastic processes (e.g.,
weather and occupancy schedules). Currently, there are few stochastic modeling tools available to stake-
holders. Even purely deterministic building energy models are quite complex multiphysics and multiscale
models. Building energy performance is driven by �uid dynamics of air and refrigerants/brine in HVAC
systems, thermal dynamics of the building envelope, electrical machines and power electronics in building
equipment, and events triggered by control devices, to name a few. Such complex systems usually require a
multi�delity modeling approach that involves a combination of high-�delity models and ROMs that lead to
a predictive simulations that can run within a desired turnaround time.

These challenges pose new numerical and computational problems that have remained largely unaddressed,
such as integration of hybrid systems involving continuous plant dynamics and �nite-state machine models
of control logic. This requires new research in hybrid integration methods and discrete event simulations.
Furthermore, simulating discontinuities created by pulse-width modulation in power electronic equipment
creates another type of hybrid numerical integration problem, which are critical for detecting harmonic
pollution in a building's power supply with many storage and solar devices attached.

With computational power becoming more accessible and cost e� ective, there is an opportunity to signi�-
cantly improve equipment design and reduce product development costs. For example, using CFD to design
a heat exchanger can signi�cantly reduce the number of expensive test rig experiments and allow engineers
to explore the design space more e� ciently. CFD had a massive impact on the aerospace industry a cou-
ple of decades ago. Now, the computational resources required for CFD are accessible enough to impact
building technologies—an area in which HPC has not typically been used.

4.2.2.3 Optimization and Control
Thanks to the evolution of IoT, researchers have the ability to obtain more sensor data from buildings, which
opens up opportunities for running more data-driven algorithms to understand the energy consumption be-
havior of building operators and equipment and to better utilize load �exibility to support grid services.
Data-driven algorithms such as deep NNs and reinforcement learning can be accelerated with GPUs. Each
training session can take a long time, and because each training session requires several episodes, having a
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more powerful processor can reduce the overall training time. Moreover, hyperparameter tuning is used to
�nd the best NN design and to improve the accuracy of the algorithm, but this requires a lot of time. Using
GPUs to perform training can greatly decrease the training and validation times for these algorithms.

4.2.2.4 Scalable Systems Engineering
The multiphysics nature of building energy models poses two major simulation challenges: how to inter-
face di� erent physics submodels and how to parallelize computations so that they run within the required
turnaround time. These challenges become even more pronounced when simulating multiple buildings si-
multaneously, such as in city-scale simulations, or when simulating buildings interact with a distribution
grid. The current state of the art is to use cosimulations [19, 20]. The advantage of this approach is that it
can connect di� erent subsystem simulations that run on di� erent hardware in a straightforward way. Cosim-
ulations are particularly valuable when di� erent parts of the system are simulated by di� erent proprietary
tools that cannot interface directly. The downside of the cosimulations approach is that it views subsystem
simulations as a black box and uses crude approximation for couplings between the subsystems. With addi-
tional cosimulated parts, more numerical errors accumulate, which eventually leads to a loss of prediction—
except maybe when coupling between subsystems is su� ciently weak. Furthermore, a black box approach
for cosimulation limits one's ability to manage and balance computational load over available hardware re-
sources. All of these issues limit the scalability of such a simulation approach. To address scalability issues,
building-technology tools must adopt partitioned numerical integration schemes [21, 22] and implement
parallelization strategies that can leverage new and emerging heterogeneous hardware architectures.

Another signi�cant bottleneck in scaling-up building energy performance simulations is the performance
of whole-building simulation tools such as EnergyPlus [23]. Currently, whole-building simulation tools
provide little �ne-grain parallelization, which makes whole-building simulation time consuming for more
complex computations. For example, whole-building simulation is used as a probabilistic sample in uncer-
tainty analysis or as a unit in a group of buildings that interact with a distribution grid. Providing tools and
modeling strategies that take advantage of emerging multicore hardware (i.e., CPU or GPU) will accelerate
whole-building simulations and make more complex analyses accessible to a wide range of stakeholders.

4.2.2.5 Uncertainty Quanti�cation and Sensitivity Analysis
Buildings are inherently stochastic systems because their dynamics are driven by stochastic processes (e.g.,
weather and occupancy schedules). Because of that, deterministic models have limited utility in energy-
e� cient building design, and predictions from those models could be misleading [24]. Stochastic analysis of
UQ provides stakeholders with more comprehensive information, including risk assessment for prospective
energy-e� cient designs. Furthermore, global sensitivity results to date suggest there are relatively few
parameters that signi�cantly a� ect building energy performance [25, 26]. Understanding the key sensitivities
and therefore the key building components may help with development of more targeted and cost-e� ective,
energy-e� cient building designs.

Stochastic analysis, however, is more computationally intensive because it typically involves analysis of an
ensemble of di� erent building realizations instead of a single building model simulation. Given the current
state of the art in building energy simulations, increased computational cost seems like an obstacle. On the
other hand, the number of FLOP/s per building energy simulation is a small fraction of a heterogeneous
compute node's capability, which suggests an opportunity for delivering much-needed computational power
to the buildings community.

End-use load pro�les, which describe how and when energy is used in buildings, are essential tools for the
time-sensitive valuation of energy e� ciency. Employing high-�delity, physics-based techniques to model
end-use load pro�les for large building stocks (e.g., the US building stock) presents signi�cant computa-
tional challenges. The process of developing models (i.e., ResStock for the US housing stock and ComStock
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for the US commercial building stock) leverages large databases that contain building stock characteristics,
external weather data, occupancy schedules, and high-�delity physics-based computer modeling (e.g., Ener-
gyPlus) that all run using either HPC or cloud resources. Applications such as UQ will push computational
costs even higher because non-intrusive UQ methods require su� cient sampling across input variables to
accurately compute quantities of interest.

One obstacle to alleviating the computational burdens imposed by UQ and other simulation-intensive appli-
cations is that much of the physics-based software relied upon for modeling end-use load pro�les is CPU
intensive, which does not lending itself to acceleration with GPUs. However, ML is an area in which het-
erogeneous computing can thrive, and using ML for modeling and predicting load has been well studied
in the literature [27, 28]. Thus, �guring out how to leverage large-scale, mixed-architecture computational
resources with ML work�ows applied to problems in building energy modeling is a timely and important
problem. Figure 8 shows the basic work�ow for training an ML-based surrogate model for end-use load
pro�les of the US residential building stock.

Figure 8. Work�ow for generating ML-based surrogate models.
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Training ML surrogates capable of generating adequate samples for UQ applications requires large training
datasets to su� ciently cover the input spectrum. Consequently, tools that enable using large-scale compu-
tational resources for training ML-based surrogate models will be essential to UQ and other data-intensive
work�ows. An example of such a tool is the Dask1 Python library for parallel computing. Dask enables
users to employ distributed data frames (Figure 9) with similar functionality to Pandas data frames but for
distributed training of ML models from scikit-learn, XGBoost,2 and LightGBM.3 Additionally, Dask can
parallelize any Python function, which can be useful for pre- and post-processing steps, which are embar-
rassingly parallel. Dask can be deployed on HPC systems by using either Dask-jobqueue to leverage many
of the common HPC schedulers or Dask-MPI to run a worker on MPI ranks. Integrating libraries like Dask
into surrogate modeling work�ows will be a necessary step in leveraging advanced computing resources for
building surrogate models of end-use load pro�les.

Figure 9. Schematic of Dask distributed data frames.

Considering the applications, work�ows, and libraries described above, enabling domain scientists to use
tools such as Dask on advanced computational resources, while simultaneously utilizing the available hard-
ware, is a clear need. This will require distributed data structures (Figure 9) along with setting up modules
so that ML libraries such as LightGBM, XGBoost, TensorFlow, and Pytorch can take advantage of hardware
acceleration across multiple nodes. An additional bene�t of Dask is that it lowers the boundary to utilizing
HPC systems by providing a drop-in replacement for common Pandas and NumPy operations. Furthermore,
because HPC systems such as Summit, Aurora, and Frontier leverage accelerators from multiple vendors
(i.e., NVIDIA, Intel, and AMD, respectively) the capabilities mentioned above must work for di� erent com-
binations of hardware.

4.2.2.6 Experiments and Testing
Simulation test beds are needed to test the optimization algorithms along with their associated software
framework as they will be deployed in the �eld. In these test beds, the CPUs (i.e., cores) per instance are
the bottleneck, and we must implement parallelism and memory sharing to overcome this issue. Obtaining
more CPUs/cores per instance will enable scaling a test bed to verify the implementation and algorithms
for thousands of buildings. Scaling to many buildings is needed to evaluate utility-scale control systems
and buildings because hardware test beds are expensive and limited in scope. A simulation-based test bed
as describe above will yield signi�cant cost in software deployment and testing and the ability to aggregate

1https://dask.org
2https://en.wikipedia.org/wiki/XGBoost
3https://en.wikipedia.org/wiki/LightGBM
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responses from many buildings to demonstrate the bene�t of control for grid-interactive buildings. This re-
quires scalable multiscale simulation that incorporates building thermal models, electric distribution models,
DER models, and new devices such as EV and storage-system models.

4.2.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

The following resources should be considered essential to achieve DOE's goals for improved building tech-
nologies:

ˆ Signi�cant run-time reduction in building energy simulation

ˆ High-performance edge computing to connect and control di� erent buildings and systems

ˆ Cloud-based large storage for real-time building data access

ˆ HPC for community/city-scale building-energy modeling (e.g., ORNL's AutoBEM)

ˆ HPC for optimizing building-energy design and retro�t

ˆ HPC for automatic calibration of models for large-scale modeling

ˆ Next-generation, GPU-enabled, building-energy modeling engine

ˆ Rapid generation of building-energy models per big data base for di� erent building types, vintages,
and locations for input data and output data

ˆ Roughly 20� –1,000� more computing power and molecular dynamics simulation tools

ˆ HPC capability to model building controls coupled with CFD

ˆ ML surrogates of CFD for geographical scaling of building-energy modeling

ˆ Timely access to data, much of which is PII or sensitive

ˆ Portable modeling techniques for building component models (component models are typically not
designed with parallelism in mind)

ˆ AI /ML learning for surrogates and optimization

4.2.4 Impact
How will achieving these goals impact DOE mission priorities?

The 21st century requires transformational change in the grid to address decarbonization and energy re-
silience challenges. These challenges require high penetration of renewable generation sources within the
grid and adapting to changing demand patterns. A synergistic combination of electricity demand shaping
and robust energy storage can provide consistent power from renewables to achieve high levels of service
reliability, enable comprehensive decarbonization, and support grid resiliency. Buildings play a critical role
in addressing these clean energy goals. Buildings consume over 40% of the total energy in the United
States, and the building sector in particular consumes 74% of total electricity produced. Improving energy
e� ciency and enabling demand �exibility of the buildings sector can enable signi�cant advances toward
decarbonization [29]. The challenge is one of integration at scale. Although individual technologies that
demonstrate the promise of a clean-energy economy exist, we still need a truly scalable, engineered ap-
proach that can be replicated in a cost-e� ective manner to achieve a national impact. More importantly,
enabling successful deployment of new building technologies in economically distressed and disadvantaged
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regions will enable improved resilience during extreme events and will reduce energy insecurity by reducing
energy costs.
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5.1.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

Electric grids are vastly underexplored areas for HPC applications. As more variable and uncertain power
generation is added to the grid and with less predictable weather patterns, the complexity of power-grid plan-
ning and operation is increasing beyond the capability of current tools. In addition, new power electronics
and digital equipment that are being added to the grid could signi�cantly change modeling requirements.

Power grid planning and operation processes have worked well for decades, but were designed when far
less computational power was available. Redesigning these processes to leverage today's vastly expanded
computational capabilities is not only an opportunity for improvement, but given the complexity of emerging
power systems technologies, it is also a necessity. The challenges to adopting HPC for power systems
analysis trace to gaps in computational science and numerical mathematics speci�c to irregular and very
sparse systems such as power grids.

Power grids provide several opportunities for HPC deployment, and we highlight several use cases for which
HPC will have the highest impact.

5.1.1.1 Optimal Power Dispatch
The use case with probably the most advanced HPC implementation available is optimal power dispatch
for real-time grid operations and short-term planning as demonstrated in the Grid Optimization at Exascale
(ExaSGD) project.1 The implementation is based on stochastic security-constrained AC optimal power �ow

1https://www.exascaleproject.org/research-project/exasgd/
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(ACOFP) analysis that can be deployed on distributed-memory parallel architectures and scaled up to ex-
ascale. The implementation strictly enforces security constraints and has the potential to provide superior
planning tools for preventing cascading failures while reducing operation costs. Using HPC and scalable
algorithms for such problems has been previously considered [30, 31, 32]. The ExaSGD project developed
scalable ACOFP solutions on distributed-memory parallel architectures and showed the potential of leverag-
ing exascale architectures [33, 34, 35]. Recently, the ExaSGD project demonstrated a contingency analysis
with 10,000+ contingencies for di� erent weather scenarios running well within real-time operation con-
straints [36]. Furthermore, signi�cant progress has been made in creating e� cient GPU implementations
for ACOFP computations, which will help ensure that they can be deployed on emerging heterogeneous
hardware.

5.1.1.2 Unit Commitment
Unit commitment is a use case at the core of electricity market operations. It is typically formulated as
a mixed-integer programming problem and is extremely challenging mathematically. Commercial tools
such as CPLEX and Gurobi are predominantly used for the actual market operations by ISOs. Several
advanced modeling and solution approaches have been proposed and developed in the research community.
For example, stochastic and robust unit commitment models have been extensively studied in the past and
also benchmarked with the actual market operation in MISO [37, 38]. In addition to the market operation,
unit commitment has been extensively used for studying contingency [39, 40], reserve requirement [41, 42],
and production cost modeling [43, 44], each of which poses computational challenges.

Although optimal power dispatch is performed as part of unit commitment in daily market operations, the
nonlinear physics that govern power �ow are largely approximated as a linear system for computational
tractability using direct current optimal power �ow analysis. Linearized models, however, do not capture
important grid features such as voltage or reactive power constraints. ACOFP and its variants (e.g., security-
constrained ACOFP) are crucial for reliable power system operations because they incorporate the nonlinear
physics in the optimal power dispatch, most notably voltage and reactive power constraints. Nonlinear
mixed-integer programming is still an open research area. On the other hand, the new optimal power dispatch
capability developed within ExaSGD provides far more information than traditional approaches. As a short-
term solution, that additional information can be incorporated in unit commitment work�ows to guide and
augment existing analyses.

5.1.1.3 Expansion Planning
Expansion planning is another use case for which most ingredients for HPC deployment are already avail-
able. Expansion planning requires analysis and optimization when adding and retiring assets and extends
stochastic, security-constrained ACOFP to multiperiod problems to capture ramping constraints. Such an
analysis is particularly important for modernizing grids with large penetrations of renewable energy. For
example, in grids where a large fraction of generation comes from solar, a well-timed ramp-up of other
generation is required to o� set the sharp drop in solar in the late-afternoon hours. Although intense research
e� orts are ongoing in this area, few commercial tools provide production-quality multiperiod ACOFP anal-
yses. Research is underway to develop scalable multiperiod analysis tools that can be deployed on hardware
accelerators.

Expansion planning has been formulated as (stochastic) mixed-integer linear programming problems in
which system complexity and �delity are limited by computational resources and methods. In the last few
decades, decomposition methods have been developed to address the computational challenges involved in
solving optimization problems. More recently, such decomposition methods were successfully implemented
in parallel by leveraging multiple CPUs [45, 46, 47, 48, 49, 50]. Further investigation is needed to make these
methods portable to heterogeneous hardware platforms with hardware accelerators (i.e., GPUs) dominant in
modern computer technologies.
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5.1.1.4 Electromagnetic Transient Simulations
Time-domain simulations, which complement optimal power �ow analyses, are commonly used for grid
planning by verifying expansion planning recommendations for di� erent scenarios and capturing transient
responses and ramping constraints. Currently, there are few (if any) mature implementations of dynamic
simulations that can leverage scalable HPC hardware—much less accelerators.

In transmission planning, commonly used dynamic simulations are quasi-static, phasor-based simulations
for electromechanical transients. These simulations, however, do not capture features such as power qual-
ity and harmonic stability. With more IBRs added to the grid, ensuring harmonic stability becomes more
challenging, and higher-�delity EMT transient analysis is needed [51, 52]. Simulating the switching dy-
namics of power converters with pulse-width modulation (PWM) will likely become an essential tool for
grid planners and operators. More research into numerical methods is needed to deliver such capability. The
PWM dynamics involve numerical sti� ness, discontinuities, and time scales separated by factors of 100–
1,000. Few numerical solvers are designed and tested for problems like these. Currently available tools are
mainly proprietary with limited parallel capability. The limited computational capability puts constraints on
technology development in this area, and stakeholders do recognize the need for more investment in EMT
simulations [53].

5.1.1.5 Multiphysics Problems: Cosimulation for Coupling Grid Domains
The electric grid is fundamentally a system of systems that includes domains such as transmission, distri-
bution, communications, markets, and more. Modeling software is developed to address engineering and
compliance requirements (e.g., NERSC TLP1-005) in individual domains. Such tools are typically not in-
teroperable, which represents an important gap in the modeling infrastructure. For example, although power
�ows between the transmission and distribution system, the individual tools used to model these systems
do not connect with each other. To address this issue, multiple DOE laboratories have spent the last decade
developing the HELICS1 cosimulation framework [20] to couple modeling tools. This framework has been
used in several applications, including new market design, simulating cyberattacks, and modeling wide-area
controls. These tools utilize modest levels of computational resources because they typically run 100s to
1,000s of processes. Although this mode of computation has enabled rapid deployment of multiphysics
simulations, the underlying cosimulation techniques have known limitations in scalability and numerical
error control [54, 55]. Given the rapid changes in the grid (e.g., massive deployment of DERs and advanced
network controls for grid devices), it is reasonable to expect that more e� cient computational methods that
can leverage new hardware platforms will be needed to design e� cient clean energy systems in the near
future.

5.1.1.6 Machine Learning and Data-Driven Methods
ML has many applications within electric grid operation and planning; after all, the eastern interconnect
is the largest data-driven machine on the planet—from millions of direct measurements that automatically
isolate faults or indicate direct immediate action by operators, to forecasts of energy requirements and energy
generation for renewable energy. The large, complex, heterogeneous, and emerging data streams for electric
grid operation are seeing greater and greater utilization of ML in which the general nature, scalability, and
computational e� ciency of ML provide signi�cant new value to traditional grid planning and operation
techniques [56]. The emergence of the DERs, including renewable resources, will only enhance the need
for validation of future grid performance and impact through simulation on HPC systems. Fully simulated
systems will enable reinforcement learning and other AI techniques that utilize direct connections with data
streams for real-time decision making.

1https://helics.org/
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5.1.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

To e� ectively leverage emerging computational technologies and HPC in general, the power systems com-
munity must build certain capabilities to enable the community to interface e� ectively with experts in com-
putational science and numerical mathematics. Current processes in power grid planning and operation
were designed for low-FLOP/s hardware and did not require signi�cant computational science expertise. To
address emerging challenges, leveraging even existing large-scale computational power will require (among
other things) redesigning the existing processes. Optimal power dispatch is a good starting point for HPC's
entry into power systems because the results from the North American Energy Resilience Model and Ex-
aSGD projects can be leveraged there. Starting with heterogeneous hardware at small scale is probably the
best way to develop the needed capabilities because the risk is low for all stakeholders, but all the bene�ts
and challenges of HPC can be demonstrated on those platforms.

As described in the following subsections, signi�cant technical challenges across multiple areas stand in the
way of solving power systems problems on emerging heterogeneous HPC architectures.

5.1.2.1 Linear Solvers
There are few linear solvers that can handle ill-conditioned systems that arise in power systems analysis
and that implement algorithms suitable for �ne-grain and distributed-memory parallelization. This limited
number of tools prevents power systems analyses from taking advantage of new heterogeneous hardware
architectures. The distinguishing feature of streaming computations on GPUs is that computations are very
fast, but data movement is (relatively) slow. Consequently, certain operations that are essential for e� ciently
factorizing a sparse matrix (e.g., reordering) are exceedingly ine� cient to execute on GPUs. As demon-
strated in the literature [57], some leading GPU-based solvers use only a small fraction of GPU resources
when applied to linear problems that arise in power systems analysis. E� orts to address these challenges are
ongoing within the ExaSGD project, but more investment in this area will be needed.

5.1.2.2 Grid Models and Fine-Grain Parallelism
Modeling for �ne-grain parallelism has not been su� ciently explored for systems as heterogeneous as power
grids. Finding and exploiting single instruction multiple thread (SIMT) patterns in power grids is a nontrivial
research problem. A preliminary investigation in this area was conducted as part of the ExaSGD project [58],
but many open research questions remain.

5.1.2.3 Simulating Switching Dynamics of Power Electronics
Numerical integration methods commonly used in engineering applications are ine� cient when simulating
PWM switching dynamics of power electronic devices [59]. The community needs a numerical method
that is stable, can resolve algebraic constraints, and can resolve fast switching at low computational cost
without over-damping the model dynamics. This is a challenging mathematical problem that requires more
fundamental research.

5.1.2.4 Nonlinear Optimization and Multilevel Newton Methods
Multilevel Newton methods and their extension to the multilevel nonlinear optimization method have found
applications in contingency and other stochastic analyses. Researchers at LLNL recently developed tools
mature enough for deployment in applied DOE programs (e.g., goLLNLp [60], HiOp PriDec [33]). Multi-
level optimization requires some nontrivial approximations in the models, and there are still open research
problems in this area.
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5.1.2.5 Mixed-Integer Programming Solvers
Mixed-integer programming (MIP) is a class of optimization problems with integer and continuous vari-
ables. This is the primary tool for many important power system problems, including unit commitment, line
switching operations, contingency analysis, expansion planning, and production cost modeling. Owing to
the integrality restriction on variables, most exact-solution algorithms rely on branch-and-bound methods
that are challenging to e� ciently scale on HPC systems. In particular, o� -the-shelf MIP solvers are com-
mercial and target CPU-based workstations. Existing parallel software packages for MIP (e.g., PySP [61],
DSP [50], UG [62]) still rely on commercial solvers. As it became apparent that HPC architectures would
become GPU-centric, the development and deployment of GPU-based MIP solvers became a necessary
challenge. The challenges in this e� ort include the development of e� cient continuous optimization solvers,
branch-and-bound techniques, and heuristics for GPUs. Moreover, as the computation paradigm is increas-
ingly being driven by data, new challenges arise because optimization algorithms must now interact with
data and ML techniques. The acceleration of MIP solutions by ML techniques has been described in recent
literature [63, 64, 65]. Tight integration of ML techniques and MIP solvers on HPC architectures will enable
high-�delity and reliable data-driven solutions of important power system MIP problems.

5.1.2.6 Learning-Enhanced Optimization
In most electric grid applications, a speci�c optimization problem is routinely solved, such as day-ahead
security-constrained unit commitment (SCUC) and intraday SCUC. From one solve to the next solve, the op-
timization problems share signi�cant similarities (e.g., the same transmission topology, the same set of gen-
erators, possibly the same production cost curves), which results in the same mathematical formulation with
most parameters being the same. AI and ML can be applied in a variety of ways to accelerate and improve
the solution of these problems—from better forecasts as inputs, to improved system and operational parame-
ter estimation, to enhanced methods within solvers. In this context, useful solution hints and strategies could
be discovered by learning from previously solved instances to expedite the next solve. For example, poten-
tially redundant constraints or partial optimal solutions could be identi�ed through ML, thereby signi�cantly
reducing problem size and complexity. Unlike a traditional optimization paradigm in which a one-shot so-
lution is sought, learning-enhanced optimization heavily relies on learning from previously solved instances
to gain better solution strategies for signi�cant performance enhancement. Learning-enhanced optimization
can be very e� ective in speeding up grid applications (e.g., 10� speedup on large-scale SCUCs [65]) as the
MIPLearn generic learn-enhanced optimization package has shown [66]. Learning-enhanced optimization
requires solving/running many optimization problems/simulations for training, which demands signi�cant
computing resources.

5.1.2.7 Scalable Computations for Multiphysics and Hybrid Systems
There are currently few alternatives to cosimulation approaches when conducting multiphysics computa-
tions and, more generally, simulating complex systems comprised of numerous, dissimilar sub-systems;
e.g., simulating the interacting dynamics of the power grid and natural gas infrastructure. The limitations
of cosimulation are well known and documented, and this approach should only be viewed as a stopgap to
be discarded as soon as practical, mathematical sound techniques become available. For simulating systems
that interact continuously, partitioned and multirate numerical integrators [21, 67, 22] o� er a promising
approach. These relatively new techniques for numerical integration of complex systems have been demon-
strated to be scalable and they have attractive numerical properties that cannot be achieved with simpler
cosimulation methods; error control is a particular important example. However, they have not yet been
used broadly in commercial tools. An investment in the development usable software packages for incorpo-
rating partitioned, multirate integration methods into simulation models is needed to spur greater adoption
of these techniques.

Scalable simulation methods for hybrid dynamic (cyber-physical) systems are crucial for simulating a fu-
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ture power system that relies extensively on computer based controls. The logic implemented by software
in these controls is typically modeled as a discrete event dynamic system. When these models are combined
with models of transients in power systems, natural gas infrastructure, and other systems, it is necessary
to have simulation methods that correctly and e� ciently resolve the interaction of discrete controllers and
continuously evolving dynamics [68, 69]. For studies centered on issues of cyber-physical security, systems
reliability, or software oriented performance it can be crucial that the operational software be included in
large scale simulations that may be impractical for realization with a hardware or software in the loop ar-
rangement. These types of simulations require sophisticated models of computer hardware that can host
the operational within a large, non-real time simulation[70]. While solutions to both problems have been
demonstrated at small scales, there are no mature solutions that can leverage the high performance com-
puting resources necessary for large scale infrastructure modeling. Hence, signi�cant new investments in
research and development into the simulation of hybrid dynamic systems is essential for meeting future
modeling and simulation objectives.

5.1.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

Power system planning and analysis, particularly on LCF machines, would require approaches that integrate
multiple computational methods, such as dynamic simulation, large-scale optimization, and analysis of
distributed heterogeneous (and possibly private or proprietary) data. Much of the anticipated computation
will require tens of thousands of node-hours per year on a leadership-class machine such as Summit or
Frontier. This need is expected to increase as computational capability for power systems analysis matures.
Some power system analysis tools do not have an e� cient GPU implementation, so thousands of node-hours
per year on CPU-based clusters would also be required.

Having highly optimized sparse linear algebra libraries that includeLU and LDLT matrix factorization
functions is a critical need for all grid-related computations. This core capability is commonly available on
CPU-based resources, but it is typically incomplete with some key functions unavailable on existing GPU
platforms.

Stochastic optimal power �ow analysis uses historical weather data to generate probabilistic scenarios as an
input. Currently, there are 10 TBs of US weather data available, but this is increasing as more data from
di� erent geographical locations and of di� erent granularity is added. Over the next 3–5 years, we expect
that PBs of data will need to be stored and curated for the di� erent power systems analyses.

5.1.4 Impact
How will achieving these goals impact DOE mission priorities?

The research listed in this section will enable grid utilities to keep pace with the rapid transformations in
the electric grid as traditional high-inertia generation based on gas, coal, and nuclear shifts to IBRs such as
wind and solar. Such trends in the grid are breaking existing planning and design tools. For example, current
tools used to model the operations of generator dispatch, commitment, and load are not designed for grids
with over 50% renewables. Improvements will be required in modeling IBRs, and weather uncertainty will
drive massive increases in computational complexity and model �delity. New massively parallel stochastic
optimization solvers will be needed to handle power generation that is a� ected by weather, parallel modeling
EMT solvers will be needed to model large-scale IBR deployments, and cosimulation tools are required to
handle two-way power �ows between the transmission and distribution systems. With these modeling tools,
cost-bene�t analyses can be conducted for di� erent technology deployments, and assessments of system
resilience and reliability for future climate scenarios can inform the process.
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5.1.5 Architectural Implications
If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?

Sparse linear solver techniques—either direct linear solvers or preconditioners for iterative solvers—have
been challenging to implement on hardware accelerators. Most traditional methods require stable pivoting.
Pivoting on SIMT devices adds signi�cant data movement overhead, which reduces hardware utilization.
This appears to be a signi�cant challenge and requires rethinking of the existing sparse linear algebra algo-
rithms. A comprehensive solution will likely require codesign of computational methods, scienti�c software,
and hardware accelerators tailored for sparse linear algebra. For example, hardware with a CPU-GPU sys-
tem on a single die sharing a L3 cache might be a long-term solution for computations that involve analysis
of extremely sparse heterogeneous systems such as power grids.

As power system simulations become increasingly multiphysics and multi�delity, an adaptable and portable
software platform is needed to enable assembly of seamless multiphysics simulations. This platform must
provide interfaces to domain models along with access to partitioned and multirate numerical integrators [21,
71] that can accurately capture the coupling between di� erent domains. The platform should also provide
interfaces to event-triggered models and hybrid numerical integrators to enable mathematically justi�able
representations of physics-based models coupled with communication networks and discrete controls.

The computational ecosystem should provide interfaces to di� erent databases that contain grid data with
appropriate security. This will require di� erent security tiers given the nature of grid data.

Cloud-based services are being explored for di� erent grid applications. Ideally, access to DOE computa-
tional facilities should be available through a cloud-based interface. Furthermore, HPC computations should
be able to interface with cloud-based applications.
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Stakeholder O� ce(s):

ˆ EERE/VTO

ˆ OE

Session Leads:

ˆ Eric Hsieh, OE

ˆ Venkat Srinivasan, ANL

Lightning Speakers:

ˆ Michael Starke, ORNL

ˆ Rajeev Surendran Assary, ANL

ˆ Peter Graf, NREL

ˆ Srikanth Allu, ORNL

Section Authors:

ˆ Srikanth Allu, ORNL

ˆ Matt Sieger, ORNL

ˆ John Turner, ORNL

52



5.2.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

Over the last decade, computational scientists have developed simulation codes that accelerated battery
material discovery using high-throughput screening and electrochemical transport at various scales inde-
pendently. Many electrochemical material systems, such as multivalent ions, high-density metal-air, metal-
sulfur batteries, or grid-storage systems, are considered in beyond-Li-ion R&D. All these research e� orts
require signi�cant a priori computations for materials discovery, property predictions, and optimization us-
ing atom-atom and molecule-by-molecule approaches.

5.2.1.1 Atomic Scale
Atomistic modeling can provide a priori data to accelerate the discovery of electrolytes, electrodes, and
membranes to reduce the cost and time of discovery. Coupled with data science and multiscale techniques,
atomistic modeling can address prediction of molecular-level properties of materials (e.g., redox potentials,
solvation, spectroscopic, reactivity) to down-select optimal materials or material combinations. In energy
storage R&D, discovery is essential in every aspect, and democratizing the atomistic modeling in our R&D
portfolio requires signi�cant dedicated computing resources for data storage and computation. At atomic
and molecular scales, the electrolyte genome project [72] and message-passing NNs [73] have accelerated
the discovery of new useful electrolytes and generated thousands of electrolyte-surface molecular reactions.
This has enabled conducting high-throughput, �rst-principles calculations and ML predictions using molec-
ular graphs as input to evaluate crucial properties such as solvation structure, self-di� usion coe� cients, and
conductivity. Using this infrastructure [74] the authors have calculated reaction energies and constructed a
chemically consistent graph with stoichiometry constraints that enable the prediction of low-cost pathways
to desired products in massive reaction networks. By including these important reactions identi�ed from a
�rst-principles, data-driven approach in classical MD, Alzate-Vargas et al. [75] were able to capture chemi-
cal reactivity on much longer timescales while accounting for solid-electrolyte interphase (SEI) growth and
molecular di� usion. Although these are state-of-the-art infrastructures and software tools, at these scales we
are limited by the time to simulation to reliably predict the SEI structure and growth on the order of 100 nm.

5.2.1.2 Microstructure to Device Scale
At the microstructure scale, Qian et al. [76] developed a data classi�cation method with nano-resolution
synchrotron spectromicroscopy data to investigate asymmetric stress and cause structure disintegration in
nickel-rich cathode materials. These authors formulated an ML-assisted data clustering approach to reduce
the noise and dimensionality of the data and further quantify the strain-induced lattice distortion. However,
for the data collected at nano scale from synchrotron facilities, the collection time is proportional to the
sample size, and practical sample volumes with representative volume distributions of various materials are
inconceivable [77]. ML models trained on these datasets to identify the di� erent material phases could be
used to predict the particle phase distribution on the data collected from x-ray microtomography at higher
scale to essentially bridge the gap between nanoscale and micronscale. Also, as the data sizes from these
science facilities grow, the research community must invariably deploy these ML techniques on large-scale
distributed computing that screens and quanti�es thousands of particles that supplement the imaging exper-
iment to correlate the structure and property relations for battery materials.

Finally, at the device and systems scale, the advances in sensor technology and large-scale data collection
from �eld monitoring have enabled new data analytics using ML techniques. These advances have created
the opportunity to predict the health and cycle life using data-driven methods. Severson [78] has demon-
strated a way to extract features from accelerated experiments to identify correlations to capacity degradation
for battery lifetime prediction by using a linear regression model. Although this provides useful informa-
tion, the ML model is not necessarily �eld representative and does not encompass all aspects of the dynamic
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drive cycles and associated degradation modes. A detailed review of current state-of-the-art approaches and
opportunities with ML techniques that use HPC to accelerate battery simulations is available [79].

Many of these advances take an enormous amount of time to commercialize because they must institute
con�dence by testing these material systems at scale on devices and systems that are eventually assembled
into �nished products. Many factors (e.g., materials processing, defects) and daily operations (e.g., cycling
of containerized Li-ion storage) will contribute to capacity fade in which the end of life is marked when
the cells can be charged to only 80% of the rated capacity. Understanding the in�uence of these parame-
ters/features and essentially bridging the gap between the length scales would be grand challenge for the
battery community.

Figure 10. Opportunities for ML models in electrochemical systems across scales.

5.2.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

5.2.2.1 Low Technology Readiness Level
Autonomous experiments and AI techniques (e.g., AI-optimization, AI-synthesis, AI-inverse design) are
essential to accelerating materials discovery. These autonomous experiments (e.g., determination of an
optimal electrolyte combination) require active-learning approaches (e.g., AI coupled with �rst-principles
simulations, function approximation, reinforcement learning), and these approaches require dedicated online
and o� ine computations and data storage. Moreover, a vast amount of materials that could be used in the
energy-storage research have not been explored. For example, there are molecules that could be used in a
redox �ow battery for grid storage or new redox mediators/catalysts in metal-air batteries. Of the billions
of materials (e.g., high-entropy alloys, catalytic combinations) in chemical space, it is possible that there
are catalysts for metal-air batteries. Data science–based approaches are also essential for retro synthesis to
rank molecules that can be synthesized by simple chemical reactions to compute the feasibility of synthetic
pathways, to develop automated chemical synthesis instrumentation, and to identify optimal conditions
(e.g., reagents, solvents, temperature, co-solvents, concentration). Owing to limitations in the materials
informatics data, targeted high-throughput experiments and computations are also essential. HPC is more
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cost-e� ective than experiments and could generate new datasets to enable data-driven discovery.

5.2.2.2 High Technology Readiness Level
Under the Energy Storage Grand Challenge (ESGC) [80], a framework that supports the Rapid Opera-
tion Validation Initiative is proposed to investigate the 15-year operational cycle life with 1 year of �eld-
representative data. Although we have an accurate physics-based model, it is computationally intractable
and expensive to conduct these simulations in the time scales of interest. Combining physics with ML
has been proposed primarily to reduce the dimensionality of the data and to capture all combinations of
operating conditions. Even including physics-based models to ensure that we are not violating laws of ther-
modynamics, a massive number of datasets is still required to train ML models that encompass all possible
�eld-representative use cases. In testing, the current models discussed cannot handle the large datasets gen-
erated at several scales on a regular basis. Hence, there is a growing need to develop a framework that
generates an ML model that is agnostic to the application/chemistry, which requires standardizing the data
aggregated from all sources and de�ning all necessary meta information.

5.2.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

This application space has a growing gap between the developed tools, the work�ow, and the computing
resources. First of all, signi�cant challenges and needs are associated with the atomistic modeling for the
energy storage discovery e� orts. Development of parallel simulations tools, preferably using GPUs, would
accelerate these applications, but the existing software (e.g., VASP, Gaussian, NWChem, CP2K, QChem)
may require modi�cation to e� ectively leverage GPU architectures. Moreover, longer job execution on HPC
machines (more than 24 hours) for �rst-principles simulations and MD simulations to identify the motions of
ions (e.g., di� usion, mechanical properties, conductivity) may require weeks of running time, and dedicated
partitions may also be required.

To achieve some of the goals and metrics established under the ESGC roadmap [80], the computing infras-
tructure must be established in the next 2 years. With all the energy storage deployments as part of the
infrastructure bill, massive amounts of data will be collected and made available to predict the operational
lifetime of the new storage technologies. We will need to store and process this data (i.e., multiple PBs gen-
erated daily) to enable AI/ML frameworks to develop digital twins at scale. It is also estimated that around
500 TB are needed for technologies such as bidirectional, chemical, and thermal storage. Because this data
is collected and streamed to public cloud-based infrastructure, we envision extensive interaction between
distributed computing and edge systems.

5.2.4 Impact
How will achieving these goals impact DOE mission priorities?

To achieve decarbonization by 2035, a goal set in the ESGC roadmap [80], we must accelerate the tran-
sition of the transportation sector to electri�cation and electric grid by supporting intermittent generation
by large-scale energy storage deployments. To solve any of these challenges, we must start addressing the
barriers—from electrode material processing, to manufacturing at scale in giga factories, to deploying in
TW-hour systems. The LCFs coupled with scalable ML and AI techniques will greatly accelerate scienti�c
discovery. In particular, connecting AI/ML models across multiple scales can accelerate the material dis-
covery and interfacial stability all the way to a battery system's device performance, which is a decade-long
and expensive process that requires urgent attention.
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5.2.5 Architectural Implications
If you could design the ideal computational infrastructure/ecosystem to address the challenges in your
mission space, what would it look like? How would it di� er from today's HPC systems, if at all?

The ideal computing infrastructure/ecosystem for developing energy storage digital twins would include the
following features:

ˆ A peer-to-peer connection with systems in public cloud infrastructure

ˆ The ability to process/handle large amounts of data and network with edge systems in real time

ˆ Accelerators (i.e., GPUs/TPUs) with more memory

ˆ Autonomous work�ows for ingesting data

ˆ Nodes/pods that scale based on load

5.2.6 Exploration of Cloud HPC
Will be added.

5.3 CARBON MANAGEMENT
Stakeholder O� ce(s):

ˆ Fossil Energy and Carbon Management (FECM)

Session Leads:

ˆ Darren Mollot, FECM

ˆ Edgar Lara-Curzio, ORNL

Lightning Speakers:

ˆ William Rogers, National Energy Technology Laboratory (NETL)

ˆ Shashank Yellapantula, NREL

ˆ Kashif Nawaz, ORNL

ˆ Sarang Supekar, ANL

Section Authors:

ˆ Matt Sieger, ORNL

ˆ Vyaas Gururajan, ANL

5.3.1 Overview and Current Status
What existing e� orts do you have that utilize HPC? AI and ML? Analysis of large datasets? Are
current e� orts limited by lack of computational resources?

5.3.2 Anticipated Challenges
What are some challenges in your domain that will be dominant in 5–15 years and that HPC and data
science can help solve?

Carbon capture technologies have several unique challenges that can hopefully be overcome with the right
combination of computational and data science e� orts.
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For sorbent-based CO2 capture units, �ow-through packed beds must be resolved. The meshing of such
packed beds, in which length scales can vary by 3 orders of magnitude, is not straightforward [81]. Mul-
tiphase �ow-through packed beds add to the aforementioned meshing di� culties because both liquid- and
gas-phase interactions must be resolved to calculate accurate mass transfer coe� cients, and these are subject
to turbulence and tortured �ow [82]. There is also a lack of thermochemistry data that relates to the interac-
tion of dissolved components in an aqueous phase (i.e., Pitzer parameters). These are crucial for obtaining
vapor-liquid equilibrium of CO2 in solvents (and their mixtures) and the activity coe� cients for kinetic-rate
calculations.

Ideally, this thermochemistry data would be available in databases that could be easily parsed for CFD
codes, much like chemikin/cantera databases are used in combustion. The unknown Pitzer parameters must
be derived from experimental data that does not measure these directly, but rather their e� ects (i.e., vapor-
liquid equilibria curves) are measured [83]. Therefore, regression and uncertainty propagation are required,
not unlike for combustion problems [84].

The CO2 capture units must also be co-optimized, and both mass and heat transfer must be simultaneously
high for high rates of CO2 absorption and material regeneration. Exploring the design space for this problem,
which entails resolving the aforementioned physics, will greatly bene�t from AI/ML methods.

5.3.3 Anticipated Resource Needs
What computational resources (including storage and networking) are needed to achieve your 5–15
year goals?

A typical sorbent-based CO2 capture unit calls for around 3–6 days for 360 cores to compute a mass transfer
coe� cient. For the aforementioned co-optimization problem, 100–1,000 simulations should be run. This
calls for TBs of storage with modest intercore communication speeds.

5.3.4 Impact
How will achieving these goals impact DOE mission priorities?

The rapid decarbonization of the US economy is unlikely to occur with batteries and renewables: certain
sectors will continue to rely heavily on fossil fuel sources. Point-source carbon capture o� ers a crucial
bridging technology; however, the deployment of this technology demands more research. The aforemen-
tioned co-optimization problem is key to bringing the price of a CO2 capture technology to less than $50
USD/CO2-tonne. Making thermochemistry data widely available will also spur research across the nation
to reach this target.
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6. SUMMARY

6.1 COMMON CROSSCUTTING THEMES
The presentations and discussions in this workshop identi�ed several common themes that crosscut multiple
application domains, as described below.

6.1.1 Coupled Multiscale Physics
This aspect of computational science remains a priority for many, but not all, of the application domains.
However, maturity varies widely across domain areas. Some areas have mature capabilities that can serve
as a baseline to be extended to the more advanced work�ows described below. In other areas, coupled
multiscale physics capabilities are either under development or not necessary.

6.1.2 Ensemble Work�ows
Several application areas described active e� orts or a desire to move beyond single (or few) hero simula-
tions to ensembles of simulations. Such work�ows are useful for UQ, exploration of design options, and
optimization.

6.1.3 AI/ML Work�ows
Many application areas emphasized the potential of AI and ML work�ows to achieve mission goals. Exam-
ples expressed include dynamic generation of ROMs and surrogate models; integration of sensor data and
simulation and analysis; and real-time analysis, response, and control.

6.1.4 Edge Ecosystem
Several application areas expressed signi�cant interest in the concept of anedge ecosystem. That is, aug-
menting leadership-class computational resources with a hierarchical ecosystem of distributed compute and
data resources connected via a robust high-speed network. This is owing in part to the explosion in dis-
tributed sensor technologies that is driving and enabling rapid advances in several application areas.

Notably, domains in which traditional computational science (e.g., coupled multiscale physics) played a less
signi�cant role were often the domains that showed the greatest interest in the edge ecosystem concept.

6.1.5 Cybersecurity
The need for �exible and secure data protection and access control was common across all application
domain areas.

6.2 IMPACTS AND OPPORTUNITIES
Because the application domains have an extremely diverse set of mission goals, the potential impact of
capability improvements in these areas varies widely. The following table provides a qualitative assessment
of the opportunity space in these areas for each of the application domains. As mentioned above, areas for
which an edge ecosystem would have the most impact (e.g., mobility systems and building technologies)
have lower emphasis on coupled multiscale physics.

Notably, we are omitting cybersecurity because it is a priority across all application areas.

6.3 READINESS
Given an assessment of the impact of various modes of computational and data science on mission goals,
a question remains. That is, to what extent are these domain areas taking advantage of (or ready to take
advantage of) these modes of advanced computingtoday? We will refer to this generally asreadinessand
assess the application domains in four areas that roughly correspond to the four modes shown in the previous
table. Again, we are omitting cybersecurity owing to its cross-domain signi�cance.
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Table 2. Potential impact of improved capabilities in four areas of computational and data science
for each of the application domains (i.e., potential for improvements in these areas and the impact
on relevant program o� ces and their goals) color coded as red (low), yellow (moderate), and green
(high).

Application Potential Impact/Opportunity
Coupled Ensembles AI/ML Edge

Area Domain Multiscale
(UQ, De-
sign,

Work�ows Ecosystem

Physics Optimization)

Transportation Vehicles
Mobility
Systems
Biofuels

Renewable Wind Energy
Power Solar Energy

Energy
E�ciency

AM

Building
Technologies

Crosscuts Electric Grid
Energy Storage

6.3.0.1 Capacity HPC
This category includes primarily standard clusters, possibly with accelerated nodes, up to and including large
platforms such as those at NERSC and NREL. An application area that primarily leverages workstations for
its computational needs would rank low for this mode.

6.3.0.2 Capability HPC
This category includes leadership-class platforms such as those at the ALCF and the OLCF as well as plat-
forms at National Nuclear Security Administration laboratories. A domain area with applications currently
running on leadership-class platforms would rank high for this mode. Notably, domains with ECP projects
have a signi�cant advantage.

6.3.0.3 AI/ML Work�ows
This category is meant to assess an application area's ability to take advantage of AI and/or ML work�ows.
A high degree of readiness for this mode would indicate the availability of high quality data as well as
appropriate algorithms and implementations for the particular application domain.

6.3.0.4 Edge Ecosystem
We realize that this is a nascent mode of computing and thus more di� cult to assess for readiness. Never-
theless, it is possible to gauge based on both mission need and early exploratory projects.

The following table summarizes the readiness of each application domain for these four modes of computing—
from current to near-term to next-generation HPC platforms. Note that an assessment oflow should not be
interpreted as negative but rather as a gap that could be bridged with appropriate resources (i.e., focused
e� orts by multidisciplinary teams with domain, computational, and data science expertise). Prioritization of
investment resources would depend on the potential impact.
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Table 3. Current ability of each application domain to take advantage of these four modes of advanced
computing color coded by low (red), moderate (yellow), and high (green).

Application Readiness

Area Domain
Capacity
HPC

Capability
HPC

AI/ML
(Data)

Edge
Ecosystem

Transportation Vehicles
Mobility
Systems
Biofuels

Renewable Wind Energy
Power Solar Energy

Energy
E�ciency

AM

Building
Technologies

Crosscuts Electric Grid
Energy Storage

Figure 11. Potential impact and readiness of application domains for traditional HPC (both capability
and leadership).
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Figure 12. Potential impact and readiness of application domains for AI and ML workloads and edge
ecosystems.
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