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EXECUTIVE SUMMARY

The goal of the ExaWind project is to enable predictive simulations of wind farms comprised of many
megawatt-scale turbines situated in complex terrain. Predictive simulations will require computational fluid
dynamics (CFD) simulations for which the mesh resolves the geometry of the turbines, capturing the thin
boundary layers, and captures the rotation and large deflections of blades. Whereas such simulations for a
single turbine are arguably petascale class, multi-turbine wind farm simulations will require exascale-class
resources.

At the center of the ExaWind project is the ExaWind software stack, which includes three physics
solvers and a suite of supporting libraries. Near-turbine fluid dynamics are simulated with Nalu-Wind, an
incompressible-flow unstructured grid CFD code, which heavily leverages Trilinos. Nalu-Wind meshes are
embedded in, and two-way coupled to AMR-Wind via overset meshes where connectivity is handled through
the TIOGA library. . AMR-wind is a structured-grid incompressible flow solver built on AMReX, and is
equipped with adaptive mesh refinement (AMR) capabilities. The global model equations are naturally
decomposed with the meshes. AMR-Wind and Nalu-Wind are loosely coupled as described in the FY20 Q3
and FY21 Q2 milestone reports. This strategy allows each solver to use its optimal linear-system solvers, and
independent improvements to linear-system solvers are expected to translate well to use in hybrid simulations.

In this milestone report, we provide an overview of ExaWind supported work in FY22. There were
accomplishments in many areas of the project, e.g., simulating a fifteen-turbine wind farm with 22 billion
gridpoints on Summit, performing performance studies on Crusher, Frontier’s test system, and validating
turbulence mdoels necessary for predictive wind farm simulations. Specific accomplishments are as follows:

e Demonstration and performance analysis: A 22B gridpoint simulation of 15 turbines under uniform
inflow was performed on Summit. Timing of the simulations was documented. Multiple strong scaling
studies were performed to benchamrk the performance of the Exawind solver. A strong scaling study
was performed with 10B gridpoint comprising 15 turbines in a neutral ABL to benchmark Exawind
performance for a production-style run. A second strong scaling study comprising 170M cells of 1
turbine under uniform inflow was also performed. For the latter, comparisons were made between
Summit and Crusher performance.

e Fluid solvers and overset coupling: The team has made significant advances on preparing the ExaWind
stack for NVIDIA and AMD GPUs. The hybrid Nalu-Wind/AMR-Wind solvers are running successfully
on Summit and Crusher. For Summit simulations, AMR-Wind is typically run on GPUs and Nalu-Wind
can be run on either CPUs or GPUs, with the former showing significantly better performance. For
Crusher, hybrid simulations have had AMR-Wind and Nalu-Wind on GPUs and CPUs respectively.
Nalu-Wind stand-alone has been successfully executed on Crusher GPUs. Questions still remain on the
best next steps for the TIOGA overset libraries regarding if TIOGA execution should remain on CPUs
or should be fully ported to GPUs.

e Linear-system solvers and preconditioners: The ExaWind team has pushed two linear-system solver
pathways for the last several years: hypre and the Trilinos solvers. Both solvers have seen development
activity in F'Y22. For Trilinos solvers, the team has been focused on strong scaling on Crusher and
exploring matrix-storage strategies. Implemented SYCL backend for Trilinos solver stack (Tpetra,
Belos, Amesos2, Ifpack2) with build tested on Arcticus. Established regular performance testing of
Trilinos kernels on Crusher, paper appeared in NLAA on new AMG algorithms for problems with
heterogeneous coefficients. For hypre, the team has integrated new parameter settings for optimized
sparse operations on device, and integrated the usage of the Umpire memory pooling library within
ExaWind hypre interface, which can minimize expensive device allocations. The hypre solver stack is
fully capable of leveraging GPU-aware MPI. Overall, the team has found hypre to provide the most
robust solver pathway an, going forward, the ExaWind project will focus linear-solver resources on
hypre as its primary AMG solver. We expect Trilinos solvers development to continue under ECP
Software Technologies.

e Turbulence modeling: In this report, we describe advances with the Active-Model-Split (AMS) approach
to hybrid RANS/LES turbulence modeling. In FY23 Q3-Q4, the AMS team has increased the AMS
validation suite by (1) adding a test case based on a high-Reynolds number separated flow over an
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A-Airfoil, (2) improved the diagnostics in the AMS formulation, leading to the identification of several
avenues of improvement, (3) identified issues in the current forcing formulation, and (4) started to
incorporate buoyancy to the AMS ABL simulations. In addition, a significant effort focused on our
baseline hybrid-RANS/LES approach, which is the improved delayed detached eddy simulation (IDDES).
The team validated Nalu-Wind IDDES for highly separated flows, which are important for wind turbine
simulations, including the modeling of stall/vortex induced vibrations and flows under yawed conditions.
The team showed that excellent lift and drag calculations (compared to experiments) can be achieved
with IDDES so long as there is sufficient grid resolution. These results are very promising for the overall
validity of ExaWind simulations.

In-situ visualization: Integrated AMR-Wind with the new NOODLES collaborative visualization
platform being developed at NREL, which is aimed at enabling data visualization on multiple devices.
The Ascent in-situ visualization toolkit has been added as an option to the spack build recipe for
automatic inclusion. Paraview has been the go-to visualization package for ExaWind, but there have
been several problems exposed by ExaWind large hybrid data sets, which the team is working with
Kitware to resolve. Finally, the team has been advancing the use of VisIT, an alternative to Paraview,

which is better suited to the data from ExaWind. However, we have yet to enable the visualization of
hybrid-Nalu-Wind/AMR-Wind data.

In addition, the ECP ExaWind project has been run in close collaboraiton with the High-Fidelity Modeling

(HFM) projects funded by the DOE Energy Efficiency and Renewable Energy Wind Energy Technologies
Office (WETO). Under that funding, two-way-coupled fluid-structure-interaction is being better enabled
between OpenFAST and Nalu-Wind. WETO is also supporting several validation campaigns for ExaWind.
Under WETO, and important new development is the push towards offshore wind energy, and the addition of
two-phase fluid dynamics, which is critical for the high-fidelity simulation of floating offshore wind turbines.
Finally, WETO initiated FY23 funding for the creation of OpenTurbine, a flexible-multi-body dynamics
simulation tool that would replace the OpenFAST capability within the ExaWind framework. OpenFAST, a
legacy Fortran code, has exhibited several challenges that could hinder ExaWind’s long-term impact.

Overall, the ExaWind team is on track to succeed with its challenge problem on the Frontier system. The

team will continue optimizing the full stack on Crusher and Frontier, aiming for better strong scaling and the
shortest time to solution.
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1. INTRODUCTION

The ultimate goal of the ExaWind project is to enable scientific discovery through predictive simulations of
wind farms comprised of many megawatt-scale turbines situated in complex terrain. Predictive simulations
will require computational fluid dynamics (CFD) simulations for which the mesh resolves the geometry
of the turbines (blade-resolved) and captures the rotation and large deflections of blades. Whereas such
simulations for a single turbine are arguably petascale class, multi-turbine wind farm simulations will require
exascale-class resources [20].

The expectation is that by developing the computational capability to conduct blade-resolved simulations
of a wind farm, more accurate predictions of wake dynamics and their interaction with other turbines will be
achieved. Preparing the ExaWind simulation environment to utilize next-generation resources to allow for
these massive simulations has been the main focus of the majority of previous milestones. Even with the use
of exascale computational resources, the accuracy of simulations will still be limited by the quality of the
underlying physical modeling.

In this milestone report, we discuss accomplishments across the project in FY22, which are directed at
enabling a predictive wind turbine and wind farm simulation capability in the ExaWind software stack. FY22
efforts have focused on achieving good CPU/GPU performance on the OLCF Summit supercomputer and
establishing ExaWind on Crusher, the Frontier test and development system. The report is structured as
follows. Section 2 describes the milestone requirements and provides an overview of how those requirements
were satisfied. Section 3 describes in detail the FY22 accomplishments in the many focus areas of the ExaWind
project: Demonstration simulations and scaling performance (§3.2), porting to GPUs (§3.3), linear-system
solvers (§3.4), turbulence modeling (§3.5), and visualization (§3.6). Section 4 provides concluding remarks.

2. MILESTONE DESCRIPTION

In this section, we provide the approved milestone description and execution plan followed by a brief description
of how the milestone was completed. Details regarding completion are included in the following sections.

2.1 DESCRIPTION

Demonstrate multi-turbine simulation with hybrid-structured /unstructured-moving-grid with a practical
amount of the software stack running on the device. The simulations will be demonstrated up to at least
20B gridpoints. Performance results will be used to plan next steps required for successfully simulating the
ExaWind challenge problem on an exascale machine.

Completion of this milestone will include reporting on FY22 accomplishments in the areas supporting
the advancement of the ExaWind software stack in ways necessary for successful simulation of the ExaWind
challenge problem, e.g., Trilinos solvers, hypre solvers, overset-mesh search algorithms, fluid-structure
interaction, turbulence modeling, and in-situ visualization.

2.2 EXECUTION PLAN

1. Demonstration and performance analysis: Demonstrate a simulation with at least two wind turbines
and with at least 20B gridpoints. The simulation should primarily be run on GPUs. Document weak-
and strong-scaling performance and propose next steps for successful KPP-2 demonstration.

2. Fluid solvers and overset coupling: Continue porting codes to the AMD /Hip platform (Frontier) and the
Intel platform (Aurora). Harden and assess the strong and weak scaling of recently added capabilities
in AMR-Wind, including immersed boundaries for complex terrain and inflow-outflow with NetCDF
I/0. Determine the most effective MPI mapping for the multi-application (hybrid-solver) coupling and
Nalu-Wind/AMR-Wind load balancing strategies. Continue porting TIOGA to GPUs, perform scaling
studies on GPUs, and compare performance with CPUs.

3. Linear-system solvers and preconditioners: Continue optimization of the hypre and Trilinos linear-system
solver libraries with focus on GPU performance on Summit as well as performance on AMD and/or
Intel GPUs.

Exascale Computing Project (ECP) 1 ECP-Q4-FY22



4. Turbulence modeling: Continue improvement of the Active Model Split (AMS) model based on outcomes
of the FY22 Q2 turbulence-modeling milestone.

5. In-situ visualization: Integrate multi-platform collaborative visualization tooling.

Completion Criteria: Technical report describing the milestone accomplishment and a highlight slide summa-
rizing those accomplishments.

2.3 OVERVIEW OF MILESTONE COMPLETION

This milestone report describes the efforts of the ExaWind team during the Fiscal Year 2022 not reported in
the FY22 Q2 milestone, which was focussed on accomplishments with the Adaptive Split Turbulence Model.

The following is a concise description of how each of the items in §2.2 Execution Plan was satisfied for
milestone completion.

1. Demonstration and performance analysis: A 22B gridpoint simulation of 15 turbines under uniform
inflow was performed on Summit. Timing of the simulations was documented. Multiple strong scaling
studies were performed to benchamrk the performance of the Exawind solver. A strong scaling study
was performed with 10B gridpoint comprising 15 turbines in a neutral ABL to benchmark Exawind
performance for a production-style run. A second strong scaling study comprising 170M cells of 1
turbine under uniform inflow was also performed. For the latter, comparisons were made between
Summit and Crusher performance.

2. Fluid solvers and overset coupling: The team has made significant advances on preparing the ExaWind
stack for NVIDIA and AMD GPUs. The hybrid Nalu-Wind/AMR-Wind solvers are running successfully
on Summit and Crusher. For Summit simulations, AMR-Wind is typically run on GPUs and Nalu-Wind
can be run on either CPUs or GPUs, with the former showing significantly better performance. For
Crusher, hybrid simulations have had AMR-Wind and Nalu-Wind on GPUs and CPUs respectively.
Nalu-Wind stand-alone has been successfully executed on Crusher GPUs. Questions still remain on the
best next steps for the TIOGA overset libraries regarding if TIOGA execution should remain on CPUs
or should be fully ported to GPUs.

3. Linear-system solvers and preconditioners: The ExaWind team has pushed two linear-system solver
pathways for the last several years: hypre and the Trilinos solvers. Both solvers have seen development
activity in FY22. For Trilinos solvers, the team has been focused on strong scaling on Crusher and
exploring matrix-storage strategies. Implemented SYCL backend for Trilinos solver stack (Tpetra,
Belos, Amesos2, Ifpack2) with build tested on Arcticus. Established regular performance testing of
Trilinos kernels on Crusher, paper appeared in NLAA on new AMG algorithms for problems with
heterogeneous coefficients. For hypre, the team has integrated new parameter settings for optimized
sparse operations on device, and integrated the usage of the Umpire memory pooling library within
ExaWind hypre interface, which can minimize expensive device allocations. The hypre solver stack is
fully capable of leveraging GPU-aware MPI. Overall, the team has found hypre to provide the most
robust solver pathway an, going forward, the ExaWind project will focus linear-solver resources on
hypre as its primary AMG solver. We expect Trilinos solvers development to continue under ECP
Software Technologies.

4. Turbulence modeling: In this report, we describe advances with the Active-Model-Split (AMS) approach
to hybrid RANS/LES turbulence modeling. In FY23 Q3-Q4, the AMS team has increased the AMS
validation suite by (1) adding a test case based on a high-Reynolds number separated flow over an
A-Airfoil; (2) improved the diagnostics in the AMS formulation, leading to the identification of several
avenues of improvement, (3) identified issues in the current forcing formulation, and (4) started to
incorporate buoyancy to the AMS ABL simulations. In addition, a significant effort focused on our
baseline hybrid-RANS/LES approach, which is the improved delayed detached eddy simulation (IDDES).
The team validated Nalu-Wind IDDES for highly separated flows, which are important for wind turbine
simulations, including the modeling of stall/vortex induced vibrations and flows under yawed conditions.
The team showed that excellent lift and drag calculations (compared to experiments) can be achieved
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with IDDES so long as there is sufficient grid resolution. These results are very promising for the overall
validity of ExaWind simulations.

5. In-situ visualization: Integrated AMR-Wind with the new NOODLES collaborative visualization
platform being developed at NREL, which is aimed at enabling data visualization on multiple devices.
The Ascent in-situ visualization toolkit has been added as an option to the spack build recipe for
automatic inclusion. Paraview has been the go-to visualization package for ExaWind, but there have
been several problems exposed by ExaWind large hybrid data sets, which the team is working with
Kitware to resolve. Finally, the team has been advancing the use of VisIT, an alternative to Paraview,
which is better suited to the data from ExaWind. However, we have yet to enable the visualization of
hybrid-Nalu-Wind/AMR-Wind data.

In addition, the ECP ExaWind project has been run in close collaboraiton with the High-Fidelity Modeling
(HFM) projects funded by the DOE Energy Efficiency and Renewable Energy Wind Energy Technologies
Office (WETO). Under that funding, two-way-coupled fluid-structure-interaction is being better enabled
between OpenFAST and Nalu-Wind. WETO is also supporting several validation campaigns for ExaWind.
Under WETO, and important new development is the push towards offshore wind energy, and the addition of
two-phase fluid dynamics, which is critical for the high-fidelity simulation of floating offshore wind turbines.
Finally, WETO initiated FY23 funding for the creation of OpenTurbine, a flexible-multi-body dynamics
simulation tool that would replace the OpenFAST capability within the ExaWind framework. OpenFAST, a
legacy Fortran code, has exhibited several challenges that could hinder ExaWind’s long-term impact.

Overall, the ExaWind team is on track to succeed with its challenge problem on the Frontier system. The
team will continue optimizing the full stack on Crusher and Frontier, aiming for better strong scaling and the
shortest time to solution.

3. RESULTS AND DISCUSSION

3.1 IMPROVEMENTS TO SOFTWARE SUSTAINABILITY: SPACK-MANAGER

Building the ExaWind software stack has historically been a challenge due to the complexity of the stack.
This is compounded by the number of machines and test beds that are being utilized at any given time since
the build recipes on the various architectures and machines all require specific tweaks and customizations.
Processing and retaining this information is a non-trivial task and it can take a considerable amount of time
and effort for each developer to get up and running on a new platform.

These challenges, among others, led the ExaWind team to develop the Spack-Manager project. Spack-
Manager is a light-weight extension to Spack that automatically detects which machine a developer is
utilizing and natively embeds the machine specific information for that platform into every build environment.
Spack-Manager also has a unique set of commands that reduce the complexity of Spack and provide a machine
agnostic interface for developers to work in. The commands used to setup a build environment on a laptop are
the exact same as those used on Summit and Crusher. Spack-Manager drives all the nightly tests using the
exact same environments that developers are using for their work. Furthermore, Spack-Manager is developed
through a centralized repository on GitHub so every developer has access to the latest build information and
anyone can update this information through peer-reviewed pull requests. All of these factors increases the
speed and confidence in which software bugs can be detected and dealt with by the ExaWind development
team.

Another feature of Spack-Manager is its flexibility for setting up custom development environments.
Spack-Manager embraces Spack’s development features which allow for users to modify and develop multiple
software packages simultaneously in a single build environment. This feature has increased the productivity
of developers working on multiple packages and/or lower level packages such as Hypre, Trilinos and Tioga
because they no longer need to worry about manually setting up interfaces to chain multiple builds across
the software stack together. Spack and Spack-Manager are able to handle all these details for the ExaWind
developers. Spack-Manager success here is two fold: it simplifies the interface for setting up a build while
simultaneously enabling arbitrarily complex, developer specified, build environments.

A secondary benefit of the Spack-Manager project is increased collaborations with other ECP projects.
For example, the relationship between Spack and Spack-Manager is strong and has proven to be symbiotic.

Exascale Computing Project (ECP) 3 ECP-Q4-FY22



Spack-Manager obviously leverages the work of Spack development to its advantage, and in return Spack-
Manager developers have pushed multiple bug fixes and new features into mainline Spack. The development
teams for both products are in regular communication and have built strong relationships over the last several
years.

Spack-Manager has also led to increased collaboration with the Extreme-Scale Scientific Software Stack
(E4S). E4S has been able to utilize Spack-Manager’s build scripts to generate nightly Docker images for the
ExaWind stack that make the software more deployable to end users. The ExaWind development team also
utilizes these Docker images to drive continuous integration (CI) testing for all three of the top level software
products (ExaWind-Driver, AMR-Wind and Nalu-Wind).

In summary, the innovative features and strengths of Spack-Manager have made ExaWind more accessible
and considerably easier to build when compared to prior years. These changes are continually improving
ExaWind’s prospects for long term sustainability and adoption by researchers in the scientific computing and
renewable energy communities.

3.2 DEMONSTRATION SIMULATIONS AND SCALING PERFORMANCE

For the demonstration and scaling studies, problem setups with NREL 5-MW turbines are considered. The
NREL 5-MW turbine [11] is a 126 m diameter reference turbine, designed for use in research of offshore wind.
This reference turbine is widely used in the wind research community as a baseline, open-source turbine
specification. The NREL 5-MW turbine was previously used in the FY21 Q4 milestone to demonstrate the
applicability the ExaWind solver to blade-resolved simulations of MW-scale turbines. For the purposes of
this study, the turbine geometry was simplified by neglecting the tower and nacelle structures; only the three
blades and the hub were modeled.

We examine simulations results in this section that were produced with the ExaWind hybrid solver,
where near-body flow is modeled with the Nalu-Wind solver, which is two-way coupled to the background
AMR-Wind mesh via overset meshes (TIOGA). The 5-MW turbine mesh developed for the FY19 Q2 milestone
was reused here, and is depicted in Figure 1. The mesh has a total of 8.67M elements (7.6M nodes). The
background AMR-Wind meshes vary in terms of the domain size and the level of refinement from one example
to another, and are described alongside the respective examples presented in this section.

3.2.1 ExaWind scaling on Summit using algebraic multigrid for Poisson solves

We consider a production-style setup for the first scaling study with statistics presented in Fig. 2. The
hub-height (90 m) velocity is forced to the rated velocity of the NREL 5-MW rotor, i.e., 11.4 m/s, at 45
degrees relative to the domain box. Upon accounting for Coriolis force, the wind direction corresponds to 225°
by meteorological conventions which dictate that the North pole is positive y-axis and East is positive x-axis
as shown in Figure 2. The height of the capping inversion is specified at ~ 1000 m by manually defining the
temperature along the height of the domain including a zero surface potential temperature flux. The capping
height was chosen to be representative of neutrally stable atmospheric boundary layers (ABLs) in nature. For
the presented results, the precursor ABL simulation developed over the course of ~ 50 hours of physical time.

A domain of size 3 x 3 x 1.5 km? with a base level mesh resolution of 3.35 m is used for this case. Three
levels of mesh refinement serve to accurately model the turbine wake and cover the wake region including
the turbine and span a domain of 2 x 2 x 0.15 km?® as shown in Fig. 3. All levels of refinement combine
for ~ 24,982 grid patches for a total of ~ 10.1B cells. The space between each turbine is chosen to be
approximately 4D, where D is the rotor diameter, which is consistent with present day offshore wind farms
such as Lillgrund. A fixed timestep size is used such that the blade rotates 0.25° over each timestep.

For simulating the near-body turbine fluid dynamics, a kK — w SST model [13] was used to model the
turbulence. This model based on blending the k — w and k& — ¢ RANS models to leverage the advantages of
the w treatment near the wall and the epislon treatment in the free stream. The incompressible flow in the
background AMR-Wind mesh is modeled using a Godunov scheme outlined in the FY21 Q2 milestone report.
The advection term is discretized using the WENO-Z scheme [15]. The far-field turbulence is modeled using
the LES model by Moeng[14]. The outer-domain boundary conditions imposed are slip along all boundaries
except for inflow and outflow. The solution between Nalu-Wind and AMR-Wind is exchanged once, at the
end of every time step as detailed in the FY21 Q2 milestone report.
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(b) Side view.

(a) Front view.
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(c) Curvilinear mesh around one of the blades.

Figure 1: The near-body mesh used to model the NREL 5-MW rotor with
Nalu-Wind. The mesh consists of hyperbolically extruded hex-element meshes
on the rotor blades and a fully unstructured mesh block around the hub and the

hub-blade transition region.
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Figure 2: Vertical-distribution statistics for a neutrally stable atmospheric

boundary layer.

The linear solves in Nalu-Wind make use of the low-synchronization variant of the MGS-GMRES iterative
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Figure 3: 15 turbine setup in a neutral ABL: (a) Top view; (b) Front view.

solver algorithm implemented in the hypre-BoomerAMG solver stack by the ExaWind team [21]. This is
used alongside hypre’s algebraic multigrid preconditioner, boomerAMG. Nalu-Wind is solved for 4 Picard
iterations for robust convergence of the linear systems, without any additional Picard iterations.

For the linear system solves in AMR-Wind, we use a combination of solvers. The diffusion solves, including
velocity diffusion, are achieved using NSolve, an experimental geometric multigrid solver for linear systems
with overset boundary conditions. In the AMR-Wind meshes, the union of all fine grids is not rectangular.
As a result, geometrically coarsening the grids is often not viable. The bottom solve problem then becomes
too difficult for most Krylov solvers. NSolve is an attempt by the AMReX team to further coarsen the grids
by adding extra dummy cells to the grids to make the combined grids close to a rectangle so that they can be
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coarsened. The contribution of these dummy cells is heavily penalized to ensure close to zero contribution
from them. Due to presence of overset constraints, the MAC and Nodal projections are unable to coarsen
using NSolve, and need hypre’s algebraic multigrid for the bottom (base level) solve.
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Figure 4: 15 turbine setup in a neutral ABL: (a) Breakdown of ExaWind solver;
(b) Breakdown of AMR-Wind solver; (c) Breakdown of AMR-Wind Projection
solves. Note, the x-axis in all plots corresponds to the number of GPUs used for
AMR-Wind. Each Nalu-Wind instance is executed on 24, 36, 72, 108, and 144
GPUs. The timing of the 15 Nalu-Wind instances are averaged for the Nalu-Wind
scaling plot.

Figure 4(a) presents the scaling plots corresponding to AMR-Wind executed on 1026, 1536, 3072, 4608,
and 614 GPUs, while each of the 15 Nalu-Wind instances are executed on 24, 36, 72, 108, and 144 GPUs.
Looking at Nalu-Wind scaling, modest scaling is observed. At the lowest number of GPUs, i.e., 24 GPUs,
each GPU is processing ~ 300K DOFs per GPU which is close to the strong scaling limit of Nalu-Wind
documented in [16]. The study might benefit from moving to lesser GPUs. For the AMR-Wind scaling
plots, we observe modest scaling too. With 10.1B cells, there is enough work to be done for each GPU.
Consequently, this behavior is investigated further in Fig. 4(b). Decent scaling is observed for the velocity
(diffusion) solve which uses NSolve while almost no scaling is observed for the pressure projections which use
hypre’s algebraic multigrid for the bottom (base level) solve. Figure 4(c) further breaks down projection
solves into timings for the bottom and the top solve which is the solve at all levels except the bottom solve.
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The bottom solve shows no scaling which is attributed to poor scaling of hypre. The bottom level comprises
360M cells at the lowest number of GPUs (1026) corresponds to & 350K cells per GPU which is quite close to
the strong scaling limit for hypre AMG solvers documented in [16]. Section 3.2.2 presents timing comparisons
for a problem setup that avoids use of hypre AMG for any of the AMR-Wind solves.

3.2.2 ExaWind scaling on Summait and Crusher using geometric multigrid for Poisson solves

Following the modest scaling observed using the hypre AMG solver for AMR-Wind, in this section we explore
a problem setup for which use of hypre AMR was not deemed necessary. The problem setup is that of the
NREL 5-MW rotor operating at uniform inflow of U = 11 m/s. A fixed timestep size is used such that the
blade rotates 0.25° at each timestep. The background AMR-Wind mesh spans a domain of 1.9 x 1 x 1 km?,
and consists of 4 levels of refinement with the coarsest level mesh size set to ~ 7.3 m. All levels of refinement
combine for a total of &~ 169M cells. Figure 5 presents the layout of the overall background mesh.
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(a) Slice normal to x-axis. (b) Slice normal to y-axis.

Figure 5: Outline of AMR-Wind grids and local refinement boxes for NREL
5-MW turbine operating under uniform inflow.

For simulating the near-body turbine, the k — w SST model [13] was used to model the turbulence. The
incompressible flow in the background AMR-Wind mesh is modeled using a Godunov scheme. The advection
term is discretized using the WENO-Z scheme. The turbulence is modeled using the same k£ —w SST model
as used in Nalu-Wind.

The linear solves in Nalu-Wind are similar to those described in Section 3.2.1. For the linear system
solves in AMR-Wind, we use a combination of solvers. The diffusion solves, including velocity diffusion,
are achieved using NSolve. The Nodal projection is performed using MLMG solvers [23], while the MAC
projection uses NSolve alongside BiCG for the bottom (base level) solve.

We use the aforementioned setup to understand the strong scaling effects when run in different configu-
rations on the Summit and Crusher machines, but also to observe the improvement in scaling behavior in
absence of hypre AMG for AMR-Wind. While AMD GPU support is currently in development for Nalu-Wind,
with Intel GPU support to come later, it is possible to place Nalu-Wind on the remaining CPU cores in a fully
packed configuration on an AMD or Intel testbed machine. This report is focused on Crusher and Summit as
a larger Intel testbed such as Sunspot would be required to run our representative turbine simulations. The
configurations that are detailed are:

e AMR-Wind and Nalu-Wind both running on NVIDIA GPUs with a single MPI rank per GPU on
Summit

¢ AMR-~-Wind running on AMD GPUs with one rank per GPU and Nalu-Wind running on IBM Power9
CPUs with 36 (42-6) Nalu-Wind MPI ranks per node on Summit with mapping done via explicit
resources files (ERF)

e AMR-Wind running on AMD GPUs with Nalu-Wind running on AMD EPYC CPUs with 54 (62-8,
where two cores are left idle) Nalu-Wind MPI ranks per node on Crusher, where a single GCD is
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Exawind Strong Scaling on Summit
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Figure 6: ExaWind single turbine run on Summit. Nalu-Wind strong scaled
from 3-96 GPUs. AMR-Wind strong scaled from 24-768 GPUs. 1.68e8 total
AMR-Wind grid points. 7.5e6 total Nalu-Wind grid points.

considered to be a GPU and mapping done via MPICH_RANK_REORDER_METHOD=3

Figure 6 shows the strong scaling of AMR-Wind, Nalu-Wind, TIOGA, and the ExaWind driver (which will
be referred to as ExaWind) of the first configuration where AMR-Wind and Nalu-Wind are both run on the
Summit GPUs. In this case the single turbine is scaled simultaneously from 24 to 768 GPUs for AMR-Wind
and 3 to 96 for Nalu-Wind with the time per timestep plotted per sub-application, e.g., ExaWind, AMR-Wind,
Nalu-Wind, and TIOGA. Since AMR-Wind and Nalu-Wind run concurrently in the MPI_COMM_WORLD, this
case was run in such a way that each code would converge to their strong scaling limits at the same point.
These limits are roughly 1e6—2e6 gridpoints per GPU for AMR-Wind and 1e5-2e5 for Nalu-Wind on Summit.

Figure 7 shows the strong scaling on Summit where Nalu-Wind is placed on the remaining CPU cores
(36) of the IBM Power9s with six AMR-Wind ranks per node. Therefore, again AMR-Wind is scaled from
24 to 768 GPUs, and now Nalu-Wind is scaled from 144 to 4608 CPU MPI ranks. Figure 6-8 all use the
same axis bounds, so notably, it can be seen that TIOGA running on the CPU inside the Nalu-Wind ranks
(which was also the case in Figure 6 with much fewer ranks) is much faster in this configuration, so running
Nalu-Wind on the GPU with fewer MPI ranks puts to a constraint on TIOGA’s performance. Both this
effect and Nalu-Wind’s ability to strong scale on the CPU make this configuration generally faster than
having Nalu-Wind on the GPUs (with one rank per GPU), while using slightly less nodes. Understanding
the power implications of this configuration is also currently being investigated. It is, however, likely the
case that a simulation where Nalu-Wind is using many more gridpoints, or being run on its own outside of
ExaWind would still benefit from GPUs. From Figure 7, it can be seen that either threading TIOGA, or
running Nalu-Wind under a multi-process server (MPS) where MPI ranks share GPUs and could thus utilize
every CPU core could possibly benefit the runtime in that configuration.

Figure 8 demonstrates the strong scaling of ExaWind on Crusher where AMR-Wind is run on the GPUs
with one rank per GPU (8 GPUs per node), and Nalu-Wind is placed on the 54 remaining CPU cores on
each node where two cores are left idle for OS purposes. With the axis bounds similar to previous plots
in this section, it is again of note that TIOGA sees a significant benefit when using several CPU ranks for
Nalu-Wind. Also, the single turbine case can fit comfortably on one Crusher node in this configuration and
the strong scaling of ExaWind shows its best results in this configuration where it can also obtain the lowest
time per timestep than the other configurations on Summit.
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Figure 7: ExaWind single turbine run on Summit with Nalu-Wind running
on 36 CPU cores per node. Nalu-Wind strong scaled from 144-4608 CPU MPI
ranks. AMR-Wind strong scaled from 24-768 GPUs. 1.68e8 total AMR-Wind
grid points. 7.5e6 total Nalu-Wind grid points.
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Figure 8: ExaWind single turbine run on Crusher with Nalu-Wind running on
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Exawind Strong Scaling Machine Comparison
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Figure 9: ExaWind single turbine run on Summit or Crusher with all GPUs on
Summit, or Nalu-Wind running on 36 or 54 CPU cores per node, respectively.
1.68e8 total AMR-Wind grid points. 7.5e6 total Nalu-Wind grid points.

Figure 9 summarizes this study in a comparison of each configuration based on number of GPUs used
in the simulation and their resulting time per timestep. Currently running on Crusher shows the best time
per timestep while using the least amount of GPUs. Again, running Nalu-Wind on AMD GPUs as part of
the hybrid solver is work in progress, but will be added to the plot when possible. Also, a comparison of
power usage in each configuration is in progress as it is interesting to understand whether utilizing what
would otherwise be idle CPU cores on a node, or adding GPUs to the job for Nalu-Wind would be the most
power efficient method to running ExaWind, when also taking into account performance. When the number
of gridpoints for Nalu-Wind is small, running Nalu-Wind on the CPU may make sense, while more gridpoints
may benefit from GPUs.

3.2.3 22B-gridpoint demonstration simulation

To ensure milestone completion, a 22B gridpoint simulation was performed. The problem setup in 3.2.1 was
modified to enlarge the refinement zones to accommodate the increase in cells corresponding to a total of
26,426 grid patches. The background flow was switched to a uniform flow. The turbulence was modeled
using the same k —w SST model as used in Nalu-Wind. The time step sizes and solver settings are consistent
with Section 3.2.1. AMR-Wind was executed on 5004 GPUs while each Nalu-Wind instance was executed of
36 GPUs. The timing per time step for this simulation is presented in Fig. 10. As observed, and as detailed
in Section 3.2.2, TIOGA can be expensive if only 1 MPI rank is used per GPU. Future studies will focus on
benchmark performance by distributing TIOGA over multiple MPI ranks per GPU.

3.3 PORTING TO GPUS: FLUID SOLVERS AND OVERSET COUPLING

Counsiderable effort has been spent on porting the Trilinos STK libraries and the Nalu-Wind code-base to
build and run on AMD/HIP GPU platforms such as the upcoming Frontier machine. Early efforts focused
on using the Spock machine at ORNL, and another proxy machine, Caraway at SNL. Later we switched to
using the Crusher machine at ORNL, which is a direct proxy for Frontier.

Early efforts were delayed due to the fact that our code needed support for virtual device functions, which
were not supported by AMD/ROCm compilers until version 4.5 or later. Once that support was available, we
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Figure 10: Timing for the 22B simulation.

successfully ported the STK libraries and were able to run tests for those libraries on AMD GPUs.

We spent a considerable effort removing the requirement for Nalu-Wind to use CUDA/UVM memory,
which simulates providing a memory space that is usable from both host and device rather than requiring
explicit copying of memory back and forth. Nalu-Wind is now able to be built either with or without CUDA
UVM usage enabled. This was done to give us more flexibility in the face of uncertainty over various and
coming compute-node architectures, with different combinations of host and device memory layouts.

More recently our porting efforts for the Nalu-Wind code-base on the Crusher machine have been hampered
by difficulties in linking with the RDC (relocatable device code) option enabled. Fortunately we were able to
attend a hackathon and received excellent support from AMD staff. Those staff at AMD have been able
to reproduce the linker errors we were seeing, and have identified an error in the ROCm compiler/linker
toolchain which is expected to be fixed in version 5.3 of ROCm.

The RDC linker error manifests in the Trilinos solver libraries. If we disable those particular solver
libraries we are now able to build and link Nalu-Wind and successfully run at least some of the unit-tests.
Paul Mullowney at AMD reports that at least one of the full Nalu-Wind simulations has also been able to
run to completion.

In summary, as of this writing we are progressing through debugging some final issues with particular
algorithms/kernels in Nalu-Wind. We expect to soon be able to run all cases and proceed with profiling and
optimization in preparation for running science problems on the Frontier platform.

As discussed in Section 3.2, TIOGA can be expensive if only 1 MPI rank is used per GPU. While future
studies will focus to benchmark performance by distributing TIOGA over multiple MPI ranks per GPU,
pathways to complete porting of TIOGA to GPUs may also be explored.

3.3.1 AMR-Wind performance on Crusher and Summit for GABLS ABL problem

The GABLS case is a stable atmospheric boundary layer that is commonly used for code-to-code comparisons.
A domain size of 400 m in all directions is simulated using 5123 cells, giving a cell size of Az = 0.78125 m,
and a timestep of At = 0.0625 s. The performance of this simulation is tested on both Summit and Crusher
to compare relative speed and strong scaling performance. Figure 11 shows the time per timestep in the left
figure and the percent time per timestep in the right figure for 4, 8,16, and 32 nodes. For all tests Crusher is
faster than Summit, this is partially due to there being 8 GPUs/node on Crusher versus 6 GPUs/node on
Summit (Figure 13 shows on a per GPU basis). When taking into account the extra GPUs per node, Crusher
still outperforms Summit. Further scaling out on Summit shows that the strong scaling limit bottoms out,
meaning that Crusher will have a faster time to solution compared to Summit. Also shown in Figure 11 is a
breakdown of each timestep. The two Poisson solves (MAC projection and Nodal projection) dominate the
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work within the timestep. For this case the Poisson linear solves are converged 4 orders of magnitude using
MLMG and the Momentum and Temperature Helmholtz linear solves are converged 6 orders of magnitude
using a BICG Krylov solver. As more nodes are used the percentage time of the Poisson solvers increases
demonstrating that strong scaling is impeded mostly by the Poisson solves using MLMG. The advection
timing is the Godunov WENO-Z scheme excluding the MAC projection since that is timed separately. The
“other” timing includes source term calculations, boundary conditions, planar averaging, communication
(excluding linear solve communication), linear solve setup, and copying solution arrays. Figure 13 shows the
time per timestep versus number of GPUs on both Crusher and Summit, and clearly Crusher performance is
better than Summit performance.
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Figure 11: Breakdown of time per time step on Crusher and Summit for the
GABLS problem with 5122 cells.
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Figure 13: Strong scaling on Crusher and Summit for the GABLS problem with
512% cells.
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3.4 LINEAR-SYSTEM SOLVERS AND PRECONDITIONERS
3.4.1 Trilinos solvers and preconditioners

The Trilinos team changed its focus to strong-scaling performance on Crusher for smaller meshes (versus
strong scaling of refined NREL5MW meshes with O(1e8) nodes). The team established baseline strong-scaling
results for a smaller NRELSMW mesh with 7.6 millions DOF's using a Trilinos solver stand-alone driver that
reads the pressure matrix from disk. In this way, the solver team will be able to quickly test a variety of
solver options simply by changing a solver XML input deck. The team also started to gather profiling data
using the AMD profiling tool ”omnitrace”, which has similarities to the Nvidia profiling tool ”Nsight.”

The team compared sparse matrix-vector (SpMV) performance between Trilinos and PETSc. Both
frameworks can use the same underlying shared memory SpMV kernel from KokkosKernels. The goal was to
determine the influence of matrix storage choice on distributed memory SpMV performance. Matrices in
Trilinos are stored in compressed row (CRS) format, in which entire rows are assigned to an MPI rank. In
contrast, PETSc stores a distributed linear system in two separate matrices: a square matrix containing only
local rows and columns, and a matrix containing local rows and ghost columns. Results indicate that there is
a small benefit to storing a linear system in two separate matrix structures.

3.4.2 hypre solvers and preconditioners

We have continued to optimize the ExaWind hypre solver stack for AMD GPU platforms. This includes the
integration of new parameter settings for optimized sparse operations on device. We have also integrated
the usage of the Umpire memory pooling library within ExaWind hypre interface. Umpire memory pools
minimize expensive device allocations thus accelerating key algorithmic paths like the pressure-Poisson AMG
setup. In addition, the hypre solver stack is fully capable of leveraging GPU-aware MPI. We have tested this
in a standalone mini-app and it shows excellent performance gains in the solve phase of all algorithms. Once
ExaWind is running stably on AMD-GPUs, we will switch our MPI library to the GPU-aware version. Most
recently, we have developed a new feature in hypre for doing multiple Krylov solves, which share the same
matrix operator, simultaneously on device. This is relevant to the momentum solves in ExaWind. Standalone
testing in a mini-app reveals a 30% performance gain over separate solves for the momentum equation. This
feature is currently being merged to the hypre mainline branch. Once ready, we will make it available within
ExaWind.

3.5 TURBULENCE MODELING
3.5.1 Active-Model Split Update

The FY22-Q2 milestone was focused on providing a demonstration of the capabilities of the Active-Model
Split (AMS) hybrid Reynolds-Averaged Navier Stokes (RANS) / Large-Eddy Simulation (LES) turbulence
model for wind power relevant flows and comparing performance to baseline hybrid RANS/LES models. For
relevant airfoil flows, while improvements were seen in some metrics, particularly flow fields (see Fig. 14),
overall improvements in capturing stall, relevant to baseline models, were not observed as expected (see
Fig. 15). AMS work since then has focused on continued investigation into model performance over wind
relevant validation cases, with a focus on identifying aspects of the model that are performing sub-optimally
and developing a plan for model improvement. In this section, we describe the validation cases currently
being pursued and use them to identify areas of the AMS model which could benefit from some refinement.

High Reynolds Number Simulations of DU00-W-210 airfoil The validation campaign based on the
AVATAR (AdVanced Aerodynamic Tools of 1Arge Rotors) project started in FY22 Q2 continues to be highly
relevant. The AVATAR experimental campaign was conducted to measure the performance of a wind turbine
airfoil at high Reynolds numbers [5]. The DU00-W-210 airfoil was tested in the DNW-HDG pressurized
wind tunnel at Reynolds numbers ranging from 3 million to 15 million and at angles of attack from —20° to
20°. These experiments resulted in measurements of drag, lift, and pressure coefficients. The high quality
experimental data, the high Reynolds flow regime, and the airfoil shape make this a good test case for the
AMS framework.
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For our cases, the simulation domain consists of a single DU00-W-210 airfoil with a chord of ¢ = 1m
in a circular domain where the boundaries are situated at 55¢. The boundary conditions are set to inflow
conditions at z < 0 and outflow conditions at > 0. No slip wall boundary conditions are set at the airfoil
surface. The inflow velocity, ug, is 15m/s, the density, p, is set to 1.225ke/m?, and the viscosity, p, is adjusted to
reach the target chord Reynolds number, Re = puoc/u. The freestream turbulent quantities are set according
to NASA specifications: kamp = 107%u2 = 0.000225m°/s2 and wapp, = 5uo/c = T51/s.

Using the AVATAR cases, we investigate a key component of the AMS model, the active forcing term, Fj,
in the AMS momentum equation,

dpu; | Opuiu; opP o 0%, N dr GRS . orSaET i r "
ot B Oz " Ox;0x; O, O ;

which acts to introduce resolved turbulence in areas of the domain where the grid resolution and dynamics
of the flow suggest additional turbulent content can be resolved. To avoid the common DES hybrid model
issue of mean-stress depletion (MSD), a mismatch in the total stress induced by reducing the eddy viscosity
before resolved turbulence content exists, the AMS RANS-like eddy viscosity is only reduced in response
to active turbulence introduced by the forcing term. If the forcing term in AMS, F; = C¢h;, which relies
on an empirical field based on Taylor-Green vortices (;L;) and an empirical strength constant calibrated in
canonical flows ((Cy)), generates resolved turbulence that is not able to evolve into meaningful turbulence
fast enough for the unsteady dynamics or is too weak to overcome the diffusion processes present in the
numerics and the flow, it could prevent proper transition from RANS to LES-like behavior, preventing the
expected improvements in separation behavior and other flow characteristics from forming.

To investigate this, we magnify the strength of the forcing term by using a 4x and 16X stronger value for
C' in the simulation of DU00-W-212 at a 14.127° angle of attack. This case was chosen as it was just past the
stall angle of attack and exhibited a separation point around 50% of chord in the experiment, but exhibited
no separated flow in the RANS and hybrid RANS/AMS simulations. Fig. 16 shows the velocity magnitude
(top) and spanwise vorticity (bottom) for the Cy = Cy,, Cy =4 x Cy, and Cy = 16 x Cf, AMS simulations.
Fig. 18 shows the pressure coefficient along the blade for the three AMS cases and the experiment, with the
leveling off in the pressure coefficient on the suction side representing the approximate separation location.
From these plots, it is clear that increasing the strength of the forcing coefficient for the AMS cases allows
the simulations to transition to separated flow for this case, where previously that flow structure was not
observed.

Figure 16: AMS simulations using base, 4x and 16x (left to right) for the
strength of the active forcing field. Separation occurs in the 16X case, similar to
the behavior observed in the experiment, which was not occurring in the AMS
simulations with a weaker forcing coefficient.
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Figure 17: AMS simulations using base, 4x and 16x (left to right) for the
strength of the active forcing field. Separation occurs in the 16X case, similar
to the behavior observed in the experiment, which was not occurring in the
AMS simulations with a weaker forcing coefficient. Increasing the strength of
the forcing leads to additional noise in the cp plots, suggesting a higher forcing
coefficient may not be as stable, requiring an alternate formulation.

This suggests that the forcing term as currently specified in AMS is insufficient for these airfoil cases.
AMS seeks to avoid tunable coefficients, which can limit the predictive capabilities of the model, and thus
ideally the way to improve the forcing is to use a more theoretically sound approach to the generation of
the forcing field. Recent work by Yalla (2022) [22] provides a formulation for a forcing structure based on
divergence-free wavelets that provides a more fundamental approach to the AMS forcing. Efforts in FY23 will
include assessment of the suitability of divergence-free wavelets in airfoil simulations and a roadmap towards
implementation if it is determined to be feasible.

High Reynolds Number Simulations of A-Airfoil Since the FY22 Q2 milestone, we have developed
another high Reynolds number airfoil test case based on the LESFOIL experimental and simulation campaign
[7]. This featured a single A-Airfoil at X angle of attack in a 2.1 million Reynolds number flow. Compared to
the more recent AVATAR campaign, this test case contains several high-quality large eddy simulations with
many quantities (e.g. mesh convergence, velocity and Reynolds stress profiles along the airfoil) [2] that can
help to diagnose improvements to the AMS formulation.

The flow physics of this test case are similar to the AVATAR flows near stall, with some notable differences.
There is a laminar separation bubble followed by a laminar separation, turbulent transition and reattachment
at around 15% of the cord. A turbulent boundary layer develops on the suction side. The turbulent boundary
layer separates at around 80% of the cord. This necessitates the addition of a transition model. Currently
that transition point is fixed at 15% of the cord in our simulations.

For this case, the simulation domain consists of a single A-Airfoil with a chord of ¢ = 1m in a C-grid
domain where the boundaries are situated at 100c. No slip wall boundary conditions are set at the airfoil
surface. The spanwise extent of the airfoil is 0.05¢, at which point quantities of interest are converged
according to Asada and Kawai [2]. The boundary conditions are periodic in the spanwise direction. The
inflow velocity, ug, is 1m/s, the density, p, is set to 1.0k8/m?, and the viscosity, u, is adjusted to reach the
target chord Reynolds number, Re = ruoc/y. The freestream turbulent quantities are set according to NASA
specifications: kamp, = 107542 = 107m%/s2 and wypmp, = 5u0/c = 51/s.

We use the A-airfoil case to investigate the resolution adequacy metric (rps) used by AMS to determine
where the grid can support additional turbulent fluctuations. This metric is used to determine where to
seed forcing through the active forcing term [9] and largely controls whether the model is acting like RANS,
LES or a mixture of the two for that location in the domain. A value of less than one, r); < 1 suggests the
grid is capable of resolving additional turbulent fluctuations, which we would expect to occur away from the
wall inside the boundary layer to allow for separation to occur. In this validation case, separation occurs
in the experiment around 80% of chord, yet our AMS simulations do not capture this flow behavior. In
Fig. 7?7, we examine the r); boundary layer profile around 77% of chord and the rj; field bounded by one.
The resolution adequacy seems to be increasing through the boundary layer, suggesting that an interplay
with the grid stretching throughout the boundary layer may be a key component that needs to be calibrated
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for the AMS to capture trailing edge separation in this case. In addition, alternate forms of the resolution
adequacy and it’s impact on both the 7,; profile and the resulting flow separation in being pursued and is
one focus of ongoing AMS research in FY23.
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Figure 18: Resolution adequacy boundary layer profile at approximately 77%
of chord (top) and the ras field (bottom) in an AMS simulation of the A-Airfoil
case. Efforts are underway to better understand how adjustments to the model
will lead to alternate behavior in the resolution adequacy profile to better allow
AMS to capture separation in this case.

Averaging As discussed in the F'Y22-Q2 milestone report, the AMS approach relies on calculating a set
of pseudo-mean quantities for use in the RANS terms and in the AMS diagnostics [9]. Currently, these
pseudo-means are calculated using a causal average,
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which uses an Eulerian approach, as it uses the partial derivative and not the material derivative. For the
steady mean test cases that this was developed using, this choice should be irrelevant. However, for some of
our airfoil and turbine cases, we have unsteady or unstable mean flows and undesired behavior in the average
quantities has been observed. It is hypothesized that moving to a Lagrangian formulation, by replacing
the partial time derivative with a material derivative would resolved this undesired behavior, as well as
being more fundamentally sound. Testing and potential implementation of this in production code is an
area of focus for AMS work in FY23. The validation cases described in this section, as well as the highly
separated flow cases described in Sec. 3.5.2 will be used to assess the performance of a Lagrangian approach
to calculating the pseudo-means.

3.5.2 Validation of Nalu- Wind for highly separated flows

In this section, we discuss the work performed to evaluate k-w SST RANS and Improved Delayed Detached
Eddy Simulation (IDDES) hybrid RANS-LES turbulence models in Nalu-Wind for deep stall prediction of
NACA 0012 airfoil. RANS-based models are known to be fairly accurate for predicting attached and/or mildly
separated flows. However, they fail to accurately capture the complex dynamics of massively separated flows.
To overcome the limitations of RANS post stall and computational expense of LES in the near-wall regions,
Spalart et al.[18] developed a hybrid RANS-LES strategy called Detached Eddy Simulation (DES). The
method as originally proposed activates Spalart-Almaras (S-A) one-equation RANS model inside attached
boundary layers and switches to LES mode in detached regions. Furthermore, the framework allows for easy
replacement of S-A model with any other RANS model of choice. Currently, the most popular DES based
RANS model is the k-w SST model due to its capability to handle midly separated flows.

The switch between RANS and LES modes is based primarily on local mesh spacing. In situations where
wall parallel mesh spacing drops below the local boundary layer height, RANS-LES interface moves inside the
boundary layer causing premature transition from RANS to LES. As a result, the resolved LES stresses are
insufficient compared to the modeled Reynolds stresses. This is termed model stress depletion (MSD) and is
the source of spurious grid induced separation (GIS), see Gritskevich et al. [8]. To address this phenomena,
Spalart et al. [19] devised a shielding function based on eddy-viscosity and wall distance which effectively
shields the RANS region from rapid changes to mesh resolution and thereby delay the onset of LES. The
model is termed Delayed Detached Eddy Simulation (DDES). It has been shown to avert MSD for finer
meshes but can still cause GIS for extreme meshes. In the attached regions of boundary layers, both DES
and DDES suffer from log layer mismatch (LLM). This motivated Shur and coworkers [17] to develop a
new method called Improved Delayed Detached Eddy Simulation (IDDES) to resolve both LLM and MSD
problems.

Several studies have shown the performance benefit gained with IDDES compared to RANS and DES-based
turbulence models. However, the findings in most cases are typically restricted to one or two angles of
attack. Moreover, while the studies provide valuable insight into the performance of turbulence models, their
effect on the prediction of shedding frequency, amplitude of load oscillations, power spectral density and
Strouhal number in the deep stall regime has not been investigated. Secondly, the impact of varying the
mesh resolution in the wall normal and spanwise direction on the above quantities is also not well understood.
From the perspective of designing wind turbine blades, it is important to have a deeper understanding on
how the choice of mesh and turbulence model influence the performance prediction of the above mentioned
aerodynamic quantities. The results gathered from the study for the NACA 0012 airfoil will be of valuable
interest to researchers in the field in selecting the right meshes and turbulence models.

The numerical experiments are conducted for angles of attack, a = 5°, 17°, 30°, 45°, 60° and 90°. Both
SST and IDDES simulations were performed for 160 flow-through times with time step size, At = 0.02 ¢/uco.
For IDDES cases, simulations are carried out first with the SST model for the initial 20 flow-through times.

Effect on mean lift and drag coefficients The mean lift and drag curves are presented for all nine meshes
at the six angles of attack « in Figs. 19 and Figs. 20 for SST and IDDES turbulence models, respectively. For
« = 5°, which falls in the linear regime and where the boundary layer flow is attached and two-dimensional,
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Figure 19: Lift and drag coefficients for k-w SST model with 41, 96 and 121
spanwise mesh resolutions. For each spanwise grid, 103, 143 and 251 wall normal
meshes are investigated. Predictions are compared with experimental data.

both models accurately capture the aerodynamic forces. The solution is also grid-independent in this region.
During stall, unsteady three-dimensional effects in the flow creates hysteresis loop resulting in significant
difference between the two experimental data sets. In Figs. 19(a-c), lift forces calculated with SST at the stall
angle of a = 17° are the same for all wall normal and spanwise meshes with the exception of 234 x 143 x 96
grid. With IDDES model, lift forces shown in Figs. 20(a-c) are slightly over-predicted compared to experiment
Exp2, but similar to SST runs, forces calculated are the same across all nine meshes. The peak at o = 17°
indicates that the flow is yet to detach from the airfoil surface. Between o = 17° and 30°, boundary layer
separates from the airfoil corresponding to a steep drop in C;. The predicted forces with SST in the post-stall
region (a > 30°) is highly sensitive to the choice of mesh. As the mesh is progressively refined in the wall
normal direction, both C; and Cy increase for all three spanwise resolutions with maximum deviation from
experiments observed on the finest wall-normal mesh. Increasing the density of points in the wall-normal
direction also strengthens the large vortical structures. However, due to lack of instabilities, the eddies fail to
break down into smaller ones. The IDDES-based grids with spanwise resolution of 41 cells is also incapable of
generating disturbances needed to breakdown the large highly energetic structures. However, for simulations
involving finer spanwise grid points of 96 and 121, C; shows excellent agreement with experiments. Good
agreement is also observed for Cy. Unlike the SST results, minor differences in forces are observed with wall
normal mesh refinement.

Fig. 21 shows the percentage difference between calculated C; and Cy compared to experimental data for
96 and 121 spanwise cells. The difference of +£10% threshold is indicated by the horizontal dashed lines. For
a fixed wall normal grid, the estimated error for all angles of attack with SST is the same for both spanwise
meshes which shows grid convergence of the computed forces. An exception to this trend is with the 251
wall normal points which shows significant differences compared to other two meshes at o = 30° and 90°.
IDDES simulations too exhibit very little variation with spanwise refinement. The percentage difference
hybrid RANS-LES model for all angles of attack are within or close to the £210% threshold, see Figs. 21c and
21d, with maximum deviation is observed only for a = 90°. Based on IDDES results, it is clear that the
minimum spanwise resolution needed is 96 to accurately capture deep stall aerodynamic forces.
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Figure 20: Lift and drag coefficients for IDDES model with 41, 96 and 121
spanwise mesh resolutions. For each spanwise grid, 103, 143 and 251 wall normal
meshes are investigated. Predictions are compared with experimental data.

Effect on frequency, amplitude and Strouhal number of load oscillations The effect of varying
wall normal and spanwise mesh resolution together with either SST or IDDES turbulence model is evaluated
on the frequency, amplitude and Strouhal number, St of load oscillations. Fig. 22 shows the primary shedding
frequencies for C; and Cy obtained from the corresponding power spectral densities (PSD) results at various
a . The Cj frequencies in Figs 22a, 22c¢ and 22e on all meshes with the exception of a few coarser grids
with SST remain constant until a = 17°. It shows that adverse pressure gradients are not large enough to
trigger boundary layer detachment from the airfoil surface. During stall (17° < « < 30°), boundary layer
separation causes shedding frequency to increase sharply and reach a maximum at o = 30°. Post this angle
of attack, as the airfoil behaves as a bluff body, the frequencies drop asymptotically with increasing . The
shedding frequencies post stall for all meshes are generally higher with IDDES compared to SST. For the
hybrid RANS-LES model, increasing the wall normal resolution for each spanwise grid shows a slight increase
or approximately the same shedding frequency. This is consistent with the observation of forces showing
relatively small variation compared to SST in the wall-normal direction. The exception to this trend is
at a = 60° in Figs 22a and 22c. Here, increasing the wall normal resolution from 143 to 251 produces a
noticeable drop in the frequency. For shedding frequencies estimated from Cy based PSD, no clear trend can
be discerned with SST on all meshes and IDDES on mesh with 41 spanwise points. However, switching to
IDDES model on finer meshes shows the expected drop in the frequency with increase a upto a = 60°. For
a = 90°, further drop in frequency is observed only for the finest wall normal mesh.

Fig. 23 shows oscillation amplitudes for C; and Cy averaged for the last 80 flow times. The amplitudes
with IDDES on all meshes and « are order of magnitude smaller compared to SST results. This provides
additional confirmation that IDDES leading and trailing edge vortices are unsteady and breakdown easily
to smaller ones. Furthermore, the grid convergence across a in both wall normal and spanwise directions
is better with the DES-based model with peak observed at o = 45°. This is in contrast to frequency plots
which show the peak at o = 30°. However, consistent with the trends observed with frequency results, the
amplitudes in the post-stall region show monotonic drop only for the finest wall-normal mesh of 251 points
combined with either of the two finer spanwise meshes. The SST frequency plots based on Cy show the
amplitudes increasing with . For IDDES runs, the trends overall are similar to those observed with C; based
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Figure 21: Percentage difference in lift and drag coefficients for SST and IDDES
models compared to experimental data for 103, 143 and 251 wall normal cells,
and 96 and 121 spanwise cells. The horizontal dashed lines represents ten percent

error difference.

Exascale Computing Project (ECP)

22

ECP-Q4-FY?22



C C
9- I 9 d
-®- SST - 234-103-41
—&— |DDES - 234-103-41
8 1 ~®- SST-234-143-41 8 1
’N\ —0— |DDES - 234-143-41 ’N\
] -®- SST-234-251-41 ]
E 7 —&— |DDES - 234-251-41 E 7
36 36
3 3
>S5 51 > 51
(on O -®- SST-234-103-41
g 41 g 41 —e— IDDES - 234-103-41
L L ~®- SST-234-143-41
______ —&— |DDES - 234-143-41
3 3 -®- SST-234-251-41
—&— |DDES - 234-251-41
0 10 20 30 40 50 60 70 80 90 0 10 20 30 40 50 60 70 80 90
a a
(a) (b)
9] -@- SST-234-103-96 91
—&— |DDES - 234-103-96
~®- SST - 234-143-96
81 —0— |DDES - 234-143-96 81
’,-\T SST - 234-251-96 ’N\
I 71 IDDES - 234-251-96 I 71
9 9
c 8] c 9]
S S
o] o]
()] (0] ~®- SST - 234-103-96
r 4 T 4] —o— IDDES - 234-103-96
~®- SST - 234-143-96
~—0— |IDDES - 234-143-96
3 31 -®- SST-234-251-96
—&— |DDES - 234-251-96
0 10 20 30 40 50 60 70 80 90 0 10 20 30 40 50 60 70 80 90
a a
(c) (d)

91 -®- SST-234-103-121 9] —®- SST-234-103-121
—8— |IDDES - 234-103-121 —8— |IDDES - 234-103-121
~o- SST-234-143-121 ~o- SST-234-143-121

81 —o— IDDES - 234-143-121 81 —o— IDDES - 234-143-121

”:‘ -®- SST -234-251-121 ":‘\ -®- SST - 234-251-121
I 7] —8— |DDES - 234-251-121 I 71 A —8— |IDDES - 234-251-121
9 9
c 9] c 9]
S S
o] o]
[0} (O]
— —
W 44 - 4
3 31
0 10 20 30 40 50 60 70 80 90 0 10 20 30 40 50 60 70 80 90
a a
(e) (f)
Figure 22: Comparison of primary lift and drag shedding frequencies for various
angles of attack a between SST and IDDES models for wall-normal and spanwise
mesh resolutions.
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New Requirements | Existing Mesh
NREL Phase VI 256 147
NREL 5MW 462 119
IEA 15MW 814 139

Table 1: Mesh resolution requirements in the spanwise direction for ExaWind
simulations of megawatt-scale wind turbines.

amplitudes.
The effect of mesh resolution and models on Strouhal number St for the six « is also investigated. St is
based on chord length normal to the freestream and is defined as

_ fesina

St (3)

Uco

Figure 24 shows St vs. a based on C; and Cy coefficients. For o < 30°, St derived from PSD of both
coefficients rise sharply for all nine grids and both turbulence models. This behavior is consistent with trends
observed in the frequency plots. In the post stall regime, St based on C; with IDDES is higher compared
to SST for all meshes. This is primarily due to the higher shedding frequencies associated with IDDES.
Furthermore, for both models in this region, there is no significant variation in St for all a. Moreover, for
each spanwise grid with IDDES, the difference in St is small for all three wall-normal grids. The importance
of switching from 41 to 96 spanwise mesh is again evident in the plots. The finer mesh predicts St in the
range of 0.15 to 0.20 whereas St remains below 0.15 with 41 cell mesh resolution. For St plots based on Cy,
SST displays no clear trend. With IDDES on the finer spanwise meshes, St remains the same up to o = 60°.

In this quarter, we successfully validated the performance of Nalu-Wind solver to capture deep stall
aerodynamics of the symmetric NACA 0012 airfoil. The investigation showed that IDDES model with spanwise
resolution of atleast 24 cells per chord length is necessary to correctly predict the aerodynamic characteristics.
Based on this study, we examined the mesh resolution requirement for the ExaWind simulations of megawatt-
scale wind turbines. Table 1 shows the required number of spanwise grid points and the corresponding mesh
resolution utilized currently for three of the exawind cases. As the complexity of geometry increases, the
resolution required to correctly capture the aerodynamic forces increases drastically.

3.6 VISUALIZATION AND IN-SITU VISUALIZATION

In this fiscal year, our milestone for visualization was to provide initial-effort collaborative visualization
tooling for the Exawind team. NREL has been developing a new collaborative visualization platform, called
NOODLES[4]. NOODLES is a lightweight protocol that provides structured communication and scene-graph
synchronization in a device/platform agnostic manner. Messages are encoded in CBOR|3], and transported
over websockets. As only the protocol and semantics are specified, this decoupled approach allows any
software that speaks the language of the protocol to participate.

We created a NOODLES server that can ship arbitrary geometry to clients. Using an AMR iso-surface
tool, extracts of simulation results are explorable from NREL’s immersive VR laboratory, laptops, and mobile
devices. An example of our initial integration of AMR-Wind data with the protocol is shown in Figure 26.
Polish of this integration remains future work. We envision a tool that can watch for new data output from a
simulation, execute an iso-surface/slice extraction on the data or consume any n-situ imagery, and present it
for realtime consumption, while allowing simulation steering from these clients.

In addition to this work, we continued polishing our in-situ tooling integrations and our post-hoc software
platform workflows.

3.6.1 In-situ visualization

In the previous fiscal year, we integrated the Ascent[10, 12] in-situ toolkit into AMR-Wind. In this fiscal year,
the integration was refined. Memory usage was improved through better use of the Ascent API, and some
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Figure 23: Comparison of averaged oscillation lift and drag amplitudes between
SST and IDDES models for wall-normal and spanwise mesh resolutions.
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Figure 24: Strouhal number St vs. « for lift and drag coefficients.
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Figure 25: A hybrid Nalu-Wind and AMR-Wind visualization with two tur-
bines. Isosurfaces were extracted with Paraview, and rendered using the Blender
cinematic renderer.

smaller ergonomic issues were addressed. Ascent itself has grown, and a number of scripts and approaches
have been developed by other parties to provide automatic camera placement, animations, etc.

For users that obtain AMR-Wind through the spack build system, we have updated the recipe so that
Ascent can be added automatically to a build of AMR-Wind. Before, users were required to build Ascent
separately, and then edit the build facilities to add Ascent to their AMR-Wind build.

3.6.2 Post-hoc visualization

Exawind’s primary post-hoc visualization platform is provided through Paraview|[1], developed by Kitware.
Paraview is a multi-platform data analysis and visualization software collection, capable of reading a variety
of simulation outputs.

Through our development of Exawind simulations and visualizing results, we have encountered a number
of defects in Paraview. This is not unexpected; AMR support is still being improved by Kitware, especially
at the scales we are operating at, and with the variety of data we are exploring.

Two issues have presented the largest impediments to our visualization objectives. The first issue is data
corruption that occurs at certain levels of AMR refinements with certain outputs in an AMR-Wind simulation.
This usually presents itself in unreasonable visualization results and occasionally causes a software crash. We
engaged Kitware on this issue, which is currently still under investigation. Preliminary work done by Kitware
suggests that there is a problem with Paraview’s cache. We can mitigate this issue somewhat by avoiding
the higher levels of refinement for these datasets, accepting the corresponding reduced fidelity, though it is
impossible to tell which dataset is problematic beforehand.

The second issue is in regard to an iso-surface discontinuity that appears on the boundary of processor
blocks. After joint debugging with Kitware, this was traced to an issue in ghost cell preservation. A script filter
was developed to temporarily mitigate this issue and a more permanent fix will be shipped in a forthcoming
version of Paraview.

Though these issues are not insurmountable, they do degrade the fidelity of visualizations. Thus we
wished to provide an alternative through VisIT[6], another large scale visualization platform. This package
uses different libraries and is not affected by the same defects that Paraview suffers from. VisIT already has
presence at OCLF; to provide the same capability for Exawind team members using NREL’s Eagle, we worked
with VisIT developers to install a performant modern version. Tuning the platform for Eagle’s architecture
is an ongoing process. VisIT is able to view AMR-Wind datasets and Nalu-Wind datasets one at a time
without the issues encountered with Paraview; combining these sets, however remains under investigation.
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Figure 26: NOODLES usage examples.

To add an additional option for post-hoc analysis and visualization, we have lodged a request with the
Ascent team to provide an iso-surface export option. Normally, Ascent’s outputs are fully rendered and
realized images. This option will allow us to write surface geometry to disk. This frees us to integrate the
output with other rendering platforms and tools.

It is important to note that other tools have been developed by other users of AMReX-based solvers
(this includes the PeleC ECP project). A number of post-hoc tools have been developed, from iso-surface
generation to volume data exporters. We are continually evaluating these efforts for further enhancement of
the the Exawind visualization toolkit.

4. CONCLUSIONS AND NEXT STEPS

As demonstrated in this report, the ExaWind team is well positioned to complete its challenge problem in
FY23, which is a wind farm simulation on Frontier with at least four MW-scale wind turbines and with at least
20 billion grid points. The team successfully simulated such a system on Summit, but we still need to reduce
time to solution in order for ExaWind to be as impactful as possible and include additional models (tower
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model, fluid-structure interaction and coupling to OpenFAST, and more resolution in the Nalu-Wind model).
Strong-scaling studies with the hybrid ExaWind solver have shown that there are areas for improvement,
most notably in the Poisson-type linear-system solves in hypre and in AMR-Wind. Strong-scaling curves
are far from ideal. With the relatively coarse Nalu-Wind wind turbine models used here, AMR-Wind took
significantly more time than Nalu-Wind over each time step. Profiling of AMR-Wind will help direct our
FY23 efforts to lowering time per time step.

Some specific FY23 activities are as follows:

AMR-Wind: Key activities in the first half of F'Y23 will be to improve time-to-solution and strong scaling.
The team will look both that the underlying linear-system solver and the time-update algorithms.

Nalu-Wind: The team will continue profiling and improving Nalu-Wind (when using hypre solvers) on
Crusher aiming for the lowest time to solution.

OpenFAST and fluid-structure interaction: Necessary for completion of our challenge problem is
enabling fluid-structure interaction. The team will compile OpenFAST on Crusher and leverage the recently
developed fluid-structure-interaction coupling that is being developed under WETO funding.

TIOGA Overset: The ExaWind team is establishing a one-year subcontract with Prof. Dimitri Mavriplis
(Scientific Simulations LLC) to improve TIOGA for ExaWind applications. Improvements will include a
better hole map and new data structures that will enable outer-loop coupling between AMR-Wind and
Nalu-Wind for more accurate coupling. The team will continue to profile TIOGA performance and weigh the
possibility of completing the porting of TIOGA to GPUs.

hypre solvers: In FY23, we plan on fully integrating optimized branches of hypre features into the master
branch and providing the corresponding hooks in the ExaWind application. This includes faster, specialized
algorithms for matrix assembly, Gram-Schmidt orthogonalization, and multi-vector Krylov algorithms. In
addition, we will spend time investigating more efficient usage of GPU-aware MPI in the AMG setup phase.

Turbulence modeling — AMS: Validation efforts continue for the AMS turbulence model, with a focus on
identifying current limitations in the model from demonstrating significant improvements over baseline hybrid
RANS/LES models in wind-relevant flows. Efforts to improve AMS model performance are focused on three
aspects of the AMS model, active forcing, turbulence resolution diagnostics and pseudo-mean calculations.
Work in FY23 will be focused on demonstrating areas where meaningful improvements to the AMS model
formulation can be pursued and proposing research directions where necessary. The airfoil validation cases
described in this section will be used as the main metric of analysis for this work.

Turbulence modeling — IDDES: In FY23, we plan to extend the validation studies to the NACA 0021
airfoil. Here, in adding to predicting the aerodynamic forces, we will also investigate how changes to the
airfoil thickness and Reynolds numbers affect the frequency content in the lift and drag forces. Once this is
established, the following step will involve conducting numerical experiments of the NREL Phase-VI rotor in
axial flow conditions.

Visualization: Our goals for this coming fiscal year include furthering our NOODLES integration, con-
tinuing our efforts with Kitware to resolve issues in Paraview, and delivering a hybrid workflow using
VisIT.
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