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ABSTRACT

This report documents the results of an FY22 ASC V&V level 2 milestone demonstrating new
algorithms for multifidelity uncertainty quantification. Part I of the report describes the
algorithms, studies their performance on a simple model problem, and then deploys the methods
to a thermal battery example from the open literature. Part II (restricted distribution) applies the
multifidelity UQ methods to specific thermal batteries of interest to the NNSA/ASC program.
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EXECUTIVE SUMMARY

This two-part report summarizes efforts associated with an FY22 ASC milestone focused on the
development of multifidelity uncertainty quantification (UQ) capabilities and their effective
deployment to thermal battery analysis. This deployment was successful, demonstrating multiple
order of magnitude speedups for the UQ analysis relative to single-fidelity approaches of
equivalent accuracy.

In Part I of this report, methodology is presented and then demonstrated on a simple model
problem, for which relative performance can be studied in greater detail. In this study, the effects
of estimator selection, pilot solution mode, and hyper-parameter model tuning are explored.

The multifidelity methods are then interfaced with the thermally-activated battery simulator
(TABS) and used to study performance for the single cell case (TABS-SC) using the Low Cost
Competent Munition (LCCM) model from the open literature. In a pilot analysis, five methods
are studied, and the multilevel-control variate (MLCV) and approximate control variate (ACV)
approaches are the top performers, accelerating the UQ process by a projected factor of 81x and
25x, respectively, while obtaining the same accuracy in statistical results. These accelerations
were achieved with analyst-selected hyper-parameter settings for the temporal resolution of the
low-fidelity model.

When additionally activating the capability to tune these low-fidelity temporal hyper-parameters
for the best multifidelity performance, the acceleration grows to up to a factor of 143x, with tuned
ACV becoming the top performer overall. This speedup is significant, considering that under the
assumption of consistent scaling, a notional five month computational campaign could be
compressed into a single day. Moreover, optimization-based tuning saves considerable human
time by automating what can be a laborious process for configuring approximations to achieve
effective correlation at reduced cost.

The dataset from this multifidelity sampling study is reused within a multifidelity surrogate study
that integrates machine learning surrogate models and various approaches to assess the
uncertainty or variability in the surrogate model predictions. Multi-fidelity surrogates based on
both linear and nonlinear discrepancy models accurately capture the high-fidelity predictions
using only 100 high-fidelity model evaluations.

Full batteries of interest to the ASC program are studied using TABS-FB in Part II of this
report [3] (restricted distribution). Projected performance based on a shared pilot sample again
indicates significant potential, along with some challenges to address with respect to simulation
reliability and ensemble optimality.

Acknowledging the potential complexity of multifidelity UQ analyses, milestone efforts included
developing a new graphical editor that guides analysts through the study setup and analysis
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process. New workflow demonstrations highlight promising approaches to effectively dispatch
heterogeneous UQ ensembles on high-performance computers, further lowering the bar to
adoption.

This milestone crosscuts multiple centers, drawing on capabilities for uncertainty analysis from
Dakota (1460), scientific machine learning (1440), and multiphysics battery analysis (1510). New
capabilities developed for this milestone are being integrated into production UQ analysis
procedures for current and future thermal battery studies, and we expect this developing
partnership to provide strong benefit to stockpile stewardship programs.

12



1. INTRODUCTION

Computational simulation continues to advance in its predictive capability through the
development of high-fidelity multi-physics/multi-scale simulation models, with unprecedented
resolution enabled by the latest high-performance computers. Uncertainty quantification (UQ)
methodologies are challenged in this environment, both by the prohibitive cost of computing
high-fidelity ensembles and by the increasing number of uncertainty sources that is often induced
by this model complexity. One strategy to address these challenges is to harness the utility that
exists within an ensemble of model forms and/or resolution levels to control multiple sources of
error while optimizing the allocation of simulation resources. By relaxing the need for exclusive
reliance on the most expensive models, high-fidelity UQ studies become tractable.

1.1. Multifidelity taxonomy

The scope of multifidelity UQ includes both alternative model forms, as depicted in Figure 1-1, as
well as multiple resolutions, as depicted in Figure 1-2. The former case results from models that
solve fundamentally different equation sets. Typical features in this case are that there can be very
significant cost separation (e.g. five orders of magnitude between potential flow and large eddy
simulation in Figure 1-1) but the discrepancy between models can be complex and challenging to
resolve. Semantically, we refer to this as a general multifidelity case, where fewer assumptions
can be made about the nature of the model ensemble. The latter case of multiple resolutions is a
special case that can exhibit special structure. For an elliptic PDE for example, the rate of
convergence of the numerical method across spatial resolutions may be known in advance, and
this information can be exploited by certain algorithms. Semantically, we refer to this as a

Figure 1-1. Multiple model forms for channel flow.
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Figure 1-2. CFD mesh resolutions: coarse, medium, fine.

multilevel case1, and methods that address this case can make stronger assumptions about model
dependencies, levels of correlation, and rates of discrepancy decay. In cases where we have
multiple model forms that also include multiple resolutions, we refer to this as a
multilevel-multifidelity case, and endeavor to compose algorithms that can leverage special
structure where it exists, yet behave flexibly where it may not.

1.2. Multifidelity motivation

Single-fidelity UQ approaches are widespread and typical model development practices can lead
to an error imbalance. In particular, starting from a single high-fidelity model, solution
verification is typically used to identify a spatial/temporal resolution where simulated quantities
of interest (QoI) are adequately resolved and converged. For complex mission scenarios within
the purview of ASC, this commonly results in a very expensive computational model for which
the UQ sampling budget is then significantly restricted. In extreme cases, the resulting
high-fidelity model can be considered “hero-scale” in that it may only be sampled a few times
using the largest DOE computers available, rendering high-fidelity UQ intractable. Formalizing
this point for the case of Monte Carlo sampling of a quantity of interest Q using model resolution
L and random samples N, the mean statistic is a random variable that can be computed using the
simple sample average estimator Q̂MC

L,N = 1
N ∑

N
i=1 Q(i)

L . This estimator has mean squared error
(MSE) comprised of stochastic and deterministic error contributions, estimator variance and
residual bias respectively:

E
[
(Q̂MC

L,N−E[Q])2
]
= Var [QL]/N︸ ︷︷ ︸

estimator variance

+(E[QL−Q])2︸ ︷︷ ︸
residual bias

(1.1)

such that the pathway to an accurate single-fidelity estimation of the mean value involves a large
number of samples N using a resolved model L. However, the common case described above has
effective resolution of deterministic bias through L, but will contain large stochastic errors from
severely restricted N. Alternatively, one might employ an inexpensive model for which large N
can be afforded, but again this only addresses part of the problem and now unresolved
deterministic bias impedes our estimation.

This leads us to a core concept of multifidelity UQ: by optimizing the allocation of resources
across multiple models, we address variance and bias jointly in a manner that approaches based

1Synonymous with the term multi-resolution used in other contexts.
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exclusively on high fidelity (HF) or low fidelity (LF) cannot. This can be seen, for example, in the
MSE expression for multilevel Monte Carlo:

E
[
(Q̂MLMC−E[Q])2

]
=

L

∑
`=1

Var [Y`]/N`︸ ︷︷ ︸
ML estimator variance

+(E[QL−Q])2 (1.2)

where the stochastic error is now defined from a summation of variances of model differences Y`.
Here, we now have a more fine-grained control parameter available, the samples per level N`,
which allows us to tailor the estimation to address both sources of error in a balanced and cost
optimal manner, as shown later in Section 2.1.1.

Multilevel Monte Carlo is but one example of a larger set of sampling techniques that we will
explore in this report. In all cases, we start from a definition of our model ensemble, comprised of
a single “truth” reference model and one or more approximation models that involve alternate
model forms, resolutions, or both. A pilot sample is evaluated for each of the models in the
ensemble and initial estimates of inter-model statistics (e.g., paired discrepancy variances or
ensemble covariances for each QoI) are formed. These statistics are inputs to an optimal resource
allocation problem, the solution of which determines the preferred level of investment in each
member of the model ensemble. Once this optimal sample profile has been evaluated, the
contributions from each model are combined to form an improved estimate of the reference model
statistics, reducing the variance in these estimates without adding bias.

In summary, this fusion of data from multiple sources yields results that preserve the accuracy of
the highest-fidelity simulations but deliver UQ results at (significantly) reduced cost. Further, the
aggregate set of model form and resolution approximations are managed in a principled manner,
extracting predictive value from these approximations without becoming reliant on them through
their exclusive use in isolation.

1.3. Mission feedbacks

Our work in multifidelity UQ has been deployed to a broad range of mission areas over the last
several years, including unmanned aero-vehicles [22] and scramjets [35] for DOD/DARPA; entry
descent and landing in collaboration with NASA [8]; wind turbines [72], plasma physics,
Tokamaks, quantum chemistry, and geologic disposal [65] for DOE SC/NE/EERE; and
crash/burn, composite aeroshells, radiation transport [24], cybersecurity [19], and thermal
batteries for NNSA. These experiences directly inform our research roadmap, and below we
enumerate challenges that are important targets for our ongoing R&D efforts.

First, at a survey level, a great deal of academic research has focused on the performance of
multilevel methods (e.g., multilevel [27] and multi-index [33] Monte Carlo) on simple model
problems (e.g., model PDE systems like advection-diffusion). While this performance is
compelling and elucidates the special structure that can be exploited in these tightly-controlled
cases, this scenario is not sufficiently representative of more realistic deployments for engineered
systems such as those encountered in the DOE/DOD/NASA mission areas enumerated above. For
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this reason, our research has focused on pursuing generality and addressing complexity through
(i) extensions for complex multidimensional hierarchies (multi-index collocation [38], techniques
for multiphysics / multiscale simulation [39]), and (ii) investments in non-hierarchical
multifidelity methods such as ACV ([31], see Section 2.2) and MFNets [32].

Second, we have encountered a growing list of practical concerns that must be addressed to
enable deployment and achieve peak performance in multifidelity methods:

• Accurate correlation estimates are assumed a priori for published control variate
approaches (CVMC, MFMC, ACV), excluding what can be a significant offline cost from
the online resource allocation process. To seek optimality in total cost, iterated control
variate approaches have been developed (see Section 2.3.1). This approach integrates pilot
analysis with online resource allocation, reducing inefficiency or inaccuracy from pilot
over- or under-estimation, respectively.

• Data sets from complex simulations are often imperfect, containing numerical noise,
discontinuities, simulation outliers and failures, and other artifacts. To address this, we have
developed fault tolerant methods and have pursued embedded cross validation within
regression-based surrogate multifidelity methods [15] to avoid over-fitting of numerical
artifacts.

• General model ensembles may contain significant diversity, including models with
dissimilar parameterizations and/or low correlation levels. By computing a shared set of
reduced-dimensional subspaces (e.g., via active subspace or adapted basis approaches) that
best define a shared set of QoI, dissimilar models can be linked through the underlying
drivers for the shared physics that they simulate, using the generalized coordinates
computed from each dimension reduction [78, 77, 22, 21, 20]. Even in the case where the
parameterizations are the same, the parameter dependencies can differ sufficiently such that
use of the shared subspace can significantly enhance correlation.

• Current multifidelity sampling implementations allocate simulation resources based on
variance in the estimator of the mean statistic, while carrying higher-order moments along
for calculation based on this allocation. Initial implementation in Dakota of high-order
targets for allocations, like variance, standard deviation and their linear combination is
available for MLMC methods, as described in [54]. Related work has been published in the
MLMC context for higher-order central moments [45] and in the multifidelity context
regarding variance and its decomposition [66]. Augmenting this approach with additional
support for statistical goal orientation is an important future direction, including effective
allocation of resources to evaluate rare events.

• Emerging data-driven surrogate models are being newly endowed with capabilities for
embedded error estimation. This provides new opportunities for effective management of
these new models within an extended model management framework for multifidelity UQ
(see Section 3.2).

• It can be challenging to configure a set of LF approximations in terms of membership,
relationship, and hyper-parameter settings. We have demonstrated that managing the
trade-off between cost and correlation is indeed critical to the performance of multifidelity
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estimators in contexts like reduced order models [7] and cybersecurity [19]. Moreover, this
year, we have explored optimization-based model tuning (see Section 3.1) to automate the
hyper-parameter selection process, and we expect to automate the definition of the model
ensemble next year, both in terms of membership and dependencies.

• Management of stochastic simulations can be considered a special case of model tuning, as
we seek to determine the best resolution parameters for ensemble evaluation of the
underlying stochasticity [68, 67, 24, 25].

• Effective management of heterogeneous ensembles of simulations is critical to the parallel
scalability of multifidelity UQ. Augmenting current MPI+X capabilities, integration with
HPC workflow managers has been targeted to address this challenge (see Chapter 6).

1.4. Milestone motivations

Given this broader set of issues to address, we targeted four challenges in this FY22 ASC L2
milestone. The corresponding goals highlight specific capability developments and
demonstrations that address the challenges. Most of these directly involve Sandia’s Dakota
software for optimization and uncertainty quantification [74, 2] or are prototype approaches for
later production implementation in Dakota.

Challenge 1: Simple model PDEs do not accurately reflect the range of Sandia mission areas.
Goal: Deploy Dakota’s emerging suite of generalized multifidelity sampling methods to TABS,
focusing on single cell analysis with a stretch goal to extend to full battery cases. Key objectives
include (i) demonstrate cost savings relative to single-fidelity sampling, and (ii) demonstrate the
effect of simplifying assumptions made in common hierarchical/recursive methods through
comparison with new non-hierarchical/ensemble methods.

Challenge 2: Configuration of effective low fidelity approximations is a time-consuming manual
process, as intuition is often wrong due to non-obvious cost vs. correlation trade-offs.
Goal: Develop and deploy bi-level optimization strategies for model tuning that automate
configuration of approximations. Key components of this effort include (i) optimize LF
hyper-parameters within the context of particular MF estimators, (ii) support all estimators for all
solution modes, and (iii) present findings at SIAM UQ22 and ECCOMAS 2022.

Challenge 3: Recent emphasis on credible surrogate modeling, especially trustworthy AI,
provides emerging capabilities for surrogate-based multifidelity analysis.
Goal: integrate emerging data-driven surrogates within multifidelity model management and
explore the use of embedded error estimation. Key components include (i) integrate machine
learning with prediction uncertainty based on fully-connected neural networks and Monte Carlo
ensembles, and (ii) embed these data-driven approximations within a surrogate-based model
management framework.

Challenge 4: Multifidelity analysis introduces additional complexity arising from interface
development, method and model ensemble selection, and heterogeneous ensemble computing.
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Goal: Ease set-up and methodology selection through usability efforts. Key components include
(i) enhance ML / MF Study Editor within Dakota UI, (ii) augment current MPI+X approach by
integrating with external workflow managers (Parsl, Flux, FireWorks), and (iii) demonstrate
customer hand-off to the TABS team.

1.5. Milestone Implementation

This milestone includes refinement and deployment of production-ready UQ techniques for
multifidelity sampling as well as exploration of emerging prototype techniques for multifidelity
machine learning. Production implementation and deployment are realized through the Dakota
software [74, 2], a conduit that connects our research in multifidelity UQ methods to
ASC-relevant mission applications. Upstream of this research-to-application pipeline, we
routinely conduct algorithm prototyping, for example using Python scripting, as in our nascent
machine learning investigations. These research prototypes have traditionally migrated into C++
implementations for production use. However, new integration approaches including runtime
Python plugins to Dakota are being pursued. These will lower the bar to testing algorithm
prototypes on realistic mission applications and afford us earlier feedback in order to test, harden,
and down-select the most promising approaches.

For thermal battery analysis, we rely on the Thermally Activated Battery Simulator (TABS [69]),
in single cell and full battery modes, TABS-SC and TABS-FB respectively. TABS provides a
user-friendly interface for battery designers that leverages the latest SIERRA-based multiphysics
simulations [73].

1.6. Outline of Report

Part I of this report is organized as follows. First, Chapter 2 describes approaches to multifidelity
sampling, including traditional hierarchical approaches in Section 2.1 and emerging
non-hierarchical approaches in Section 2.2, which define the core deployment targets for this
milestone. Chapter 3 describes extensions to this core as well as emerging directions, including
model tuning in Section 3.1 and machine learning in Section 3.2. Chapter 4 presents an analytic
model problem used for comparing and tuning estimators, and Chapter 5 describes the targeted
application to thermal batteries. Chapter 6 describes efforts in reducing barriers to adoption of
multifidelity UQ methods, and Chapter 7 provides summary observations on the milestone.
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2. MULTIFIDELITY SAMPLING METHODS

Sampling-based approaches are one of the most flexible and robust tools available for UQ. In this
activity, we have focused on a variety of sampling-based multifidelity UQ (MF UQ) methods.
These approaches are derived from the Monte Carlo (MC) method and heavily rely on its
properties. Therefore, we first introduce a few key details about MC sampling.

The MC method is a popular algorithm for UQ due to its simplicity, flexibility, and
dimension-independent convergence rate (see [61] for more details). We consider a generic scalar
quantity of interest Q : Ξ→ R, which can be represented as a function of a vector of random
variables ξξξ ∈ Ξ⊂Rd . MC approximates statistics of Q by collecting sample evaluations of Q. For
instance, the expected value of Q, E [Q], can be approximated by the following MC estimator

Q̂N =
1
N

N

∑
i=1

Q(i), (2.1)

where Q(i) = Q(ξξξ
(i)
) and N is the number of evaluations of the model. The MC estimator is itself

a random variable (RV) because different approximations Q̂N would be obtained for different sets
of samples. Fortunately, theoretical considerations from the central limit theorem allow us to
express this variability in mathematical terms by considering the MC estimator variance
Var

(
Q̂N
)
= Var (Q)/N. This expression shows two interesting features of MC. First, the

estimator variance depends directly on the variance of the QoI, for which we want to estimate the
statistics; second it decreases linearly with the number of evaluations N. The MC estimator is also
an unbiased estimator, i.e. E

[
Q̂N
]
= E

[
Q̂
]
, which is not true for some other popular UQ methods

such as polynomial chaos expansions. These features can be summarized as

Q̂N ∼N

(
E [Q] ,

√
Var (Q)

N

)
, which also allows us to compute confidence intervals for the MC

estimators.

Despite these advantageous properties, it is evident that, for high-fidelity computational problems
for which the variance of the underling QoI could be large, the number of evaluations N needed to
obtain usable statistics may simply be too large to be practical. For this reason, considerable
research has been devoted to overcoming this limitation, and here we will focus on multifidelity
approaches to variance reduction. We will first consider approaches that rely on a prescribed
knowledge of the hierarchy among models, and then we will turn our focus to a more general
framework.
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2.1. Traditional Sampling Methods for Hierarchical Modeling

The first family of methods that we consider assumes the presence of an ordered sequence of
models.

2.1.1. Multilevel Monte Carlo

In the presence of models defined by their spatial and/or temporal resolution, Multilevel Monte
Carlo (MLMC) methods [28] can be applied. This method relies on the linearity of the expected
value operator to define a new estimator defined as function of the coarser model approximation
and the subsequent corrections up to the highest-fidelity (resolution) model. In the case of the
estimation of the expected value we can write, without approximation

E [Q] = E
[
Q`0

]
+

L

∑
`=1

E [Q`−Q`−1] , (2.2)

where we used ` to describe the resolution/spatial level and `0 and L being the coarsest and the
finest levels, respectively. If the difference function Y` is defined according to

Y` =

{
Q`0 if `= 0

Q`−Q`−1 if 0 < `≤ L,
(2.3)

we can write

E [Q] =
L

∑
`=0

E [Y`] . (2.4)

The MLMC estimator is obtained by using an MC estimator to approximate the expected value on
each level and, in order to eliminate the correlation among levels, by using independently drawn
samples on each level. The MLMC estimator is written as

Q̂MLMC =
L

∑
`=0

1
N`

N`

∑
i=1

Y (i)
` , (2.5)

where the number of samples N` may vary over the levels. The MLMC estimator is unbiased as
its single fidelity MC counterpart, and the advantage of its use is evident when considering its
variance

Var
[
Q̂MLMC

]
=

L

∑
`=0

N−1
` Var [Y`] . (2.6)

Due to the absence of correlation among levels, the MLMC estimator variance is the sum of the
variances of the MC estimators for each level. Therefore, if the QoI are converging in mean
square sense with increasing resolution level `, the variance of the corrections Var[Y`] is also
expected to decrease; hence the number of evaluations N` to be used on each level can be reduced
accordingly. Deciding the number of simulations to be used on each level/model is a common
task in all MF UQ strategies and we refer to it as the optimal resource allocation problem. This
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problem can be formulated in two complementary ways. We can either prescribe a target for the
estimator variance and then minimize the aggregate computational cost, or we can prescribe the
total computational cost that we can afford and minimize the estimator’s variance within this
budget. Here, we take the former approach and notionally represent the target with ε2. In this
case we can formulate the optimal resource allocation problem for MLMC as

arg min
N`

L

∑
`=0

N`C` s.t. Var
[
Q̂MLMC

]
= ε

2, (2.7)

where C` is the level cost for evaluating Y`, corresponding to model evaluations at levels ` and
`−1 except for the coarsest level `= 0. This resource allocation problem can be solved in closed
form by forming the Karush-Kuhn-Tucker (KKT) optimality conditions [11], leading to the
following expression for the optimal sample profile:

N` =
1
ε2

[
L

∑
k=0

(Var (Yk)Ck)
1/2

]√
Var (Y`)

C`
. (2.8)

We recognize that N` ∝

√
Var(Y`)

C`
, which leads to an decreasing number of evaluations N` as

Var[Y`] decreases across resolution levels and as C` increases, i.e. the algorithm tends toward a
parsimonious use of computational resources at more resolved and more expensive levels.

MLMC can be extended to hierarchies described by more than one refinement dimension, e.g. in
the presence of independent spatial and temporal dimensions. The resulting approach is known as
Multi-Index Monte Carlo [33]. However, as described in Section 2.2, its use would be subject to
the same limitations of MLMC and most appropriate for well-behaved resolution-based
hierarchies with strong variance decay across levels.

2.1.2. Multifidelity Monte Carlo

As described above, MLMC relies on the assumption of decreasing Var[Y`] for increasing ` to
achieve acceleration. This assumption can be valid for problems for which the definition of
well-behaved resolution levels is practical; however, it can be the case in engineering practice that
the relative cost savings may be limited and greater estimator acceleration can be obtained by
substantially altering the underlying physical models. For instance, in the computational fluid
dynamics context (Figure 1-1), one can consider different Reynolds-averaged Navier Stokes
(RANS) simulations in lieu of more accurate, but definitely more expensive, Large Eddy
Simulations (LES). In these situations, there is no guarantee that we can generate a converging
sequence of models (with Var[Y`] decreasing with ` increasing), so in order to manage these more
general multifidelity settings, the Multifidelity Monte Carlo (MFMC) method has been
introduced [62, 59, 63, 64].

The MFMC estimator is based on the so-called control variate MC (CVMC) estimator, so we
introduce this first [59]. In a CVMC estimator, there is a single low-fidelity model in addition to
the high-fidelity model. The main idea is to reduce the variance of this estimator by summing the
high-fidelity MC estimate with a weighted term based only on low-fidelity realizations. Hereafter,
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we use the convention of indicating the high-fidelity with Q each of its low-fidelity
approximations with Qi. It follows that we can write

Q̂CV MC = Q̂+α1
(
Q̂1− µ̂1

)
, (2.9)

where Q̂ and Q̂1 are MC estimators based on (the same) N samples for both the high- and
low-fidelity models, µ̂1 is an MC estimator for the low-fidelity model based on a larger number of
realizations and α1 ∈ R is a weight to be optimized. Despite the addition of a term to the
high-fidelity MC estimator, the control variate estimator Q̂CV MC is unbiased for any choice of α1.
Moreover, for simplicity, one can assume that the total number of evaluations for the low-fidelity
model are proportional to N through a factor r1, where the first N are used for evaluating Q̂1 and
the remaining (r1−1)N are used for evaluating µ̂1. Thanks to this choice, we can obtain both an
optimal coefficient α1 and over-sampling ratio r1 by minimizing the estimator cost subject to a
target for the variance

arg min
α1,r1

C N + r1NC1 s.t. Var
[
Q̂CV MC

]
= ε

2, (2.10)

where C and C1 indicate the cost of the high- and low-fidelity, respectively. The optimal solutions
for α1 and r1 are [59]

α1 =−ρ1

√
Var[Q]

Var[Q1]
(2.11)

r1 =

√
C

C1

ρ2
1

1−ρ2
1
, (2.12)

where ρ1 represents the correlation between the high- and low-fidelity model. The variance of the
control variate MC estimator is given by

Var
[
Q̂CV MC

]
= Var

[
Q̂
](

1− r1−1
r1

ρ
2
1

)
, (2.13)

which clearly expresses how Var
[
Q̂CV MC]< Var

[
Q̂
]

for any non-zero correlation ρ1. However,
it should be noted that this variance reduction property does not guarantee a higher efficiency for
the control variate estimator, since its cost is higher than the MC estimator based only on
high-fidelity simulations. To compare efficiencies, the cost increase from the low-fidelity
simulations must also be included.

More recently, the CVMC approach has been extended to consider multiple low-fidelity
models [63, 64]. In this case, one extends Equation (2.9) for a set of M low-fidelity models:

Q̂MFMC = Q̂+
M

∑
i=1

αi
(
Q̂i− µ̂i

)
. (2.14)

This MFMC estimator is still unbiased and retains several similarities with its single
approximation counterpart. One of the characteristics of this estimator is the sampling structure.
Indeed the number of low-fidelity evaluations for each model is still proportional to the
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high-fidelity samples, Niri. However, for each low-fidelity model corresponding to i≥ 2, the term
Q̂i is approximated with exactly the same samples of the previous model (the total samples used
for µ̂i−1), while µ̂i is obtained by adding to this set a number of (ri− ri−1)Ni additional
independent samples. By relying on this recursive structure, it is possible to show that the optimal
weight for each low-fidelity model is equivalent to the one corresponding to the CVMC
estimator [63, 31], i.e.

αi =−ρi

√
Var[Q]

Var[Qi]
. (2.15)

However, the optimal resource allocation problem is more complex in the presence of multiple
low-fidelity models. In [63], the authors were able to demonstrate that, under the assumption of
well-ordered models that follow |ρ1|> |ρ2|> · · ·> |ρM| and for cost ratios between consecutive
models that follow the relationship

Ci−1

Ci
>

ρ2
i−1−ρ2

i

ρ2
i −ρ2

i+1
, (2.16)

an exact solution for the over-sampling ratio ri exists

ri =

√
C

Ci

ρ2
i −ρ2

i+1

1−ρ2
1

, (2.17)

where we note the presence of a constant denominator which depends on the correlation of the
first low-fidelity model. Once the allocation for each low-fidelity model has been determined, the
number of high-fidelity simulations N is obtained simply as

N =
C tot

1+
M
∑

i=1
ri

Ci
C

, (2.18)

where C tot expresses the total available budget in high-fidelity equivalent simulations.

The availability of a closed-form solution is extremely handy, however it can be impossible in
some applications to select models that follow Equation (2.16) without resorting to removing
models from the ensemble.1 In these situations, the Dakota implementation supports a different
approach that still allows for the use of all M low-fidelity models, but replaces the closed-form
solution with a numerical solution that shares code with the variance minimization for ACV in
Equation (2.30). First, the set of approximations are reordered based solely on their correlations
with the high-fidelity model, where these correlations are averaged in the case of multiple
response QoI. This enforces |ρ1|> |ρ2|> · · ·> |ρM|, and then the recursive sampling property
(ri > ri−1) is enforced through a set of linear constraints within the optimization problem
definition. The optimizer computes a solution that minimizes the estimator’s variance within the
given budget, while not requiring explicit enforcement of Equation (2.16). It will generally find a
different solution than Equation (2.17) (unless the conditions of Equation (2.16) are satisfied),
although Equation (2.17) (using re-ordered and averaged correlations) is still useful for providing

1In the limit of model removal, one returns eventually to the CVMC case using only one of the approximations.
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an initial guess to the numerical optimization2. This same numerical solution approach can also
be useful in the case of pilot over-estimation, as the optimizer can search for a near-optimal
solution that accounts for the sunk pilot cost, free from the analytically prescribed ri in
Equation (2.17).

2.1.3. Multilevel-Multifidelity Monte Carlo

In the previous section, MFMC is presented as an estimator that extends the range of applicability
of MLMC to a broader set of scenarios and models. In particular, in the presence of multiple
model forms, each with resolution levels, it is possible to accelerate an MLMC estimator by
relying on level-by-level variance reduction provided through control variates. The resulting
estimator has been introduced in a series of papers [18, 60, 16, 23], and we will denominate it
Multilevel-Multifidelity (MLMF) Monte Carlo. An MLMF estimator could, in general, be
obtained by arbitrarily combining any control variate approach with an MLMC estimator to
exploit both model forms and resolution levels. However, the Dakota implementation is based on
the two model case described in [23] and combines MLMC with the special case of a two-model
CVMC approach (Equation (2.9)) from [59], so this specific MLMF combination is referred to as
multilevel-control variate (MLCV) Monte Carlo in the Dakota-based numerical experiments in
Chapter 4–Chapter 5.

For defining the MLMF estimator, we start from the MLMC defined over the high-fidelity levels
and apply the control variate level by level

E [Q]≈ Q̂MLMF =
L

∑
l=0

Ŷ`+α`

(
Ŷ1,`− µ̂Y1,`

)
, (2.19)

where Ŷ` and Ŷ1,` are the MC estimators for the discrepancy terms of the high- and low-fidelity at
level `, respectively, while µ̂Y1,` is a refined estimator for the expected value of the low-fidelity
discrepancy at level `. We note here that an effective MLMF estimator can be defined even if low
and high-fidelity models have a different number of levels; however, the number of active
low-fidelity levels can be no larger than the high-fidelity count3. At each level `, the total number
of low-fidelity samples is r`N` and, as done for the control variate MC, the first N` are shared
between high- and low-fidelity discrepancy terms, while the remaining (r`−1)N` are LF only
terms.

We introduce here the variant employed by Dakota and described in [23], which is based on the
observation that differencing operators like discrepancies tend to decorrelate, which can degrade
the variance reduction in a control variate technique. By introducing an additional coefficient to

2Of course, in this case, this initial solution does not correspond to the choice of ri which minimizes the estimator
variance, but it is only used as a starting point for the sampling allocation procedure.

3This condition stems from the need to decrease the variance of the high-fidelity MLMC. When the number of
low-fidelity levels is smaller in a “ragged” column configuration, it is best to reduce the variance in the coarsest
high-fidelity levels first with the available low fidelity control variates, as this is often where, if the MLMC is
correctly designed, the bulk of the QoI variance resides.
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be optimized level-by-level, the control variate correlation can be maximized. The discrepancy
term for the low-fidelity model is defined as

Y̊1,` = γ`Q1,`−Q1,`−1, (2.20)

in which the additional parameter γ` is introduced to maximize the correlation between the
discrepancy terms for the high- and low-fidelity models. Given the two ratios

θ` =
Cov

(
Y`,Y̊1,`

)
Cov

(
Y`,Y1,`

)
τ` =

Var
(
Y̊1,`
)

Var
(
Y1,`
) , (2.21)

the correlation between Y̊1,` and Ŷ` can be expressed as a function of the correlation between Ŷ1,`
and Ŷ`

ρ̊
2
` = ρ

2
`

θ 2
`

τ`
, (2.22)

which identifies the best γ` as the one that maximizes the ratio θ 2
`

τ`

γ
?
` =

Cov
(
Y`,Q1,`−1

)
Cov

(
Q1,`,Q1,`−1

)
−Var

(
Q1,`−1

)
Cov

(
Y`,Q1,`

)
Var

(
Q1,`

)
Cov

(
Y`,Q1,`−1

)
−Cov

(
Y`,Q1,`

)
Cov

(
Q1,`,Q1,`−1

) . (2.23)

The resulting optimal allocation of samples for each level can be shown to follow the one of the
classical control variate MC, level by level, while the final sample allocation can be written as

r` =

√
ρ̊2
`

1− ρ̊2
`

C`

C1,`
,

Λ` = 1− r`−1
r`

ρ̊
2
`

N` =
1
ε2

[
LHF

∑
k=0

(
Var[Y`]Ck

1− ρ̊2
`

)1/2

Λk(rk)

]√(
1− ρ̊2

`

)Var[Y`]
C`

,

where C` and C1,` represent the cost of evaluating Y` (for the high-fidelity) and Y1,` (for the
low-fidelity), each at level ` respectively. We note that this sample allocation is similar to the
underlying allocation of an MLMC estimator based on the high-fidelity model form. Given this as
a reference, it is possible to see the effect of the control variate variance reduction level by level
through the term ρ̊2

` , which reduces the effective variance that the MLMC estimator has to
manage for each level.

2.2. Emerging Sampling Methods for Non-Hierarchical Modeling

The classical control variate approaches [50, 52, 51, 71, 75, 57], that we denote here as Optimal
Control Variate (OCV), introduce a set of M information sources

(
Qi : Rd →Qi ⊂ R

)M
i=1 to

25



accelerate the MC estimator based on the high-fidelity data source

Q̂OCV = Q̂+
M

∑
i=1

αi
(
Q̂i−µi

)
, (2.24)

where αi is used to weight the difference between each model’s estimated mean and its known
mean µi. This estimator clearly resembles (and inspires) the MFMC estimator in Equation (2.14),
however we note that this OCV estimator [52] uses low-fidelity models with known means µi
rather than approximated means µ̂i. If we denote the covariance matrix among Qi with CCC ∈RM×M

and the vector of covariances between Q and each Qi with ccc ∈ RM, it can be shown that the OCV
estimator variance is minimized for α∗ =−CCC−1ccc. Using these optimal weights and defining

c̄cc = ccc/Var1/2 [Q] =
[
ρ1Var1/2 [Q1], . . . ,ρMVar1/2 [QM]

]T
,

where ρi is the Pearson correlation coefficient between Q and Qi, we can write the OCV variance
as a function of the high-fidelity MC estimator variance through

Var
[
Q̂OCV(α,zzz)

]
= Var

[
Q̂(zzz)

](
1− c̄ccTCCC−1c̄cc

)
. (2.25)

The variance reduction achievable by OCV can be seen as a theoretical limit for all the MF UQ
sampling strategies based on the linear control variate expressed by Equation (2.24).

We have recently demonstrated that existing approaches like MLMC and MFMC cannot approach
this theoretical limit, even when infinite resources are available for evaluating the low-fidelity
models (refer to theorems and proofs in [31]). Rather, MLMC and MFMC can only approach a
variance reduction equal to 1−ρ2

1 in the limit due to their recursive nature. This theoretical limit
corresponds to the OCV-1 estimator, for which the variance reduction results from perfect
estimation of the first control variate term µ1. For MLMC and MFMC, all other control variate
terms only serve to recursively enhance µ̂1, so OCV-1 defines the maximum attainable variance
reduction for these estimators.

Since MFMC and MLMC both rely on the linear control variate approach Equation (2.24), the
maximum attainable variance reduction that they can achieve is limited solely by the sampling
strategy employed. For overcoming this limitation, we have proposed the Approximate Control
Variate (ACV) approach, which seeks to recover the maximum attainable variance reduction of
OCV in the limit of infinite computational resources by introducing an adequate partitioning of
the low-fidelity sample set zzzi, while remaining in the class of linear control variate approaches. In
particular, given Ni = riN sample set cardinality (for each low-fidelity model), we can partition
the set of samples into two ordered subsets zzz1

i ⊂ zzzi and zzz2
i ⊂ zzzi such that zzz1

i ∪ zzz2
i = zzzi. ACV

estimators can be obtained in the following form

Q̃(α,zzz) = Q̂(zzz)+
M

∑
i=1

αi
(
Q̂i
(
zzz1

i
)
− µ̂i

(
zzz2

i
))

= Q̂(zzz)+
M

∑
i=1

αi∆i(zzzi) = Q̂+α
T

∆, (2.26)

where ∆ = (∆1, . . . ,∆M), ∆i(zzzi) = Q̂i
(
zzz1

i
)
− µ̂i

(
zzz2

i
)

and zzz ≡ (zzz,zzz1, . . . ,zzzM). The optimal ACV
estimators with minimum variance can be obtained for the following choice of weights

α
ACV =− [CCC ◦FFF ]−1 [diag(FFF)◦ ccc] , (2.27)
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which leads to

Var
[
Q̃(αACV)

]
=

Var [Q]

N

(
1−R2

ACV
)
, (2.28)

where
R2

ACV = aaaT [CCC ◦FFF ]−1 aaa (2.29)

and aaa = [diag(FFF)◦ c̄cc]. It is worth noting that the variance reduction in Equation (2.29) closely
resembles that from OCV in Equation (2.25) except for the presence of the matrix FFF ∈ RM×M,
which encodes the particular sampling structure. In [31], we have provided two possible
examples of sampling strategies that result in an FFF matrix which converges to an all-ones matrix,
which corresponds to the state where ri→ ∞ for all low-fidelity models and R2

ACV→ c̄ccTCCC−1c̄cc.

To summarize, the importance of the ACV framework is two-fold. First, it is possible to analyze
existing algorithms like MLMC and MFMC within this framework and show that their variance
reduction does not converge to c̄ccTCCC−1c̄cc in the limit of infinite low-fidelity evaluations. Second, it
is possible to design partitioning schemes for zzzi for which R2

ACV→ c̄ccTCCC−1c̄cc, guaranteeing that the
maximum theoretical variance reduction is attainable for a given ensemble of models (in the limit
of infinite resources for sampling the low-fidelity models).

This greater flexibility of ACV, which can lead to orders of magnitude acceleration for certain
problems when compared to MLMC and MFMC, comes at the cost of greater complexity in the
optimal resource allocation problem. Indeed, MLMC and MFMC (in its original version [63])
use a sampling structure that reduces the covariance matrix CCC to either a tri-diagonal (MLMC) or
diagonal (MFMC) matrix, which allows for its inversion in closed-form and, consequently, for
determining the weights and the resource allocation in closed-form as well. ACV’s advantage
over both MLMC and MFMC is derived from the full character of the covariance matrix CCC, which
reflects the full use of all of the information sources. It follows from this that the resource
allocation problem needs to be solved numerically by minimizing

min
N,ri

log
(
Var [Q]

N

(
1−R2

ACV
))

subject to N

(
C +

M

∑
i=1

Ciri

)
≤ C tot , N ≥ 1, r1 ≥ 1,

(2.30)
where C tot represents the available computational budget expressed in equivalent high-fidelity
runs and the log of the estimator variance is introduced to improve conditioning of the numerical
solution.

2.3. Solution Modes

Each of the five estimators described in Section 2.1 and Section 2.2 can be employed in the
following solution modes within the Dakota implementation4. The distinctions are centered
around the usage of the initial pilot sample and support different estimation goals:

4Using keyword solution_mode with online_pilot, offline_pilot, or pilot_projection.
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• Pilot projection: this mode evaluates the pilot sample of a user-selected size, estimates the
initial inter-model statistics (e.g., level variances Var (Y`) or covariances C,c), and projects
the performance that the estimator is expected to achieve. Computation of the optimal
sample allocation must incorporate the pilot investment as a lower bound; however, no
sample increments in the direction of this optimal profile are performed such that the initial
model statistics from the pilot are not updated.

• Online pilot: similar to the pilot projection mode, the online mode starts from a
user-selected pilot sample and uses the initial model statistics to compute an initial sample
allocation, constrained by the pilot investment. The key difference is the online mode is
iterated, computing a new sample increment that takes a step in the direction of the optimal
profile5. These increments are limited to evaluating the QoI statistics required to converge
the optimal sample profile, involving shared sample sets for model correlation and
covariance in control variate approaches (CVMC, MFMC, ACV) and sample sets for level
variances in multilevel cases (MLMC and MLCV MC). Once an increment in samples is
evaluated, the new data is used to update the model statistics which are then used to update
the estimate of the optimal sample profile. This iterative process is continued until no
additional sample increments are required. By leveraging more accurate estimates of the
model correlations and covariances as additional simulation resources are allocated, we can
address concerns with either under-estimating the pilot (resulting in reduced accuracy in the
model statistics and a sub-optimal sample profile) or over-estimating the pilot (resulting in
reduced efficiency due to the selected pilot size over-shooting the optimal sample profile).

• Offline pilot: this mode separates the initial pilot evaluation expense from the subsequent
computation of the optimal sample profile. By specifying a large offline pilot, the model
statistics used by the estimators can be evaluated very accurately to provide a reference
“oracle” solution to which the other solutions can be compared. An important feature is that
the online sample profile is not constrained to incorporate the offline sample investment, as
the goal for an oracle reference is to identify the best online solution that results from
perfect a priori knowledge.

These modes are explored for each of the different estimators for a model problem in Section 4.2.
To enable consistent support of online pilot mode and avoid issues with mis-estimation of the
pilot sample size, iterated versions of control variate estimators have been developed as described
in the next section.

2.3.1. Iterated control variate methods: CVMC, MFMC, and ACV

While it is common for multilevel approaches (i.e., MLMC, MLCV MC) to iterate towards a final
solution, published control variate approaches (CVMC [59], MFMC [63], and ACV [31]) allocate
only once, under the assumption that the initial pilot estimates of the model correlations and
covariances are sufficiently accurate. This is essentially equivalent to the offline “oracle” mode,
except that the selected pilot sample may be insufficient for full confidence in the final results.

5The computed increment may be reduced through an under-relaxation factor or homotopy parameter to mitigate any
over-shooting of the sample target, but this extension is not explored here.
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Algorithm 1 Iterated control variates for online solution mode

Require: Pilot N0 > 0
Require: Truth quantity of interest Q, Approximations Qi
Require: Under-relaxation factor 0 < γ ≤ 1

∆N← N0

while ∆N 6= 0 do
Evaluate ∆N samples ∀Q,Qi
if CVMC or MFMC then

r∗,N∗← ρ2
i . Equation (2.12), Equation (2.17), Equation (2.18)

else if ACV then
r∗,N∗← C,c . Equation (2.30)

end if
∆N← γ max(0,N∗−N)

end while
LF increments: Evaluate (r∗i −1)N∗ samples ∀Qi
if CVMC or MFMC then

α ← ρ,Var [Q] ,Var [Qi] . Equation (2.11), Equation (2.15)
else if ACV then

α ← C,c,r∗ . Equation (2.27)
end if
Q̂CV ← α, Q̂, Q̂i, µ̂, µ̂i . Equation (2.9), Equation (2.14), Equation (2.26)

In the estimator implementations in Dakota, we standardize around the concept of iteratively
updating our model statistics and associated sample profiles, extending CVMC, MFMC, and ACV
to use the online pilot mode described previously. Algorithm 1 summarizes the iterated approach
for these three estimators, where we denote optimization solutions (analytic or numerical) using
super-script “∗”. CVMC and MFMC differ only in that the former is restricted to a single
approximation Q1. ACV differs in the computation of the sample profile r∗,N∗ from the low-low
and low-high covariances C,c. Starting from a pilot sample of size N0, the main loop iteratively
refines r∗ and N∗. Given an increment in shared samples ∆N, we evaluate these samples and use
the new QoI results to update the model statistics (ρ2

i for CVMC and MFMC, C and c for ACV),
which are then used to update the sample profile. If the estimate of the optimal number of shared
samples has increased, then the iteration continues; otherwise we exit the loop and perform the
finalization steps of applying the LF sample increments indicated by r∗ (the optimal target r∗N∗
minus the current shared N∗), computing the control variate parameters α , and rolling up the final
moment estimates. Note that we defer any application of LF increments until we have converged
on the final values of r∗ and N∗; these increments are not required prior to finalization and
applying them based on inaccurate early estimates could overshoot the final profile targets.
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3. EXTENSIONS AND EMERGING DIRECTIONS

This chapter summarizes work in the direction of challenges 2 and 3 from Section 1.4. These
efforts were considered “stretch goals” for the milestone effort, intended to highlight emerging
directions that will be explored more comprehensively in the near future.

3.1. Model tuning for multifidelity sampling

An important challenge that commonly arises in realistic multifidelity deployments is the need to
identify effective configurations for low-fidelity approximations that can maximize the
performance within a multifidelity analysis. A priori assumptions about this configuration are
often inaccurate, as the correlation versus cost trade-offs can be complex and non-intuitive,
leading to potentially significant losses in multifidelity performance.

To address this challenge, we have formalized approaches for model tuning, which refers to the
process of identifying the best configuration settings for one or more low fidelity models (the
“truth” model is assumed fixed). In particular, given a set of hyper-parameters that govern the
balance of accuracy versus cost for a set of low fidelity models (e.g., numerical discretization
controls and tolerances, architectural details of data-driven surrogate models, et al.1) we
formulate an optimization problem that identifies the model settings that lead to the highest level
of performance. We perform this optimization within the context of a particular statistical
estimator (e.g., ACV-MF for the mean statistic), employing either bi-level or all-at-once
approaches that minimize the estimator’s variance for a given budget or minimize total cost for a
given estimator accuracy.

3.1.1. Bi-level model tuning

Bi-level model tuning, shown in Equation (3.1), performs optimization over the hyper-parameters
θ on the outer loop, with the inner loop solving a multifidelity analysis to compute the optimal
sample allocation for each instance of θ .

arg min
θ

[
arg min

r,N

Var[Q]

N
(1−R2(θ ,r)) s.t. N

(
w+

M

∑
i=1

wi(θ)ri

)
≤C

]
(3.1)

1It is generally a modeler’s choice which controls are used to enumerate discrete model instances and which controls
are tunable hyper-parameters. For example, Section 5.2 chooses a discrete set of spatial resolutions to define a
multilevel hierarchy in combination with a set of temporal resolution controls as tunable hyper-parameters.
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Typically this inner loop minimizes the estimator variance subject to a budget constraint as
shown, with the solution available either analytically (e.g., Equation (2.12), Equation (2.17)) or
numerically (e.g., Equation (2.30)). Alternatively, the objective and constraint can be swapped:
total cost can be minimized for a prescribed estimator accuracy on the inner loop, with the outer
loop then minimizing this optimal cost over the hyper-parameters.

A primary strength of the bi-level approach is that it is relatively straightforward, allowing
plug-and-play configuration of outer-loop optimizers with different inner loop sampling
estimators (Section 2.1 and Section 2.2) used in different solution modes (Section 2.3). A primary
challenge that may require mitigation includes the potential for numerical noise coming from
inner loop solutions that involve iteration and tolerance enforcement. In online pilot mode, there
is potential for inefficiency from computing fully converged solutions of inner loop sample
profiles away from the optimal hyper-parameters, or alternatively in pilot projection mode,
sub-optimality of the hyper-parameters can result from approximating estimator performance
with reduced-cost projections.

The bi-level model tuning approach is employed in the results of Section 4.2, Section 4.3 and
Section 5.4, where surrogate-based outer-loop optimizers are used to mitigate the effects of
numerical noise caused by inner loop iterative processes. For the model problem in Section 4.2
and Section 4.3, we can afford to explore both pilot projection and online pilot modes, but in the
more expensive battery analyses of Section 5.4, we restrict ourselves to pilot projections within
the model tuning.

In the bi-level approach, the model tuning analysis is essentially an additional offline cost,
occurring prior to a full UQ analysis using the optimized hyper-parameters. In the case where a
streamlined inner loop analysis (e.g. the pilot projection mode described in Section 2.3) has been
used to reduce this offline cost, a full analysis can switch to the online approach and then reuse
the pilot sample that corresponds to the optimal θ ∗ by leveraging the restart database. And in the
case where the solution modes for model tuning and final UQ are the same, restart may be further
leveraged in that the final UQ can pick up where the model tuning left off by filling in any
post-processing steps that were omitted as described in Section 3.1.3.

3.1.2. All-at-once model tuning

The all-at-once (AAO) approach to model tuning collapses the two optimization loops into a
single solve over both the hyper-parameters and the multifidelity sample allocation, as shown in
Equation (3.2).

arg min
θ ,r,N

Var[Q]

N
(1−R2(θ ,r)) s.t. N

(
w+

M

∑
i=1

wi(θ)ri

)
≤C (3.2)

Again, the definition of the objective-constraint pair can be swapped depending on the user
specification of either desired total budget or desired final accuracy.

For the projection and offline pilot modes, the number of shared samples used to compute the QoI
statistics is fixed at the initial pilot size and is not advanced. In this context, the solver’s iterative
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updates to r and N define the sample profile that is projected, but no associated sample increments
are performed during the optimization solve in order to update the QoI statistics with new
information. Rather, the only additional sampling is for new pilot estimates of the QoI statistics
due to changes in θ , which entails either performing a new set of pilot samples for the new θ or
interrogating an emulator of the QoI statistics constructed over θ . For these two solution mode
cases, the differences between AAO and the corresponding bi-level approach are more subtle, as
the pilot sample cost per advancement of θ will be the same; only the details of internal solver
iterations and surrogate emulations will differ. What matters most will be minimizing the number
of pilot evaluations required to find the optimal hyper-parameter solution, and so the most
effective strategy may be to extract as much value as possible from each of these pilot samples for
new θ . For a discussion about the impact of hyper-parameters and pilot samples sizes, in the
projection mode solution of AAO studies for Entry, Descent and Landing (EDL) simulations
based on the Post2 NASA code, the interested reader can refer to [8].

For the online pilot mode, we will advance the shared samples in order to update the QoI statistics
to an accuracy that is consistent with the number of shared samples within the optimal profile. To
accomplish this iterative advancement, we have the choice of performing sample increments
either online as the AAO solve advances N(i) for each iteration i, or as a separate outer loop
around the pilot-projection AAO solve described above. The former approach has multiple
challenges:

• Since N and θ are advancing simultaneously, any emulation process over θ (both explicitly
managed for simulation costs and QoI statistics and internally managed for solver quantities
like quasi-Newton Hessian updating) may need to relax the use of consistent sample
resolution N (resulting in additional noise) or be forced to advance resolution for all θ

points currently in use (resulting in additional expense).

• Depending on the optimizer, exploration of large N values may occur during the course of
the iteration and immediate sample advancements in this context would be ill-advised.

Aside from no longer being completely all-at-once, the latter approach of iterating N in an outer
loop seems attractive due to its reuse of related algorithmic and software components, as it
essentially combines the pilot-projection AAO approach (no sample advancements occur during
the AAO solution for θ ∗,r∗,N∗) with the same outer loop approach defined in Section 2.3.1 (the
number of shared samples N is iteratively advanced towards N∗). The key difference from
Section 2.3.1 is that the identification of θ ∗ is now part of the inner loop solve, and it becomes
refined during the outer loop iterations as the QoI statistics become more accurate. As for the
challenges in the former fully integrated approach, incremental reuse of emulated data across θ

will be important across the iterations for N.

A critical aspect of all model tuning approaches is the trade-off in accuracy versus cost in the
hyper-parameter model tuning process, which must be considered within the full UQ context.
While the pilot projection case will result in a sub-optimal hyper-parameter selection based on
imperfect initial estimates of the QoI statistics, it’s tuning cost may be significantly lower than
seeking a more accurate online pilot solution with an additional level of iteration (whether part of
the inner loop in a bi-level approach or as an outer loop in an AAO approach). The accuracy of
the hyper-parameter selection then pays its dividends in the accuracy and efficiency of the final
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UQ analysis, such that the aggregate cost-benefit analysis is non-trivial and subject to many
application-specific factors. We leave this analysis to future work.

3.1.3. Streamlining of estimators for performance estimation

During the process of model tuning using either the bi-level or AAO approach, it is only
necessary to compute the estimator variance and the total cost, as these quantities define the
objective function and constraint of the tuning optimization problem. The final statistical results,
such as the QoI moments, are not required while solving for the optimal hyper-parameters.
Therefore, estimators can bypass certain final processing steps2 as follows:

• MLMC: the normal iteration over model levels must be performed to assemble
contributions to the estimator variance. No sample sets are bypassed in this case.

• CVMC, MFMC, and ACV: Following the resolution of the number of shared samples
needed to obtain the model correlations or covariances (as consistent with the different
solution modes in Section 2.3), performance estimation does not require the computation of
any low fidelity sample increments, which typically requires many low fidelity simulations
as defined by the over-sample factors r∗.

• MLCV MC: the iteration over model levels, including shared samples among low and
high-fidelity models, must be performed to assemble the estimator variance. However, as
for CVMC above, the control variate computation of all low-fidelity sample increments can
be bypassed.

For all cases, any calculations required for rolling up the final moment estimates can be bypassed,
whether assembled across levels or by control variate estimation and application, although this
savings is strictly post-processing and usually insignificant relative to bypassing LF sample
increment evaluations in control variate approaches.

For either the bi-level or AAO cases, taking advantage of these streamlining opportunities during
the model tuning phase can eliminate a significant amount of recurring cost for each θ instance
encountered during the iteration, but it also implies that a subsequent post-processing pass may be
required to re-activate the LF sample increments and enable computation of the final UQ results
for θ ∗.

It is important to note that all of the thermal battery studies in Parts I and II of this report employ
this streamlining, since the focus is on investigating the performance of multifidelity approaches.
Since the final roll-up of moments does not inform this comparison, LF sample increments are not
actually performed (only projected) and final moments are not reported. In production UQ
studies, however, these final moments would of course be of significant interest and completion of
all components of the sample profiles would be required.

2This bypass is triggered in Dakota using the keywords final_statistics estimator_performance.
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3.2. Incorporating machine learning surrogates

A common approach to alleviate the computational burden in performing forward or inverse UQ
is to construct a surrogate (or response surface or metamodel) for the mapping between input
parameters and quantities of interest. Many different approaches exist for constructing surrogate
models, but we focused on explore the utilization of data-driven machine learning surrogates,
namely neural networks, in this project. A simple feedforward neural networks can be concisely
described as a mapping:

fθ : Rn→ Rm, (3.3)

where θ denotes a set of parameters that must be tuned/optimized by forcing the map to match
given input/output pairs. Typically, these parameters are associated with weights and biases, and
the function f is actually a composite function, e.g.,

fθ = f (p)
θ
◦ f (p−1)

θ
· · · ◦ f (1)

θ
,

where each f (k)
θ

is actually a much simpler function that depends only on a subset of the
parameters in θ . While this framework is quite flexible and powerful, neural networks models
typically contain many, sometimes billions or trillions, of parameters that must be trained using
data. This requires a tremendous amount of data and specialized training procedures, usually
stochastic methods due to the non-convex optimization landscapes, to train the parameters of a
given model. We refer the interested reader to standard references, e.g., [29, 55], for further
details.

One of the reasons for the increasing popularity in data-driven surrogate modeling, is the
availability of high-quality robust software frameworks for building such models. Several python
libraries, such as TensorFlow, PyTorch, Keras and Jax, have been supported by industry and all
have relatively comparable capabilities for feedforward neural networks. We have selected
PyTorch for this project since this was the library many of the researchers were most familiar
with. However, any of these options can be used to replicate the results in this report. For the sake
of reproducibility, we have including our python scripts in Appendix B.

3.2.1. UQ for ML Surrogates

Utilizing a surrogate model is appealing for UQ since the computational cost of evaluating the
surrogate model can often be orders of magnitude smaller than evaluating the true high-fidelity
model, but the trade-off is the potential introduction of additional epistemic or aleatoric
errors/uncertainties depending on the accuracy of the surrogate model and the data.

For certain surrogate modeling approaches, such as sparse grid interpolants [26, 34, 10] and
pseudo-spectral approximations [12], the errors are mostly epistemic due to either interpolation or
extrapolation of the surrogate model. However, data-driven models, such as neural networks, also
contain aleatoric uncertainties associated with noisy data and non-deterministic solvers. A
comprehensive characterization and reduction of all of the sources of error/uncertainty in a
data-driven surrogate model is beyond the scope of this project, so we rely on two established
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approaches, Monte Carlo dropout and ensembles, to characterize the variability in the model
predictions due to subsets of these sources.

3.2.1.1. Monte Carlo Dropout

Originally introduced as a regularization technique to avoid overfitting, Monte Carlo dropout is
now recognized as a mechanism to characterize the variability in a surrogate model’s predictions
by using an ensemble of lower-fidelity predictions. As the name indicates, Dropout works by
randomly dropping nodes in the network to avoid an overly complex network than cannot
adequately be trained using the given data. This has been shown to be equivalent to a Bayesian
neural network where the prior probability distribution over the network parameters is a Bernoulli
distribution [17]. While this approach is simple to implement using any of the aforementioned
python libraries and provides a relatively cheap characterization of the prediction uncertainty, we
note that it is often subject to over-confidence, i.e., it under-predicts the actual error/uncertainty.
Also, the introduction of the hyperparameters associated with the dropout probabilities allows one
to arbitrarily tune the prediction uncertainty to meet any desired criteria.

3.2.1.2. Ensembles

One alternative to Monte Carlo dropout that is conceptually simpler but more computationally
demanding is an ensemble-based approach. The general idea is to create an ensemble of surrogate
models and use the ensemble mean as the prediction and the distribution of predictions to
characterize the uncertainty [49]. The increase in cost relative to dropout is due to training several
surrogate models to generate the ensemble, which may still be minimal in comparison with
running a high-fidelity physics model. Several approaches have been explored in the literature
and vary in terms of how the ensemble members are generated and how the training of the
ensemble is performed, see e.g., [49, 36, 1]. In this report, we use a fairly straightforward
approach to generate an in-domain set of ensemble members by fixing the initial guess and
varying the random seed associated with the training procedure.

3.2.2. Building Surrogates Using Data From Multiple Sources

Most engineering and scientific applications require substantial computational resources for a
single high-fidelity model evaluation, so generating sufficient high-fidelity data to train a
data-driven surrogate model is prohibitively expensive. Thus, recent research has focused on
multi-fidelity information fusion strategies that can leverage cheaper data-generating processes to
help build stable and accurate machine learning surrogates. To this end, various strategies have
been explored in the literature and we employ a relatively small subset of these in this report.

One simple, but often effective, approach for multi-fidelity surrogate construction is to use a
linear discrepancy model [41, 58] where the high-fidelity surrogate, fHI, depends linearly on a
lower-fidelity surrogate, fLO, via

fHI(x) = ρ(x) fLO(x)+δ (x). (3.4)
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We refer to this as a linear discrepancy model since for a given parameter, x, the high-fidelity
approximation depends linearly on the low-fidelity approximation. For simplicity, we will assume
ρ(x) = 1 and focus on constructing approximations to δ (x).

One generalization of the linear discrepancy is a stationary nonlinear model, where the
high-fidelity approximation is given by a nonlinear mapping involving only the low-fidelity
approximation,

fHI(x) = g( fLO(x)). (3.5)

One benefit in this approach is the avoidance of the high-dimensional parameter space in the
construction of the high-fidelity surrogate approximation. The drawback/trade-off is that g is not
necessarily a deterministic function and can be difficult to approximate. One way to alleviate this
difficulty is to use a non-stationary nonlinear approximation [53],

fHI(x) = h(x, fLO(x)). (3.6)

which includes the input parameter in the mapping. Other approaches for constructing
multi-fidelity surrogates have been developed [30, 56], but a comprehensive
exploration/comparison of approaches was beyond the scope of this study.
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4. SIMPLE MODEL PROBLEM

This chapter presents an algebraic model problem with tunable hyper-parameters that can be
studied in detail. These studies will inform our preferred approaches for identifying the best
estimator performance for the thermal battery problem targeted in Chapter 5.

4.1. Tunable problem definition

We consider a model problem in which two low-fidelity models are used to improve the precision
of the mean estimator for the high-fidelity mode. This problem is based on the original model
introduced in [31] and subsequently extended to include controllable hyper-parameters in [8]. In
particular, the high- and low-fidelity models are defined as

Q = A
(

x5 cosθ + y5 sinθ

)
(4.1)

Q1 = A1
(
x3 cosθ1 + y3 sinθ1

)
(4.2)

Q2 = A2 (xcosθ2 + ysinθ2) , (4.3)

where x,y∼U (−1,1) and A,A1 and A2 are constant values determined to obtain unitary variance
for each model (

√
11,
√

7,
√

3, respectively). For this problem, we can assign the value of the
controllable parameter θ = π/2 for the high-fidelity model, while the parameters θ1 and θ2 are
used as controllable hyper-parameters for the low-fidelity models. In the following we consider
and discuss two separate scenarios: first we consider the case in which θ2 is fixed and the only
controllable hyper-parameter is θ1; second, we consider the case where both θ1 and θ2 are
controllable hyper-parameters.

4.1.1. 1D hyper-parameter tuning

To complete the definition of the tuning problem, it is necessary to define a cost law that, over a
design range for θ1, produces a cost for evaluating Q1 that varies between the cost of evaluating
the model Q2 (the coarsest model) and Q (the high-fidelity reference model). For fixed values
θ = π/2 and θ2 = π/6 with fixed costs w = 1.0 and w2 = 0.01 respectively, we use the following
cost law for the mid-fidelity model Q1(θ1)

logw1 = logw2 +
logw2− logw

θ2−θ
(θ1−θ2) . (4.4)

Correlations and cost for this scenario are reported in Figure 4-1.
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Figure 4-1. Low-fidelity properties for the test case with a single hyper-
parameter θ1.

Figure 4-2. Cost laws for the tunable problem with two hyper-parameters, θ1
and θ2.

4.1.2. 2D hyper-parameter tuning

For the second scenario, we employ both θ1 and θ2 as controllable hyper-parameters. For this
case, we extend the previous definition such that each low-fidelity model has a cost law expressed
by

logw j = log
(
0.001γ j

)
− log(0.001)

(θ j−π/6)δ j

∆θ
, (4.5)

where ∆θ = π/2−π/6. For the first low-fidelity model, we use γ1 = δ1 = 1, which recovers the
previous cost model for Q1 in Equation (4.4). For the second low-fidelity model we select
δ2 = 2.5 and γ2 = 0.55, which separates the cost of this model from the cost of the first
low-fidelity model over the entire range of admissible θ values. The cost laws for these two
low-fidelity models are shown in Figure 4-2.
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4.2. Tunable problem: 1D results

We first study the performance of our five estimators (MLMC, CVMC, MLCV MC, MFMC, and
ACV-MF) over the range of θ1 for different solution modes (pilot projection, online/iterated pilot,
and offline/oracle pilot). Since CVMC is restricted to two models (truth and a single
approximation), it employs Q and Q1 for the 1D hyper-parameter tuning study below and is
excluded from the 2D hyper-parameter tuning study in Section 4.3 since the selected model
configuration has no dependence on θ2. MLCV MC requires a two-dimensional model hierarchy,
so the three models are configured as Q and Q1 defining the multilevel dimension and Q2 defining
a lower-fidelity control variate to Q1.

Figure 4-3(a) shows results for offline mode using pilot size of 5000, Figure 4-3(b,c) shows
results for pilot projections using pilot sizes of 25 and 100, and Figure 4-3(d) shows results for
online mode initiated from a pilot size of 25. All cases use a budget of 1000 equivalent HF
evaluations for defining the online sample profile.

The offline mode separates the initial pilot evaluation expense from the subsequent computation
of the optimal sample profile. By specifying a large offline pilot (5000 samples for the results in
Figure 4-3(a)), the model statistics (discrepancy variances, correlations, and covariances) used by
the estimators can be evaluated very accurately. Excluding this offline cost, an “oracle” solution
to the online sample profile is then computed in order to provide a reference for comparison with
other solutions (refer to Section 2.3 for additional details).

The pilot projection mode evaluates an initial pilot sample and uses the resulting model statistics
to project the estimator variance that the estimator is expected to achieve (refer to Section 2.3 for
additional details). Relative to the oracle solution, the pilot projection using 25 samples in
Figure 4-3(b) shows significant differences, especially for MLMC and MLCV MC. It is evident
that the wrong estimator might potentially be selected (e.g., MLMC) if relying on a projection
with too small of a pilot sample, resulting in a degradation in performance from tuning the
non-optimal estimator. When increasing the pilot projection to 100 samples in Figure 4-3(c),
progress is made towards the oracle reference and CVMC, MFMC, and ACV-MF appear
reasonably converged.

As for the pilot projection mode, the online pilot mode starts from an initial pilot sample and
uses the initial model statistics to estimate a new sample profile, constrained by the pilot
investment. The key difference is that this approach is iterated, using new sample increments to
update the model statistics and the optimal profile until this profile converges (refer to Section 2.3
for additional details). Figure 4-3(d) shows the results of this recommended approach: a small
initial pilot (25 samples in this case, same as for Figure 4-3(b)) can be used to avoid
over-estimating the pilot, which can adversely constrain the optimal sample profile and reduce
efficiency. The iterative process then advances the sample counts to the correct levels (e.g.,
increasing HF sample counts from 25 initial up to a range of 128 to 979 final samples, depending
on the estimator and hyper-parameter settings), accurately recovering the shape of the oracle
solution without having to guess and either under-shoot (resulting in reduced accuracy) or
over-shoot (resulting in reduced efficiency) the pilot size. The primary downside is the
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Figure 4-3. Effect of hyper-parameters on estimator performance: θ1 sweep
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introduction of some numerical noise to the curves induced by this iteration, which can be
mitigated through appropriate optimizer selection.

4.3. Tunable problem: 2D results

Extending the hyper-parameters to include both approximation models, we now investigate the
behavior of estimator variance over both θ1 and θ2 for four estimators (CVMC is excluded for
this case since it includes only one approximation model).

4.3.1. Parametric study

Figure 4-4 shows the results for pilot projection mode, where 100 pilot samples are selected based
on the observations from the preceding 1D analysis (Figure 4-3(b)). Figure 4-5 shows the results
for online pilot mode, where the online iteration is initiated from these same 100 pilot samples.
The pilot projection and iterated online results are largely consistent, with the former projections
based on 100 samples being generally sufficient to capture the tuning trends, even if lacking some
accuracy in the final estimator variance values.

The MLMC and MLCV MC results in Figure 4-4(a,b) and Figure 4-5(a,b) show the highest
sensitivity to non-optimal hyper-parameter settings, with the worst case performance (in the
corner (θ1,θ2) = (π/6,π/2)) being an order of magnitude worse than the highest values for
MFMC and ACV. This corner corresponds to the strongest reversal in the correlation ordering for
LF1 and LF2 (LF2 becomes more correlated to HF than LF1), for which the multilevel
hierarchical assumption becomes a poor one for model ordering {LF2,LF1,HF}. MFMC and
ACV, on the other hand, exhibit greater robustness to non-optimal settings and show less
degradation away from the optimal settings. ACV exhibits the highest level of noise, resulting
from reliance on numerical solutions to the optimization problem (Equation (2.30)) rather than
available analytic solutions.

For the MFMC results in Figure 4-4(c) and Figure 4-5(c), performance is more consistent across
the hyper-parameter ranges than for the multilevel approaches, but the method is still susceptible
to a mis-ordering of approximation models since it employs recursive control variates. The
Dakota implementation has mitigations in place for mis-ordering which avoid numerical
exceptions (see Equation (2.17)), discretely switching to average(ρ)-reordered models with
pyramid sampling constraint enforcement (see Section 2.1.2). These mitigations maintain the
ability to compute a solution throughout the hyper-parameter ranges, but result in the
discontinuities that are evident on the right sides of these two figures.

For ACV-MF, the scale of the worst case performance has been further reduced, indicating
additional gains in robustness. Moreover, non-hierarchical approaches are insensitive to model
ordering (excepting possible use of hierarchical approaches for warm-starting the numerical
solve), so there are no discontinuities evident from discrete enforcement of solution mitigations.
Additional evidence of this robustness can be inferred from the multimodality of the surface plot:
two distinct minima exist corresponding to smaller and larger values of θ2. Even for initially
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Figure 4-4. Effect of hyper-parameters on estimator performance: 2D sweep
for pilot projection mode and 100 pilot samples. Note differences in vertical
scale.
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Figure 4-5. Effect of hyper-parameters on estimator performance: 2D sweep
for online mode started from 100 pilot samples. Note differences in vertical
scale.
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unexpected model configurations, competitive performance can still be obtained. While this
robustness is indicative of an algorithmic strength, it presents an additional optimization
challenge by indicating additional need for global optimizers that can address multimodal
performance variation.

4.3.2. Bi-level optimization

Given the potential for numerical noise and multi-modality in some cases, we select efficient
global optimization (EGO [40]) and trust-region model management (TRMM [5, 14, 13]) as
noise-tolerant approaches for solving the bi-level optimization problem in Equation (3.1). Both
solver selections are in the family of surrogate-based optimization approaches.

• EGO involves the adaptive refinement of Gaussian process surrogate models through the
repeated solution of an approximate sub-problem that maximizes the expected
improvement function (EIF). EGO is a global optimization technique that continually
balances exploration and exploitation through the integration of a mean prediction and
prediction variance within the EIF.

• TRMM adaptively manages the location and extent of a data-driven approximation based
on the ratio of predicted to actual improvement; this ratio is computed following the
solution of an approximate sub-problem that minimizes a merit function subject to
nonlinear constraints. TRMM has some limited global exploration ability when configured
with a large initial trust region size and an appropriate subproblem solver, but the
subsequent adaptation selects iterates in a purely exploitative manner. Here we configure it
primarily as a noise-tolerant local optimizer using gradient-based optimization for the
approximate subproblem solutions.

Corresponding to the solution contours previously depicted in Figure 4-5(d), Figure 4-6 shows the
bi-level optimization results for the ACV-MF estimator in online mode initiated from a pilot size
of 100 samples. EGO is configured with default tolerances and a maximum of 250 iterations.
TRMM is configured with a large initial trust region size of 100% of the global bounds, centered
around initial guesses of either (1.1,0.55) or (1.047,1.047). TRMM is successful in converging
despite the numerical noise, but displays its local character in finding the local optimum closest to
each initial guess. The two local optima are similarly performant, differing only 1.7% in their
optimized estimator variance. EGO searches the entire parameter space and locates the best
global solution at (1.1846,1.0379) with estimator variance 3.6787e-04.

For low-dimensional tuning problems, EGO is recommended for its global identification abilities,
but for moderate-to-high dimensional tuning problems, TRMM is expected to be more scalable
when configured with low-order surrogates.
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Figure 4-6. Bi-level optimization solutions for EGO and TRMM (red circles
plotted on top of Figure 4-5(d) using modified view angle).
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5. THERMAL BATTERY ANALYSIS

Thermally activated batteries use a molten salt electrolyte that is solid at room temperature; the
long shelf life provided by the electrolyte makes them ideal for space and defense applications.
They are activated by igniting pyrotechnic pellets, which melt the electrolyte in the battery stack,
and the battery remains operational until it has lost enough heat that the electrolyte resolidifies.
The single-use nature of these batteries motivates the use of computational simulation and
uncertainty quantification to predict battery performance quantities of interest (QoIs) for similarly
manufactured components.

A high-fidelity, multi-physics model of electrochemical performance was presented in [76]. This
model includes heat transfer, solid electrical conduction, species and ion transport in the molten
electrolyte, electrochemical reactions, porous two-phase flow of electrolyte and trapped gases,
and capillary wicking of liquid electrolyte. However, this model comes at a significant
computational cost. This limits the number of samples that can be afforded for uncertainty
analyses, impacting statistical accuracy. Several simpler models exist; these are outlined in
Table 5-1 and are discussed in detail in [76]. As shown in the table, “mode 4” activates each of
the relevant physics while modes 1 through 3 activate only a subset, enabling lower-fidelity
simulation alternatives that execute at lower cost. Each of these modes is implemented in the
Sandia-developed Thermally Activated Battery Simulator (TABS), a modeling tool for assisting
thermal battery designers in assessing design performance [69, 70]. This work investigates how
this ensemble of models in TABS can be leveraged by multifidelity sampling methods to achieve
increased computational efficiency and accuracy of uncertainty analyses.

5.1. Single-cell model

Preliminary studies focused on the single-cell (SC) TABS model, which focuses on a single
thermal battery cell. A diagram of the 2D axisymmetric simulation domain is shown in

Table 5-1. Summary of model fidelity modes, courtesy of [76].
Physics Included

Mode Descriptive Name Dimension Temperature-
Dependent

Electrochemistry Thermal
Activation

Two-Phase
Porous Flow

1 Thermal 2D 3 7 3 7

2 Electrochemical 1D 3† 3 3† 7
3SB Thermal-Electrochemical (Skip-Burn) 2D 3 3 7 7
3 Thermal-Electrochemical 2D 3 3 3 7
4 Full-Physics 2D 3 3 3 3

† Uses a pre-defined temperature, does not solve for thermal transport
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Figure 5-1.

Figure 5-1. 2D axisymmetric simulation domain for the multi-physics simula-
tions (not to scale), courtesy of [76].

The single cell battery under consideration is based on the Low Cost Competent Munition
(LCCM) thermal battery, whose properties and specifications have been studied and published in
the open literature [42, 43, 44]. Geometric and material specifications from [43] were used, while
uncertain input parameters and battery performance QoIs were chosen to mimic those considered
in [76].

The computational simulation of the activated battery runs for 6 simulated seconds, for which
performance QoIs related to the cell voltage and temperature are defined as depicted in
Figure 5-2. To study the voltage response under loading, a baseline electrical resistive load
boundary condition of 1.25 Ω is used and a transient resistive pulse of 0.125 Ω is applied.
Starting at time 4.0 s, the resistance transitions linearly from 1.25 Ω to 0.125 Ω over the span of
0.003 seconds. The resistive load remains at 0.125 Ω from 4.003 to 4.007 seconds, at which point
it linearly transitions back to 1.25 Ω by 4.01 s. Performance QoIs include:

• rise time (the time required for the cell voltage to reach 1 V);

• cell voltage prior to, during, and after the resistive pulse, and at the end of the simulation;

• maximum cell voltage;

• and maximum temperatures in the anode and cathode.

As noted in Section 3.1.3, streamlining of the MF UQ estimators is employed to reduce total cost
in the current context of comparing estimator performance, such that moment estimates for these
QoIs are neither formed nor reported. In a production UQ study where QoI moments are required,
additional LF sample increments would be needed in control variate cases to allow final assembly
of these moment estimates.

Uncertain parameters under consideration include:

• battery geometry (e.g. cell height and diameter);

• masses and densities of different parts of the battery;

• material properties (e.g. heat capacity, thermal conductivity);
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• and chemical properties.

In total, 45 uncertain parameters were considered with uniform distributions derived from expert
judgment, known manufacturing tolerances, and available test data, similar to the process
described in [70].

TABS uses Sandia’s Sierra/Multi-Mechanics Galerkin finite element solver module, Aria [73] for
the numerical discretization. In addition to models with a range of simplifying assumptions, a
range of numerical discretizations of varying costs can be exploited by multifidelity methods.
This was explored here in the context of both the spatial and temporal discretization. An aspect
ratio of 1:2 was applied for the spatial discretization for the axial vs. radial directions. Three
spatial discretizations were considered: 13x26, 25x50, and 50x100 axial vs. radial elements.
Similarity in the behavior of the voltage and temperatures for these discretizations indicated they
may be useful for multifidelity methods; see, for example, the voltage during the startup period
for each discretization of Mode 4 (see last row in Table 5-1), evaluated at mean values for all
parameters, in Figure 5-3.
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Figure 5-3. Mode 4 predicted voltage during startup period for nominal pa-
rameter values as a function of discretization.

Time steps are controlled adaptively based on a target linear predictor error and the nonlinear
Newton solver error. The initial time step is set by the user and can affect the stability, accuracy,
and cost of the simulation. Typically these values are chosen to maximize the accuracy and
robustness of the simulation. However, for lower-fidelity models in a multifidelity model
ensemble, they can be tuned to balance correlation and cost to maximize estimator efficiency. To
this end, optimal values for these time stepping hyper-parameters have been investigated in this
work using hand-tuned (Section 5.3) and optimization-based (Section 5.4) approaches.

5.2. Model ensemble selection

An initial pilot study was conducted to assess which model simplifications (called “modes”) from
Table 5-1 to include in the model ensemble for multifidelity sampling studies. This pilot study
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was used to compute sample correlations with the high-fidelity model (Mode 4, 50x100 spatial
discretization) as well as average computational costs for each mode. Cost was defined as the
total core time reported by Aria; this accounts for the aggregate computational effort expended
during a parallel simulation. Based on initial timing studies, all models used a single core except
for the 50x100 spatial discretization of Mode 4, which used 4 cores. This resulted in a core time
of 14 hours (∼3.5 hours of wall-clock time) for the highest-fidelity model, motivating the use of
multifidelity methods to improve computational efficiency.

Note that Mode 1 only resolves thermal effects and cannot predict voltages, so it is not suitable
for predicting several of the performance QoIs considered here; for this reason it was not included
in any further analysis. Mode 2 using either a nominal temperature profile or a temperature profile
recovered by first running Mode 1 achieved modest correlation with the other models in the
ensemble (ranging from 0.75 to 0.95 across QoIs). However, it was decided that there was not
adequate cost separation between it and the coarsest mode 3 discretization (about a factor of 2) to
warrant including it in the model ensemble for multifidelity sampling studies. This decision was
based on prior experience rather than a quantitative comparison of projected estimator variances
with or without Mode 2. A more automated and quantitative exploration of which models to
include as in [9] would be a more rigorous approach, as we expect to provide tools for this in
Dakota in the coming year. Mode 3SB was not considered for this preliminary study.

Based on the pilot study, Modes 3 and 4, each with the three spatial discretizations, were chosen
for the model ensemble. The previously mentioned timestepper hyper-parameters for all spatial
discretizations of Mode 4 were fixed at default values presented in Table 5-2. These values were
chosen for numerical accuracy and to minimize simulation failures induced by violation of
timestepper checks (e.g. exceeding the allowed number of timestep reductions). Because the
discretization bias of the mean estimator is only dependent on Mode 4, Mode 3 does not require
the same level of accuracy. In addition, it did not exhibit numerical challenges to the same degree
as Mode 4. The decreased requirement on the timestepper hyper-parameters leaves flexibility to
tune their values and maximize the efficiency of multifidelity methods. They were first tuned by
hand, with results presented in Section 5.3, and then using the bi-level optimization described in
Section 3.1.1, with results presented in Section 5.4.

5.3. Hand-tuned

Prior to the bi-level optimization and pilot projection modes now implemented in Dakota, any
tuning of hyper-parameters to achieve improved estimator efficiency had to be performed by hand
by an analyst. The human time required for such an effort has limited the combinations of
hyper-parameter values that could be explored in these contexts. An example of this is
demonstrated here for the LCCM battery.

As previously mentioned, three time stepper hyper-parameters were identified for tuning for the
LCCM battery Mode 3 time discretization: the predictor corrector and nonlinear Newton solver
error tolerances and the initial time step in seconds. To explore the hyper-parameter space, a
discrete set of values for the hyper-parameters were defined, ranging from the tight settings used
for Mode 4 up to 10−1 ; these are presented in Table 5-2. For a given combination of
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Table 5-2. Time stepper hyper-parameter values explored in hand-tuning ex-
ercise. Default settings, which were used for Mode 4, are bolded.

Initial time step 10−1 10−2 10−3 10−4

Predictor corrector tolerance 10−1 10−2 10−3

Nonlinear solver tolerance 10−1 10−2 10−3 10−4 10−5 10−6

Table 5-3. Combinations of hyper-parameters used in hand-tuning exercise.

Initial time step Predictor corrector tolerance Nonlinear solver tolerance
10−1 10−1 10−1

10−2 10−1 10−1

10−1 10−2 10−1

10−1 10−1 10−2

10−2 10−2 10−1

...
...

...

hyper-parameter values, a set of pilot samples was generated. These were used to compute sample
correlations between each of the Mode 3 spatial discretizations and the highest fidelity model.
Typically, model hierarchies where the low-fidelity models are well correlated with the
high-fidelity model and for which there is significant cost separation between low- and
high-fidelity are advantageous for multifidelity estimators. For this reason, the goal was to find the
coarsest resolution that exceeded a correlation of 0.80 for all QoIs and all models. The number of
pilot studies that would have to be performed by hand if all combinations of hyper-parameters
were considered in this case was untenable. Instead, combinations of hyper-parameters were
defined that ranged roughly from coarse to fine using a discrete multi-index approach; see, for
example, the first several combinations in Table 5-3. With the intuition that the cheapest models
achieving the desired correlation would produce the most efficient estimator, pilot studies were
computed for the coarsest combinations first and moved to finer combinations as necessary. The
first hyper-parameter combination encountered in this search that met the correlation
requirements was selected and carried forward for the multifidelity UQ analysis (see Table A-1
for correlations and relative costs for each iteration of the hand-tuning procedure).

The result of this process led to the following combination of hyper-parameters being selected for
use in the subsequent multifidelity UQ studies:

• Initial time step: 10−2

• Predictor corrector tolerance: 10−1

• Nonlinear solver tolerance: 10−1

The costs of the models in the multifidelity model ensemble relative to the highest-fidelity model,
using these hyper-parameter values for the Mode 3 discretizations, are reported in Table 5-4 (the
slight difference in relative costs for Mode 3 models in Table A-1 and Table 5-4 is due to two
different sets of pilot samples being used).
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Table 5-4. Relative costs of models in the ensemble.

Mode,
(Spatial Discretization)

4
(50x100)

4,
(25x50)

4,
(13x26)

3,
(50x100)

3,
(25x50)

3,
(13x26)

Relative cost 1.000 5.90e-2 2.44e-2 3.85e-2 7.81e-3 1.94e-3

Note that the procedure followed here was subject to the order the combinations of
hyper-parameter values were traversed and the desired correlation level. The process was
terminated after the second combination of hyper-parameters, but it is entirely possible that one of
the following combinations would have achieved the desired correlation at a lower cost.
Additionally, the complex interplay between correlation and cost to produce variance reduction
varies by estimator (ML, MF, MLCV, ACV-MF, etc.). This prevents a definitive prediction of the
optimal choice of hyper-parameters from correlations and costs alone. Finally, the
hyper-parameter search is necessarily coarse-grained for practicality in this enumerated search. It
is likely that the optimal estimator efficiency would be achieved for values and combinations of
hyper-parameters not included in this hand-prescribed search.

Having identified hyper-parameters for Mode 3 models, the estimator with the minimum
projected variance (using the pilot projection mode described in Section 2.3) was sought given a
computational budget of 1000 equivalent high-fidelity evaluations. Given the 500-sample budget
used for full-battery simulation UQ studies in [70], which is a much more costly model, an
equivalent cost of 1000 single-cell model evaluations was considered reasonable in this case. The
highest-fidelity model ran in ∼3 hours on 4 cores, so pilot studies could be run overnight, and
larger-scale studies could be run over the span of several days. For other problems with much
more costly high-fidelity models, smaller budgets, e.g. 100 equivalent high-fidelity evaluations
may be more appropriate.

Five multifidelity estimators were considered: MLMC, CVMC, MLCV MC, MFMC, and
ACV-MF. As depicted in Figure 5-4. the latter three estimators use all six model instances (Mode
3 and Mode 4, each with 13x26, 25x50, and 50x100 spatial resolutions) whereas MLMC is
restricted to the three spatial discretizations for Mode 4, and CVMC is restricted to the fine spatial
resolution (50x100) for Modes 3 and 4. All estimators include Mode 4 50x100 as the reference
model. An initial 25-sample pilot study was performed and reused across the pilot projections for
the ACV-MF, MFMC, and CVMC estimators, and a second 25-sample pilot study was conducted
for the MLCV MC and MLMC estimators, reusing the reference model samples1.

The projected estimator variances for the five multifidelity estimators are reported in Table 5-5,
along with the single-fidelity MC estimator variance. For these and all subsequent results, the
reported estimator variance is the average of the variance computed over all QoIs. The
equivalent-cost MC variance is a reference high-fidelity model variance (averaged over all QoIs)
divided by the number of equivalent high-fidelity evaluations for the given estimator. The
reference high-fidelity model variance is computed from the pilot study and is the same value for
all results. The projected sample profiles for each estimator is reported in Figure 5-5. The two

1With additional care to synchronize the more-restrictive MLCV hierarchical specification in advance (by fixing the
level seed sequence), the same pilot could be reused among all estimators.
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Figure 5-4. Dependency relationships among models for the different multi-
fidelity estimators. MLMC, CVMC, and MFMC are 1D hierarchical, MLCV MC
is 2D hierarchical, and ACV is an unordered ensemble. Time stepping hyper-
parameter targets are depicted as red boxes.

Table 5-5. Projected estimator variances for a range of multifidelity methods
and MC.

Sample estimator Projected estimator
variance

Equivalent high-fidelity
evaluations

Equivalent-cost
MC variance

CVMC (Modes 3 & 4, 50x100) 8.009e-1 1000 1.32
MLMC (Mode 4) 6.58e-2 1000 1.32

MFMC 7.86e-2 1000 1.32
ACV-MF 5.31e-2 1000 1.32

MLCV MC 1.68e-2 972 1.36

estimators which were projected to achieve the greatest reduction in variance relative to MC were
ACV-MF and MLCV. MLCV was projected to obtain the lowest variance, achieving a ∼3x lower
variance relative to ACV-MF. We down-select to these two estimators for subsequent study.

For the purposes of verifying these projections, iterated studies (online pilot mode from
Section 2.3) were performed for the ACV-MF and MLCV MC estimators to obtain a more
accurate assessment of the estimator variance computed using a larger number of samples. These
updated estimator variances are reported in Table 5-6, alongside the variance of the single-fidelity
MC estimator using an equivalent number of high-fidelity model evaluations. The sample profile
from these studies is reported in Figure 5-6, where advancement in actual samples can be seen
relative to the initial pilot (from {25,25,25} level samples shared across two model fidelities to
{170,1268,7530} shared for MLCV MC, and from 25 shared to 689 shared for ACV). The
additional accuracy in the level variances and correlations (MLCV MC) and the covariances
(ACV) resulting from this sample advancement is the primary reason for the differences in these
results relative to the projections from Table 5-5. For the online case with more accurate
inter-model statistics, the projected estimator variance of ACV-MF was found to be much more in
line with MLCV. Both approaches are expected to achieve a significant decrease in estimator
variance relative to MC for the same cost, with a 107x decrease for MLCV and a 53x decrease for
ACV-MF. Recall that these results were produced using a coarse hand-tuned set of time stepper
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Figure 5-5. The projected sample profiles for each estimator. The integer
on each bar is the number of samples for the model, while the y axis is the
equivalent high-fidelity computational cost.

Table 5-6. Online estimator variances computed using an iterated number of
shared samples.

Sample estimator Online estimator
variance

Equivalent high-fidelity
evaluations

Equivalent-cost
MC variance

Variance reduction
relative to MC

MLCV MC 1.28e-2 967 1.37 107x
ACV-MF 2.48e-2 1000 1.32 53x

hyper-parameters for Mode 3. It is likely that an even greater variance reduction could be
achieved by solving an optimization problem for the hyper-parameters, as explored in the next
section.

5.4. Model tuning

To explore the potential benefits of solving an optimization problem to minimize estimator
variance as a function of the hyper-parameters, we adopt the bi-level approach in Dakota as
described in Section 3.1.1, and use pilot projection on the inner loop to reduce cost. The projected
estimator variance on the inner loop must, in general, be computed from a new pilot study for
each new instance of the hyper-parameters θθθ . However, because in this case the hyper-parameters
only modify the cost and fidelity of the Mode 3 low-fidelity model, the Mode 4 high-fidelity
evaluations for all spatial discretizations can be reused each optimization step by fixing the pilot
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Figure 5-6. The updated optimal sample profiles for each estimator. The in-
teger on each bar is the number of samples for the model, while the y axis is
the equivalent high-fidelity computational cost.

seed. That is, the only new cost incurred on each optimization step is for pilot evaluations of the
low-fidelity model discretizations.

The efficient global optimization (EGO) algorithm was used for the outer loop optimization
problem, with a maximum of 80 iterations following the initial Gaussian process surrogate build.
Pilot studies used 25 samples and the projected estimator variance was computed for a
computational budget of 1000 equivalent high-fidelity evaluations, as for the previous studies in
Section 5.3. The optimization was performed for both MLCV MC and ACV-MF to explore what
additional gains could be achieved for the down-selected estimators from the previous study. The
same pilot sample seeds were used as in the previous study, so that comparisons in projected
estimator variances for the same estimator can be made directly. The minimum estimator variance
achieved for these two estimators is reported in Table 5-7, which includes the set of
corresponding references from Table 5-5.

A significant improvement in the projected estimator variance was attained for ACV-MF,
achieving an expected 143x variance reduction relative to MC with the same computational
budget, and ∼6x improvement relative to a hand-tuned set of hyper-parameters, while MLCV
achieved a smaller improvement of ∼1.2x relative to hand-tuned. This is presumably because
ACV-MF has more flexibility in the unstructured way it can combine information across a model
ensemble to achieve variance reduction, whereas the 2D hierarchy for MLCV MC is prescribed
such that there is a more limited ability to tune the model inter-relationships. The
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Table 5-7. Projected estimator variances for estimators using hand-tuned and
automatically-tuned time stepper hyper-parameters.

Sample estimator Projected estimator
variance

Equivalent high-fidelity
evaluations

Equivalent-cost
MC variance

Variance reduction
relative to MC

MLCV MC hand-tuned 1.68e-2 972 1.36 81x
MLCV MC EGO-tuned 1.36e-2 967 1.37 101x

ACV-MF hand-tuned 5.31e-2 1000 1.32 25x
ACV-MF EGO-tuned 9.24e-3 1000 1.32 143x

hyper-parameters associated with the lowest ACV-MF estimator achieved by the optimization
algorithm are:

• Initial time step: 6.75e-3

• Predictor corrector tolerance: 1.09e-3

• Nonlinear solver tolerance: 4.67e-2

These values would not have been discovered in a hand-tuned procedure.

Note that, while a significant improvement in estimator variance was achieved, the bi-level
optimization process incurred a significant cost in terms of the pilot sample sets that were
evaluated for the initial surrogate build plus 80 iterations of EGO refinement. Future work will
focus on minimizing the additional cost of hyper-parameter exploration to make it more cost
effective, migrating from a preceding offline cost to a more integrated all-at-once optimization
approach (Section 3.1.2).

5.5. Machine Learning Surrogate Models

As previously mentioned, we were also interested in exploring the use of data-driven surrogate
models using neural networks for the single-cell thermal battery application. We pursued two
complementary directions:

1. A surrogate model constructed using only the highest fidelity data. This study also includes
a characterization of the uncertainty in the predictions using dropout and ensembles.

2. A multi-fidelity surrogate model using both high- and lower-fidelity data.

The results of each of these studies are presented in the following sections.
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5.5.1. Single-Fidelity Neural Network Surrogates

We first sought to create a data-driven surrogate using a neural network model, built using
PyTorch (see Appendix B), and using only high-fidelity model evaluations for the thermal battery
application. This particular application has 45 input parameters (features) and 7 outputs (labels).
For the sake of brevity, we focus only on one output, midpulse_v_4p005, in this report.
Numerical studies were performed using the other output quantities and the results were
comparable.

We consider an architecture with only one hidden layer and layer widths of (45,2w,w,1) where
45 corresponds to the input dimension, 1 corresponds to the output dimension, and w is a
hyperparameter used to vary to capacity of the model. For this demonstration, we used a dataset
with 1000 random samples of the high-fidelity model and split this dataset into training and
testing (verification) subsets, where 70% of the data was used for training and the remainder for
testing. After extensive exploration using various values of w, we found w = 4 to have reasonable
accuracy and stability given the information content in this dataset. We also note that before
training or testing the surrogate model, we normalize the data by subtracting the mean and
dividing by the standard deviation for both the inputs and the outputs.

In Figure 5-7 (left), we show the training history for a typical run using the Adam optimizer in
PyTorch without regularization. We see that the loss function, which is the mean-squared loss,
decreases steadily until reaching a saturation point where it searches around a local minimum
without making substantial progress. To balance exploration and stability, we employ a novel
regularization scheme where the learning rate is decreased if the loss function begins to oscillate
(see Appendix B for details). In Figure 5-7 (right), we show the training history for the same run
including this regularization. We see that the optimization algorithm is permitted to explore until
a local minimum is found and then it is encouraged (not necessarily forced) to converge to this
local minimum if the loss function begins to oscillate.

Figure 5-7. On the left, the loss function on the training and testing data
without regularization. On the right, the same problem, but with the local
minimum encouraging regularization.

To assess the accuracy in this data-driven surrogate model, we use the testing dataset and compare
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the true model output with the predictions from the surrogate model. This comparison is
visualized in Figure 5-8 with the true model outputs on the x-axis and the surrogate predictions on
the y-axis. A perfect surrogate model will produce data on the line y = x. The observation that the
data falls reasonably close to this line indicates that the surrogate is fairly accurate.

Figure 5-8. Comparison of the true model outputs (horizontal axis) and the
surrogate approximations (vertical axis).

Next, we explore the use of both dropout and ensemble-based methods to assess the
uncertainty/variability in the surrogate model predictions. We add dropout to the two internal
layers in the network and vary the drop tolerance to assess the impact of the choice of this
hyperparameter on both the predictive capabilities of the model and the uncertainty estimates. We
use dropout as implicit regularization while training the network, so we do not require the local
minimum encouraging regularization. Once the network has been trained, we use dropout to
generate an ensemble of surrogate predictions. The mean of this ensemble is used as the
prediction and the standard deviation is used to estimate the uncertainty. In Figure 5-9, we
compare the dropout-ensemble mean and 2σ confidence intervals for various choices of the
dropout rate with 25 members in the dropout-ensemble. We note that generating this
dropout-ensemble is relatively cheap and we could easily take a larger number of members, but
we want a fair comparison with the ensemble-based method presented next. Clearly, smaller
values of the dropout tolerance lead to over-confidence, i.e., the confidence intervals are too
narrow. On the other hand, larger values of the dropout tolerance lead to an ensemble of surrogate
models, each of which has significantly lower capacity than the original network and therefore
cannot predict the testing data very well. Moreover, the confidence intervals often fail to account
for this epistemic uncertainty since none of the ensemble members are sufficiently predictive.
Thus, the dropout tolerance needs to be chosen carefully.

Next, we explore the utilization of an ensemble of surrogates rather than dropout. To generate an
ensemble, we vary the random seed in PyTorch which naturally leads to different surrogate
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Figure 5-9. Comparison of the true model evaluations and the ensemble aver-
aged surrogate predictions (using dropout ensemble) along with the 2σ con-
fidence intervals for a drop tolerance of 0.01 (upper-left), 0.05 (upper-right),
0.1 (lower-left) and 0.25 (lower-right).

approximations as (mostly) different local minima are found for each ensemble member. In
Figure 5-10, we give the ensemble average and 2σ confidence intervals using a 25-member
ensemble. Since each ensemble member has the full capacity of the original network, we do not
see any regions where the surrogate is unable to approximate the map (as in Figure 5-9
lower-right). In addition, the uncertainty estimates are reasonable and comparable to the dropout
estimates when the dropout tolerance is chosen appropriately, However, there are two drawbacks
to this ensemble-based approach. First, it only characterizes the aleatoric uncertainty associated
with the variability in the training procedure, i.e., a deterministic solver would give the same
result every time. Moreover, it is much more expensive than the dropout network since each
ensemble member is trained separately.

5.5.2. Multi-Fidelity Neural Network Surrogates

In this section, we present and discuss the results of applying the various multi-fidelity surrogate
construction methods described in Section 3.2 to the single-cell thermal battery application.

The dataset used to generate these results contains 689 input samples and seven quantities of
interest from six different models. These models were generated using three different spatial
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Figure 5-10. Comparison of the true model evaluations and the ensemble
averaged surrogate predictions (using a manual ensemble) along with the
2σ confidence intervals.

resolutions (13×26, 25×50, 50×100) for both Mode 3 and Mode 4. In this study, we used
Mode 3 on the 13×26 mesh for the low-fidelity model and Mode 4 on the 50×100 mesh for the
high-fidelity model. For the sake of continuity, we focused on the same quantity of interest
studied in the previous section and simply note that the results were comparable with the other
quantities of interest once outliers were removed.

Each of the multi-fidelity methods require a surrogate approximation of the low-fidelity model, so
we first describe the construction of this surrogate. We use a neural network with a similar
architecture to the one used in the previous section on single-fidelity networks, but we set w = 8
to allow for more capacity since dropout will be used as both a regularizer and as an
ensemble-generation technique. We use approximately 80% of the data to train the network and
the remainder to validate the model. The python script to reproduce these results is contained in
Appendix B.2. In Figure 5-11, we provide the loss function as the optimization progresses as well
as a qualitative assessment of the accuracy in the ensemble-averaged surrogate. Here, we have
used 100 ensemble members generated by evaluating the surrogate multiple times with dropout
enabled.

Next, we used 100 evaluation of the high-fidelity model and explored various approaches for
constructing a multi-fidelity surrogate. In Figure 5-12, we compare the accuracy of the surrogate
model using only the 100 high-fidelity (upper left), using the linear discrepancy model (upper
right), using the nonlinear discrepancy model (lower left) and using the nonstationary nonlinear
discrepancy model (lower right). We note that each of these discrepancy models use slightly
different network architectures since δ : R45→ R1, g : R1→ R1, and h : R46→ R1. See
Appendix B.2 for details. From Figure 5-12, we see that the surrogate model using only the
high-fidelity model performs quite poorly since there is not sufficient data to train the network
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Figure 5-11. On the left, the iteration history of the loss function for the low-
fidelity surrogate model. On the right, a comparison of the true data and the
surrogate predictions using the mean of the dropout ensemble and including
2σ confidence intervals using dropout.

and it heavily relies on the dropout regularization. Both the linear and nonlinear discrepancy
approaches give reasonable results, while the nonstationary nonlinear model is slightly worse.
This is due to the size of the network and the amount of training data. One way to alleviate this
issue would be to separate the discrepancy into linear and nonlinear contributions, but we did not
explore this approach.

5.5.3. Next steps

This milestone exploration provides important initial steps in the direction of integrating
trustworthy AI within the broader UQ context. Ultimately, our intent is to deliver a model
management framework that incorporates multiple surrogate models, leveraging estimates of
epistemic and aleatoric uncertainty within these surrogates to better guide the underlying resource
allocation process. We also will pursue the development of better UQ for ML techniques that can
reliably and efficiently separate and estimate the aleatoric and epistemic uncertainties.
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Figure 5-12. Comparison of the true high-fidelity data and the various single-
and multi-fidelity surrogate approximations. On the upper left, the NN sur-
rogate approximation using only the 100 model evaluations and dropout for
regularization. On the upper right, the multi-fidelity surrogate approxima-
tion using the linear discrepancy model. On the lower left, the multi-fidelity
surrogate approximation using the stationary nonlinear model. Finally, on
the lower right, the multi-fidelity surrogate using a nonstationary nonlinear
model.
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6. USABILITY AND DEPLOYMENT

Conducting multifidelity UQ requires running ensembles of simulations over a range of
accuracies and corresponding costs. To most effectively orchestrate this with Dakota, the models
should be robust to parameter variations, batch automatable, and have selectable fidelity (via
distinct models or a control parameter). Specifying a MF UQ study in Dakota typically involves
defining multiple simulation interfaces, models, and/or solution control parameters, together with
their relationships. The interfaces may need to dispatch function evaluations across
heterogeneous compute resources, due to potentially widely varying computational cost of the
runs. Moreover, once workflow mechanics are in place, it can be challenging to divine which
model combinations and estimators are most effective.

This chapter highlights Dakota user interface developments that support MF UQ problem setup
and ensemble computing workflows. These complement run-ready tutorial examples in the
Dakota Examples Library [47] and core documentation [46] to improve the accessibility and
usability of MF UQ. It concludes with a summary of how these and other milestone-developed
capabilities were deployed to thermal battery analysts and the broader Sandia NW science and
engineering community.

6.1. Graphical User Interface for MF Studies

The Dakota graphical user interface (GUI) is an interactive analysis environment for specifying,
running, and interpreting Dakota studies. It includes:

• Dakota input file editors, study creation from packaged examples, and method selection
wizards;

• Simulation interfacing tools, including aids for extracting relevant QoIs from simulation
output and the graphical node-based Next-Generation Workflow (NGW) manager;

• Results extraction, HDF5 database browsing, and plotting/visualization; and

• Integrated context-aware help and access to the Dakota examples library.

Details on all GUI features are available in the Dakota GUI User Manual: https:
//dakota.sandia.gov/content/dakota-gui-version-616-user-manual.
The Dakota GUI is available as a standalone application and within the Sandia Analysis
Workbench.

The Dakota GUI has intrinsic support for creating and editing multifidelity UQ studies, including
the associated specialized methods and models. However, the complexity of setting up, tuning,
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and iteratively refining these studies motivated development of a specialized
Multilevel/Multifidelity (ML/MF) Editor in the course of this milestone.

The ML/MF Editor manages a hierarchy or ensemble of Dakota models and their associated
interface and variables definitions. The main tree view facilitates adding, removing, and ordering
the models as shown in Figure 6-1. The settings editor to the right specifies model properties such
as the associated simulation driver (interface) and solution level control variables, when present.
Basic initial UQ method settings can be applied to the study by selecting a Method Recipe.
Studies can be built from the ground up using these editor features, although existing Dakota
studies may also be imported and then edited. Import validation will verify compatibility with the
editor and prompt to automatically correct known issues.

Figure 6-1. Dakota GUI: Multilevel/Multifidelity (ML/MF) Editor.

Figure 6-2. Dakota GUI: ML/MF Editor Action Bar showing key study opera-
tions.
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The Action Bar depicted in Figure 6-2 emphasizes key phases of a MF UQ study, from left to
right:

1. Edit All Variables (pencil with x= icon): Perform detailed editing of UQ and solution
control variables across models.

2. Preview Dakota Study (magnifying glass icon): Examine a text version of the Dakota
input file, corresponding to the current settings in the MLMF study editor (Figure 6-3).

3. Run Dakota (green play icon): Run Dakota using the current input file represented in the
MLMF study editor, for example to conduct a pilot or full UQ study.

4. Analyze Correlations (line plots, grayed out as not implemented): After running Dakota,
for example to conduct a UQ pilot study, this button will display inter-model correlation
information.

5. Project Estimator Performance (rising trend bar graph): Given a completed pilot study,
project the variance of the currently selected (and eventually alternate) UQ estimator over
an increasing number of equivalent high-fidelity model evaluations. See Figure 6-4.

6. Help using MLMF editor (blue question mark icon): Open the MLMF Editor section of
the GUI manual.

Future graphical user interface development will further enhance the accessibility of MF UQ
approaches. Proposed features include: graphical depiction of (general) model/interface relations,
specialized tools to build and explore alternate model hierarchies or ensembles, wizards to guide
the pilot study and MF estimator selection process, visual representation of cost/correlation
trade-offs, and use of NGW for managing heterogeneous ensemble simulations (see discussion in
the next section).

6.2. Heterogeneous Ensemble Workflows

Multifidelity UQ methods require running ensembles of analyses at varying accuracies with
associated computational costs. Owing to their varying processor and run time requirements,
these simulation workflows might be most efficiently run on a local workstation, on a few
high-performance computing nodes, or across many HPC nodes over a long period of time. To
make MF UQ practical, Dakota must integrate with tools to dispatch these heterogeneous
workloads, whose balance among fidelities might evolve throughout iteration.

Dakota has long supported local, MPI, and hybrid simulation dispatch as described in the Parallel
Computing chapter of the Dakota User’s Manual [2], with notable details on HPC appearing in
the section Application Parallelism Use Cases. Workstation-local evaluation of serial or MPI
computational models is straightforward using asynchronous local scheduling. The simplest HPC
approach, dubbed “Evaluation Submission” in the examples, submits a separate job to the HPC
scheduler such as Slurm for each simulation run. While straightforward and sometimes necessary
for large or long-running jobs, this approach can be inefficient for large numbers of low-cost runs,
and requires all scheduled jobs to clear the queue to complete each iteration. An alternate
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Figure 6-3. Dakota GUI: ML/MF Editor Study Preview.

“Evaluation Tiling” approach instead requests one allocation of HPC nodes and then schedules
MPI (or serial) simulation evaluations within it until the ensemble is complete. This mode affords
high throughput for small, short-running analyses and can even perform well for modest scale
simulation evaluations where the necessary resources can be obtained in a single queued job.
Recent Dakota examples have demonstrated this using Slurm srun job steps or the Dakota
mpitile utility which utilizes OpenMPI relative node scheduling. As Evaluation Tiling is
constrained by resource and walltime limits, Evaluation Submission may be more appropriate for
high cost simulations.

Of these approaches, only Evaluation Submission can robustly (if sometimes inefficiently)
dispatch MF UQ ensembles where the simulations require varying runtime and numbers of cores.
It can be challenging to reliably and optimally use workstation cores or application tiles for these
heterogeneous and often dynamic workloads. To address this, the L2 milestone team built on a
previous investigation of Parsl to assess the ability of FireWorks and Flux to mitigate these
challenges.

Parsl [6] is a parallel programming library for Python, developed by collaborators at the
University of Chicago, University of Illinois at Urbana-Champaign, and Argonne National
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Figure 6-4. Dakota GUI: ML/MF Editor Estimator Performance Projection.

Laboratory. It is especially well-suited to task-based parallelism and has intuitive semantics for
defining tasks and dependencies between them. It is most natural to express tiling-like workflows
involving large numbers of small, equal-size tasks. A shortcoming of Parsl, especially in the
context of multifidelity UQ studies, is that it assumes that all tasks require equal resources.
Furthermore, it lacks support for federated workflows, in which work is dispatched to
heterogeneous computing resources (e.g. the most computationally intensive simulations are
executed on HPCs, while the least expensive are executed on smaller, shared memory
machines).

FireWorks [37] is another tool for defining, managing, and executing workflows. Workflows are
defined in configuration files or by using a Python API. Its distributed nature, in which
components run on different computing resources and communicate via a central MongoDB
database, enables heterogeneous computing workflows, a desirable feature for multifidelity UQ
studies. Three current challenges for using FireWorks in a production environment are the
immaturity of its documentation and of the software itself, its less intuitive interface, and its
relatively weak feature set for managing HPC jobs.

Flux [4], primarily developed at Lawrence Livermore National Laboratory, is a next-generation
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general-purpose computing resource and job manager. It aims to generalize resource managers
like Slurm and Moab to efficiently map diverse compute jobs to data center hardware with various
compute, filesystem, and interconnect characteristics (see [48] for a feature summary and
additional references). Flux notably includes the ability to hierarchically partition a set of
resources into sub-jobs, each with their own sub-scheduling ability. This offers one means to
schedule heterogeneous job steps within a queued job, overcoming the limitations of the
Evaluation Tiling examples mentioned above.

An emerging set of Dakota examples demonstrate how Flux can dispatch an ensemble of
heterogeneous simulations for MF UQ. Two of these examples can be found in the flux/
directory of the
https://gitlab-ex.sandia.gov/dakota/exploratory/parallel-examples
repository. They involve Dakota multifidelity UQ studies where the mock simulations each
require 1, 4, or 16 cores for the low, medium, and high fidelity calculations, respectively. The first
example demonstrates command-line dispatch of shell script-based workflows with the
flux mini tool, while the second demonstrates the Flux Python
concurrent.futures-like API. With either approach Dakota can dispatch an entire batch of
MF calculations at different fidelities or levels and the Flux scheduler will schedule work as cores
are available.

The first example in directory basic-script-mlmf/:

1. Requests a two-node HPC allocation via sbatch.

2. Starts a Flux session within it to manage the available resources.

3. Runs Dakota in serial on the first node.

4. Uses Dakota’s local evaluation concurrency to dispatch evaluations of varying fidelity one
at a time.

5. For each, the shell script analysis driver uses flux mini submit to enqueue an MPI
evaluation on 1, 4, or 16 cores. The core of this approach essentially replaces a call to
mpiexec with a call to Flux mini’s submit:
flux mini submit --wait -n $applic_procs mpi_executable

6. Each evaluation returns control to Dakota when complete. (Flux backfills and schedules the
evaluations within the two nodes until all are complete.)

The second example in directory batch-python-mlmf/ is similar in startup steps 1–3, except
it then:

4. Uses Dakota’s batch interface to dispatch each heterogeneous ensemble as a single
evaluation.

5. Uses a Python-based analysis driver with dakota.interfacing to process the batch
parameters instances and dispatch each evaluation to Flux, holding onto a future.

6. Blocks until all the futures are available and populates the batch results file for return to
Dakota.
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The following pseudo-code summarizes the latter approach:

ba tch_params , b a t c h _ r e s u l t s = d a k o t a . i n t e r f a c i n g . r e a d _ p a r a m e t e r s _ f i l e
( . . . )

w i th F l u x E x e c u t o r ( ) a s e x e c u t o r :

f u t u r e s = [ ]
# D i s p a t c h e v a l u a t i o n s
f o r index , params in enumerate ( b a t c h _ p a r a m s ) :

s e t u p _ s i m u l a t i o n ( params )
j o b s p e c = JobspecV1 . from_command ( command = [ ’ m p i _ e x e c u t a b l e ’ ] ,

num_tasks = a p p l i c _ p r o c s ,
c o r e s _ p e r _ t a s k = 1)

f u t u r e s . append ( e x e c u t o r . subm i t ( j o b s p e c ) )

# B l o c k i n g e v a l u a t i o n c o l l e c t i o n
f o r index , f u t in enumerate ( f u t u r e s ) :

c o n c u r r e n t . f u t u r e s . w a i t ( [ f u t ] )
b a t c h _ r e s u l t s [ i n d e x ] = p o s t _ p r o c e s s _ s i m u l a t i o n ( i n d e x )

b a t c h _ r e s u l t s . w r i t e ( )

Numerous other Flux features (not explored here) may be useful for dispatching Dakota
ensembles, such as the ability to directly schedule parameterized sets of jobs or to even run
groups of tasks on resources with specified characteristics.

While (anecdotally) Flux is well-supported at LLNL, initial explorations of Flux on SNL HPCs
were fraught with challenges. We successfully worked around some of these by compiling a
recent Flux version from source using specific compilers and MPI versions. This enabled the
above demonstrations using low-speed TCP/IP interconnects and drivers. However, even with
consulting from SNL HPC administrators and Flux developers, we were unable to demonstrate
these MF UQ workflows on a real target application using high-speed interconnects and drivers.
Consultation to resolve these issues is ongoing.

Ultimately Dakota developers would like to partner with HPC system administrators to provide
scheduling tools that can hybridize dispatch across fundamentally different resources. For
example, schedule high-fidelity runs as submitted evaluations, medium fidelity as in-queue tiled
jobs, and low-fidelity evaluations local to a workstation. We also proposed FY23 work to develop
Sandia Analysis Workbench Next-Generation Workflow capability to better dispatch and monitor
heterogeneous jobs via these different mechanisms.

6.3. Customer Handoff

A core goal of this milestone is to enable thermal battery analysts, including users and developers
of the Thermally Activated Battery Simulator (TABS), to perform multifidelity UQ with thermal
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battery simulations. To that end, Dakota’s suite of multifidelity UQ methods was extended to
include all the UQ algorithms described in Chapter 2, and initial steps were taken to implement
the emergent approaches discussed in Chapter 3. The capabilities are available in Dakota 6.16
(May 2022), were updated weekly in stable/development versions throughout FY22, and will be
further refined in the November 2022 Dakota 6.17 release. Associated documentation, including
user guides, theory, and run-ready examples are available at
https://dakota.sandia.gov. Thermal battery analysts can use both release and
development versions of Dakota deployed to the Common Engineering Environment (CEE) and
Sandia high-performance computers.

Workflows to perform the the thermal battery UQ described in Chapter 5 are available to the
TABS team through their own team Git repository
https://cee-gitlab.sandia.gov/tabs/vvuq, multifidelity branch. These include
TABS models for the single-cell and full battery exemplars, Dakota input files, and associated
interfacing and post-processing scripts, together with annotated summaries of them. In August
2022, the milestone team briefed TABS team members and other stakeholders, notably including
members of the Thermal/Fluid Component Sciences; Computational Thermal & Fluid
Mechanics; and V&V, UQ, Credibility Processes departments, on the approaches and
accomplishments described herein. A series of follow-on focused tutorials will further improve
analyst facility with the novel Dakota UQ methods. Members of the Engineering Sciences Center
involved with the milestone plan to apply these approaches to additional thermal battery analyses
as well as to new NW system analyses of ASC interest in FY23.
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7. ACCOMPLISHMENTS AND CONCLUSIONS

Multifidelity uncertainty quantification (MF UQ) methods have been proving their value in a
broad variety of mission deployments by eliminating exclusive reliance on the most expensive
models and employing approximations in a principled manner. In this ASC L2 milestone, we
have demonstrated several emerging capabilities for MF UQ through deployment to the analysis
of thermal batteries.

We focus our summary comments to follow on the milestone thrusts of UQ analysis, model
tuning, machine learning, and usability, and then conclude with an accounting of new capabilities
that have been developed.

7.1. Observations on Multifidelity Sampling

A suite of multifidelity sampling methods has been demonstrated, including multilevel Monte
Carlo (MLMC), control variate Monte Carlo (CVMC), multilevel control variate Monte Carlo
(MLCV MC), multifidelity Monte Carlo (MFMC), and approximate control variate (ACV)
methods. These five estimators were demonstrated for the algebraic benchmark problem in
Chapter 4 and the TABS single cell simulation of the LCCM geometry in Section 5.1,
demonstrating significant performance gains relative to single-fidelity sampling approaches.
Specific observations include:

• The already well-developed TABS model ensemble (physics modes 1 through 4) provided a
rich basis for exploiting accuracy versus cost trade-offs.

• Pilot projections for all available estimators identified two clear winners for the selected
TABS-SC ensemble of mode 3 and mode 4, each with 3 spatial resolutions: MLCV MC
using a 2D multilevel-multifidelity hierarchy and ACV using an unstructured ensemble.

• These two estimators were down-selected to carry forward for additional sampling using
online iteration: MLCV showed 107x speedup and ACV showed 53x speedup1 after
iterating to converge on the optimal sample profile using updated QoI statistics. These
efficiency benefits address milestone challenge 1(a) from Section 1.4 by demonstrating the
improved performance of multifidelity sampling methods relative to single-fidelity
sampling.

1“Speedup” is used generically to denote either a factor of reduction in total cost for specified estimator accuracy or,
equivalently, a factor of improved accuracy for a specified budget.
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7.2. Observations on Model Tuning

Model tuning automates the manual process of configuring low-fidelity approximation models
and maximizes the performance of the model ensemble in the context of specific estimators.
All-at-once (AAO) and bi-level optimization approaches (Section 3.1) can be used to tune
hyper-parameters in order to extract the most value from an ensemble.

This new capability has been deployed for the first time in this ASC L2 milestone, and the single
cell multifidelity UQ analysis was augmented with model tuning in Section 5.4. For the TABS-SC
LCCM problem, temporal resolution controls for the low-fidelity (mode 3) model were selected
as tunable hyper-parameters, including the initial timestep, the predictor-corrector tolerance, and
the nonlinear residual tolerance.

• For ACV, bi-level optimization-based tuning using efficient global optimization improved
performance by roughly a factor of 6, from a projected speedup (relative to single-fidelity
sampling) of 25x without tuning to 143x with tuning. Given consistent parallel scaling, this
speedup could compress a five month notional study duration down to a single day.

• MLCV’s 2D hierarchy was a good match to our selected configuration of two physics
modes, each with three resolutions, so it was a top performer. However, its configuration
was shown to be more rigid in the presence of model tuning, with only an additional 1.2x in
attainable improvement. But ACV’s flexibility enabled greater tuning freedom, such that
tuned ACV was best performer overall. This successfully addresses milestone challenge
1(b) from Section 1.4 in showing the additional performance that is attainable using
non-hierarchical approaches.

• Tuning creates additional offline cost (e.g., 1 set of HF pilots plus 90 sets of LF pilots for
the EGO tuning studies) but payoff can be significant. For now, this capability automates an
ad hoc process, saving on the human time required for configuring approximations to
achieve desirable correlation levels at reduced cost. In upcoming work, we will seek
additional efficiency in aggregated cost metrics (spanning offline and online efforts),
leveraging additional optimization integration.

This effort successfully addresses milestone challenge 2 from Section 1.4 and supports our vision
of mitigating the additional complexity of multifidelity analysis by providing tools for optimal
configuration. Our ultimate goal is to provide tools that solve the coupled problem of selecting
the best estimator, the best model ensemble, and the best hyper-parameters.

7.3. Observations on Machine Learning

Data from the single cell analysis was modeled using data-driven surrogates in Section 5.5. We
sought to explore the utilization of machine learning surrogate models and the use of
multi-fidelity data to build neural network surrogates.

To reach this goal, we:
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1. Integrated trustworthy AI in surrogate-based UQ (“ML for UQ” integrating “UQ for ML”)
using dropouts and ensembles.

2. Developed a multi-fidelity surrogate model using both high- and lower-fidelity data with
dropout uncertainty.

This effort successfully initiates new work in the direction of milestone challenge 3 from
Section 1.4 and sets in place a framework for harnessing these emerging machine learning
capabilities for rigorous UQ studies. Future work will require a more comprehensive
characterization of the various sources of epistemic and aleatoric uncertainty in the surrogate
models and the impact that these have on multi-fidelity predictions.

7.4. Observations on Usability

Initial application of MF UQ to thermal batteries and across other mission areas has affirmed
challenges with configuring the associated Dakota input files and simulation interfaces, optimally
selecting and arranging models of varying fidelity and accuracy, choosing a multifidelity
estimator, and robustly orchestrating simulations for both pilot and ultimate UQ studies. The
Multilevel/Multifidelity Editor added to the Dakota GUI in the course of this milestone aims to
address some of the difficulties associated with problem setup and the overall UQ analysis
process. Initial informal feedback from analyst focus groups has been positive, but considerable
work remains to fully support the breadth of multifidelity estimators and model configurations
possible with Dakota. Striking the right balance between user-guided and automated studies is a
notable challenge.

Computing workflow tools including FireWorks, Flux, and Parsl hold great promise for
integration with Dakota in general, and MF UQ in particular. As general data-driven computing
engines, FireWorks might afford the most benefit for orchestrating multi-component simulation
workflows across distributed heterogeneous computing resources. Flux seems most applicable to
managing heterogeneous ensembles within an HPC cluster environment, though its abstraction of
resource properties and associated tools might lend it to more general distribution of simulation
workloads.

Together these efforts represent a significant step in tackling Challenge 4 from Section 1.4 to help
mitigate the complexity of MF UQ analysis. Future GUI development will further support
analysts in automating the selection of estimator, model ensemble, and hyper-parameters.
Wizard-type workflows, together with tutorials, will codify sanctioned best practices to guide
users through an iterative analysis process leading to an ultimate MF UQ study.

7.5. New Capability Development and Identified Needs

This milestone crosscuts multiple organizations, drawing on capabilities for uncertainty analysis
from Dakota (1460), scientific machine learning (1440), and multiphysics simulation using TABS
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and Sierra (1510). Many new capabilities have been developed and tested for use in this
milestone, including:

• Multiple solution modes for all sampling-based estimators, augmenting online mode for
pilot sampling with new projection and (oracle) offline modes (see Section 2.3). The
projection mode facilitates estimator selection from the GUI, and the offline mode enables
assessment of convergence in our optimal sample profiles.

• Model tuning with bi-level and all-at-once optimization (see Section 3.1). New Dakota
capabilities for model tuning have been successfully demonstrated for the first time and are
now being deployed more broadly to applications in plasma physics (LDRD); radiation
transport (LDRD and ASC V&V); and entry, descent, and landing (NASA).

• Online cost recovery through response metadata. Dakota’s response definition has been
expanded to include simulation metadata, allowing the online recovery of simulation cost
data. This new capability is essential for model tuning studies, since these visit new
hyper-parameter settings for which cost data is not available a priori. It also enhances
usability in other contexts by automating the estimation of solution costs across different
model fidelities and resolutions.

• Dakota interfaces to improve accessibility and integration, spanning three developments.
First, the new graphical multifidelity editor in the Dakota GUI helps analysts configure, run,
and understand multifidelity UQ studies. It aims to help manage the complexity of MF UQ,
which arises from multiple models, resolutions, and possible estimators. Second, runtime
plugin Python interfaces demonstrate a potential path to integration of external Python
machine learning libraries, obviating the need for direct C++ implementation. Finally,
workflow examples demonstrate some promising ways for a Dakota analyst to effectively
run heterogeneous simulation workloads on HPCs.

Several challenges have been encountered in this deployment, which are helping to prioritize
additional development efforts for the MF UQ capabilities in Dakota:

• Simulation costs are currently estimated across the pilot sample, using total core time of the
simulation. These pilot estimates are then fixed for the duration of each UQ study. In this
deployment to thermal battery simulations, estimates of simulation costs has been observed
to vary by up to 40% across nominally identical sample sets, indicating the need to explore
either more reliable cost recovery or more extensive cost averaging. One option is to extend
the cost recovery beyond the pilot to include all multifidelity iterations, including cost
statistics alongside other model statistics that are updated as the sample sets grow.

• Simulation frailty, whether due to hardware variability or sensitivity to parameter
variations, can significantly limit the throughput of MF UQ studies. Fault tolerance has
been used extensively to contend with occasional simulation failures, and current logic has
endeavored to adaptively backfill missing response data with additional simulations when
seeking to complete an optimal sample profile. For budget-constrained allocations, this
approach can lead to budget overshoot, suggesting a new separation of logic between
budget targeting cases (backfill should be suppressed; failed simulations are considered
sunk cost) and accuracy-targeting cases (backfill can be allowed).
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• To maximize efficiency, MF UQ analysis should dispatch varying fidelity calculations to the
most appropriate computational hardware. While inroads were made through
demonstrating the Flux scheduler, the analysis community (at SNL and beyond) would
greatly benefit from ensemble workflow managers that can distribute tasks among
heterogeneous computing resources, from workstations to HPCs.

• This milestone developed both production-ready C++ tools (Dakota for multifidelity
sampling) and Python prototypes (machine learning leveraging PyTorch). Effectively
promoting the latter into the former often involves substantial time and effort. The Dakota
team is actively exploring runtime plugins to better facilitate the prototype to production
transition and generally enable greater flexibility and interoperability. For example, runtime
Python plugins will allow direct use of Python-implemented machine-learned surrogates or
UQ methods in Dakota.

As described in Section 6.3, the new and evolving capabilities developed for this milestone are
being inserted into production UQ analysis procedures for current and future thermal battery
effects studies, and this trend is expected to continue more broadly with ASC V&V efforts related
to emerging defense systems.
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APPENDIX A. Single-Cell Hand-tuning Correlations and Costs

Table A-1. For each spatial discretization of Mode 3, the correlations and cost
relative to Mode 4, 50x100, for each iteration of the hand-tuning procedure
described in Section 5.3.

Initial
time step

Predictor
corrector
tolerance

Nonlinear
solver

tolerance
Discretization

Correlation with Mode 4, 50x100
Relative

costRise Time
[s]

V at
1.5 s

Mid-pulse
V

Post-pulse
V Max V Max Anode

Temp
Max Cathode

Temp

10−1 10−1 10−1
13x26 0.981 0.979 0.994 0.971 0.968 0.726 0.635 1.65e-3
25x50 0.979 0.983 0.995 0.975 0.971 0.679 0.606 6.94e-3

50x100 0.993 0.869 0.841 0.898 0.934 0.886 0.801 2.55e-2

10−2 10−1 10−1
13x26 0.998 0.990 0.996 0.988 0.977 0.996 0.996 2.04e-3
25x50 0.998 0.992 0.997 0.991 0.978 0.997 0.996 7.61e-3

50x100 0.989 0.990 0.996 0.990 0.982 0.866 0.837 6.10e-2
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APPENDIX B. Python Scripts

B.1. Single-Fidelity PyTorch

#!/usr/bin/env python3
# -*- coding: utf-8 -*-
"""
Created on Wed Jul 20 13:22:39 2022

@author: tmwilde
"""

from __future__ import print_function
import argparse
import torch
import torch.nn as nn
import torch.nn.functional as F
import torch.optim as optim
import numpy as np
from matplotlib import pyplot as plt

use_dropout = True
use_ensemble = False
Nens = 25
droptol = 0.25
width = 4
adapt_lr = False
adapt_patience = 100
init_patience = 100
adapt_lookback = 10
adapt_thresh = 1.0e-1
adapt_scale = 0.7
min_lr = 1e-8
Nopt = int(25e3)
device = "cpu"
train_prop = 0.7

if not use_dropout and not use_ensemble:
Nens = 1

if use_dropout :
Nopt = int(10e3)
adapt_lr = False

class Net(nn.Module):
def __init__(self):

super(Net, self).__init__()
self.fc1 = nn.Linear(45,2*width)
self.fc2 = nn.Linear(2*width,width)
self.fc3 = nn.Linear(width,1)
self.smax = nn.Softmax(dim=0)
self.dropout = nn.Dropout(droptol)

def forward(self, x):
if use_dropout:

x = self.dropout(self.fc1(x))
else :

x = self.fc1(x)

x = F.relu(x)

if use_dropout :
x = self.dropout(self.fc2(x))

else :
x = self.fc2(x)

x = F.relu(x)

x = self.fc3(x)
output = x
return output

def initialize_weights(m):

if isinstance(m, torch.nn.Linear):
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torch.nn.init.kaiming_uniform_(m.weight.data)
torch.nn.init.uniform_(m.bias.data, 0.0, 1.0)

def convert_tensor_1D(X):
X_tensor = torch.zeros(X.shape[0],1)
for i in range(X.shape[0]) :

X_tensor[i,0] = X[i]
return X_tensor

def convert_tensor_2D(X):
X_tensor = torch.zeros(X.shape[0],X.shape[1])
for i in range(X.shape[0]) :

for j in range(X.shape[1]) :
X_tensor[i,j] = X[i,j]

return X_tensor

def convert_np_1D(X):
X_np = np.zeros(X.shape[0])
for i in range(X.shape[0]) :

X_np[i] = X[i,0]
return X_np

def convert_np_2D(X):
X_np = np.zeros(X.shape[0],X.shape[1])
for i in range(X.shape[0]) :

for j in range(X.shape[1]) :
X_np[i][j] = X[i,j]

return X_np

def main():
# Training settings
parser = argparse.ArgumentParser(description=’PyTorch Thermal Battery Example’)
parser.add_argument(’--lr’, type=float, default=1.0e-1, metavar=’LR’,

help=’learning rate (default: 1.0)’)
parser.add_argument(’--gamma’, type=float, default=0.7, metavar=’M’,

help=’Learning rate step gamma (default: 0.7)’)
parser.add_argument(’--seed’, type=int, default=123, metavar=’S’,

help=’random seed (default: 1)’)
parser.add_argument(’--save-model’, action=’store_true’, default=True,

help=’For Saving the current Model’)
parser.add_argument(’--nn-model’, default=’nn_model.pt’,

help=’pytorch model’)
parser.add_argument(’--input-data’, default=’LCCM_HF_1000_samples.dat’,

help=’File with the input data’)
args = parser.parse_args()

#==========================================================================
# Define the columns containing the inputs and output(s)

inputcols = range(2,47,1)
outputcols = 60

#==========================================================================
# Import the data

x_data = np.loadtxt(args.input_data,skiprows=1,usecols=inputcols,dtype=float)
y_data = np.loadtxt(args.input_data,skiprows=1,usecols=outputcols,dtype=float)

#==========================================================================
# Normalize the data

x_mean = np.mean(x_data,axis=0)
x_std = np.std(x_data,axis=0)
x_data = (x_data-x_mean)/x_std

y_mean = np.mean(y_data,axis=0)
y_std = np.std(y_data,axis=0)
y_data = (y_data-y_mean)/y_std

#==========================================================================
# Split the data into training/testing
Ntrain = int(np.round(train_prop*x_data.shape[0]))

x_train = x_data[:Ntrain,:]
x_test = x_data[Ntrain:,:]

y_train = y_data[:Ntrain]
y_test = y_data[Ntrain:]

x_train_torch = convert_tensor_2D(x_train)
y_train_torch = convert_tensor_1D(y_train)
x_test_torch = convert_tensor_2D(x_test)
y_test_torch = convert_tensor_1D(y_test)

#==========================================================================
# Train the network(s)

train_errs = np.zeros(Nopt)
test_errs = np.zeros(Nopt)
loss_fn = torch.nn.MSELoss(reduction=’mean’)
y_test_surr_preds = np.zeros((x_test.shape[0],Nens))
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Nreals = 1
if use_ensemble:

Nreals = Nens

for ens in range(Nreals) :
print(’Running ensemble member: ’ + str(ens))
curr_lr = args.lr
torch.manual_seed(args.seed+ens)
model = Net().to(device)

optimizer = optim.Adam(model.parameters(), lr=args.lr)

model.apply(initialize_weights)
lr_iter = 0
opt_iter = 0
for t in range(Nopt):

if curr_lr < min_lr:
break

opt_iter += 1
optimizer.zero_grad()
output = model(x_train_torch).float()
loss = loss_fn(output, y_train_torch)
train_errs[t] = loss.item()
y_test_pred = model(x_test_torch).float()
test_loss = loss_fn(y_test_pred, y_test_torch)
test_errs[t] = test_loss.item()

lr_iter += 1

if adapt_lr and t>init_patience:
if lr_iter>adapt_patience and train_errs[t]<adapt_thresh and train_errs[t]>1.0*train_errs[t-adapt_lookback] :

curr_lr *= adapt_scale
optimizer.param_groups[0][’lr’] = curr_lr
lr_iter = 0 # reset to 0 for new lr
print(’New learning rate: ’ + str(optimizer.param_groups[0][’lr’]))

loss.backward()
optimizer.step()
if t % 1000 == 0:

print("Finished optimization iteration "+str(t) + " with loss: " + str(train_errs[t]))

y_test_surr = model(x_test_torch).float()
y_test_surr_np = convert_np_1D(y_test_surr)
y_test_surr_preds[:,ens] = y_test_surr_np

#==========================================================================
# Plot the convergence history if only using one realization

if (Nreals == 1) :
plt.plot(range(opt_iter),train_errs[:opt_iter])
plt.plot(range(opt_iter),test_errs[:opt_iter])
plt.xscale(’log’)
plt.yscale(’log’)
plt.xlabel(’Optimization Iteration’)
plt.ylabel(’Loss’)
plt.legend([’Training’,’Testing’])
#plt.savefig(’training_hist_’+args.input_data+’.png’)
plt.show()

#==========================================================================
# Visualize the accuracy/variability of the surrogate

if use_dropout:
y_test_surr_preds = np.zeros((x_test.shape[0],Nens))
for k in range(Nens) :

y_test_surr = model(x_test_torch).float()
y_test_surr_np = convert_np_1D(y_test_surr)
y_test_surr_preds[:,k] = y_test_surr_np
y_test_surr_mean = np.mean(y_test_surr_preds,axis=1)
y_test_surr_var = np.var(y_test_surr_preds,axis=1)

elif use_ensemble :
y_test_surr_mean = np.mean(y_test_surr_preds,axis=1)
y_test_surr_var = np.var(y_test_surr_preds,axis=1)

else :
y_test_surr = model(x_test_torch).float()
y_test_surr_mean = convert_np_1D(y_test_surr)
y_test_surr_var = np.zeros(x_test.shape[0])

ymin = np.min(y_test)
ymax = np.max(y_test)
plt.plot([ymin,ymax],[ymin,ymax], color=’black’)
plt.plot(y_test,y_test_surr_mean,’o’, markersize=4, color=’tab:orange’)

if Nens > 1 :
yerr=2*np.sqrt(y_test_surr_var)
plt.errorbar(y_test, y_test_surr_mean, yerr=yerr, fmt=’none’, ecolor=’tab:blue’)
plt.legend((’y = x’, ’Ensemble Average’,’Confidence Intervals’ ))

else :
plt.legend((’y = x’, ’Verification Evaluations’))

plt.xlabel(’True Value’)
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plt.ylabel(’Surrogate Value’)
plt.show()

#==========================================================================
# Save the model (optional)

if args.save_model:
torch.save(model, args.nn_model)

#==========================================================================

if __name__ == ’__main__’:
main()

B.2. Multi-Fidelity PyTorch

#!/usr/bin/env python3

# -*- coding: utf-8 -*-
"""
Created on Fri Aug 5 16:52:42 2022

@author: tmwilde
"""

from __future__ import print_function
import argparse
import torch
import torch.nn as nn
import torch.nn.functional as F
import torch.optim as optim
import numpy as np
from matplotlib import pyplot as plt

use_dropout = True
use_ensemble = False
Nens = 100
droptol = 0.05
width = 8
adapt_lr = True
adapt_patience = 100
init_patience = 1000
adapt_lookback = 10
adapt_thresh = 1.0e-1
adapt_scale = 0.7
min_lr = 1e-8
Nopt = int(25e3)
device = "cpu"
train_prop = 0.7
lo_train_prop = 0.8
lo_fidelity = 0
hi_fidelity = 2
lo_mode = 3
hi_mode = 4
qoi = 3
train_lo_NN = True
Ntrain_hi = 100

multifi_method = ’None’
#multifi_method = ’additive discrepancy’
#multifi_method = ’NN(lo)’
#multifi_method = ’NN(x,lo)’
#multifi_method = ’weighted reg’

if not use_dropout and not use_ensemble:
Nens = 1

if use_dropout :
Nopt = int(15e3)
adapt_lr = False

class LoNet(nn.Module):
def __init__(self):

super(LoNet, self).__init__()
self.fc1 = nn.Linear(45,2*width)
self.fc2 = nn.Linear(2*width,width)
self.fc3 = nn.Linear(width,1)
self.smax = nn.Softmax(dim=0)
self.dropout = nn.Dropout(droptol)

def forward(self, x):
if use_dropout:

x = self.dropout(self.fc1(x))
else :

x = self.fc1(x)
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x = F.relu(x)

if use_dropout :
x = self.dropout(self.fc2(x))

else :
x = self.fc2(x)

x = F.relu(x)

x = self.fc3(x)
output = x
return output

class HiNet(nn.Module):
def __init__(self):

super(HiNet, self).__init__()
self.fc1 = nn.Linear(45,2*width)
self.fc2 = nn.Linear(2*width,width)
self.fc3 = nn.Linear(width,1)
self.smax = nn.Softmax(dim=0)
self.dropout = nn.Dropout(droptol)

def forward(self, x):
if use_dropout:

x = self.dropout(self.fc1(x))
else :

x = self.fc1(x)

x = F.relu(x)

if use_dropout :
x = self.dropout(self.fc2(x))

else :
x = self.fc2(x)

x = F.relu(x)

x = self.fc3(x)
output = x
return output

class MF1Net(nn.Module):
def __init__(self):

super(MF1Net, self).__init__()
self.fc1 = nn.Linear(45,1*width)
self.fc2 = nn.Linear(1*width,width)
self.fc3 = nn.Linear(width,1)
self.smax = nn.Softmax(dim=0)
self.dropout = nn.Dropout(droptol)

def forward(self, x):
if use_dropout:

x = self.dropout(self.fc1(x))
else :

x = self.fc1(x)

x = F.relu(x)

if use_dropout :
x = self.dropout(self.fc2(x))

else :
x = self.fc2(x)

x = F.relu(x)

x = self.fc3(x)
output = x
return output

class MF2Net(nn.Module):
def __init__(self):

super(MF2Net, self).__init__()
self.fc1 = nn.Linear(1,2*width)
self.fc2 = nn.Linear(2*width,width)
self.fc3 = nn.Linear(width,1)
self.smax = nn.Softmax(dim=0)
self.dropout = nn.Dropout(droptol)

def forward(self, x):
if use_dropout:

x = self.dropout(self.fc1(x))
else :

x = self.fc1(x)

x = F.relu(x)

if use_dropout :
x = self.dropout(self.fc2(x))
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else :
x = self.fc2(x)

x = F.relu(x)

x = self.fc3(x)
output = x
return output

class MF3Net(nn.Module):
def __init__(self):

super(MF3Net, self).__init__()
self.fc1 = nn.Linear(46,1*width)
self.fc2 = nn.Linear(1*width,width)
self.fc3 = nn.Linear(width,1)
self.smax = nn.Softmax(dim=0)
self.dropout = nn.Dropout(droptol)

def forward(self, x):
if use_dropout:

x = self.dropout(self.fc1(x))
else :

x = self.fc1(x)

x = F.relu(x)

if use_dropout :
x = self.dropout(self.fc2(x))

else :
x = self.fc2(x)

x = F.relu(x)

x = self.fc3(x)
output = x
return output

def initialize_weights(m):

if isinstance(m, torch.nn.Linear):
torch.nn.init.kaiming_uniform_(m.weight.data)
torch.nn.init.uniform_(m.bias.data, 0.0, 1.0)

def convert_tensor_1D(X):
X_tensor = torch.zeros(X.shape[0],1)
for i in range(X.shape[0]) :

X_tensor[i,0] = X[i]
return X_tensor

def convert_tensor_2D(X):
X_tensor = torch.zeros(X.shape[0],X.shape[1])
for i in range(X.shape[0]) :

for j in range(X.shape[1]) :
X_tensor[i,j] = X[i,j]

return X_tensor

def convert_np_1D(X):
X_np = np.zeros(X.shape[0])
for i in range(X.shape[0]) :

X_np[i] = X[i,0]
return X_np

def convert_np_2D(X):
X_np = np.zeros(X.shape[0],X.shape[1])
for i in range(X.shape[0]) :

for j in range(X.shape[1]) :
X_np[i][j] = X[i,j]

return X_np

def main():
# Training settings
parser = argparse.ArgumentParser(description=’PyTorch Thermal Battery Example’)
parser.add_argument(’--lr’, type=float, default=1.0e-2, metavar=’LR’,

help=’learning rate (default: 1.0)’)
parser.add_argument(’--gamma’, type=float, default=0.7, metavar=’M’,

help=’Learning rate step gamma (default: 0.7)’)
parser.add_argument(’--seed’, type=int, default=123, metavar=’S’,

help=’random seed (default: 1)’)
parser.add_argument(’--save-model’, action=’store_true’, default=True,

help=’For Saving the current Model’)
parser.add_argument(’--nn-model’, default=’nn_model.pt’,

help=’pytorch model’)
parser.add_argument(’--input-data’, default=’LCCM_ACVMF_input_samples.dat’,

help=’File with the input data’)
parser.add_argument(’--output-data’, default=’LCCM_ACVMF_output_samples_copy.dat’,

help=’File with the input data’)
args = parser.parse_args()

#==========================================================================
# Define the columns containing the inputs and output(s)
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inputcols = range(1,46,1)
if lo_mode == 3 :

lo_outputcols = qoi+lo_fidelity*7
else :

lo_outputcols = qoi+(3+lo_fidelity)*7

if hi_mode == 3 :
hi_outputcols = qoi+hi_fidelity*7

else :
hi_outputcols = qoi+(3+hi_fidelity)*7

#==========================================================================
# Import the data
# Assuming all fidelities have the same x-data
x_data = np.loadtxt(args.input_data,skiprows=1,usecols=inputcols,dtype=float,delimiter=",")
y_lo_data = np.loadtxt(args.output_data,usecols=lo_outputcols,dtype=float,delimiter=",",unpack=True)
y_hi_data = np.loadtxt(args.output_data,usecols=hi_outputcols,dtype=float,delimiter=",",unpack=True)

# output data has been cleaned of failed runs
# need to take correct subset of input data
y_data_index = np.loadtxt(args.output_data,usecols=0,dtype=int,delimiter=",",unpack=True)
x_data = x_data[y_data_index,:]

y_lo_data = np.transpose(y_lo_data)
y_hi_data = np.transpose(y_hi_data)

#==========================================================================
# Normalize the data

x_mean = np.mean(x_data,axis=0)
x_std = np.std(x_data,axis=0)
x_data = (x_data-x_mean)/x_std

y_lo_mean = np.mean(y_lo_data,axis=0)
y_lo_std = np.std(y_lo_data,axis=0)
y_lo_data = (y_lo_data-y_lo_mean)/y_lo_std

y_hi_mean = np.mean(y_hi_data,axis=0)
y_hi_std = np.std(y_hi_data,axis=0)
y_hi_data = (y_hi_data-y_hi_mean)/y_hi_std

#==========================================================================
# Split the data into training/testing
Ntrain = int(np.round(train_prop*x_data.shape[0]))

plt.plot(y_hi_data,y_lo_data,’o’)
plt.show()

x_lo_train = x_data[:Ntrain,:]
x_lo_test = x_data[Ntrain:,:]
y_lo_train = y_lo_data[:Ntrain]
y_lo_test = y_lo_data[Ntrain:]

x_lo_train_torch = convert_tensor_2D(x_lo_train)
y_lo_train_torch = convert_tensor_1D(y_lo_train)
x_lo_test_torch = convert_tensor_2D(x_lo_test)
y_lo_test_torch = convert_tensor_1D(y_lo_test)

#==========================================================================
# Train the network(s)

train_errs = np.zeros(Nopt)
test_errs = np.zeros(Nopt)
loss_fn = torch.nn.MSELoss(reduction=’mean’)
y_test_lo_preds = np.zeros((x_lo_test.shape[0],Nens))

Nreals = 1
if use_ensemble:

Nreals = Nens

for ens in range(Nreals) :
print(’Running ensemble member: ’ + str(ens))
curr_lr = args.lr
torch.manual_seed(args.seed+ens)
lo_model = LoNet().to(device)

lo_optimizer = optim.Adam(lo_model.parameters(), lr=args.lr)

lo_model.apply(initialize_weights)
lr_iter = 0
opt_iter = 0
for t in range(Nopt):

if curr_lr < min_lr:
break

opt_iter += 1
lo_optimizer.zero_grad()
output = lo_model(x_lo_train_torch).float()
loss = loss_fn(output, y_lo_train_torch)
train_errs[t] = loss.item()
y_lo_test_pred = lo_model(x_lo_test_torch).float()

90



test_loss = loss_fn(y_lo_test_pred, y_lo_test_torch)
test_errs[t] = test_loss.item()

lr_iter += 1

if adapt_lr and t>init_patience:
if lr_iter>adapt_patience and train_errs[t]<adapt_thresh and train_errs[t]>1.0*train_errs[t-adapt_lookback] :

curr_lr *= adapt_scale
lo_optimizer.param_groups[0][’lr’] = curr_lr
lr_iter = 0 # reset to 0 for new lr
print(’New learning rate: ’ + str(lo_optimizer.param_groups[0][’lr’]))

loss.backward()
lo_optimizer.step()
if t % 1000 == 0:

print("Finished optimization iteration "+str(t) + " with loss: " + str(train_errs[t]))

y_test_surr = lo_model(x_lo_test_torch).float()
y_test_surr_np = convert_np_1D(y_test_surr)
y_test_lo_preds[:,ens] = y_test_surr_np

#==========================================================================
# Plot the convergence history if only using one realization

if (Nreals == 1) :
plt.plot(range(opt_iter),train_errs[:opt_iter])
plt.plot(range(opt_iter),test_errs[:opt_iter])
plt.xscale(’log’)
plt.yscale(’log’)
plt.xlabel(’Optimization Iteration’)
plt.ylabel(’Loss’)
plt.legend([’Training’,’Testing’])
#plt.savefig(’training_hist_’+args.input_data+’.png’)
plt.show()

#==========================================================================
# Visualize the accuracy/variability of the surrogate

if use_dropout:
y_test_lo_preds = np.zeros((x_lo_test.shape[0],Nens))
for k in range(Nens) :

y_test_lo = lo_model(x_lo_test_torch).float()
y_test_lo_np = convert_np_1D(y_test_lo)
y_test_lo_preds[:,k] = y_test_lo_np

y_test_lo_mean = np.mean(y_test_lo_preds,axis=1)
y_test_lo_var = np.var(y_test_lo_preds,axis=1)

elif use_ensemble :
y_test_lo_mean = np.mean(y_test_lo_preds,axis=1)
y_test_lo_var = np.var(y_test_lo_preds,axis=1)

else :
y_test_lo = lo_model(x_lo_test_torch).float()
y_test_lo_mean = convert_np_1D(y_test_lo)
y_test_lo_var = np.zeros(x_lo_test.shape[0])

ymin = np.min(y_lo_test)
ymax = np.max(y_lo_test)
plt.plot([ymin,ymax],[ymin,ymax], color=’black’)
plt.plot(y_lo_test,y_test_lo_mean,’o’, markersize=4, color=’tab:orange’)

if Nens > 1 :
yerr=2*np.sqrt(y_test_lo_var)
plt.errorbar(y_lo_test, y_test_lo_mean, yerr=yerr, fmt=’none’, ecolor=’tab:blue’)
plt.legend((’y = x’, ’Ensemble Average’,’Confidence Intervals’ ))

else :
plt.legend((’y = x’, ’Verification Evaluations’))

plt.xlabel(’True Value’)
plt.ylabel(’Surrogate Value’)
plt.show()

#==========================================================================
# Save the model (optional)

if args.save_model:
torch.save(lo_model, args.nn_model)

#==========================================================================
# Build a hi-fid model

if multifi_method == ’None’ :
x_hi_train = x_data[:Ntrain_hi,:]
x_hi_test = x_data[Ntrain_hi:,:]
y_hi_train = y_hi_data[:Ntrain_hi]
y_hi_test = y_hi_data[Ntrain_hi:]

elif multifi_method == ’additive discrepancy’ :
x_hi_train = x_data[:Ntrain_hi,:]
x_hi_test = x_data[Ntrain_hi:,:]
y_hi_train = y_hi_data[:Ntrain_hi] - y_lo_data[:Ntrain_hi]
y_hi_test = y_hi_data[Ntrain_hi:]

elif multifi_method == ’NN(lo)’ :
x_hi_train = y_lo_data[:Ntrain_hi]
x_hi_test = y_lo_data[Ntrain_hi:]
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xo_hi_test = x_data[Ntrain_hi:,:]

y_hi_train = y_hi_data[:Ntrain_hi]
y_hi_test = y_hi_data[Ntrain_hi:]

elif multifi_method == ’NN(x,lo)’ :
x_hi_train = np.zeros((Ntrain_hi,x_data.shape[1]+1))
for i in range(Ntrain_hi) :

for j in range(x_data.shape[1]) :
x_hi_train[i,j] = x_data[i,j]

x_hi_train[i,-1] = y_lo_data[i]
x_hi_test = np.zeros((x_data.shape[0]-Ntrain_hi,x_data.shape[1]+1))
for i in range(x_data.shape[0]-Ntrain_hi) :

for j in range(x_data.shape[1]) :
x_hi_test[i,j] = x_data[Ntrain_hi+i,j]

x_hi_test[i,-1] = y_lo_data[Ntrain_hi+i]
y_hi_train = y_hi_data[:Ntrain_hi]
y_hi_test = y_hi_data[Ntrain_hi:]

elif multifi_method == ’weighted reg’ :
x_hi_train = x_data[:Ntrain,:]
x_hi_test = x_data[Ntrain:,:]
y_hi_train = y_hi_data[:Ntrain]
y_hi_test = y_hi_data[Ntrain:]

else :
print(’Error - no MF method specified’)

if multifi_method == ’NN(lo)’ :
x_hi_train_torch = convert_tensor_1D(x_hi_train)
x_hi_test_torch = convert_tensor_1D(x_hi_test)

elif multifi_method == ’NN(x,lo)’ :
x_hi_train_torch = convert_tensor_2D(x_hi_train)
x_hi_test_torch = convert_tensor_2D(x_hi_test)
xo_hi_test = x_data[Ntrain_hi:,:]

else :
x_hi_train_torch = convert_tensor_2D(x_hi_train)
x_hi_test_torch = convert_tensor_2D(x_hi_test)
xo_hi_test = x_hi_test

xo_hi_test_torch = convert_tensor_2D(xo_hi_test)

y_hi_train_torch = convert_tensor_1D(y_hi_train)
y_hi_test_torch = convert_tensor_1D(y_hi_test)

#==========================================================================
# Train the network(s)

train_errs = np.zeros(Nopt)
test_errs = np.zeros(Nopt)
loss_fn = torch.nn.MSELoss(reduction=’mean’)
y_test_hi_preds = np.zeros((x_hi_test.shape[0],Nens))

Nreals = 1
if use_ensemble:

Nreals = Nens

for ens in range(Nreals) :
print(’Running ensemble member: ’ + str(ens))
curr_lr = args.lr
torch.manual_seed(args.seed+ens)

if multifi_method == ’None’ :
hi_model = HiNet().to(device)

elif multifi_method == ’additive discrepancy’ :
hi_model = MF1Net().to(device)

elif multifi_method == ’NN(lo)’ :
hi_model = MF2Net().to(device)

elif multifi_method == ’NN(x,lo)’ :
hi_model = MF3Net().to(device)

elif multifi_method == ’weighted reg’ :
hi_model = HiNet().to(device)

hi_optimizer = optim.Adam(hi_model.parameters(), lr=args.lr)

hi_model.apply(initialize_weights)
lr_iter = 0
opt_iter = 0
for t in range(Nopt):

if curr_lr < min_lr:
break

opt_iter += 1
hi_optimizer.zero_grad()
output = hi_model(x_hi_train_torch).float()
loss = loss_fn(output, y_hi_train_torch)
train_errs[t] = loss.item()
y_hi_test_pred = hi_model(x_hi_test_torch).float()
test_loss = loss_fn(y_hi_test_pred, y_hi_test_torch)
test_errs[t] = test_loss.item()

lr_iter += 1

if adapt_lr and t>init_patience:
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if lr_iter>adapt_patience and train_errs[t]<adapt_thresh and train_errs[t]>1.0*train_errs[t-adapt_lookback] :
curr_lr *= adapt_scale
hi_optimizer.param_groups[0][’lr’] = curr_lr
lr_iter = 0 # reset to 0 for new lr
print(’New learning rate: ’ + str(lo_optimizer.param_groups[0][’lr’]))

loss.backward()
hi_optimizer.step()
if t % 1000 == 0:

print("Finished optimization iteration "+str(t) + " with loss: " + str(train_errs[t]))

y_test_hi = hi_model(x_hi_test_torch).float()
y_test_hi_np = convert_np_1D(y_test_hi)
y_test_hi_preds[:,ens] = y_test_hi_np

#==========================================================================
# Plot the convergence history if only using one realization

if (Nreals == 1) :
plt.plot(range(opt_iter),train_errs[:opt_iter])
plt.plot(range(opt_iter),test_errs[:opt_iter])
plt.xscale(’log’)
plt.yscale(’log’)
plt.xlabel(’Optimization Iteration’)
plt.ylabel(’Loss’)
plt.legend([’Training’,’Testing’])
#plt.savefig(’training_hist_’+args.input_data+’.png’)
plt.show()

#==========================================================================
# Visualize the accuracy/variability of the surrogate

if use_dropout:
y_test_lo_preds = np.zeros((x_hi_test.shape[0],Nens))
y_test_hi_preds = np.zeros((x_hi_test.shape[0],Nens))
for k in range(Nens) :

y_test_lo = lo_model(xo_hi_test_torch).float()
y_test_lo_np = convert_np_1D(y_test_lo)
y_test_lo_preds[:,k] = y_test_lo_np
if multifi_method == ’NN(lo)’ :

y_test_hi = hi_model(y_test_lo).float()
elif multifi_method == ’additive discrepancy’ :

y_test_hi = y_test_lo + hi_model(x_hi_test_torch).float()
else :

y_test_hi = hi_model(x_hi_test_torch).float()

y_test_hi_np = convert_np_1D(y_test_hi)
y_test_hi_preds[:,k] = y_test_hi_np

y_test_lo_mean = np.mean(y_test_lo_preds,axis=1)
y_test_lo_var = np.var(y_test_lo_preds,axis=1)
y_test_hi_mean = np.mean(y_test_hi_preds,axis=1)
y_test_hi_var = np.var(y_test_hi_preds,axis=1)

elif use_ensemble :
y_test_lo_mean = np.mean(y_test_lo_preds,axis=1)
y_test_lo_var = np.var(y_test_lo_preds,axis=1)
y_test_hi_mean = np.mean(y_test_hi_preds,axis=1)
y_test_hi_var = np.var(y_test_hi_preds,axis=1)

else :
y_test_hi = hi_model(x_hi_test_torch).float()
y_test_hi_mean = convert_np_1D(y_test_hi)
y_test_hi_var = np.zeros(x_hi_test.shape[0])
y_test_lo = lo_model(x_hi_test_torch).float()
y_test_lo_mean = convert_np_1D(y_test_lo)
y_test_lo_var = np.zeros(x_hi_test.shape[0])

#if multifi_method == ’None’ :
# y_test_final = y_test_hi_mean
#elif multifi_method == ’additive discrepancy’ :
# y_test_final = y_test_lo_mean + y_test_hi_mean
#elif multifi_method == ’NN(lo)’ :
# y_test_final = y_test_hi_mean
#elif multifi_method == ’NN(x,lo)’ :
# y_test_final = y_test_hi_mean
#elif multifi_method == ’weighted reg’ :
# y_test_final = y_test_hi_mean

ymin = np.min(y_hi_test)
ymax = np.max(y_hi_test)
plt.plot([ymin,ymax],[ymin,ymax], color=’black’)
plt.plot(y_hi_test,y_test_hi_mean,’o’, markersize=4, color=’tab:orange’)

if Nens > 1 :
yerr=2*np.sqrt(y_test_hi_var)
plt.errorbar(y_hi_test, y_test_hi_mean, yerr=yerr, fmt=’none’, ecolor=’tab:blue’)
plt.legend((’y = x’, ’Ensemble Average’,’Confidence Intervals’ ))

else :
plt.legend((’y = x’, ’Verification Evaluations’))

plt.xlabel(’True Value’)
plt.ylabel(’Surrogate Value’)
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plt.show()

if __name__ == ’__main__’:
main()
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