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ABSTRACT

This document provides very basic background information and initial enabling guidance for
computational analysts to develop and utilize GitOps practices within the Common Engineering
Environment (CEE) and High Performance Computing (HPC) computational environment at
Sandia National Laboratories through GitLab/Jacamar runner based workflows.
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1. INTRODUCTION

Every aspect of modern science and engineering development involves some aspect of
computational simulation and/or computational analysis. The prevalence of modeling and
simulation in the enterprise induces requirements of reproducibility and maintainability
associated with all related work. Automated mechanisms for building workflows within a
standardized software-development continuous integration/continuous deployment (CI/CD)
paradigm are appealing to demonstrate comparison between models and code variants [[10]].
Precisely defined concepts associated with numerical modeling are helpful. Verification implies a
process for showing that the implemented computer model actually converges as expected to the
ideal mathematical model. Validation describes a process that shows a verified model is actually
useful for the intended engineering or scientific purpose when compared with available
experimental data. Any program of verification, validation, and engineering analysis needs a
methodical process to reproducibly demonstrate the quality and usefulness of the associated
software stack for the intended purpose. Such a methodical process is a called a “workflow”.

Workflows may include
* Code development and associated testing processes.
* Input streams to analysis applications that generate output data.
* Graphical User Interfaces driving specialized analysis input and output streams.

In this report we specifically discuss workflows that attempt to capture analysis work artifacts
within the branch of DevOps known as GitOps vis-a-vis the technology platform GitLab. GitOps
is an operational framework that harnesses DevOps practices (e.g., version control, automation,
Agile, CI/CD, etc.), yet uniquely centers the source of truth for automation and solution
development around the Git repository [6,8]. In this viewpoint, the analyst is developing
automation that connects input streams, analysis, output streams, and final desired output
artifacts. Input streams include input data, simulation input control, and control files that may
point to very specific versions of applications to be used in the analysis. Input streams may also
include experimental data repositories and the associated software and input streams used for
analyzing this data [8]]. Output streams include output data and related graphics generated after
simulation completion and may include validation comparisons between simulation and
experiment. Final artifacts may be as simple as an output table or a final digitally generated
document assembling all the output information from the workflow into a formal publication
format. The whole workflow is encapsulated in a software version controlled repository with a
pipeline descriptor file that enables automated CI/CD of the workflow.

Ideally, all the workflows that need to be enabled could be described very simply in so-called
software pipeline descriptor files detailing the motion of information and data and such workflows
could be easily described, enabled, and maintained. In High Performance Computing (HPC)
environments this is not always easy due to strict user controls that are enabled on shared
computing resources, to say nothing of accessing multiple computing systems with varying
degrees of compatibility and varying system software support. New computing environments



under development aim to reduce the overhead of working and computing on disparate HPC
systems and regularize access with the goal to avoid excessive user overhead.

The GitLab/Jacamar runner environment described below is an up-and-coming way to
transparently accomplish these goals. Currently, such goals are becoming available within each
unified network of computing systems with a common similar security profile. The next major
step forward is to allow secure computing to be accomplished between networks with different
security controls but with an agreed upon desire to share computing resources and develop
software collaboratively. This idea is called Remote Computing Enablement (RCE). The ultimate
goal is that a user should be able to access GitLab runners associated with remote machines on
completely different but affiliated networks and still be able to effectively and securely run
applications on those remote machines, analyze information, and return artifacts through
customized pipelines all from their local GitLab instance. This code development environment is
enabled by using GitLab with Jacamar runners installed on each of the various computing
resources of interest whether local or remote. GitLab projects should also be able to transparently
communicate issues, bugs, and vision for the workflow to allow for unified code development in
these affiliated but separate environments.

2. GITLAB

GitLab is a unified environment for hosting software projects, associated workflows, and artifacts
as well as including continuous testing, integration and deployment. The project code is
organized around the Git source code management tool with a web-based interface to track issues,
pipelines, and artifacts, and to provide identity and project access controls. This environment is
becoming ubiquitous at Sandia and many projects use it daily for tracking issues and organizing
testing procedures. Jacamar runners enable individuals to effectively build up their own pipelines
and workflows on disparate shared and private computing resources.

2.1. GitLab and Jacamar Runners

A GitLab runner is a specialized application within the GitLab environment that is associated
with a particular computational engine and used to execute GitLab CI/CD pipeline commands.

Jacamar runners are specialized custom executors for GitLab pipelines within the GitLab
environment that allows for individual users to run the associated pipelines “as themselves” with
their personal user id and access rights. This feature allows for an improved overall security
position for individual projects and the institution as a whole. Many details on Jacamar runner
installation and user usage options are available via open source software delivery mechanisms
[, 2]. In this report we specifically focus on Jacamar runners.

Any Jacamar runner that a system administrator (sys-admin) has started is available for use by a
GitLab group or project. However, before this can happen you must register your GitLab group or
project with the runner. From the group or project page on GitLab, in the “Settings > CI/CD >
Runners” configuration area there is an available registration token. You must send this token to



the relevant sys-admin staff or help desk so that your group/project can be registered with the
runner. Each runner has an associated runner number and a unique identifying runner hash,
SRHASH (not shown in this document). The runner number and the runner hash can be
determined by looking in “Settings > CI/CD > Runners” and expanding the runner tag in the
group/project GitLab interface. Each runner is configured at the time of installation with a build
directory for that platform with the potential that every platform has the build directory in a
different place. Table 2-1| gives examples of runners and the associated build directories chosen

by the sys-admins of the given system.

| platform | BUILD directory | Description | Tags
vortex /vscratch1/jacamar/$USER/ Scot Swan batch runner on vortex batch, ppc64le
vortex /vscratch1/jacamar/$USER/ Scot Swan shell runner on vortex ppcb4le

/projects/astra/jacamar/SUSER
/projects/astra/jacamar/$SUSER

stria
stria

Stria stln3 Jacamar Batch Runner
Group Jacamar Runner on Stria

batch, stria, aarch64
user, aarch64, stria

cee-pp-1drd01 | /ecp/SUSER Jacamar Test Runner gpu, 1drd01, rh7, x86_64
cee-pp-1drd02 | /ecp/$USER Jacamar Test Runner gpu, 1drd02, rh7, x86_64

chama /home/$USER/ jacamar-ci chama,tlcc2,mswan,cce,x86,batch batch, cce, chama, mswan, tlcc2, x86
chama /home/$USER/.jacamar-ci chama,tlcc2,mswan,cce,x86,user user, cce, chama, mswan, tlcc2, x86
manzano /home/$USER/.jacamar-ci manzano,cts1,mswan,savvy,x86,batch | batch, manzano, ctsl, x86

manzano /home/$USER/ jacamar-ci manzano,cts1,mswan,savvy,x86,user user, manzano, ctsl, x86

Table 2-1 Example Jacamar Runner descriptions for several platforms at Sandia

There are two types of Jacamar runners, usually tagged here with a "user" and "batch" tag. The
"user" runner means the work will be executed in a shell running on the target HPC or private
system. The "batch" runner means the work will be submitted directly to the target HPC system’s
batch scheduling system. In both cases, the work is executed using the personal user id and access
rights of the user that initiated the pipeline.

The tags are useful when writing the pipeline descriptor files (. gitlab-ci.yml for GitLab
CI/CD) to provide a limit on the platforms where the pipeline jobs may run.

GitLab runners may be configured to allow for multiple concurrent jobs using the same runner.
We will call this the concurrency number of a given runner, $CONCURID. This number is zero
indexed and runs up to the maximal concurrency allowed for the runner.

The build directory is where your GitLab project will be cloned before running the associated
.gitlab-ci.yml file. The Git version used for cloning needs to be at least version 2.9 or
higher, or else odd behavior may occur [[7]]. The runner can be set up by the sys-admin to force
usage of an appropriate version of Git; otherwise, the Git in the user’s path (after sourcing their
.bashrc) will be used.

At the moment there is no standardized place where the build directory should be and the location
fully depends on the discretion of where the sys-admin puts it. However, the selected location
must already exist for each user and the user must have write privileges to the location. You will
find the checkout at the following location:

$BUILD/ builds /$RHASH/$CONCURID/$GROUP_PATH/$PROJECT_NAME



The $GROUP_PATH is the project group path, if it exists; the SPROJECT_NAME is the project
name associated with the project clone; and all scripts given in the .gitlab-ci.yml file run
by default in this directory. If the provided directory is not appropriate to run in (e.g. a home
directory for heavy analysis workflows), then you will have to switch directories to another
location in your scripts or use soft links to get your data written elsewhere.

However, if the sys-admin has added custom_build_dir to the configuration file, then the
runner will use the user’s CUSTOM_CI_BUILDS_DIR variable in their default environment, if it
exists. This approach replaces any default BUILD directory given by the data_dir variable as
specified by the sys-admin and allows the user to optionally specify where the specific runner, for
a given machine, will run based on the user’s personal environment variable. Additionally, this
approach could avoid the need to move to a separate directory or make a soft link to another file
system when the CI script executes. If the data_dir points to a location in the user home
directory then some care, relative to where data is written, will always be needed. One downside
of the custom build directory approach is with subsequent commits; the associated CI generated
information in the build directory will be removed.

The runner description, maximum job timeout value, and associated runner tags are configurable
for each runner by the group or project through the GitLab web user interface. The current default
time limit for a runner job is 60 minutes but must be at least ten minutes and less than one month.
Runner timeout values take precedence over job timeouts that take precedence over project
timeouts [3]. The application timeout values are the first thing to examine when a pipeline fails
unexpectedly, which can be investigated and modified via the GitLab web user interface.

2.2 What happens when you commit to a repository

In order to launch a GitLab CI pipeline, a . gitlab-ci.yml pipeline descriptor file must be
present in the repository root directory. This file contains the definitions of the parameters, stages,
runner tags, schedules, rules, jobs, artifacts, and commands for the desired workflow. Each job
can optionally provide tags to instruct which GitLab runners may execute the job. Each job may
also define dependencies on other jobs. Each job in the .gitlab-ci.yml file will be executed
on only one runner, but the CI file may contain many jobs that may be executed on any of the
available runners, depending on the tags listed for each job. A job contains a series of instructions
(usually shell commands) to be executed by the runner. The pipeline may be launched from any
branch in the repository, whether it be the main or a feature/development branch. Rules may be
defined that limit pipeline launch based on who did the commit, what the commit message says or
doesn’t say, or which branch the commit was added.

A pipeline will launch when a user commits to the repository, the repository has one or more
associated runners, and a valid . gitlab-ci.yml file is present in the root of the repository. At
this point, the pipeline, or series of jobs and stages, is placed in a queue in GitLab to be picked up
by one or more runners. The runners periodically check in with the GitLab instance to ensure that
idle runners are still enabled. The time of most recent contact is visible in the runner
configuration panel on GitLab. Runner availability is determined and work is assigned to a runner
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based on the available job tags. The job is assigned to the first runner to match the tags; and in the
event a job does not have tags, then the first available runner is assigned.

When the job is launched with a Jacamar runner, the Git project is first cloned into the associated
build location on the same machine as the runner. This is an important distinction, because there
are several types of GitLab runners, such as Docker and SSH runners, where the instructions may
be executed on a different machine or environment than the one where the runner is invoked. For
Jacamar runners, the instructions from the .gitlab-ci.yml file are executed in the same
environment as the runner because it is a custom shell executor. Following the clone, the job is
then executed. A job may require that artifacts be collected after the instructions are executed. In
this case, a check is performed to determine if the requested artifacts exists, and if so, it is
uploaded to GitLab to be preserved with the pipeline. Artifacts may be passed from one job to
another or simply collected to present to users upon the completion of the pipeline.

3. EXAMPLES

3.1. Documentation workflow

We show here a first easy example of a . gitlab-ci.yml file that builds a document

variables :
SAND_REPORT_NAME: ReportName

generate_doc:

script:

— pdflatex ${SAND_REPORT NAME}
bibtex ${SAND_REPORT NAME}
pdflatex ${SAND_REPORT NAME}
pdflatex ${SAND_REPORT NAME}
pdflatex ${SAND_REPORT NAME}

artifacts:
paths:
— ${SAND_REPORT NAME}. pdf
expire_in: 1 week

This script assumes the default user environment has access to a sufficient version of pdflatex and
bibtex. The script could also load a module or update the path to ensure a proper environment is
setup. The name of the document is defined as an environment variable. The results of the build
are stored in GitLab for one week.
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3.2. Analyst workflow

Individual users building analyst workflows may need several days or weeks of run time to finish
the pipeline computations and get all the workflow through the batch system. There are several
issues that must be taken into account for these types of pipelines.

First, each Jacamar runner has three timeout values. One value is optionally maintained by the
sys-admin when setting up the runner. This is a hard limit from the user point of view. The second
is a limit controllable by the user managing the runners attached to the project. This value defaults
to one hour but can vary between ten minutes and one month. The third is a job timeout defined in
the .gitlab-ci.yml file and may not be longer than either of the previous two timeouts.

If there is an error or stoppage anywhere in the pipeline and the user does not wish to restart the
computation from the beginning, the user must build into the .gitlab—-ci.yml script the
ability to restart the analsyis in midstream or otherwise finish the job. Part of this must include
storing data outside of the default build directory as it gets cleaned before every job, even if
retrying a failed or cancelled job. The “vvtest” utility can be very helpful in this regard as it
naturally supports the idea of multiple calls with the same command [9].

Jacamar runners run as the user committing to the repository, thus the user must have an
appropriate environment (usually defined in SHOME / . bashrc) relative to the
.gitlab-ci.yml file script coding. Strange errors can happen due to environment
mismatches between co-developers.

One can rerun the pipeline or one of the jobs in the pipeline manually using the GitLab web user
interface. Specialized control can be effected by implementing environment variables accessed by
the .gitlab-ci.yml file but whose values are set by the user when running manually.

“vvtest” allows for significant control over what actions are to be taken via command line control
based on user keyword control flags. In this way one could manually adjust the actions to be
taken at various points in a pipeline sequence.

The following prototype .gitlab-ci.yml script illustrates several useful features of a
vvtest-enabled pipeline that runs a full vvtest run/analysis scheme (not shown) on an HPC
machine but does a final document build on a non-HPC machine after passing some figure
artifacts. Observe the use of variables, anchor scripts, automatic GitLab CI variables, the creation
of a commit-specific run directory on another file system, and the passing of artifacts from the
first machine to the second machine using the GitLab file artifacts capability.

variables:

WCID: "fyl123456"
CTS1_FILE_SYSTEM: "nscratch"
RUNDIR: "RunDir"

# These little snippets are called "anchors" in GitLab documentation
.anchor_boilerplate: &boilerplate

— whoami

— hostname
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— uptime
- id

- pwd

- Is

.anchor_make TDIR: &make_ TDIR
— if [ -z ${FS} ]; then exit 1; fi
— export PDIR="${CI_PROJECT_NAME }/$ {CI_COMMIT_SHORT_SHA}"
— export TDIR="/${FS }/${GITLAB_USER_LOGIN }/${PDIR }"
— echo "${TDIR}"
- mkdir -p "${TDIR}"

.anchor_run_script: &run_script
— xboilerplate
— echo "${CI_COMMIT_TIMESTAMP}"
— echo "${CI_BUILDS_DIR}"
— echo "${CI_COMMIT_SHORT_SHA}"
— echo "${CI_CONCURRENT_ID}"
— echo "${CI_CONCURRENT_PROJECT_ID}"
— echo "${CI_PROJECT_NAME}"
— sxmake_ TDIR
— vvtest ——encode—-exit—-status ——run—dir "${RUNDIR}" -M "${TDIR}" ${VVTA}
— echo "Runs are completed"

.anchor_doc_script: &doc_script
— xboilerplate
— echo "Now building document in ${PWD}"
— module load apps/anaconda3
— source /projects/sems/ modulefiles/utils/sems—v2—modules—init.sh
— module load sems—texlive

- Is —-IR
— cp "${RUNDIR}"/#.png Doc/figures
— ¢d Doc
— make Document. pdf
- cd
stages: # List of job stages and their order of execution
— run
- doc

run—on—manzano :
stage: run
variables:
FS: "${CTS1_FILE_SYSTEM}"
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VVTA: "—-batch ——platopt g=batch ——platopt account=${WCID}"
tags:

— manzano

— user
script: srun_script
artifacts:

paths:

— ${RUNDIR }/x*.png
expire_in: 1 week

doc-on-1drd:

stage: doc
dependencies:

— run-—-on-manzano
tags:

— 1drdO1
script: sxdoc_script
artifacts:

paths:

— Doc/Document. pdf
expire_in: 8 week

One important thing to remember is that each git push may mean a separate pipeline for the
branch being pushed will be kicked off, which could have severe implications for the amount of
work requested for analyst workflows. Judicious use of [skip ci] tags in the recent commit
message, the use of git push -o ci.skip, or other restrictions base on the only: block
inthe .gitlab-ci.yml file will stop commits from launching the pipeline upon every push.

It may be advantageous to have a default [skip ci] tag appear in the user default git commit
message. For example suppose the text [skip ci] isfoundin ~/.gitmessage then

git config ——global commit.template ~/.gitmessage

will configure Git to add whatever is in that file to the default commit message and the analyst can
decide whether to keep it or not depending on the desire for a push with or without kicking off a
pipeline. If a pipeline skip is requested, the GitLab pipeline webpage will show a skipped status
for that commit. Pipelines can then be run manually from the GitLab web user interface by using
the “Run Pipeline” button. The default [skip ci] practice is a simple way to avoid the mistake
of launching expensive project pipelines on the main or other branches when not really desired.

There is another option for instructing GitLab CI when to execute a job and that is to use the job
keywords only: or except: inthe .gitlab-ci.yml file. These keywords allow the user
more flexibility with assigning when a job runs, such as “only from the main branch or during a
merge request”, “only scheduled runs”, or “only when the commit message matches this regular

expression” [3]]. These keywords accept explicit branch names or regular expressions to match to
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branch names, commit messages, and other keywords, such as merge requests and tags. Here is
an example that uses the regular expression matching that has been very useful in our workflows.
It is set to run only when the string " [run ci]" is present in the git commit message thereby
“failing safe” by not running large jobs unless specifically requested.

jobname :
only :
variables:
— $CIL_COMMIT_MESSAGE =~ /\[run ci]/

As this approach is configurable at the job level, a natural extention of this behavior is to trigger
large jobs when a special string is present and otherwise trigger a smaller job or a job that only
runs on one machine.

File artifacts can be passed automatically from one job to another even if the jobs are run on
different machines by tagging the files as artifacts in the .gitlab-ci.yml script. This is done using
the GitLab pipeline stages syntax as shown in the above example where a job executed by a
runner on a batch machine stores away files to be later accessed by a documentation job executing
on another machine. The files will be visible in the checkout of the repository on the next
machine and can be used at that time.

The commit-specific run directory labeling approach using CI__COMMIT_SHORT_ SHA as used
in the above example is only one possibility. One could also specify the permanent run directory
using the GitLab automatic CI variable CI_COMMIT_BRANCH instead and thus provide the
option for building pipelines that are able to avoid recomputing some of the data upon a new
commit when that data is already available.

3.3. Jacamar Runner Usage at Scale

Although significant useful experience has been gained using Jacamar runners that have been
enabled as prototypes on a number of platforms at Sandia, there is no data yet on what will
happen when the usage starts to scale from a few users to several hundred. It is likely that
adoption by more users will take some time so that in the near term serious issues are unlikely, but
users need to be aware of the possibility of scaling bottlenecks and work with the sys-admin staff
as issues arise. Adoption at scale presents unique DevOps challenges including data movement,
authentication to resources, and testability of descriptor files. For example, if a user generates
multiple terabytes of data on an HPC and brings that data back to GitLab before sending it to the
intended data store, this will cause significant network congestion and could bring down HPC and
GitLab resources for everyone. Additionally, if a user wishes to by-pass GitLab and send the data
directly from the HPC to the data store, the user will likely have to authenticate with the data
store. Kerberos authentication is currently the primary authentication mechanism at Sandia,
however, GitLab does not support Kerberos ticket forwarding. This presents both users and
DevOps engineers with unique engineering and security challenges that require Sandia-wide
solutions and adoption. This implies a future need for resource management, authentication, and
monitoring capabilities that are compatible with Jacamar. An assessment would be needed to
determine if current GitLab capabilities meet this need, particularly if Jacamar is being used in
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multi-tenant cyberinfrastructure contexts. Furthermore, GitLab supports linting of descriptor files
for syntax errors but there are no testing harnesses for these files. Without a testing harness for
descriptor files, Jacamar usage at scale will lead to high descriptor file maintenance burdens for
DevOps engineers. One of the most significant bottlenecks from a sys-admin point of view may
be frequent requests for attaching projects to machine-specific runners. We have found that
building new GitLab subgroups and GitLab projects underneath a GitLab group that already has
group runners enabled is a very effective mechanism to avoid excessive interaction with
sys-admin staff as the group runners only need to be set up once by a group owner and
sub-projects in the group inherit the runners without any additional interaction with the
sys-admins. If user groups adhere to this principle, any required interaction with sys-admin staff
will be more manageable.

One proposed solution is to make GitLab-wide shared runners available to all projects on the
Gitlab instance. This approach is unlikely to solve the problems for everyone due to the “tragedy
of the commons” where a minority overuses a resource and it becomes unusable for everyone.
The possibilities for bad outcomes are compounded by the long runtimes expected with some of
the scientific computing jobs. By keeping individual runners tied to a group or small number of
groups, it is possible to enforce good behavior or penalize bad behavior.

The sys-admin staff have a great deal of flexibility in setting up runner controls. In particular the
global “concurrent” setting and the runner specific “limit” setting found in the configuration file
specify how many jobs can be handled concurrently by a runner [4]. On a shared memory
machine a concurrency limitation appears reasonable in order to try to avoid oversubscribing
system resources. The effect from a user point of view in the GitLab pipeline interface is that the
pipeline will be marked as pending and it will appear that the pipeline is in a queue. For a runner
that interfaces to a batch queuing system, reasons for any limiting of runner concurrency will not
be as clear. These settings are fully controlled by the sys-admin staff and ensuring effective
transparency and communication between users and sys-admin staff on what the runner settings
are and the reasons for runner concurrency settings is recommended.

Cross-cluster aware batch job submission capabilities have recently become available. These
options allow batch jobs to be run on the first available resource from a list of clusters. Although
we have not yet experimented with combining Jacamar runners with cross-cluster batch job
submission, we see no particular obstacles to embedding support for this capability within the
vvtest job submission framework.

4. DISCUSSION

We have described at a high level how GitLab with Jacamar runners can be used by individual
analysts or small groups of analysts and code developers to encapsulate and control their analysis
work using GitOps principles via GitLab. Since enabled Jacamar runners pipelines are associated
and run as individual users, this feature allows for personal control and development without
undue systemic complications or overhead. We have found encapsulation of a workflow in a
GitLab pipeline is most useful after the basics of the workflow have been developed and the
project is transitioning into more specific user analysis mode. This means most of the details of
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workflow processes are found in user scripts (like vvtest) and the . gitlab-ci.yml file should
be a relatively transparent summary and record of the desired pipelines and associated dataflows.
Ideally .gitlab-ci.yml scripts should be relatively short so users may run the pipelines “by
hand” for debugging or development purposes. Complex control, restart, and post analysis issues
should be relegated to other software and the pipeline descriptors are primarily tasked with giving
a reproducible view into the location and flow direction of the desired information.

One major benefit of encapsulation in a GitLab CI/CD workflow is the natural software
development-centric mechanism to manage maintenance frequency and testing while still keeping
the workflow history and all source available for uptake, renewal, and testing at any desired
frequency. At Sandia, the computational resource burden is already extremely large just to
accommodate the testing needs of major code development projects. Adding in additional
computational load of automated maintenance and testing driven by analysts, which will be easily
enabled via this capability, can only greatly increase the burden. However, we think that
GitOps-driven testing, naturally correlated with a commit frequency, is a useful and immutable
way to strategically manage resource usage concerns; since, in principle, once a pipeline runs
successfully it will always run if nothing changes. When a new version of an analysis application
appears, it should be an easy matter to update the pointer to a new specific version of the code to
be used and rerun tests of current interest to look for changes. Only tests of interest will be rerun
and any upgrades to code inputs should be relatively easy to maintain for the key ongoing
analyses of interest to staff and/or management. Analysis projects of lesser interest will be stored
in a repository without ever running until interest returns in the form of new commits. Ownership
of projects can be easily transferred as staff come and go. When desired, project pipelines can be
set to run on an appropriate regular basis if user-driven monitoring is needed or desired.

For the proposed GitOps approach to succeed (Git+GitLab+CEE/HPC+Jacamar), it needs to be
easier to use and/or provide additional benefits when compared with conventional methods for
performing and keeping track of analysis work and of making comparison with experimental
data. This means consistent encouragement and discipline in enabling improved GitOps practices
across all workflows embedded in our scientific and engineering work. This also means
encouraging the use of proven software design patterns as they are developed and discouraging
anti-patterns. One good solution to enabling both of these goals is to make high-quality
"templates" and environments for the various types of workflows accessible to others as they are
developed and proven valuable. This exploits the very sensible advantage of engaging in
copy-and-paste programming for GitLab pipeline descriptions. We suggest that GitLab groups
containing projects with similar interests and/or needs and ability to share access to subprojects,
is one excellent way to propagate proven workflow pipeline design patterns. In the future, access
to specific versions of analysis software in the form of containerized images will allow for even
more generic access to HPC resources with improved reliability of application software stacks.
Delivery of containerized applications will broaden the ability of users to utilize GitOps
workflows for accomplishing reproducible computational and scientific goals in a timely manner.
Our desire is to see GitOps easily adopted and practiced everywhere for everyone.

In conclusion, it is apparent the combination of the availability of GitLab and Jacamar runners
enables the automation of scientific software workflow pipelines and provides a foundation for a
strong analyst-driven ethic of reproducibility and sustainability.
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