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Next generation platforms...

Fugaku: Fujitsu
ARM CPU

Aurora: Intel CPU
and GPU

Perlmutter: AMD CPU
and NVIDIA GPU

Frontier: AMD CPU
and GPU
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... with next generation challenges?

� NVIDIA → cuda

� AMD → HIP/ROCm

� Intel → SYCL/oneAPI

� OpenMP Target / OpenCL → multi-vendor/compilers support

Even with nodes that currently contain only one accelerator, the
variety of nodes available is creating important complexity issues for
application that aim to run on multiple platforms.
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Mitigation strategies

1 re-write code for each backend → not economically feasible

2 select performance critical kernels for rewrite → hard but effective

3 rely on compiler support (OpenMP Target) → potential overhead
and variability accross platforms

4 use a TPL to insulate code from backend → that TPL better be
good

All options are fraught with peril but one must pick a poison!

Here we will go with option 4 using the Kokkos ecosystem!
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Kokkos ecosystem

Thursday, March 4 2021 7



Kokkos’ philosophy

Kokkos Core aims at simplifying the implementation of performance
portable code on many platforms while increasing productivity.

� c++ library, no language extension (vendor specific code hidden
from user)

� uses multi-dimensional data structure to hide data layout

� exposes execution policies and memory spaces consistently

� code is written once and runs on many architectures (CPU,
GPUs, ...)
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Kokkos Kernels and Trilinos

Kokkos Kernels:

� adds implementation of dense batched linear algebra, sparse linear
algebra and graph algorithms

� provides a unique interface to vendor optimized and third party
libraries (BLAS, LAPACK, MKL, cuBLAS, cuSPARSE, ESSL, ...)

Trilinos:

� implements distributed algorithms for linear algebra, solvers,
optimization...

� wraps Kokkos and Kokkos Kernels algorithms to further insulate
application from architecture

Trilinos includes current versions of Kokkos and Kokkos Kernels and
integrate with their build system. Applications only need to configure
correctly for target architecture!
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Nalu-Wind

Nalu-Wind is an incompressible CFD simulation, it is part of the
ExaWind project aiming to simulate wind-farms to optimize enegry
production. Nalu-Wind:

� manages physics data and solution representation (IO)

� implements physical models (boundary conditions, large Eddy,
RANS)

� drives non-linear solver

� relies on Trilinos for mesh management (STK), linear algebra
(Tpetra) and linear solvers

Note: Nalu-Wind can also rely on HYPRE for linear solvers.
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Nalu-Wind CPU vs GPU weak scaling
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Using a single source code, Nalu-Wind runs on Summit’s CPUs (solid
lines) or GPUs (dashed lines) and can perform weak scaling studies
(here of an atmospheric boundary layer) up to hundred of milions of
mesh nodes.

While the Continuity solver is not scaling well yet, all other equations
are solved scalably on both CPUs and GPUs. Further optimization on
GPUs is underway.
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Nalu-Wind GPU strong scaling
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Strong scaling of solvers setup (left) and solve (right) of a Nalu-Wind
atmospheric boundary layer simulation on Summit V100 GPUs.
Continuity: multigrid preconditioned GMRES, algorithm needs further
work to improve scaling.
Momentum+Enthalpy+TKE: Gauss-Seidel preconditioned GMRES,
good strong scaling, setup tappers off eventually.
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Conclusion

� The Kokkos Ecosystem allows node level performance portability
and linear algebra implementation

� Trilinos provides distributed algorithms leveraging Kokkos and
Kokkos Kernels across platforms

� Nalu-Wind’s source code does not differentiate between different
architectures and focuses on physics but runs on both CPUs and
GPUs
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Future work

� Kokkos and Kokkos Kernels currently focus on fully enabling HIP
and OpenMP Target/SYCL backends

� Trilinos works on making UVM use optional in its solver/linear
algebra stack

� Nalu-Wind is being coupled to AMRWind to perform
multi-turbine simulations with a structured background mesh

Thursday, March 4 2021 16


	Motivation
	Kokkos ecosystem and Trilinos
	Application examples
	Conclusion

