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1. INTRODUCTION

This milestone evaluates techniques to measure and, if possible, reduce data movement across all levels
of the memory hierarchy, focusing on CPU/GPU page level data movement and on intra-GPU memory
hierarchy. We quantitatively evaluate the efficacy of the techniques in reducing data movement and measure
how performance tracks data movement reduction. We study a small collection of benchmarks and proxy
mini-apps that run on advanced pre-exascale GPUs and on the Accelsim GPU simulator. Our approach has
two thrusts: to measure advanced data movement reduction directives and techniques on the newest available
GPUs, and to evaluate our benchmark set on simulated GPUs configured with architectural refinements to
reduce data movement.

We primarily evaluated NVidia-based architectures due to the unavailability of AMD GPU hardware and
tools until very recently. Key findings from the study are summarized:

Using a new version of the MemLeap GPU memory profiling tool developed in the previous reporting
period, analysis revealed that not only does locality vary widely among applications, but locality can
change quite dramatically even within the same kernel through one application run. (Section [2.3)).

Evaluation of the new asynchronous copy available in the NVidia A100 revealed performance improvement
on all measured benchmarks of 1.4X — 2.5X. Interestingly the performance boost did not consistently
correlate to reduced data movement. In some cases, performance improved in spite of increased data
movement.

Measurement of the GEMM benchmark using the new “brain float” 16-bit floating point format showed
performance and data movement gains for small problem sizes, but these improvements decreased as
problem size increased. For largest problem size, there was no performance gain.

Section [2.6] summarizes preliminary observations obtained from running SpMV benchmarks on the
AMD MI100.

Extending the simulation study from our previous report, we modified the AccelSim GPU simulation
framework to accommodate different L1 and L2 cache sector sizes (16B and 32B respectively). This
architectural exploration attempts to reduce data movement caused by false sharing. Our findings reveal
that split sector sizes helps read-mostly applications, but has negative data movement and performance
impact on mixed read-write or write-dominated benchmarks.
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2. ADVANCED GPU HARDWARE TRENDS

In this section, we summarize recent development in GPUs that would impact data movement. Compared
to the previous generation, the latest GPUs, such as NVIDIA Ampere A100 and AMD MI100, both have
enhancement in their memory subsystems through increased capacity, increased controls in cache, and
hardware-acceleration of data transfers.

On the AMD CDNA architecture [I], the L2 cache is shared across the whole chip and physically
partitioned into multiple slices. The latest MI100 GPU, which is the main building block for the Frontier
and El Captain exascale supercomputers, has twice as many slices as in MI50, consisting of 32 slices and is
16-way set associative. Thus, the total aggregate capacity of L2 cache is increased to 8MB, and the aggregate
bandwidth reaches over 3TB/s as each slice can sustain 64B/cycle. The memory controllers drive four or
eight high stacks of co-packaged HBM2 at 2.4GT/s for an aggregate theoretical throughput of 1.2 TB/s — a
20% improvement over the prior generation GPU. Its GPU memory also increased by 100% from 16GB to
32GB.

The NVIDIA Ampere architecture is used in NERSC’s Perlmutter Supercomputer. The A100 GPU [2]
has 40 MB L2 cache, which is a 6.7 times improvement over its precedent. The L2 cache is divided into
two partitions to enable higher bandwidth and reduce memory latency. While L2 cache is a shared resource
for the GPU Processing Clusters (GPCs) and Streaming Multiprocessors (SMs), each L2 partition localizes
and caches data for memory accesses from SMs in the GPCs directly connected to the partition. This new
architecture improves the bandwidth to L2 cache by over 2.3 times over V100 GPU. The memory system
in A100 GPU includes 40 GB of HBM2 memory on its SXM4-style circuit board. Its capacity is a 25%
increase of the previous V100 GPU. More significant improvement is in its memory bandwidth. Ten memory
controllers drive five HBM2 stacks with eight memory dies per stack. Running at a 1215 MHz data rate
(512 bit), the A100 GPU delivers 1555 GB/s bandwidth, which is a 72% improvement over the previous
generation.

Another trend in recent GPU architectures is the increased controls in cache, e.g., capacity configuration,
cache bypassing, and data persistence. The NVIDIA A100 GPU increases the maximum capacity of the
combined L1 cache, texture cache and shared memory to 192 KB, which is 50% larger than the L1 cache
in NVIDIA V100 GPU. Since the previous architecture V100, the portion of the L1 cache dedicated to
shared memory (known as the carveout) can be selected at runtime using cudaFuncSetAttribute() with the
attribute cudaFuncAttributePreferredSharedMemoryCarveout. Unlike cudaFuncSetAttribute()on the Kepler
architecture, which sets shared memory capacities as a hard requirement and causes serialization after each
reconfiguration, the carveout on compute capability 8.0 is treated as a hint that allows the driver to opt
for better configurations. One new control supported in compute capability 8.0 (A100 GPU) is L2 data
persistence control. It allows specifying an access policy (e.g., streaming or persisting) for a selected memory
region. This control could reduce cache line trashing in L2 cache, which is often caused by concurrent kernels
that compete for shared L2 cache.

Table 1: Comparison of recent GPU architectures on data movement.

Type Description

New Data Formats | bfloat16 precision on Nvidia A100 and AMD MI100

Increased Bandwidth | 1.5TB/s (asynchronous copy to smem) on Nvidia A100, 1.2TB/s on AMD MI100

Increased Cache Size | 40 MB L2 on Nvidia A100, 8 MB on AMD MI100

Increased Capacity | 40 GB HBM2 on Nvidia A100, 32GB on AMD MI100

New data formats are another recent trend that contribute to data movement reduction. Both the latest
AMD (MI100) and Nvidia GPU (A100) introduce brain float (bfloat16 or bf16) data format that was not
supported in previous architectures. Besides GPUs, bfloat16 is also supported on many recent CPU processors
for low-precision machine learning training, including Intel Xeon x86 (Cooper Lake microarchitecture) CPU
through AVX-512 BF16 extensions and ARMvS8-A. This data representation uses 16 bits that are truncated
from IEEE 754 format single-precision floating point data format (binary32), by simply dropping the tailing
16 bits. Same as binary32, bfloat has 1 bit for sign, 8 bits for exponent (with exponent bias 127). Thus, it
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represents the same range of values as binary32. However, its fraction (precision) is represented with only 8
bits (7 explicit bits) in contrast to 24-bit significand precision in binary32. For the storage of data, using
bfloat16 reduces data sizes by 50% compared to binary32. The loss in precision can be calculated from the 16
truncated significand bits starting from the 8th - 23th as of (—1)signbit X 2(czponentbits—127) X 0.5igni ficandbits.

Based on the trend in new GPU architecture, we find it important to understand an application, or more
specifically, each GPU kernel’s access patterns to select better cache configurations. Therefore, the first part
of our study extends a memory profiling tool called MemLeap that was developed in previous milestones to
quantify two locality metrics for each GPU kernel launch. These metrics are architecture-independent and
thus can provide insights in selecting appropriate cache configurations on new GPUs when such flexibility is
supported. The second part of this study evaluates two new hardware features that became available on the
latest GPUs, i.e., hardware-accelerated asynchronous copy (available on Nvidia GPU) and new bfloat16 data
formats (available on both Nvidia and AMD GPU).

2.1 TOOL EXTENSION FOR CHARACTERIZING LOCALITY

New GPU architecture features increased cache sizes and increased control of data persistence in cache.
Larger caches can benefit applications that exhibit good locality while may impose overhead on those with
little locality. In particular, two metrics — spatial locality indicates how likely memory addresses near an
accessed address will be accessed in the future. And, temporal locality indicates how many times an accessed
memory location will be accessed again. To understand whether a given application can leverage large caches,
we use the definition in Ref [3] to quantify the two metrics and extended the MemLeap tool to support
quantifying GPU application.

The MemLeap tool is a dynamic binary instrumentation tool built atop the NVBit framework [4]. The
framework supports instruction inspection and CUDA code injection into applications on NVIDIA GPUs.
Without code modifications or recompilation, MemLeap can capture accessed memory addresses by each
thread in each warp and then injects analysis codes to measure architecture-independent locality metrics.

MemLeap calculates the two locality metrics for each GPU kernel launch. Each memory instruction is
decoded into 32 memory addresses that accessed by 32 threads in a warp. Naturally, the tool uses a window
of 32 memory references to build stride profile. In particular, the minimum difference (denoted as d) between
the 32 addresses accessed by a warp is the stride in this window. After detecting all windows, the distribution
of d values form the histogram of stride of a GPU kernel, and is further summarized into one value defined in
Equation[I} For the temporal locality, MemLeap first builds a reuse profile within one memory instruction
by a warp, i.e., 32 memory addresses. A warp-local reuse profile first finds all distinctive memory addresses
referenced by a warp and then calculates the number of times each address is reused within the warp, i.e.,
reuse,rofile(d) measures the number of times a memory address is reused d times in a warp. The temporal
locality of a kernel is then calculated in Equation [2| by summarizign the distrubution of warp reuse profile

into a single value.
num-unique_strides

’ num_strides(d)
tial) = - g !
f(spatial) ; d @
NUM_Unique_reuses num TGUSBS(d)
t l) = “total accesses. ?
f(temporal) Z total _accesses .

i=1

2.2 LOCALITY PROFILING AND CACHE PREFERENCE

In this section, we use the extended MemLeap to characterize a set of 17 kernels in benchmarks, including
Rodinia [5] 3.1’s bfs, srad, b+tree, lavaMD, backprop, XSBench [6], Lulesh [7], and Nvidia Cutlass’s basic
and batched gemm. Based on their locality profiles, we can determine their preferred cache configurations.
For each application, we list their profiled kernels in Table 2l The measured locality has a value equal to 1
means that the application accesses a single memory address continuously. Note that MemLeap measures
the two locality metrics for each launch of each selected kernel. As to be shown in the next section, locality
can change quite dramatically even within the same kernel through one application run. For the comparison
of all kernels in Table [2| we use the lowest locality measured in all launches of a kernel as it represents the
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Table 2: Profiled Kernels in Each Application.

Abbreviation | Kernel Name Application | Type
lulesh.k1 AddNodeForcesFromElems_kernel Lulesh proxy app
lulesh.k2 ApplyMaterialPropertiesAndUpdateVolume_kernel | Lulesh proxy app
lulesh.k3 CalcMonotonicQRegionForElems_kernel Lulesh proxy app
xs.k1 xs_lookup_kernel_baseline XSBench proxy app
xs.k2 DeviceReduceKernel XSBench Pproxy app
xs.k3 DeviceReduceSingleTileKernel XSBench proxy app
bfs.k1 kernell BFS Rodinia
bfs.k2 kernel2 BFS Rodinia
srad.k1 srad Srad Rodinia
srad.k2 srad2 Srad Rodinia
tree.kl findRangeK b-+tree Rodinia
lava.k1 kernel_gpu_cuda lavaMD Rodinia
bp.k1 bpnn_layerforward_cuda backprop Rodinia
bp.k2 bpnn_adjust_weights_cuda backprop Rodinia
gemm.k1 cutlass::gemm::kernel:: Gemm dgemm Cutlass
gemm.k2 ReferenceGemm kernel dgemm Cutlass
bgem.k1 cutlass::gemm::kernel:: GemmBatched batch-dgemm | Cutlass

performance bottleneck. We report the two locality metrics of each kernel as coordinate [spatial locality,
temporal locality] as a scatter plot in Figure

The tested kernels can be classified into four classes of locality. Each class is represented in a colored
quadrant in Figure [1} where x axis represents spatial locality and y axis represents temporal locality. High
spatial locality with high temporal locality, as shown in the upper right quadrant, represents regular access
with high data reuse. Tiling based implementation typically exhibits this pattern, like the cutlass dgemm
kernel. Among all kernels, bpnn_adjust_weights_cuda in Rodinia’s backprop exhibits the highest locality.
Kernels in this class can benefit from staging data in cache and large caches.

High spatial locality with low temporal locality, as in the lower right quadrant, represents regular access
pattern but low data reuse. For instance, streaming access falls into this class. The AddNodeForces-
FromElems_kernel in Lulesh is one representative kernel that exhibit such locality. Kernels with such locality
not necessarily need large caches and should be given lower priority than the first class when cache is limited.
the new L2 data persistence control in A100 compute capability 8.0 can be configured according to reflect
their different priority.

The remaining kernels exhibit low spatial locality. They are represented by BFS in graph problems and
the xs_lookup_kernel that performs neutron cross section lookup in a Monte Carlo neutron transport proxy
app. These applications benefit little from prefetcher and have low data reuse in cache. They may benefit
from cache bypassing and should have lower priority than the other two classes when competing for cache.

2.3 DYNAMIC LOCALITY PROFILE

Finally, we show that MemLeap is able to track the changes in locality within the same kernel at different
launch. The changes in locality of a kernel is common in data-dependent applications, which cannot be
resolved by compiler based analysis.

Figure [2] and [3] report the measured locality of two kernels that perform a BFS. For the input graph, BFS
completes after 12 iterations of the two kernels. As a level synchronous implementation, both temporal and
spatial locality start with high values, then quickly decreases after a few iterations, and finally reach high
locality again before completion. Note that the time breakdown between these iterations are not equal, where
iterations with low locality takes significant longer time than other iterations. This experiment highlights the
importance to have per-kernel characterization and capture dynamic changes in locality even within the same
kernel throughout an execution.
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Figure 2: Changes in spatial locality in the same kernels (Kernel 1 and Kernel
2) at 12 launches throughout an execution of BFS.
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Figure 4: Performance speedup by using the hardware accelerated data transfer
from global memory to shared memory and the resulted difference in data
movement from DRAM in gemm.

2.4 HARDWARE-ACCELERATED DATA TRANSFER

In this evaluation, we study the impact on performance and data movement from a new hardware feature
that accelerates asynchronous copy from global memory to shared memory. We ported three benchmarks
from Nvidia’s Cutclass, including dgemm, 2d convolution, and sparse gemm, to use the conventional copy and
the ayncrhous copy, respectively, while other implementation remain unchanged. Besides the performance,
we also use the NVIDIA Nsight Compute CLI to profile the data movement from global memory as the
sum of two counters, i.e., dram_sectors_read.sum and dram_sectors_write.sum. The experiments scales the
input matrices from small to large sizes to increase the pressure on memory systems. All experiments were
performed on a testbed equipped with Nvidia A100 GPU. Figure [4] [f [6] summarize the performance and
changes in data movement in the three benchmarks.

The asynchronous copy manages to accelerate all three benchmarks, reaching 1.4 to 2.5 times speedup
in all tested input problems. Note that for fair comparison, we configure the largest input problems in the
three benchmarks to have similar data movements from DRAM around 5000 MB. The new hardware-assisted
asynchronous copy eliminates the data movement needed for intermediate copy between register files and
shared memory. Consequently, the reduced data copy improves the utilization of memory bandwidth, which
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Figure 5: Performance speedup by using the hardware accelerated data transfer
from global memory to shared memory and the resulted difference in data
movement from DRAM in conv2d.

is reflected in the performance improvement (grey lines) in the three kernels. The speedup in gemm and
conv2d benchmarks sustain even at large input problems, but decreases in the sparse gemm benchmark at
large problems.

On the data movement from DRAM, the asynchronous copy shows three different impacts on the three
benchmarks. The difference in data movement using asynchronous copy and conventional copy is reflected
in the gap between the red and green lines in Figure [d] to [f] Using asynchronous copy caused more data
movement from DRAM in the gemm benchmark at large problems as shown in the increased gaps at increased
problems in Figure 4} Conv2d in Figure [5| manages to maintain nearly identical data movement using the
two data copy mechanisms in all tested problems. Finally, the sparse gemm has reduced data movement from
using asynchronous copy as in Figure [§] in all tested problems. The data movement reduction could be as
substantial as 50%. Still, the speedup by asynchronous copy in sparse gemm decreases at large problems,
which indicate the reduced data movement does not compensate for other outweighing factors that cause the
slowdown at large problems.

2.5 BFLOAT16 DATA FORMAT

Brain floating point data representation has 16 bits and is truncated from IEEE 754 format single precision
floating point data format (binary32) that uses 32 bits. Same as binary32, bfloat has 1 bit for sign, 8 bits for
exponent (with exponent bias 127). Thus, it represent the same range of values as binary32. However, its
fraction (precision) is represented with only 8 bits (7 explicit bits) in contrast to 24-bit significand precision
in binary32. For the storage of data, using bfloat16 reduces data sizes by 50% compared to binary32. The
loss in precision can be calculated from the 16 truncated significand bits starting from the 8th - 23th as
of (=1)signbit X 2(exponentbits—127) X 0.signi ficandbits. Bfloat16 is newly supported on the A100 and MI100
GPU.

We use three data formats, bfloat16, tf32, and fp16, in the gemm benchmarks to compare their performance
and data movement. Tensor float 32 (tf32) has 1 sign-bit, uses an 8-bit exponent like FP32, and 10-bit
mantissa to have the same precision as FP16. Fp16 is a half precision floating point data representation. It
has 1 sign-bit, 5-bit exponent, and 10-bit mantissa. In summary, TF32 uses 19 bits, while bf16 and fp16 both
use 16 bits.

Figure [7| reports the measured data movements from memory and speedup by using bf16 over tf32 and
fpl6. On small problems, using reduced data formats like BF16 and FP16 reduces data movement significantly
that reaches more than three times. On larger problems, the differences in data movement diminishes so
that the three formats result in similar data movement at the largest problem. The speedup by BF16 over
TF32 sustains around 1.8 times. Between the BF16 and FP16, the performance difference is larger at smaller
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problems, reaching about 10-20%, but diminishes to zero at larger problems. Still, using BF16 could achieve
substantial gain in reducing data movement (about 20%) compared to FP16 for some input problems.
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Figure 6: Performance speedup by using the hardware accelerated data transfer
from global memory to shared memory and the resulted difference in data
movement from DRAM in sparse gemm.

4500 2.00
4000 1.80
3500 1.60
= 1.40
S 3000
< 120 ®
o 2500 o Emmmm DRAM (TF32)
3
g 1.00 T ymm DRAM (BFloat16)
3 2000 &
s 0.80 % s DRAM (FPf16)
S 1500 et speedup (bf16 v.s. tf32)
©
a 0.60 g speedup (bf16 v.s. fpl6)
1000 0.40
500 I H 0.20
0 = B L [ l- L L L 0.00
N > N B ) S > B D Q & Q »
Q& w“v & A G A A 4 o R
e L AT AR N N A A A o 3 ) v
Q' Q Q Q Q’ Q Q N O O O N " " v
5 S S S S S S A o o o of D &3 LS D
ORI AN S S SR S, S, S SSRI SAN, SN, AN S A
R N N N R R R A O O O R R

Figure 7: Impact of three data formats (TF32, BF16, and FP16) on the
performance and data movement from DRAM in gemm benchmark. The primary
y-axis reports data movements in bytes.

2.6 SPARSE BENCHMARKS

For the previous milestone, we compared performance and data movement on the NVIDIA V100 and A100
GPUs for a SpTRSM (Sparse triangular solve with multiple right-hand sides) benchmark with twenty sparse
matrices frequently used in the literature to evaluate the performance of sparse matrix computations. In the
report, we showed the results for four representative matrices. We had hypothesized that data movement would
decrease on the A100 due to the larger L2 cache, and we found this to be true, although not commensurate
with the change in L2 cache size.
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For this milestone, we compared performance and data movement on the NVIDIA V100 and A100 GPUs
with that on the AMD MI100 GPU for our SpMV (Sparse matrix-vector multiplication — i.e., multiplication of
a sparse matrix by a dense vector) benchmark for a set of twenty matrices. For the vector, we used 1, 2, and
4 right-hand sides (i.e., for 2 right-hand sides we mean multiplying the matrix by two vectors simultaneously)
to increase data reuse. Our SpMV benchmark uses the CSR (compressed sparse row) format and although it
has some optimizations, it has not been extensively optimized for the specific GPU architectures. Our SpMV
benchmark was initially written in CUDA. We “hipified” it to produce a HIP version that can be compiled to
run on either NVIDIA or AMD GPUs.

Since the AMD GPU does not have hardware counters for floating point operations, we used the floating
point operation count obtained on the NVIDIA GPUs for the AMD as well. This should be valid since we
using the same HIP code for both. We used Nsight Compute to measure HBM and L2 data movement on
the NVIDIA GPUs, and we used Rocprof on the AMD GPU to measure HBM and L2 data movement. We
estimated L2 data movement on the AMD GPU by multiplying the number of L2 cache accesses by 32. The
cacheline size on the AMD GPU is 64 bytes, and when we inquired to AMD we were told that we should
multiply L2 cache access by 64. However, when we did validation against a microbenchmark with a known
expected number of L2 bytes moved, 32 seemed correct. Graphs summarizing the performance and data
movement results are shown in Figures[§] [0 and The horizontal axis represents the different tests
consisting of each of the twenty matrices with 1, 2, and 4 vectors, for 63 total tests. The matrices that show
zero bytes moved for the MI100 are matrices for which SpMV failed to run on the MI100, for reasons we
have not yet been able to determine. Since SpMYV is almost always HBM-bound, the HBM bytes moved
metric is most indicative of the performance. In general, we see that A100 has the best performance and that
performance on V100 and MI100 is comparable, although MI100 is noticeably worse on a few matrices. Since
the L2 cache sizes for V100, MI100, and A100 are 6MB, 8MB, and 40MB, respectively, the results seem to
indicate that the larger L2 cache size improves performance of SpMV.

These results should be considered preliminary, since we have not used benchmarks optimized for each
platform nor tried other sparse formats. We plan to investigate the performance differences further by trying
these approaches. We also plan to evaluate performance of our SpTRSM benchmark on the MI100. We were
able to hipify this benchmark but we were not yet able to get it to run successfully on the MI100.

3. SIMULATION STUDIES

Over the past few milestones, we have identified that a substantial portion of data moved between the L1
and L2 caches in a GPU is unneccesary movement. Because GPUs cover memory latency with many threads
they require high bandwidth (i.e., many concurrent outstanding memory accesses). Unneccesary movement
puts excessive strain on the memory system, driving up access latencies, and contributing to higher energy
use. In our prior milestone, we evaluated various causes of excessive data movement and determined that a
simple change, reducing the cacheline segment size from 32B to 16B, resulted in significant data movement
reductions. However, we found that it also led to performance degredation and thus was not a viable solution.
In this work, we evaluate a hybrid approach, where the L1 uses a 16B sector size while the L2 uses a 32B
sector, to achieve low data movement without negatively impacting performance.

3.1 DEFINITIONS AND BACKGROUND

In this section, we provide some background on the NVidia Volta (QV100) GPU architecture we evaluated.
The Volta employs private L1 caches per SIMT core, with a shared, distributed L2 cache. Both cache levels
have 128B cache lines that are split into four 32B sectors. Cache allocation occurs at the line granularity
while accesses and data movement occurs at the sector granularity. The L1 caches are non-coherent and
write-through. The L2 caches are also non-coherent, non-inclusive, but are write-back.

Tables [3] and [f] summarize the cache operation for the L1 and L2 caches, respectively.

Thus, L1-to-L2 data movement (referred to as ‘L1 data movement’) occurs only on read misses (data
brought in) and writes. Excess data movement is possible on on read misses, where bytes moved into the L1
may not be accessed before eviction, and write hits, where the entire line segment (including clean bytes) is
copied back to L2. In the latter case, excess data movement occurs if the write is also an L2 hit or if the
clean bytes are not later accessed.

Exascale Computing Project (ECP) 9 ECP-MT-7000
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Figure 8: Performance of SpMV kernel using 20 sparse matrices with 1, 2, and
4 vectors
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Figure 9: Bytes moved to and from HBM for SpMV kernel using 20 sparse
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Table 3: L1 cache operation

Event Action Data movement Potential source of excess
movement
Read Miss Allocate line if needed, trigger Sector brought into cache  Any bytes in the sector that are
sector fill for accessed sector not read before being evicted
Read Hit Read local data None None
Write Miss Write sent to L2 Written data sent to L2 None
Write Hit Write local sector, write sector  Sector sent to L2 Clean bytes in sector

to L2, invalidate local copy

Cache Flush  Invalidate all lines in the cache =~ None May cause a subsequent miss to
a clean sector
Line Eviction Invalidate all sectors in the line  None None

Likewise, data movement between memory and the L2s (referred to as ‘L2 data movement’) occurs on
read misses (data brought in) and evictions of dirty segments (data moved out). Because the L2 allows lazy
allocation on writes, write misses do not trigger a memory read until a later read of clean bytes within the

written sector.

A final category of data movement occurs on CPU-to-GPU data transfers, where data is written to both
the L2 cache and memory. This may result in excess data movement if the data written to L2 is evicted
before being accessed.

Table 4: L2 cache operation

Event Action Data movement Potential source of excess
movement
Read Miss Allocate line if needed, trigger Sector brought into cache Any bytes in the sector that are
sector fill for accessed sector not accessed before being evicted
Read Hit Read local data None (L1 movement) None
Write Miss Allocate line if needed, write sec- None None
tor locally and mark as write-
only (future read may miss)
Write Hit Write sector None None
L1 Write-back  Allocate line if needed, write sec- None None
tor
Line Eviction Invalidate clean sectors and Dirty sectors written Any unwritten bytes in the sec-

write back dirty ones back to memory

tor

3.2 METHODOLOGY

We build on our prior use of the AccelSim [§] simulation framework, extending it to accomodate a separate
L1 and L2 segment size. As before, we evaluate three applications, BFS, XSBench, and RNN (Table . We
use the NVidia Volta configuration provided with GPGPU-Sim, with the exception that the L1 sector size is

set to 16B while the L2 remains at 32B. Table [(] summarizes the default Volta configuration.

Table 5: Benchmarks

Benchmark Description Input
BFS from Rodinia 3.1 Suite Breadth first search 1M nodes
XSBench Represents major computational kernel 150K lookups
from the Monte Carlo neutron transport
algorithm.
RNN Represents Recurrent Neural Network ap- inference_half_512_1_1_gru

plication from DeepBench suite [9]
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Table 6: GPGPU-Sim QV100 parameters

Parameter Value
Core Count 84

Arch 128KB sector cache, 256-way
Blocks 128B lines, 8 16B sectors/line

L1 Cache Coherence Non-coherent, write-through/evict on write, flush at kernel boundary
Management LRU replacement, no-write-allocate
GPGPU-Sim config line S:1:128:256,L:L:s:N:L,A:256:8,16:0,32
Arch 6MB sector cache, 24-way
Blocks 128B lines, 4 32B sectors/line

L2 Cache Coherence Non-coherent, write-back
Management LRU replacement, write-allocate
GPGPU-Sim config line S:1:128:256,L:L:s:N:L,A:2561.8,16:0,32

Memory  Type HBM

3.3 EFFECT OF SECTOR SIZE ON DATA MOVEMENT

As mentioned, in our prior milestone we found that 32B sectors led to excess data movement, while 16B
sectors eliminated much of the movement but resulted in high performance losses. In this report, we add an
additional data point where the L1 employs a 16B sector while the L2 employs a 32B sector. For simplicitly,
we refer to this as multiple-sector in the remainder of the report. Figure and Figure [12[ show the data
movement observed at both a default 32B sector (labelled 2B in the graph), a smaller 16B sector size (16B),
and our proposed multiple-sector solution (multi). Along the X-axis, we show the three benchmaks (Table [5)),
while the Y-axis shows the data movement. We normalize all data movement to the default 32B case so that
lower bars indicate less data movement.

L1 Data Movement
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m Useful In Excess In  m Useful Out Excess Out mWriteThru
Figure 11: Sector size impact on L1 cache data movement

For the data movement between caches shown in Figure [IT} we categorize movement as to direction and
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whether the movement, at a byte granularity, was necessary or not. Useful In and Fxcess In refer to data
moved from L2 to L1 while Useful Out, Fxcess Out, and WriteThru capture data movement from L1 to L2.
As in our prior milestone, we categorize Write Thru movement as useful because it is required for correctness
given that it bypasses the L1.

Considering the default 32B sector size, we see that there is a substantial fraction of excess data movement.
In particular, BFS benefits from just 30% of the bytes moved between L1 and L2, while XSBench and RNN
are not much better, at 57% and 49%, respectively. Halving the sector size considerably reduces excess data
movement. Overall data movement drops to 65% of the baseline for BFS, 75% of the baseline for XSBench,
and 63% of the baseline for RNN.

Halving sector size yields a much smaller reduction in data movement between L2 and memory, as shown
in Figure This figure is similar to the L1 figure, with benchmarks on the X-axis and data movement
normalized to the baseline 32B-sector case on the Y-axis. Likewise, the Useful In, Excess In, Useful Out, and
FEzxcess Out categories of data movement have the same definiton as in the L1, except that they apply to
movement between the L2 and memory. The Excess Init category is added to capture data that is written to
the L2 during host-to-device memory transfers, but is invalidated before being accessed. RNN and XSBench
see very little reduction in data movement when going from 32B to 16B sectors, at just 2% and 7% respectively.
BFS sees a larger, though still moderate, reduction, at 15%.

L2 Data Movement

1.2

1 N —_—
v |
0.6
0.4
0.2 I

0 — |

168 328 Multi 16B 328 Multi 168 328 Multi
BFS XSBench RNN
m Useful In Excess In Excess Init  m Useful Out Excess Out

Figure 12: Sector size impact on L2 cache data movement
While halving the sector size reduces data movement effectively, particularly between the L1 and L2, one

could expect that the change may lead to additional cache accesses when both halves of a 32B sector are
needed, and hence a performance penalty. Table [7] shows both the number of cache and memory acccesses as
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well as execution time for 16B sectors normalized to the 32B sector case. We make two key observations based
on this data that lead to our proposal of a multiple-sector cache architecture. First, as expected, execution
time increases with 16B sectors. The increase ranges from 1.17X to 1.61X. This rules out a simple halving of
the sector size as a viable solution. Our second observation is that while the upper bound on access increase
would be 2X (i.e., every 32B sector requires two 16B sector accesses with 16B sector size), the L1 sees a
relatively small increase in accesses. The jump in L2 ranges from small (RNN) to large (XSBench), and
across all benchmarks, memory incurs a large jump in memory accesses. Combined with memory’s high
latency, we hypothesize that a fine-granularity L1 sector combined with a larger-granularity L2 sector would
both preserve the data movement improvements seen in the graphs above, while minimizing the increase in
memory accesses, and hence performance.

To this end, we modified the GPGPUSim simulator accept separate sector parameters for L1 and L2. We
then ran simulations in this configuration for . The multi bars in the graphs and column in the table show
the results of this configuration. We see that BFS and XSBench respond as expected. L1 data movement is
similar to that of the 16B case, while performance is closer to that of the 32B case. RNN is an outlier, where
memory accesses have decreased significantly but overall performance does not change. Investigating this
issue in GPGPUSim, we see a high number of instances where the L1 stalls because of resource exhaustion,
particularly in the MSHRs and the request queue that it maintains for outgoing requests to L2. However,
we find that increasing the size of these resources has no impact on the stalls. Unfortunately, per time
constraints, we were unable to explore further. As such, while multiple-sector effectively balances performance
loss against data movement reductions for BFS and XSBench, in its current implementation, RNN does not
benefit. Further exploration is required to understand whether RNN’s low performance under multiple-sector
is a byproduct of the GPGPUSim simulator, a true issue with resource contention in the L1 request queues,
or some other, yet-undiscovered issue. Still, given the effectiveness of the scheme for BFS and XSBench, we
feel this exploration could yield good results.

Table 7: Execution time and accesses to different levels of the memory subsystem
for 16B sectors normalized to 32B sectors

BFS-1M XSBench RNN
16B  Multi 16B Multi 16B  Multi
Execution Time 1.17 1.05 1.39 1.13 1.61 1.58
L1 Accesses 1.18 1.18 1.00 1.00 1.00 1.01
L2 Accesses 1.25 1.23 1.50 1.50 1.09 1.09
Memory Accesses 1.36 1.05 1.52 1.06 1.98 0.77

3.4 CONCLUSIONS AND FUTURE WORK

We conclude that a multi-sector architecture may reduce data movement without negatively impacting
performance. However, further study is needed to identify the precise causes of the observed performance
degradation for RNN and potentially other workloads. Our evaluation indicates that the cause may be
combination of simulator artifacts combined with higher L1-to-L2 bandwidth pressure due to the 16B sector
accesses, but we were unable to completely confirm this. A future follow-on to this work would be to fully
evaluate the issue.

4. CONCLUSION

In this study, we developed tools to measure data movement in advanced GPUs, devise ways of reducing
data movement, and simulate future GPUs with architectural enhancements to reduce data movement.
Accomplishments include enhancements to the MemLeap tool that will help application developers discover
sources of data movement in their code, measuring whether the BFloat16 data type could help reduce data
movement, and enhancing the Accelsim framework to simulate split cache sector sizes for L1 and L2 caches
in NVidia-like GPUs.

Our most surprising insight is that reduced data movement doesn’t always track improved performance,
and there are important use cases in which higher data movement improves performance. We found that
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locality (and therefore less data movement) varies greatly in GPU kernels, sometimes within individual
kernels. We discovered that the BF16 data type reduces data movement and improves performance on small
instances of GEMM, but for the large problem sizes, there is little to no benefit. The AccelSim enhancments
showed that splitting sector sizes affects many aspect of the GPU architecture and while it may help specific
access patterns, there can be performance degredation on others.

LLNL-TR-828299
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