


and/or specifications of incorporating existing neuromorphic technologies into the interception 
system.  

Umbra
Umbra links together heterogenous collections of modeling tools to permit tradeoff analyses of 
complex systems concepts.  The Umbra framework allows users to quickly build models and 
simulations for intelligent system development, analysis, experimentation, and control.  The 
models in Umbra include 3D geometry and physics models of robots, devices and their 
environments.  Model components can be built with varying levels of fidelity and readily 
switched to allow models built with low fidelity for conceptual analysis to be gradually 
converted to high fidelity models.  Umbra simulations typically model devices and the 
environments within which they operate.  These devices are modeled in Umbra as embodied 
agents, and fine and course-grained physical effects models are combined to represent 
interactions among devices and the physical world.  Figure 1 shows the Umbra environment used 
for this project. [1]

Figure 1: Umbra simulation scene

Robot Operating System (ROS)
The Robot Operating System (ROS) is a flexible framework for writing robot software.  It is a 
collection of tools, libraries, and conventions that aim to simplify the task of creating complex 
and robust robot behavior across a wide variety of robotic platforms.  ROS was built from the 
ground up to encourage collaborative robotics software development.  ROS was designed to be 
as distributed and modular as possible, so that users can use as much or as little of ROS as they 
desire. [2]

https://www.ros.org/about-ros/


Gazebo
Gazebo is a 3D dynamic simulator with the ability to accurately and efficiently simulate 
populations of robots in complex indoor and outdoor environments, shown in Figure 2.  While 
similar to game engines, Gazebo offers physics simulation at a much higher degree of fidelity, a 
suite of sensors, and interfaces for both users and programs.  Users can access multiple high-
performance physics engines including Open Dynamics Engine (ODE), Bullet, Simbody, and 
DART.  Utilizing the OGRE library, Gazebo provides realistic rendering of environment 
including high-quality lighting, shadows, and textures.  The environment can generate sensor 
data, optionally with noise, from laser range finders, 2D/3D cameras, Kinect style sensors, 
contact sensors, force-torque, and more.  CloudSim can be used to run Gazebo on Amazon AWS 
and GzWeb to interact with the simulation through a browser. [3]

Hardware
Simulation is only as good as the details of the model, and even a high-fidelity simulation has 
limitations.  Task 2 used ground vehicles equipped with frame-based cameras.  The ground 
vehicles can run outside, but were also be outfitted to run inside the motion capture studio of 
Autonomy New Mexico (ANM).  The algorithms developed in Task 1 was ported onboard actual 
hardware.  Line-of-sight to the target was established at the beginning of each trial, and the 
vehicle autonomously intercepted the target.

Figure 2: Unmanned vehicle in Gazebo environment

http://gazebosim.org/


Aion Robotics R6 Light Rover
The R6 is a rugged, weatherproof, light commercial grade robotic platform designed for 
autonomous or remotely operated Commercial, Agricultural and Research applications.  
Weighing only 14lbs its easily deployed from pack or service vehicle.  Its 6x6 skid-steer 
configuration has terrain capabilities similar to tracked vehicles while being more efficient.

The R6 “AndroROS” edition (Figure 3), mobile unmanned ground vehicle platform comes 
installed with a Pixhawk flight controller and the NVIDIA’s Jetson Xavier development kit, fully 
assembled and ready to code.  The R6 features a variety of standard hardware interfaces that 
make it easy to integrate with a wide range of development applications.  A GPS antenna is 
included for outdoor navigation.  It comes pre-loaded with Ubuntu desktop and ROS. [4]

Figure 3: Aion R6 Rover



Pixhawk flight controller
The Pixhawk cube flight controller, shown in Figure 4, is a 
flexible autopilot designed for manufacturers of commercial 
systems.  The controller is designed to be used with a domain-
specific carrier board in order to reduce the wiring, improve 
reliability and ease of assembly [5].  It includes:

 32-bit ARM processor
 3 sets of temperature controlled Inertial Measure Unit 

(IMU) sensors
 2 redundant barometers
 Compass
 Abundant connectivity options
 Outputs for servo, digital I/O, etc.

OpenMV camera
The OpenMV Cam is a small, low power (it can easily run from a 
computer’s USB port), microcontroller board which allows you to 
quickly implement applications using machine vision in the real-
world, seen in Figure 5.  It is programmed in high level Python 
scripts (courtesy of the MicroPython Operating System).  A large 
selection of libraries is available to use onboard the system.  
Algorithms can be run on the OpenMV Cam in order to track 
colors, detect faces, and more as well as control I/O pins in the 
real-world. [6]

Two different cameras were used in the project, the OpenMV Cam H7, and the OpenMV Cam 
H7 Plus.  Table 1 shows the parameters of the two difference camera systems used, Table 2 show 
the parameters for the difference image sensors and Table 3 shows the lens properties.

Figure 4: Pixhawk flight controller

Figure 5: OpenMV camera

https://openmv.io/


Table 1: OpenMV camera specifications

H7 H7 Plus
Processor STM32H743VI

480 MHz
1MB SRAM
2MB flash

STM32H743II
480 MHz
32MB SDRAM + 1MB of SRAM
32MB external flash + 2MB internal flash

USB Full speed (12Mb/s) Full speed (12Mb/s)
SPI 80Mb/s 80Mb/s
I2C 1Mb/s 1Mb/s
CAN 1Mb/s 1Mb/s
Asynchronous Serial 7.5 Mb/s 7.5 Mb/s
ADC/DAC 12-bit 12-bit
Camera Module OV7725

Rolling Shutter
640x480 / 60FPS
below 320x240 / 150 FPS

OV5640
Rolling Shutter
2592x1944 / 15FPS
below 320x240 / 25-50 FPS

Table 2: Image Sensors

Property OV7725 OV5640 MT9V034
Sensor 1/4” 1/4” 1/3”
Shutter Rolling Rolling Global
Image 640x480 2952x1944 752x480
Pixel Size 6.0x6.0 um 1.4x1.4 um 6.0x6.0 um

Table 3: Various Lens Properties

Lens Focal length (mm) Aperature FOV
Normal 2.8 F2.0 H=70.8°

V=55.6°
IR 2.8 F2.0 H=70.8°

V=55.6°
Telephoto 12.0 F2.0 H=18.0°

V=14.0°
Super Telephoto 25.0 F2.0 H=9.1°

V=6.8°
Ultra Wide Angle 1.7 F2.0 H=99.0°

V=81.9°



Research and Development and Methodology
Since this project had two parallel paths, we describe how we use simulation and actual hardware 
to achieve our goals.  We start with an overview of the algorithm, and then discuss both the 
simulation and hardware aspects.

Dragonfly Algorithm
It is well documented that dragonflies are capable of dynamically adjusting their flight 
trajectories in response to changes in both prey velocity and direction.  As dragonflies approach 
their prey, they adjust their head position to maintain the image of the prey on the fovea of the 
eye.  At each time step, the dragonfly adjusts pitch and yaw to realign the fovea with the target-
image.  

The goal is to demonstrate that the dragonfly model could implement proportional navigation 
based upon visual information from the eye alone.  Proportional navigation and variants of 
proportional navigation constitute state-of-the-art for man-made interception systems, and the 
dragonfly interception system is likely to be “light”, since insect nervous systems are relatively 
simple. [7]

Umbra Simulation
For this task, we used two simulated vehicles, attacker and defender, located in an outdoor urban 
environment. The attacker vehicle has a pre-planned movement path. The defender vehicle acts 
as the dragonfly, with a simulated camera mounted onboard for the eye(s).  The camera is used 
to detect the presence of the attacker vehicle, and then process the information with the dragonfly 
algorithm to determine the direction and speed for the defender vehicle to intercept the attacker 
vehicle. 

OpenMV Camera
The OpenMV cameras are mounted to the front of the Aion R6 rover and connected through a 
USB port to the rover’s onboard CPU.   A colored target (6-inch dimeter orange or green ball) is 
placed on top of the attacker in order to facilitate easier identification. Python is used to program 
the camera.  The code is downloaded to the camera system so that it becomes its own 
autonomous system. The code filters on the designated color, conducts blob detection and 
determines the location of the target in pixel space. An Integrated Development Environment 
(IDE) allows the user to program the camera system and see the results in real-time. Figure 6 
shows a screenshot of the IDE, showing the detection of a green ball.  The output of the camera 
is a serial stream with the target location in the image as well as the number of pixels of the 
target.



Figure 6: OpenMV IDE with target detection

Aion R6 Rover
The Aion R6 rover runs the dragonfly algorithm onboard the Nvidia Jetson.  The algorithm, 
written in C++, requires two inputs: the position of itself (the camera relative to the 
surroundings) and the location of the target.  The position information is gathered through a ROS 
connection to the vehicle’s Pixhawk flight controller.  The target information comes from the 
camera’s serial stream.  The main program reads the inputs, passes them through the dragonfly 
algorithm, and outputs the direction vector via ROS.

Results and Discussion
Results are presented from both the simulated environments and from actual hardware.  From the 
simulation, we discuss the implementation and results.  From the hardware, we discuss what was 
needed to overcome, and the results obtained.

Umbra Simulation in 2D
The initial simulation was done with ground vehicles, to mimic the live robot test. Because all 
motion is on the ground plane, there is only azimuth and no elevation, so we call this the 2D 
simulation. The defender vehicle sits in an open area, waiting for a detection. The attacker 
vehicle begins out of sight of the defender vehicle, and proceeds to drive a path across an open 
area. When the defender detects the attacker, it calculates an intercept route and proceeds to 
drive toward that intercept. The dragonfly algorithm does not give and endpoint; instead, it 
calculates a heading. In this scenario, the speed of the defender and attacker are constant (other 
than the startup). The intercept direction, however, is updated at a regular time interval, such as 



30 Hz, and does not depend on constant speed or direction. Figure 7 shows a screenshot at the 
start of the simulation. The defender vehicle is labeled ATV0. The attacker is labeled ATV1. The 
defender has a camera, represented by a white cone, which also has a green frustum showing the 
field-of-view of the camera. Figure 8 shows the simulation when the defender detects the 
attacker. The blue triangle indicates detection. We also show a green vector with a ball on the 
end to indicate the direction vector that the vehicle is commanded to follow. Figure 9 shows the 
simulation at the end state. Note the path (shown in blue) that the defender took; the curved 
shape shows it took several steps to refine the intercept vector.

Figure 7: Start of ground vehicle simulation



Figure 8: Simulation ground vehicle detection

Figure 9: End of ground vehicle simulation



Umbra Simulation in 3D
The ultimate goal of this project is to test the dragonfly algorithm on air vehicles, so we again 
start in simulation. The attacker is able to move in both azimuth and elevation.  The scenario is 
identical, with the attacker and defender vehicles replaced with unmanned aircraft systems 
(UAS), hexacopters. Again, the defender vehicle sits in an open area, waiting for a detection. The 
attacker vehicle begins out of site of the defender vehicle, and proceeds to fly a path up into the 
open area. When the defender detects the attacker, it calculates an intercept route and proceeds to 
fly toward that intercept. The icons in the scenario are the same as the Umbra simulation in 2D, 
with the camera cone in white, camera frustum in green, and camera detection triangle in blue, 
and the dragonfly algorithm direction vector in green with a sphere. Figure 10 shows a 
screenshot at the start of the simulation. The defender vehicle is labeled HEX0. The attacker is 
labeled HEX1. Figure 11 shows the simulation at the end state. The path of the defender is show 
again in blue.

Figure 10: Start of air vehicle simulation



Figure 11: End of air vehicle simulation

Comparison of Dragonfly Algorithm to ProNav Algorithm
We compared the dragonfly algorithm to ProNav, a proportional navigation intercept algorithm 
used by homing air target missiles. We added the ProNav algorithm as an Umbra system 
component. To compare the two algorithms, we added a 2nd defender vehicle running the ProNav 
algorithm and superimposed it to the simulation. Figure 12 shows the result, now with two 
defenders. The vehicle with blue path and green direction vector is using the dragonfly 
algorithm, and the vehicle with the cyan path and yellow direction vector is using the ProNav 
algorithm. While slightly different, both algorithms perform the same task of calculating an 
intercept direction from the detected position of the target.



Figure 12: Air vehicle simulation of dragonfly versus ProNav algorithms

OpenMV camera
Experiments were conducted to determine the maximum frame rate obtainable from the 
OpenMV H7 camera and the OV7725 image sensor.  Setting the parameter set_auto_exposure to 
FALSE increase the frame rate.  Results are shown in Table 4.

Table 4: Framesize, auto exposure and FPS

Framesize Auto_exposure FPS
VGA (640x480) True 60
VGA False, us=2000 44
VGA False, us=1000 52
VGA False, us=500 55
VGA False, us=100 59
VGA False, us=50 60
VGA False, us=0 60
QVGA (320x240) True 76
QVGA False, us=2000 49
QVGA False, us=1000 74
QVGA False, us=500 101
QVGA False, us=100 138
QVGA False, us=50 144
QVGA False, us=0 149



Range test were conducted using the OpenMV H7 camera with various size targets and various 
lens to determine correlation between the frame size, field of view and size of target.  Results are 
shown in Table 5.

Table 5: Image size, lens and number of pixels on target.

Image Size & Range Orange ball (Pixels)
140mm (5.5”) dia

Red ball (Pixels)
76mm (3”) dia

Lens: 2.8mm, H=70.8°
500x400

1m 2800 1640
5m 180 17

10m 65 Not seen
320x240

1m 860 390
5m 42 Not seen

10m ~10 Not seen
Lens: 1.7mm, H=99.0°
500x400

1m 1250 220
5m 40 Not seen

10m Not seen Not seen
320x240

1m 200 35
5m ~10 Not seen

10m Not seen Not seen

Dragonfly Live Demonstration
The second task of this project was the implementation of the dragonfly algorithm into hardware. 
Specifically, a ground vehicle, with a fully autonomous on-board system. Here is a discussion of 
the how the components were used, along with a discussion of the tests and demonstrations 
performed.

Live Demonstration Results
Analogous to simulation, the live demonstration begins with the defender vehicle motionless, 
with no attacker vehicles in the field-of-view of the camera. The attacker vehicle is an operator 
driven remote controlled car with a 6-inch orange ball attached to the top (to make it easier to 
visually identify).  The attacker vehicle is driven into the defender vehicle’s camera view. When 
detected, the algorithm calculates the intercept vector, and the defender vehicle moves in that 
direction. Figure 13(a) shows the vehicles at start. Figure 13(b) shows the defender vehicle 



closing in. Due to a limited camera field-of-view, it is very likely that the attacker vehicle leaves 
the field of view of the camera system. When this occurs, the defender vehicle stops moving 
forward, and begins to rotate in place, looking to re-engage the attacker vehicle. When re-
acquired, the defender vehicle proceeds toward the target. Figure 13(c) shows the defender 
vehicle capturing the attacker vehicle.

Figure 13: Live ground vehicle demo (a) detection, (b) re-acquire, (c) capture

The demonstration results shown were done with a single low-resolution camera (OpenMV Cam 
H7, with 320 by 240 pixels). This had an upper limit of 20 feet to detect the target, and a field-
of-view of 60 degrees, which is especially limiting when the defender intercept vector moves the 
defender direction such that the target is no longer in the field-of-view. 

Two improvements were made to the system. The first was to swap the camera for a higher 
resolution model (OpenMV Cam H7 Plus, with 1280 by 1024 pixels). This had an upper limit of 
70 feet to detect the target. The second improvement was to use two cameras, which increased 
the field-of-view to 110 degrees.

Autonomy for New Mexico
We were able to conduct initial testing within the motion capture space of Autonomy for New 
Mexico (ANM).  The indoor environment provides consistent lighting, reducing the necessity of 
constantly adjusting the filters for the detection of the attacker vehicle’s target due to outside 
lighting continually changing (light, shadow, etc.).  The setup for the indoor experiment was 
similar to the outdoor experiment, with the attacker vehicle being manually driven via remote 
control, shown in Figure 15


