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ABSTRACT

This report is an institutional record of experiments conducted to explore performance of a vendor
installation of CephFS on the SNL stria cluster. Comparisons between CephFS, the Lustre
parallel file system, and NFS were done using the IOR and MDTEST benchmarking tools, a test
program which uses the SEACAS/Trilinos IOSS library, and the checkpointing activity performed
by the LAMMPS molecular dynamics simulation.
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1. INTRODUCTION

This report is a record of experiments conducted to explore performance of a vendor installation
of CephFS on the SNL stria cluster. Comparisons between CephFS, the Lustre parallel file
system, and NFS were done using the IOR and MDTEST benchmarking tools, a test program
which uses the SEACAS/Trilinos IOSS library, and the checkpointing activity performed by the
LAMMPS molecular dynamics simulation.

NFS experiments were conducted using the standard NFS home directory mount as a write target.
Lustre experiments used the default Lustre filesystem mounted on /lustre as a write target.
CephFS experiments were localized to the Softiron Ceph nodes as no other nodes on stria were
configured to mount the CephFS filesystem. All experiments were scheduled sequentially using
the singleton dependency switch on the Slurm batch scheduler.

2. IOR EXPERIMENTS

We ran a set of IOR write tests (for 1000 and 1000 iterations) on stria against NFS, Lustre, and
CephFS targets. Write tests are the more interesting use case for Sandia applications. We ran the
tests with and without IOR write-caching mitigation enabled (as described in the IOR
documentation).

The IOR tests were parameterized as follows:

• Blocksizes of 1MiB and 4MiB

• Transfer sizes of 512KiB and 1MiB

• Number of write clients: 2, 4, and 8

• Clients per node: 2, 4, 8

We show results first with write-caching enabled, followed by results with write-caching
mitigation. Lastly we show the same results organized by the number of write clients per node, to
provide a different view on scaling behavior.
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2.1. Write-caching results
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Figure 2-1 Write-caching results
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2.2. Write-caching mitigation results
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Figure 2-2 Write-caching mitigation results
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2.3. Processes-per-node results view

Note that these figures are drawn from the same set of result data and simply illustrate a different
aspect of the scaling behavior exhibited by the tests.
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2.3.1. PPN view with write-caching
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Figure 2-3 PPN with write-caching
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2.3.2. PPN view with write-caching mitigation
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Figure 2-4 PPN with write-caching mitigation
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3. MDTEST EXPERIMENTS

The mdtest metadata test driver provided by the IOR suite was used to specifically probe
metadata-related performance for both Lustre and CephFS. mdtest was parameterized as
follows:

• treedepth=3, treewidth=3, filecount=5

• 8 client nodes

• 1, 2, and 4 client processes per node

• 50 / 100 / 300 iterations

mdtest provides statistics on the following operations:

• Directory creation

• stat() on a directory

• Directory removal

• File creation

• File read

• stat() on a file

• File removal

• Directory tree creation

• Directory tree removal

For these experiments, we plot the ranges of standard deviations over the ranges of
min/mean/max result values, with means marked along the range.
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Figure 3-1 MDTEST directory tests
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Figure 3-2 MDTEST file tests
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Figure 3-3 MDTEST directory tree tests
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4. IOSS EXPERIMENTS

These experiments were designed to exercise the IOSS I/O library. Part of the Trilinos scientific
computation libraries, IOSS provides interfaces to read and write computational meshes in the
Exodus II and CGNS mesh disk formats. Many significant applications at Sandia use IOSS as
part of Trilinos or separately. These tests used the ioshell utility of IOSS to copy a 17MB mesh
from an NFS source to either a Lustre or CephFS destination, and used 4 and 8 nodes with 8, 16,
or 32 processes executing the operation on each node. IOSS handles parallel decomposition and
reassembly of the mesh file. These experiments give some perspective on both read and write
performance of the IOSS stack.
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Figure 4-1 IOSS ioshell copy test. y-axis is wallclock time.
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5. LAMMPS EXPERIMENTS

These experiments run the LAMMPS molecular dynamics simulation in a configuration which
dumps program state 10 times (every 100 timesteps in a 1000 timestep run) to either Lustre or
CephFS. LAMMPS in our tested configuration uses POSIX I/O.
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Figure 5-1 LAMMPS checkpoint dump test. y-axis is wallclock time.
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