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Abstract

The growth in size of networked high performance computers along with novel accelerator
based node architectures has further emphasized the importance of communication
efficiency in high performance computing. The world’s largest high performance
computers are usually operated as shared user facilities due to the costs of acquisition and
operation. Applications are scheduled for execution in a shared environment and are
placed on nodes that are not necessarily contiguous on the interconnect. Furthermore, the
placement of tasks on the nodes allocated by the scheduler is sub-optimal leading to
performance loss and variability. Here, we investigate the impact of task placement on the
performance of two massively parallel application codes on the Titan supercomputer, a
turbulent combustion flow solver (S3D) and a molecular dynamics code (LAMMPS).
Benchmark studies show a significant deviation from ideal weak scaling and variability in
performance. The inter-task communication distance was determined to be one of the
significant contributors to the performance degradation and variability. A genetic
algorithm (GA) based parallel optimization technique was used to optimize the task
ordering. This technique provides an improved placement of the tasks on the nodes, taking
into account the application’s communication topology and the system interconnect
topology. Application benchmarks after task reordering through GA show a significant
improvement in performance and reduction in variability, thereby enabling the
applications to achieve better time to solution and scalability on Titan during production.

Highlights

* Application performance degradation and variability are measured in a shared
massively parallel computer environment

* A metric for the inter-task communication distance was shown to correlate with the
performance variance

* The inter-task distance metric is optimized using a parallel genetic algorithm

* Improvement in performance and reduction in variability through optimized
placement are demonstrated.

Keywords
Performance variability, task mapping, genetic algorithm, optimization, communication
topology



1 Introduction
Massively parallel high performance computing (HPC) systems have been an important
resource for simulation based science and engineering research. The continuous and rapid
increase of HPC performance is providing new opportunities for exploring fundamental
and applied science through computational methods. It is essential that scientific
applications obtain good parallel performance and scalability on these systems to continue
to reap the benefits of HPC performance increase. Scientific applications often decompose
the physical domain into smaller sub-domains that are distributed to multiple tasks to
achieve parallelism in the computation. This necessitates communication and message
passing among the parallel tasks. Parallel performance and scalability of an application
depends heavily on the rate at which messages can be exchanged among the multiple tasks.
Application developers and scientists have to pay keen attention to the communication and
synchronization costs in their simulation to be able to efficiently utilize these massively
parallel systems and to be able to continue to take advantage of the growing size of the HPC
systems.

Most applications have a distinct communication pattern or topology that determines
which tasks need to communicate with which others, and the nature of such
communication. While there are some applications that are dominated by global
communication where all tasks communicate with all the other tasks at equal importance,
other applications require an individual task to mainly communicate with only a few other
tasks. Some applications tend to choose a solution method that uses global communications
on smaller systems, but switch to a solution method that avoids global communication for
better performance on larger systems. The latter class of applications is more common on
the massively parallel HPC systems due to considerations of parallel performance and is
the main focus of this paper.

The interconnect topology of a HPC system determines the communication cost among the
constituent nodes of the system. It is now well recognized in the literature and among
computational science practitioners that the placement of the application on a HPC system,
the connectivity of the nodes and the mapping of the application’s tasks to the nodes that
constitute the system can have a tremendous influence on application performance. While
interconnect technologies and communication performance continue to advance, the
increase in node compute performance has been disparate and orders of magnitude larger
in comparison to network performance. Therefore, placement and task mapping effects will
continue to become more, and not less, important in the quest to improve parallel
performance on HPC systems. This is especially important on general-purpose HPC
systems that are shared among diverse applications.

Due to the high cost of acquisition and operation of large HPC systems, these are usually
operated as shared instruments providing computer time to a wide class of scientific
applications. Systems such as the GPU-based massively parallel computer, called Titan, at
the Oak Ridge Leadership Computing Facility are shared by several applications spanning
across multiple scientific domains. An automatic batch queue job scheduling system
handles the scheduling and placement of jobs arriving in the queue. The jobs arriving in the



queue are diverse in the node count and run time requirements. Therefore, large jobs are
typically allocated nodes that are not entirely contiguous or do not have a regular topology,
even though the network interconnect on these systems has a regular topology. This is
compounded by the fact that some nodes in the system will be unavailable due to system
issues or because they are required for ancillary system tasks. While it is possible to
request a regular and contiguous set of nodes for a job, that adversely increases the time
spent in the queue and makes such an approach unproductive. Therefore, it seems to be
unavoidable that massively parallel scientific applications will have to contend with the
non-contiguous set of nodes allocated by the scheduler and strive to achieve the best
communication performance among those nodes.

The effects of poor placement and task mapping usually manifest as variability in
performance of an application compared to what it can achieve on a quiescent system or in
an exclusive dedicated mode. The variability and loss of performance occurs due to two
main reasons. The first is contention for network resources among the multiple jobs
scheduled to execute on the system at the same time. The second arises because the
libraries responsible for mapping tasks onto the allocated nodes do not take into account
the application’s communication topology. The former is heavily dependent on the
communication pattern and the volume of the other applications that are outside of our
knowledge and control. Also, they vary during the execution period of an application,
typically 24 hours, as several jobs enter and leave during that period. But the latter is
improvable by an application with a known and static communication pattern. Although
standards such as MPI provide routines for mapping with certain topologies (e.g. Cartesian
and graph), the algorithms employed typically do not provide any optimization for non-
contiguous allocations or even mappings to minimize off-node communications. Therefore,
there is opportunity for the task mapping in a parallel application to be optimized with
knowledge of its communication pattern. This is the motivation for this paper that
discusses the implementation of an optimal mapping strategy for two massively parallel
scientific applications in combustion and molecular dynamics, namely S3D [1] and
LAMMPS [2].

The problem of assigning a certain number of tasks with a known communication pattern
to a set of nodes with a known interconnect topology requires the determination of an
optimal mapping if the objective were to minimize the communication overheads. The
determination of such an optimal mapping has been well studied in literature and several
strategies and techniques have been applied to this problem. These related works are
reviewed in the next section. The approach chosen in this paper is based on some
additional constraints and considerations that are described below.

While it is possible for a smarter scheduler to pick an optimal set of nodes and ordering
based on the application’s communication topology, such an option is not currently
available on the large shared systems. Here, we do not request any specific set of resources
from the scheduler, to ensure the best queue time for the jobs. We are only concerned with
determining the best mapping for the set of nodes that have been assigned to us by the
queue scheduler. The set of nodes assigned to a job is known only when the job has begun
executing. The task ordering has to be determined within a few minutes of the job’s
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commencement and should not by itself become a parasitic loss of time on the precious
computer resource. Since the target application is at the large HPC scale, the reordering
operation will have access to these massively parallel computer resources, albeit only for a
few minutes. Therefore, a highly scalable optimization algorithm that can provide an
improved mapping solution within a few minutes is required.

The scientific applications have a regular communication topology that is at times simple
enough to be expressed as a simple relation and programmed for use in the optimization
routine. In other cases, such as when simulating flows in complex geometry with multi-
block structured mesh [3-5], the communication topology cannot be programmed directly
as a mathematical relation but rather depends on the mesh and connectivity data. In such
situations, the communication topology is readily available within the physics application,
but cumbersome to read and parse from mesh files by an optimization program. It is easier
to have the task mapping procedure linked within the main application and then be used to
create a new communicator with an improved mapping.

For the above reasons, we have chosen to implement a task mapping library using a genetic
algorithm (GA) to solve the mapping problem. The GA has a simple and easy
implementation, portable to the compute node operating system. It is also easy to
parallelize across thousands of compute nodes to achieve the desired time to solution for
large problems. In this paper, we present the implementation of the GA based task
reordering tool and its programming interface for linking to scientific applications. The tool
is applied to improve the performance of two large scientific simulation codes, namely (i)
S3D, a turbulent combustion flow solver and (ii) LAMMPS, a molecular dynamics solver.
Both of these applications were recently enhanced to utilize the GPU accelerator in Titan’s
heterogeneous node architecture. We describe the system, application and benchmark
characteristics and their relation to production science runs on the Titan HPC system. We
then analyze the results obtained from benchmarking experiments executed over a period
of two months during Titan’s normal production operation to show the impact of task
reordering on application performance.

2 Related Work

The problem of task mapping on HPC systems to improve the communication performance
has been studied in the literature and several techniques evaluated. Here we review the
related work on this topic and compare against our approach. Bokhari [6] recognized that
the problem of mapping tasks onto processors is equivalent to the graph isomorphism
problem, very similar to the quadratic assignment problem and that in the absence of an
efficient exact method, we have to resort to heuristic solution methods. Bollinger and
Midkiff [7] used simulated annealing [8] for mapping tasks on a networked computer with
a hypercube architecture. A heuristic search approach based on the principles of genetic
and evolutionary algorithm was used by Chockalingam and Arunkumar [9,10] and later by
Jose [11]. Chockalingam and Arunkumar found that a hybrid approach based on recursive
clustering heuristic for task clustering and a genetic algorithm for allocation of the task
clusters to processors yielded a better mapping. In our case, the application software



considered here have a static and pre-determined partitioning. So, we are looking for a task
mapping solution only. They evaluated the quality of the mapping based on the number of
one-to-one mappings of the task graph edges onto processor graph edges. In this work, we
present empirical performance results on a production machine at scale that both confirms
the role of task mapping and also demonstrates the improvement in performance due to
the task mapping algorithm, not just through the quality metric, but through actual
application performance timings.

More recently, Pascual et al. [12,13] used a greedy randomized adaptive search procedure
(GRASP) [14] algorithm to obtain an optimal mapping. Bhatele and Kale [15] developed a
heuristic algorithm for this problem by traversing the communication graph and placing
near neighbors adjacent to each other until no other rearrangement is possible. Simulated
annealing, genetic algorithm and GRASP are some of the main heuristic techniques for
solving optimization problems. Their common objective is to search for the global optimum
through a guided transition from the intermediate local optimums, and their similarities
and differences have been studied in the literature [16,17]. Here, we have chosen a genetic
algorithm due to the ease of implementation, parallelization, time to solution and
convergence characteristics.

An important aspect of the problem on large HPC systems is the resource allocation
scheme. There has been several studies on different node allocation methods, the order in
which the list of nodes is to be presented to the application, and its impact on utilization. Lo
et al. [18] considered several non-contiguous processor allocation strategies on a 208 node
mesh-based HPC system and found little variation in the performance of NAS benchmarks,
thereby concluding that non-contiguous processor allocations are feasible on large parallel
systems to maximize utilization without adversely affecting performance. In a later study
for a mesh-based HPC system, Bunde et al. [19] found that node allocation using a Hilbert
space-filling curve and best-fit heuristics performed well across several communication
patterns. In a study performed on a 2048 node system, it was observed by Jokanovic et al.
[20] that contiguous node allocation to communication intensive applications reduced the
contention time by up to 35%.

Recently, Albing [21,22] studied the effect of different node ordering schemes that were
presented to the scheduler on torus-based HPC systems of different sizes, including Titan.
He found that the Hilbert ordering provides a consistently better ordering and contiguity
on the Titan system for small to medium jobs. However for large jobs, that exceed 1000
nodes, a minimum dimension first node ordering outperformed the others. The node
ordering method currently being used on Titan is explained in more detail in the system
description section. Since the node ordering or allocation scheme is not within the control
of the users on such shared HPC facilities, this paper does not concern with the node
ordering scheme but rather focuses on optimizing the mapping for the set of nodes that
have been allocated.

Fiedler and Whalen [23] have developed a node selection and task placement methodology

for applications whose communication topology is a regular 2D, 3D or 4D Cartesian mesh.
This method is applicable for the codes used in this paper and was also tested with S3D,
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which is one of the codes used here. Node selection and task mapping has a great affect on
performance when the system is dedicated for one application and it is possible to select
the nodes that are to be used by the application. However, this method of node selection is
not usable on the machine in production mode when the batch scheduler allocates the
nodes. Requesting an exact set of nodes would cause the job to be delayed in the queue and
often can be impossible to schedule because the requested nodes have hardware issues.
The aim of this work was to provide a task mapping that would allow the applications to
perform well within the usual batch queue.

Recently, Leung et al. [24] evaluated several algorithms for determining the most efficient
task mapping for stencil calculations. They found recursive coordinate bisection (RCB) to
be an effective task mapping algorithm for applications that use a stencil communication
pattern. However, this algorithm has the drawback of having a potentially unbounded time
and therefore unable to provide a rapid solution. For the massively parallel jobs on a
shared HPC system, it is essential to have a mapping obtained quickly to prevent the
application from waiting once the resources are allocated. Hence we have chosen a genetic
algorithm to obtain an improved mapping, within a few minutes. Furthermore, our method
does not assume a Cartesian communication or network topology. Hence, it is usable for
multi-block structured mesh applications and future network topologies such as the
dragonfly [25].

In a prior work, Hoefler and Snir [26] studied the task mapping problem and developed a
topology mapping library very similar to what was developed in this work. In their paper,
they showed that the mapping problem is NP complete. They also compared greedy
heuristic, recursive bisection and Reverse Cuthill McKee (RCM) algorithms to compute a
mapping. They found it helpful to improve upon the initial solution with a heuristic
method called threshold accepting (TA), which is an improved form of simulated annealing.
However, they found that TA was becoming unusable for large mappings. They used the
worst case congestion of a mapping to measure its quality and used that to compare the
different methods and demonstrated speedups from their mapping technique through the
reduction in communication time for a sparse vector matrix multiplication problem.

In this paper, we are using empirical data from a large number of real scientific application
experiments on a shared HPC system to demonstrate that the task mapping can be used to
explain a good fraction of the performance degradation and variability. We also compare
the statistical correlation of the performance against the metric chosen in this paper and
also the congestion metric used in [26]. We demonstrate the effect of improved mapping on
the chosen scientific applications, and also that the GA based technique is able to provide
an improved solution in a reasonable number of minutes.

3 System Characteristics
The primary system used in this work is the Titan supercomputer at the Oak Ridge
Leadership Computing Facility. Titan is a hybrid-architecture Cray XK7 system [27] with a
theoretical peak performance exceeding 27,000 trillion calculations per second (27



petaflops). The system contains 18,688 compute nodes (for short, node) that are
interconnected by Cray’s Gemini network. Each node is composed of a 16-core AMD
Opteron processor and NVIDIA Tesla K20X graphics processing unit (GPU) as an
accelerator. Each hybrid compute node is interfaced to the Gemini interconnect through
HyperTransport™ 3.0 technology. The Titan system was constructed by packaging four
nodes on a blade, eight blades in a chassis, three chassis in a cabinet, and assembling a total
of 200 cabinets.

Each Gemini router has two network interface controllers (NIC) allowing it to connect two
nodes to the network as shown in Figure 1. This two node building block provides 10 torus
links, 4 each in the “X” and “Z” dimensions of the torus and 2 in the “Y” dimension. Due to
this, the communication bandwidth in the “Y” dimension is half that in the “X” and “Z”
dimensions of the torus. The 2 nodes on a router are Y-neighbors and thereby form a 1x2x1
element of the overall 3D torus. All of the routers in the system are interconnected to form
a 3D torus with dimensions 25x16x24. Since each router is connected to two nodes that are
Y-neighbors, the torus dimensions for the nodes are 25x32x24. This corresponds to 18,688
compute nodes and 512 service and [/0 nodes. The non-compute nodes are not isolated to
any particular plane or orientation and are distributed throughout the torus.

It is useful here to understand the default node ordering scheme used on Titan, which is
how the available compute nodes are presented to the application by the scheduler before
the reordering and optimization performed in this work. Titan uses the Basic Building
Blocks (BBB) node ordering which is nicely described by Albing [22]. Figure 2 illustrates
the node ordering used on Titan across two building blocks. This pattern is repeated to
determine the node ordering for the entire system. One of the key principles of the BBB
ordering is that the next node in the ordering is selected along a different axis than the axis
along which the ordering arrived at the current node. This increases connectivity and
bisection bandwidth, while lowering hop counts. The node ordering presented to the
application will have holes or jumps in the ordering since contiguous nodes may not have
been available for scheduling. Later when performance results are shown, the default node
ordering presented by the scheduler is termed as the original mapping. Based on the above
discussion it should be seen that the default node ordering is not entirely naive. It has been
carefully selected based on results that show its potential to increase connectivity and
avoid creating bottlenecks for the scale of Titan. Hence this node ordering is very system
aware, but application agnostic. Our results improve upon this original mapping and show
that there are further improvements to be had through an application aware task ordering.

In the next section, we describe the two scientific applications whose performance results
are presented in this paper. Both these applications use a communication pattern that is
dominated by exchanges with the two neighbors in a three-dimensional Cartesian topology,
which leads to a 6-way stencil. However, the mapping algorithm and the implementation
have been kept general enough to accommodate applications with other communication
patterns. It should be noted that the task mapping is expected to impact an application’s
performance only when the tasks’ performance critical communications are with a small
subset of all the tasks. In other words, the communication graph has to be sparse. As the
communication graph becomes dense, task mapping becomes less important. Applications
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with a global communication pattern will not benefit from task mapping. However, such
applications are less common in the massively parallel environment studied here, since
global communications themselves are a hindrance to scalability.

4 Application Description

4.1 S3D
S3D is a scientific application code for the direct numerical simulation (DNS) of turbulent
combustion in canonical problem configurations. The code solves the full compressible
reacting Navier-Stokes, total energy, species and mass continuity equations coupled with
detailed chemistry. It is based on a high-order accurate, non-dissipative numerical scheme.
Time advancement is achieved through a six-stage, fourth-order, explicit Runge-Kutta
method [28]. Spatial differencing is achieved through eighth-order finite differences with
tenth-order explicit finite difference filters on a structured, Cartesian grid. The equations
are solved on a conventional structured mesh. The number of equations per grid point
depends on the size of the chemical mechanism used to model the fuel chemistry. The code
is parallelized through a hybrid MPI and OpenMP/OpenACC approach allowing the code to
achieve good parallel efficiency on multi-core and GPU based high performance computers
[1]. The key performance metric for S3D is the computation time taken per step for a given
mesh and chemical model size.

The physical domain is partitioned into a three-dimensional Cartesian MPI topology with 1
MPI task placed per compute node. The multicore processor and accelerator are utilized
through shared memory OpenMP threads and OpenACC directives, respectively. The
compressible flow solver along with the explicit finite difference numerical method
requires point to point message passing between neighbors in the application’s MPI
topology and does not require any global communication. Global collective communication
is required for runtime monitoring and synchronization only and is not performance
critical. Due to the nearest neighbor communication pattern, it is understandable that a
suitable mapping of S3D’s Cartesian MPI topology on the torus would provide good parallel
scalability. The benchmark problem used here was also S3D’s target science problem for
the GPU-accelerated titan system. The mesh size is 483 per node and the chemical model is
the 52-species n-heptane chemistry thereby requiring 57 equations to be solved per grid
point. The mesh size and chemical complexity corresponds to an early science run on the
Titan system to model the autoignition characteristics under stratified mixture conditions.
The eighth order finite difference method used for spatial differentiation requires a ghost
zone that is four cells thick to be communicated to the six neighbors. This corresponds to a
communication volume of 6*4*482, which is half of the number of cells computed locally by
every MPI task. It can be seen that there is a sizeable volume of communication between
these tasks that requires special attention to the communication performance.



4.2 LAMMPS
LAMMPS is a popular software package for parallel molecular dynamics that allows for
simulation of materials, polymers, and biomolecules with a wide range of supported force
models [2]. LAMMPS is parallelized via MP], using spatial-decomposition techniques that
partition the simulation domain into smaller subdomains, one per MPI task. Although many
molecular dynamics simulation require consideration of long-range electrostatics, here we
consider models where electronic screening limits the range of interatomic forces and
allows for the MPI communication within a simulation to be limited to a nearest-neighbor
6-way stencil. In this case, the communication scales sub-linearly as (n/M)?2/3 and the
memory is optimal (n/M) for n atoms on M MPI tasks. Two recent applications using this
communication model for large-scale simulations on Titan include investigation of the
active layers in organic solar cells [29] and studies of dewetting mechanisms in liquid
crystal films [30]

The GPU acceleration in LAMMPS has been described in detail [31] and subsequent papers.
LAMMPS supports acceleration for short-range force calculation with optional acceleration
for neighbor list builds and/or long-range electrostatics. LAMMPS uses an offload model
for GPU acceleration with concurrent calculations on the host and the accelerator. Because
of this strategy, there is no direct GPU to GPU communication and the MPI and spatial-
decomposition routines are identical to those used when there is no GPU acceleration. All
of the statistics computations, thermostats, barostats, time integration,
bond/angle/dihedral/improper calculations, and any other simulation modifications are
performed on the host. In order to achieve efficient acceleration, these calculations must be
parallelized within each node on the host. This is performed by using multiple MPI
processes, each sharing one or more accelerators on a compute node. Because this
approach can have a detrimental impact on communications performance, routines are
implemented to perform the task mapping in a manner that reduces off-node MPI
communications [32]. In this approach, a two-level grid factorization is used. First, the grid
dimensions on each node are obtained using the factorization of the MPI processes on a
node that minimizes the surface area calculated with the box length ratios of the entire
simulation domain. These dimensions are then used to divide the simulation box into
subdomains for each node, again with a factorization that minimizes subdomain surface
area. Finally, the factorization is performed again on each node, but using the actual
subdomain box lengths in the calculation. Therefore, it is the MPI task mapping at the node
level that is considered for optimization in this work. The benchmark simulation used here
is a simulation of an atomic fluid that is provided with LAMMPS and has been used in our
previous work on GPU acceleration. The fluid is simulated in the microcanonical ensemble
with the Lennard-Jones potential for van der Waals forces and with 32K atoms per node.

5 Methodology and Approach

5.1 Cost metric of task mapping
Let the number of tasks used by an application be M and the maximum number of
neighbors for all tasks be N. Following earlier works [12], we form a MxN matrix C whose
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elements, ¢;j, represent a measure of the communication distance between a task i and its
jth neighbor.

C = [cijli=1.M,j=1..N

Once the nodes on which the tasks and their neighbors are placed is determined, the
communication distance is calculated through a modeled expression for the relative cost of
communication. Given the torus coordinates of a task and its neighboring task, we calculate
the smallest number of x, y and z hops needed to transmit a message from task i to j,
namely dy, dy and d. Using this, the communication cost is modeled as

¢ij= dx(ij) + 2dy(i)) + d(i))

where, the communication along the y-direction is weighted by 2 to account for the
disparity in bandwidth on the y-direction compared to x and z directions, as described in
an earlier section. Tasks that are placed on the same node and do not require the
interconnect are taken to have a zero communication cost. Tasks that are placed on nodes
that share the same router are taken to have a small, but non-zero, cost of 0.01. That is, if i
and j are on the same node, ¢;j=0 and if i and j are on the same router c;=0.01. The
communication matrix C can be treated as a MxN vector C’ and a scalar distance metric can
be obtained from the L1 L2, or Lo norm of C'. As will be shown in the results section, the L1
norm was found to give the best correlation and hence the task mapping algorithm was
used to minimize the distance metric,

A=|C11 / (MxN)

5.2 Performance experiments
The performance results presented in this paper were obtained from jobs that were
scheduled during the system’s routine operation along with a mixture of other users’ jobs.
Performance results are presented from a series of 169 tests that were run at various node
counts ranging from 512 to 8192 nodes. The number of tests and the job sizes are shown in
Table 1. The largest job size at 8192 nodes, used roughly 44% of titan’s 18,688 compute
nodes. The choice of node counts for the performance experiments falls within the typical
20-40% range of job sizes used by scientific applications on Titan since they have the best
turnaround time in the queues. The experiments ran over a period of two months in
regular production queues on titan. The jobs did not run consecutively and hence no two
jobs ran on the same set of nodes. The number of jobs corresponding to each of the jobs
was determined by the job throughput on the system during the two month period. Which
is why fewer large jobs got through compared to the smaller job sizes. Furthermore, the
jobs at the large node counts are also more expensive (in computer time) than the smaller
jobs. The data collection was stopped at the end of a roughly two month period to avoid the
imminent changes to the system software stack from interfering with the statistics.

To simplify data analysis and presentation, the results are presented using 3 bins of node

counts: (i) 512 nodes representing small jobs (ii) 2048, 3780 and 4096 nodes representing
the behavior at 20% of the system size and (iii) 7560 and 8192 nodes representing the
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behavior at 40% of the system size. The binning of the job sizes into these three groups
greatly improves the sample size and quality of statistics.

During each of the experiment, the original performance of the application was measured
using the default node ordering provided by the system. Then the task remapping
algorithm was executed. Then the application is resumed using the same set of nodes as the
original run, but using the optimized task mapping and the new performance was
measured. The application performance was measured in terms of the time to solution. The
performance numbers are reported as a deviation from ideal weak scaling (DIWS) for
convenience and also to make comparisons across the two different applications easier.
The ideal weak scaling performance was determined from small node count tests, where
the effect of communication and network are minimal. The ideal weak scaling performance
for the chosen S3D test problem was 1.44 seconds per time-step. The ideal weak scaling
performance for the chosen LAMMPS test problem was 17.83 seconds per 10,000 steps.
These values are then used to compute the deviation from ideal weak scaling as,

DIWS= (Performanceactual - Performanceidea) /Performanceigeal

such that, a lower DIWS would imply better performance and a higher DIWS implies poor
performance.

5.3 Parallel Optimization using Genetic Algorithm
Evolutionary algorithms such as the genetic algorithms attempt to mimic some of the
processes taking place in natural evolution to search among a vast number of possible to
solutions to pick the most suitable solutions based on a fitness model [33]. The GA is an
iterative and stochastic process that operates on a set of individuals, each of which
represents a potential solution to the problem being solved. Each individual is evaluated by
means of a fitness function and the fitter individuals are then chosen to populate the next
generation through mutation and recombination. An individual in this case is a
permutation of the original task ordering provided by the scheduler. The distance metric
(4) determines the fitness of an individual - a fitter individual has a lower inter-task
distance. The implementation follows the standard GA model:
a. Use the seed individuals to generate a population of potential solutions through
random mutation and crossover.
Evaluate each potential solution using a fitness function.
c. Selecta subset from the population to seed the next generation.
d. Repeatstepa

Here we present the details of the steps mentioned above. The algorithm begins with an
unpermuted mapping corresponding to the naive mapping provided by the scheduler. This
is then used to seed the next generation through mutation and crossover. There are two
possible mutations. A cut and paste mutation cuts a segment from the solution vector and
inserts the segment in a different location. A coin flip determines whether the segment is
inserted reversed. A swap mutation chooses two non-overlapping segments of equal length
and exchanges their positions. Each segment can be reversed independently, also
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determined by a coin flip. The positions and lengths of the cut segments are chosen at
random. An ordered crossover is used to take two parent solutions and produces two
offsprings. 90% of the new individuals are obtained through crossover, while 10% are
obtained through mutation. This follows the findings reported in GA literature, and verified
in this work, that crossover provides the best convergence rate, but generating a small
fraction through mutations is necessary to prevent the population from getting saturated
with local minima. Also, a hash function of every individual’s permutation vector is
computed and stored as part of the data structure. A new individual is added to the
population only if its hash does not already exist within the population to prevent clones of
a single solution from overtaking the population.

Once the population in a generation has grown to the desired size, the seeds for the next
generation are selected. Three selection methods, namely random selection, rank selection
and elitist selection are used. A random selection picks the seeds randomly without regard
to their fitness. There is some randomness in rank selection too, however the probability
that an individual will get selected to be a seed is higher if its fitness ranks higher within
the population. Rank selection is the default selection mechanism unless the convergence
has flattened, in which case a random selection is used to pull the algorithm out of its local
minima well. The elitist selection has no randomness at all, and picks one fittest individual
to be added to the seeds. Elitist selection is always used to ensure that the best solution is
always retained and never lost in subsequent generations.

A key feature of our implementation is that the GA is performed in parallel. Since the
optimization is performed within the batch job, those resources are available for the
optimization algorithm. Therefore, all the processor cores available from the batch job are
utilized for the optimization. MPI based task parallelism is used to launch multiple GA
search tasks that have their own private population. However, they exchange elites and
seeds with each other at the end of each generation, thereby improving the convergence of
the optimization algorithm. This process is iterated over many generations for the desired
walltime and provides the best mapping as the final solution.

The optimization library is implemented in C++ using the standard template library (STL).
The system network graph and application topology are provided to the optimization
library through pre-declared methods. The library is built with abstract classes to
represent the system and application topology and requires the actual graphs to be
provided through concrete implementations of these classes. This allows the target
applications to provide their communication topology much more cleanly than through
external text input files. Once the optimization library computes an optimal mapping, it is
passed on to the application to permute the task ordering within its communicator.

6 Results and Discussion

6.1 Parallel performance and variability
First we present the performance obtained using the default node ordering prior to any
reordering or optimization. Figure 3 shows a histogram of the observed performance of
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S3D and LAMMPS across the 169 test jobs at various node counts using the naive node
ordering provided by the system. We notice a considerable variability in performance
across the different jobs. There are at least two sources for the performance variability as
mentioned in the introduction. The nodes scheduled for the job are not always contiguous
and their relative ordering varies as well. Also, the other jobs that are concurrently
executing on the system add to the network traffic and thereby affect the communication of
the application being studied. The objective is to alleviate both these sources of variability
through node reordering such that the messages do not have to travel long distances on the
network. We also notice that the DIWS increases as the job size increases. In the case of
S3D, the DIWS is considerably higher at the large node counts with 50-70% DIWS. This
means that the application is spending roughly 50-70% extra time in communication or
waiting for messages to arrive compared to an ideal weak scaling scenario. In comparison
to S3D, LAMMPS has considerably less variability in performance. Although DIWS is lower
for LAMMPS, it is still significant and there is potential for improvement.

6.2 Correlation with task placement and inter-node distance
Here we verify the hypothesis that the task placement and inter-node distance have a
significant effect on performance and variability and hence it is possible to improve the
same through task reordering. First, we verify the first part of that hypothesis by looking
for a strong correlation between the observed performance and a measure of the
compactness of the nodes assigned to the tasks by the scheduler. Figure 4 shows a scatter
plot of the measured performance of the applications against the distance metric (4) for the
node ordering presented by the scheduler. Also shown is the least squares regression line.
In the case of S3D, the data shows a strong correlation of the performance against the
distance metric calculated as described above. The r? value of 0.53 denotes that the linear
correlation with distance metric can be used to explain 53% of the total variance in
observed performance. The correlation is weaker in the case of LAMMPS, with the
correlation being able to account for only 25% of the total variance in performance. As
discussed in the introduction, it should be recognized that task mapping is only one of
many contributors to the variability in performance and in some cases might not be the
major contributor. However, it is one factor that we can exercise to reduce variability as
much as possible. In that light, these results provide verification that task mapping can
explain at least 53% of the performance variability in S3D and 25% in LAMMPS. To our
knowledge, such empirical evidence has not been published before.

In an earlier work, Hoefler and Snir [26] evaluated the quality of a mapping using worst
case congestion as the metric. However, no evidence was provided to show that congestion
was the most appropriate quantity to measure the quality of a mapping for the benchmark
problem that was studied in that paper. Here, we compute their congestion metric for the
task mapping in each of our experiments and show a scatter plot of the observed
performance against congestion in Figure 5. [t is seen that the correlation has r? values of
0.26 for S3D and 0.09 for LAMMPS, both of which are lower than what was seen in Figure 4
and therefore weaker. The correlations of performance against other norms of C’, namely
the Lz and L., norms, were also evaluated (not shown) and were also found to be weaker
than the L1 norm shown in Figure 4. Therefore, 4, which is the L; norm, was chosen as the
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objective function for the optimization algorithm in this study since that shows the best
correlation to performance.

The slope of the least squares fit lines shown in Figure 4 indicates that for every unit
reduction in the distance, the performance will improve, on average, by 10% for S3D and
5% by LAMMPS. Next, we will look at the distance reduction through the genetic algorithm
based optimization method.

6.3 Distance reduction through node reordering
Here we study the reduction in the distance L1 metric achieved through task reordering by
the parallel GA based optimization method whose optimization goal was to reduce the
distance metric. The optimization program was executed for 15 minutes and the reduction
in distance metric achieved at intermediate times was recorded. The application runs are
24 hour long, which is the maximum job length permitted by the queue system. A typical
simulation experiment is executed over multiple 24 hour long jobs through restarts.
Spending 15 minutes to optimize the task mapping for a 24 hour long job adds a 1%
overhead and is negligible. As will be shown later the potential performance improvement
outweighs the 1% overhead added by the task mapping algorithm. The final mapping
obtained at the end of 15 minutes was then used by the application as described in section
5.3 and application performance was measured.

In Figure 6, we show the average reduction in distance achieved across all the experiments.
For each experiment, the best known solution as a function of time was output by the
optimization tool. We compute the distance reduction achieved at a certain time by
comparing the best solution at that time with the original solution. This is then averaged
across the multiple experiments to obtain the number shown in Figure 6. It is seen than
that, on average, the distance metric was reduced by 1.2 for the 512 node cases, and by 2.4
for the larger node cases. The modest gains at 512 node counts could be due to the fact that
at small node counts, the scheduler by itself is able to find a contiguous and well ordered
block of nodes for the application. Also, there is a higher likelihood to have a poorer
original mapping and a higher potential to improve the mapping when there are more
degrees of freedom such as in the larger mappings. It is also seen that 90% of the reduction
was already achieved within 5 minutes from start and that the algorithm continues to
improve the solution and has not flattened even at 15 minutes. The results shown in Figure
6 are an average of the ensemble of experiments. It was observed that in some of the
experiments, the optimization tool continued to find better solutions until 15 minutes,
while in some cases it had already arrived at its best solution by 10 minutes. However, it
appears that the 15-minute limit imposed on the optimization algorithm is reasonable
based on the average trend.

In addition to the average reductions shown in Figure 6, histograms of the distribution of
the distance metric, 4, before and after reordering are shown in Figure 7. Looking at the
distribution of 4 before reordering, we see a wider distribution at 512 nodes that
progressively narrows at higher node counts. Also, we see that jobs at intermediate sizes,
namely 2048, 3780 and 4096 nodes, have some probability for a much higher distance,
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greater than 7, compared to jobs at the larger 7560 and 8192 node counts. The histograms
at the three job sizes have different distributions that tend towards higher values of the
distance for larger node counts. Since the distance metric was normalized by the number of
tasks, it should be invariant to the number of tasks used in an experiment. So, if the system
had been dedicated and we were able to carefully select the nodes, we would be able to
achieve very close distance values across all of the job sizes. The very different
distributions for the different job sizes is a reflection of the inability of a scheduler to find a
very compact set of nodes within the batch queue system and also its inability to present
those nodes in the best order. Next, we compare the distributions of the distance metric
after 15 minutes of optimization. The expected reductions in the distance metric and
narrowing of the histogram are seen in Figure 7. Also, distributions are closer together
with considerable similarity between the distributions for intermediate and large node
counts. With the optimized task ordering, we are in a position to next study the effect of
reordering and reduced communication distances on the application performance.

6.4 Impact of reordering on performance
Figure 8 shows a scatter plot of the performance improvement obtained due to task
reordering as a function of the original performance. Note that the performance gain
percentages are reported with respect to the ideal performance, which is the scale used
throughout this paper. In the case of both S3D and LAMMPS, the performance gain is
moderate at 512 nodes, but significant at larger node counts. We also notice a positive
correlation of the performance gain with the original DIWS, showing that the
improvements are more substantial as the original deviation from ideal weak scaling
becomes greater. Table 2 shows the minimum, maximum and average performance gains
for S3D and LAMMPS. On an average, S3D got faster by 20% and LAMMPS by 12%. The
maximum performance gain observed was 50% for S3D and 36% for LAMMPS. There is a
small probability for the reordered mapping to give worse performance than the original
mapping as seen by the negative performance gains. This probability is higher for LAMMPS
than S3D. In the worst case, S3D was 6% slower, while LAMMPS was 16% slower. However
the slow down was noticed in fewer than 10% of all the experiments. The slow down does
not necessarily imply that the reordered mapping was poorer than the original mapping. It
is more likely due to the unexplained performance variability overpowering any
improvements due to task reordering in those cases. The collective statistics of all the cases
shows a significant improvement on the average and a high likelihood of seeing positive
performance improvement.

Table 3 shows a comparison of the best-case performance of the two applications before
and after reordering. The performance is shown as DIWS, and therefore a lower number
indicates better performance that is closer to ideal weak scaling. Also note that the
numbers shown are the best-case performance from among all the experiments and
therefore the original and improved were not necessarily from the same experiment. While
the statistical probability of obtaining the best-case performance is small as seen from the
histograms in Figure 3, the information in Table 3 is nevertheless useful to gain additional
insights on the performance bottlenecks in the two applications. In the case of S3D, it is
seen from Table 3 that the best performance attainable by the application is significantly
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improved by the reordering. At 512 nodes, reordering brings the application to almost
ideal weak scaling. At higher node counts, the reduction in DIWS is around 11%. In the case
of LAMMPS, almost no improvement is seen due to reordering. While reordering is likely to
improve the statistics of LAMMPS as seen from Figure 8, it did not impact the best-case
performance. Since LAMMPS is able to reach its best performance without task reordering,
it is evident that it has an innate ability to hide communication latencies given the right
conditions. However, S3D was able to reach its best performance only with task reordering.
Also, the high DIWS for S3D compared to LAMMPS in Table 3 shows that S3D is more
susceptible to loss of scalability due to variability in a shared environment. This further
explains the higher performance gains seen for S3D due to task reordering than LAMMPS.

In Figure 6, we also saw that the distance metric was reduced by 1.2 for the 512 node case,
and by 2.4 for the larger node counts. From the slopes of the regression fit in Figure 4, the
performance should improve by 10% for S3D and 5% for LAMMPS for every unit reduction
in distance metric. This is confirmed by the results shown in Table 2 and Figure 8, thereby
verifying that the optimal ordering of tasks is producing the expected magnitude of
performance improvement. Lastly, we plot the histogram of performance variability after
reordering in Figure 9. Comparing Figure 9 with Figure 3, we see significant improvements
in performance and reduction in variability due to task reordering. The fraction of times
when the DIWS was greater than 50% for S3D and 30% for LAMMPS was lower after
reordering, showing the success of the proposed approach. Furthermore, these
performance improvements could be obtained by adding only a 1% overhead for
optimization, which is negligible compared to the performance improvement achieved.

6.5 Optimization efficiency and convergence
The results in this section show the potential to use the compute power of the HPC
resource for determining the optimal layout and ordering of tasks while adding only a
small overhead. This further points to the potential to performing more aggressive
optimizations, not only at the beginning of execution but also during the course of the
simulation to continuously adapt to the network performance of the system. This requires
the library to be instrumented with other libraries to provide runtime diagnostics on the
network status and thereby update the cost matrix. More importantly, the efficiency of the
optimization algorithm also needs to be improved if the overhead is to be kept low. The
choice of parameters used to achieve the required efficiency and desirable convergence
characteristics in the current parallel optimization algorithm are described below.

The aim of the genetic algorithm based optimization used here was to reach an optimal
solution as quickly as possible but without having the algorithm reach false minima and be
in a situation unable to overcome it. Hence the algorithm parameters have to be tuned to
meet the twin objectives of efficiency and convergence. Every new generation is populated
by a combination of crossover and mutation. Prior literature and the current experiments
showed that crossover provided the best convergence rate and efficiency, but was
susceptible to quickly reach a false minima if left alone. Therefore, a small fraction of the
population needs to always be generated through mutation to introduce the randomness
that will help it overcome the barrier should the solution reach false minima. We chose to
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obtain 90% of the individuals in every new generation through crossover and 10% through
mutation. The selection method for picking the seeds for propagating the next generation is
also an important parameter for balancing convergence and efficiency. As described in
section 5.3, the seeds can be selected through a random, rank or elitist selection. It was
found that the elitist selection provides the fastest solution, but is highly susceptible to
false local minima. Rank selection provides the best balance between efficiency and
convergence by retaining a degree of randomness that allowing a greater diversity of
fitness in the seeds. However, when the convergence flattens, it was found to be necessary
to introduce some seeds through random selection. Thus we have used a combination of
rank and random selection.

Since the GA optimization was performed in a massively parallel environment, it is
important to make sure that there is mutually beneficial interaction between the
populations evolving on the independent optimization tasks. For this purpose, a small set
of individuals is selected from the population through elitist selection. These individuals
are then communicated to another randomly chosen task. These are then added to its seeds
and used to produce the next generation. In exchange each task receives the elites from
another randomly chosen task to add to its own seeds as well. The peer pairs are chosen
differently for each exchange. This communication between the multiple populations was
found to aid efficiency and convergence greatly in comparison to letting them evolve
independently. Furthermore, the peer-to-peer exchange of elites used here was found to be
much better than a global broadcast or reduction of the elites. A global reduction was found
to perform poorly both in terms of efficiency, due to the cost of global communication
operations, and also to have poor convergence. The peer-to-peer exchange overcomes
these limitations.

Figure 10 shows the impact of the peer-to-peer exchange on the efficiency of the
optimization algorithm. The solution convergence is plotted as a function of run time for a
sample 2048 node task mapping problem for which the starting solution had a distance of
5.25. A parametric study was conducted by varying the frequency at which elites were
exchanged among peers. This is an important parameter because it affects the
computational efficiency of the optimization. Frequent exchanges cause lost computation
time due to the overhead of communications and synchronization. Hence it is not desirable
to have too frequent exchange among the peers. For reference, GA optimization was
conducted using 32,768 parallel tasks. Ideally, an individual with a favorable trait can be
propagated across all the tasks in 15 peer-to-peer exchanges. However, due to the
randomness involved in peer selection, this is only a lower bound. The results show the
convergence characteristics when the peer exchange frequency was once every 30s, 20s,
10s and 5s. Since the total wall clock time of the optimization was limited to 900s, the
corresponding numbers of peer exchanges were 30, 45, 90 and 180. It is seen that more
frequent exchange of peers leads to better convergence. There is a monotonic reduction in
the distance metric with decreasing interval between peer exchanges. It is also seen that
the actual improvement in solution was 0.5 distance units when comparing the case where
the exchange interval was 30s to where the exchange interval was 5s. Further studies are
required to determine the convergence of GA in such massively parallel environment and
determine the best communication strategy for the problems of interest. This will help in
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fully exploring the optimization algorithm parameters and also the computational
performance of the software implementation if the time to solution is to be reduced from
minutes to seconds.

7 Conclusions and Future work

The results presented in this paper provide evidence of the variability and degradation of
performance on massively parallel computer systems using performance data from two
scientific applications on the Titan supercomputer. A correlation between the task
placement and performance variability was demonstrated. A GA based optimization
technique was then used to improve upon the mapping to minimize the inter-task distance
metric. Since the application’s communication topology is provided as an input to the
optimization algorithm, it is able to provide a better task mapping than the naive ordering
provided by the system scheduler. The impact of an optimized task ordering was
demonstrated through application benchmarks. It is seen that the task reordering
improved the performance of S3D by 20% and LAMMPS by 10%, on average. Furthermore,
it also reduced the variability in performance observed, especially at larger node counts.
The results show the importance of task mapping in reducing performance variability in
scientific applications on shared facilities.

The paper also showed that the observed performance correlates well with some mapping
quality metrics better than others. A L1 norm of the inter-node distance on the torus was
found to give the best correlation to the observed performance. The distance metric can be
augmented with micro-benchmarks to include the dynamic status and traffic on the
network. However, any improvement obtained based on the dynamic information would be
short lived and will require periodic updates to the mapping as the system status and
utilization changes. The current optimization technique requires 15 minutes of wall-clock
time, which is negligible for a 24-hour job. However, a periodic reordering, say every 30
minutes, will require the optimization to be completed in under a minute and will benefit
from a hybrid approach using multiple techniques. This is a potential future study that
requires comparing multiple solution approaches for the task mapping problem, including
a comparison of different optimization techniques such as simulated annealing, GRASP and
ant colony optimization and a hybrid combination of these techniques. With an efficient
optimization algorithm, there is the potential to obtain a solution in a matter of seconds
instead of minutes. Together with instrumentation for runtime network and system
characteristics, it is possible to extend the task mapping technique to be adaptive and
dynamically migrate the tasks during execution to minimize variability and improve
performance.
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Table 1 Job sizes and frequency

Job size Number of jobs
(nodes)
512 42 42
2048 26
3780 40 99
4096 33
7560 16
8192 12 28

Table 2 Performance improvement due to reordering

Application Min Avg Max
S3D -6% 20% 50%
LAMMPS -16% 12% 36%

Table 3 Comparison of best case performance (DIWS) before and after reordering

L 2048, 3780, 7560, 8192
Application 512 nodes 4096 nodes nodes
$3D before 8% 23% 43%
after 1% 12% 31%
before 13% 19% 16%
LAMMPS
after 13% 19% 15%




( Compute node \
NVIDIA K20x GPU

[

16-core
AMD Opteron
CPU

- J

+X

Gemini
Router

[ Compute node \
NVIDIA K20x GPU

[

16-core
AMD Opteron
CPU

- J

+Y

+Z

Figure 1 Titan Heterogeneous compute node and network architecture



\//
A
<
//

_~
/‘ s
—
Z
/
< \/
Im:Y <A

_—

X

Figure 2 Schematic of the Basic Building Block (BBB) node ordering scheme used on Titan
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Figure 3 Histogram of S3D and LAMMPS performance variability at various node counts
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Figure 4 Correlation of S3D and LAMMPS observed performance with the distance L1-metric
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Figure 6 Average reduction in distance L1-metric achieved through reordering as a function of time since the start of GA
parallel optimization
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Figure 7 Histogram of distance distribution before and after reordering through GA optimization
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Figure 8 S3D and LAMMPS performance gain versus the original performance before optimization and reordering
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Figure 9 Histogram of S3D and LAMMPS performance variability at various node counts after reordering through GA
optimization
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Figure 10 Best distance L1 metric as a function of time since start of the GA parallel optimization for a sample 2048 node task

mapping problem. A parametric study was conducted by varying the frequency of exchanging elites among the parallel GA
instances from once every 5s to every 30s.
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