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1. Executive Summary 

 
In this project, we have developed the use of thin-film magnetic materials to improve in energy 

efficiency of digital computing applications by enabling integrated dc-dc power conversion and 
management with on-chip power inductors.  Integrated voltage regulators also enables fine-grained power 
management, by providing dynamic scaling of the supply voltage in concert with the clock frequency of 
synchronous logic to throttle power consumption at periods of low computational demand. The voltage 
converter generates lower output voltages during periods of low computational performance requirements 
and higher output voltages during periods of high computational performance requirements.  
Implementation of integrated power conversion requires high-capacity energy storage devices, which are 
generally not available in traditional semiconductor processes. We achieve this with integration of thin-
film magnetic materials into a conventional complementary metal-oxide-semiconductor (CMOS) process 
for high-quality on-chip power inductors.  

This project includes a body of work conducted to develop integrated switch-mode voltage regulators 
with thin-film magnetic power inductors. Soft-magnetic materials and inductor topologies are selected 
and optimized, with intent to maximize efficiency and current density of the integrated regulators.  A 
custom integrated circuit (IC) is designed and fabricated in 45-nm CMOS silicon-on-insulator (SOI) to 
provide the control system and power-train necessary to drive the power inductors, in addition to 
providing a digital load for the converter. A silicon interposer is designed and fabricated in collaboration 
with IBM Research to integrate custom power inductors by chip stacking with the 45-nm CMOS 
integrated circuit, enabling power conversion with current density greater than 10A/mm2.  The concepts 
and designs developed from this work enable significant improvements in performance-per-watt of future 
microprocessors in servers, desktops, and mobile devices. 

These new approaches to scaled voltage regulation for computing devices also promise significant 
impact on electricity consumption in the United States and abroad by improving the efficiency of all 
computational platforms.  In 2006, servers and datacenters in the United States consumed an estimated 61 
billion kWh or about 1.5% of the nation's total energy consumption [3]. Federal Government servers and 
data centers alone accounted for about 10 billion kWh, for a total annual energy cost of about $450 
million [3]. Based upon market growth and efficiency trends, estimates place current server and 
datacenter power consumption at nearly 85 billion kWh in the US and at almost 280 billion kWh 
worldwide [4].  Similar estimates place national desktop, mobile and portable computing at 80 billion 
kWh combined [5]. While national electricity utilization for computation amounts to only 4% of current 
usage, it is growing at a rate of about 10% a year with volume servers representing one of the largest 
growth segments due to the increasing utilization of cloud-based services.  The percentage of power that 
is consumed by the processor in a server varies but can be as much as 30% of the total power utilization, 
with an additional 50% associated with heat removal [3].  The approaches considered here should allow 
energy efficiency gains as high as 30% in processors for all computing platforms, from high-end servers 
to smart phones, resulting in a direct annual energy savings of almost 15 billion kWh nationally, and 50 
billion kWh globally.  

The work developed here is being commercialized by the start-up venture, Ferric Semiconductor, 
which has already secured two Phase I SBIR grants to bring these technologies to the marketplace.   

 
2. Introduction and Background 

 
At the center of all modern computers is an integrated circuit (IC) microprocessor. Over the last 40 

years, transistor scaling and massive investment in semiconductor manufacturing (primarily in the US) 
has resulting in dramatically more computation power for the same energy dissipation.  This scaling of 
processor power has been largely responsible for the proliferation of mobile computing devices (e.g. 
smart-phones and laptops), as well as the drastic performance improvements realized in desktop and 
server computers.  With the end of transistor scaling, future improvements in computation efficiency 
(performance-per-Watt) are requiring workload parallelism with increasing degrees of workload 
variability on individual processor cores.   Early efficiency improvements, such as clock and power 
gating, focused on reducing wasted current. Unfortunately, efficiency improvements from clock gating 
have practically been exhausted in commercial processors, and benefits from power gating are stifled by 
its high architectural overhead as all digital state must be saved when a processor core enters a power 
gated mode [6]. 



 
Further efficiency improvements come from more complex management of energy-delay tradeoffs 

with aggressive and dynamic scaling of supply voltages. Industry consensus is that near optimal 
performance-per-watt could be achieved with a system-level technique that allows fine-tuned control of a 
processor's supply voltage and clock frequency in accordance with changing demands for computational 
throughput, a technique known as dynamic voltage and frequency scaling (DVFS).  Advanced modeling 
has shown that an effective DVFS implementation could reduce processor operating power by up to 20% 
for some workloads [7], however, it requires voltage scaling to be conducted with spatial and temporal 
resolution that is only possible with an in-package or on-chip voltage regulator approach.  This 
technology is currently not available, primarily because the required energy-storage devices, inductors, 
are not available in a form factor that can be integrated into an IC or its package.  

Currently, power is delivered to the processor from a voltage regulator (VR) that resides on the 
motherboard (MB) in the area surrounding the processor as shown in Fig. 1. This VR typically receives 
12V DC and down-converts to a supply voltage level that is required for proper operation of the 
processor.  Unfortunately, a single VR requires a large amount of board area as illustrated in Fig. 2 and 
requires several microseconds to dynamically scale the supply voltage, which is inadequate for effective 
implementation of DVFS where workloads can change within tens of nanoseconds.  Around 40% of high 
performance MB space is occupied by VRs, and the highest efficiency of the best VRs is typically below 
80% [8]. Even in mobile applications where space is a premium, VRs consume greater than 20% of 
motherboard area available for ICs as shown in Fig. 3, while greater than 30% of total device volume is 
associated with power when considering the battery. Furthermore, implementing multiple independently 
scalable supply voltages with VRs requires even more board area and the partitioning of package 

resources, which degrades the quality of the power delivery network (PDN) and consequently increases 
I2R losses and transient voltage droop. 

I2R losses in the power distribution network (PDN) are significant when highly scaled voltages are 
delivered from the board.  In a typical PDN for an Intel microprocessor (Fig. 4) [9], a resistance from the 
VR to the processor’s package of 0.7 mΩ dissipates 7 W of power for 100 W load at 1 V.  In addition, 
VRs require power-supply margins that degrade energy efficiency. The high-frequency impedance of the 
PDN limits the VR’s ability to suppress voltage overshoot in the event of load-current transients; 
consequently, modern VR specifications stipulate that the supply voltage follow a load-line commonly 
given as vOUT = VZL – RLLiO, where vOUT is the processor supply voltage, VZL is the desired vOUT at zero 
load, RLL is the desired load-line resistance, and iO is the load current. 

 
Figure 1. Illustration of typical voltage regulator the resides on the mother board to power digital processors 

Figure 2. Typical high performance mother board (MB) with 
voltage regulators (VR) occupying ~40% of board area. 

 
Figure 3.  Image of the motherboard for an iPhone 
3GS, where voltage regulators and power control 
circuitry is outlined.  Greater than 20% of board area 
available for ICs is consumed by power regulation 
circuitry. 



 

Implementation of load-line control reduces the VR size and cost required to maintain the output 
voltage within the allowed tolerance during load transients. However, when the system is not operating at 
maximum power consumption, the load-line is a source of inefficiency as vOUT will be greater than the 
minimum supply voltage, VMIN = VZL-RLLIO,MAX, where IO,MAX is the maximum load current. The wasted 
power will be PLL=iORLL(IO,MAX-iO). For a typical value for RLL of 1 mΩ [9], a processor with IO,MAX of 100 
A operating at 50 A and 1 V will waste 2.5 W in the load-line implementation.  If the PDN impedance 
were smaller, the value of RLL and hence the load-line inefficiency could be reduced.  

 
3. Problem and Opportunity 

 
While the area and efficiency benefits of increased VR integration are clear, efforts to realize these 

benefits have been hampered by difficulty in scaling inductors. The fundamental operation of switched-
mode power conversion is a periodic storing of energy into some reservoir and subsequent delivery of this 
energy at a converted voltage level.  In buck converters, the inductor serves as this reservoir and the value 
of these inductors determines the total amount of energy that can be stored in a switching period. Higher 
switching frequencies allow lower inductor values. Recent work has demonstrated that switching 
frequencies in excess of 100 MHz can be used in cutting-edge CMOS processes while still achieving 
efficiencies approaching 90% [10-13].  However, to achieve efficiencies greater than 90%, switching 
frequencies are still limited to ~100MHz as shown in Fig. 5, which consequently requires inductance 
values greater than tens of nano-Henries.  Fig. 5 shows ideal efficiency (in the absence of inductor losses) 
for all of the different transistor variants in the IBM CMOS7HV process, a candidate 0.18-m technology 
for IVRs. These inductance values are already ~100 less than those typically used for board level VRs, 
but integration of even 10nH still poses a significant challenge.  Spiral inductors or other topologies that 
can be integrated into the back-end-of-line (BEOL) of a typical CMOS process are too resistive to provide 
efficient on-chip power conversion at reasonable current densities [14].  Surface mount technology (SMT) 
air-core inductors offer improved quality, but their aspect ratio makes them rather cumbersome, only 
delivering ~50nH/mm3 [15], which limits integrated power delivery to coarse power domains [10-13].  

 
Figure 4. Diagram of power distribution network from voltage regulator (VR) to processor package according to Intel's 
VRD11.1 specification 

 
Figure 5.  Peak buck converter efficiency as a function of switching frequency for various transistors and device 
configurations in 180nm and 90nm technologies.



 
The inclusion of magnetic materials is a promising approach to improve inductance density. Placing a 

high permeability material in the path of the inductor's magnetic flux reduces magnetic reluctance and 
consequently increases inductance. Unfortunately, the response of a high permeability magnetic material 
saturates in the presence of large DC currents.  At the same time, eddy currents and domain motion can 
introduce additional sources of inductor loss.  As a result, designers are forced to trade-off material 
permeability for a practical saturation current and low hysteretic losses, which subsequently results in 
relatively poor inductance density [16-18].  The size of the resultant devices typically requires the use of 
isotropic magnetic materials such as ferrites or magnetically impregnated epoxies, which can be applied 
with non-planar processing techniques.   These materials, however, offer reduced permeability and 
saturation magnetization and increased coercivity relative to thin-film magnetic materials.  The highest 
level of VR integration commercially available uses magnetic inductors of this kind in stand-alone power 
supplies in package (PSIP).  The Enperion EN5396 achieves the highest current density on the market 
today at 40mA/mm3, but the power density of this part and other PSIPs is limited by the bulky inductors 
[1, 2], as shown in Figs. 6 and 7. 

 
4. Results and Discussion 
 
This project to develop integrated voltage converter is divided into two main technical efforts –

development of thin-film inductor technology and development of DC-DC converters based on these 
inductors.   We describe each of these aspects in separate sections below. 

 
4.1    Thin-film magnetic power inductors 
 
 
The principal roadblock for implementation of switched-inductor integrated voltage reg- ulators 

(IVRs)  is integration of the power inductors.  The past 50 years have  seen the integration and scaling 
of several electronic circuit elements; transistors, capacitors, and  resistors. However, the integration of 
high-quality inductors has been especially challenging, primarily  because inductance values are inversely 

proportional to device area, and hence inductors do not scale well. 
Planar spiral or other inductor topologies that can be constructed using the inter- connects of a 

typical  CMOS process  are too resistive  to provide efficient  on-chip power conversion at reasonable 
current densities [19]. The efficient use of surface mount technology (SMT) air-core inductors, which can 

provide a current density up to   1.7 A/mm2, has been successfully demonstrated [10, 12, 20, 21]. However, 
the size and discrete nature of these devices hinders the scalability of any IVR  incorporating discrete 
SMT inductors.  Fortunately, advances have recently been made in the development of integrated 
magnetic-core power inductors that are highly scalable and capable of delivering current densities as 

high as 8 A/mm2 [22, 23] . These inductors have been included in IVR  prototypes by on-chip 
integration and chip stacking. 

On-chip inductors bring about a new set of challenges and opportunities not found in their discrete 
board-level counterparts. Their small size forces the use of a higher frequency converter and the adoption of 
materials that will operate at these frequencies.  Their dimensional constraints compel the use of thin film 

 
Figure 6.  Power supplies in package (PSIP) encompass 
the power-conversion and control silicon along with the 
inductor and other passives; the power inductor dominates 
the module space. The parts labeled A indicate silicon; B 
indicates magnetics; and C indicates capacitors, resistors, 
and diodes [1, 2]. 

 
Figure 7.  Enperion’s EN5364 represents the highest 
level of buck converter integration commercially 
available, yet the current density of this product line is 
only 40mA/mm3, with a height of 2mm that precludes 
integration in a processor's package [1, 2]. 



 
deposition techniques, which may restrict the types of materials that can be used. Micro-magnetic  properties, 
such as magnetic  anisotropy and domain structure, have to be precisely controlled to achieve good magnetic 
performance. Most importantly,  fabrication challenges have to be solved,  such as alignment/overlay and 
patterning, and overcoming the effects of film stress  in, and poor adhesion of, relatively thick films. 
Thanks to the recent development of spin electronics, magnetic materials are becoming accepted by 
semiconductor industries, which is timely for developing magnetic inductors. In addition, the thin film 
recording head industry has accumulated a wealth of knowledge and experience relating to the deposition 
of soft magnetic materials and head fabrication, much of which can be borrowed for building on-chip 
inductors. 

 
4.1.1.    Inductor  Figures of Merit 
 
In buck converters, the inductor serves  as an energy reservoir, where electrical energy is periodically 

stored in a magnetic field and subsequently  released to the  load at a lower electrical potential.  Based 
upon this simple explanation, the significant  figures of merit for a candidate power inductor are the 
quality and density of energy storage, i.e. inductor quality factor and inductance density. These figures of 
merit have commonly been used to judge potential power inductor technologies [24] . 

Unfortunately, using inductance density and quality factor as stand-alone  figures of merit obscures 
important limitations and capabilities of some candidate inductor technologies. Specifically, inductance 
density ignores the issue of magnetic saturation that can occur in magnetic core inductors carrying large DC 
currents. For example, an inductor topology may achieve a high inductance density by incorporating a 
large number of turns, however the saturation current, ISAT, for such a device would likely be low, 
substantially reducing its viability  for use in a power converter. Maximum energy density, EDNS, may be 
suggested as an alternative benchmark to inductance density, where L is self inductance and A is the total 
area of a single inductor. 
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Unfortunately,  EDN S  as  a figure of merit  is not suitable  for comparing coupled inductor 
topologies where power is not only stored in the device but is also transformed through the magnetic 
coupling, and consequently,  the maximum energy delivered to the load during a switching period, TSW , 
can be larger than the maximum energy storage of the inductor. 

Likewise, quality factor is an inadequate indicator of the potential efficiency that can be achieved with 
a candidate power inductor because it overlooks the broadband nature of the inductor current during 
operation in a switching regulator. The spectral content of an inductors current will have strong 
components not only at the switching frequency, fSW, but also at DC and potentially at harmonics of fSW  
for the case of coupled inductors. 

For the purposes of comparing candidate inductor topologies for IVRs, we propose the 
complementary figures of merit, maximum current density, IDNS, and effective inductor efficiency, γL,EFF .  
IDN S  can be determined as the maximum average inductor current, IL,MAX, divided by the area of the 
inductor.  The maximum average  inductor current, IL,MAX is a function of the inductor saturation 
current and the worst-case inductor current ripple, IL , P-P  
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For the case  of air-core inductors, ISAT   should be the peak inductor current  as limited by 
electromigration or heat. Thus the maximum current density is 

஽ேௌܫ ൌ
௅,ெ஺௑ܫ
ܣ

 

Determination of ∆IL,P −P will vary with inductor topology; for the case of uncoupled inductors ∆IL,P-P 
is given by 
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where VIN is the converter input voltage and D is the converter duty cycle [25] and should be chosen as 0.5 
for a worst-case current ripple. 

The effective inductor efficiency γL,EF F   should be determined as a ratio between power delivered to 
the load, and the power input to the inductors. The major loss contributors in inductors are DC and high-
frequency resistive losses, which account for winding resistance, winding and core eddy currents and 
magnetic hysteresis. Thus γL,EF F   can be generalized to 
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where RDC  is the DC inductor resistance, Rf sw  is the inductor resistance at fSW and VOU T  is the IVR 
output voltage. The rms power of the current waveform is approximated as that of a triangle wave with 
peak-to-peak current ripple of ∆IL,P −P . 

Within these  two  figures of merit,  VI N , TSW  and VOU T   remain as free variables that are independent 
of the power inductors yet have an influence over their performance according to IDN S and γL,EF F . 
Typical values for these parameters are VI N  = 2V , TSW  = 100M H z and VOUT = 1V , which is 
representative  of recent  works on switched-inductor IVR to date[12, 22, 26-29]. For an ideal comparison 
between various inductor options, one would generate curves that illustrate the trade-off between IDN S and 
γL,EF F  at various operating points, unfortunately the information required to generate such curves was not 
available for the comparison shown in Fig. 8, and thus single operating points are selected. 

 
4.1.2.    Magnetic   Clad  Power  Inductors  for  Integrated  Power 
 
Conversion. This section describes the design and fabrication of thin-film  magnetic-clad on-chip 

in- ductors with electroplated Ni45Fe55  magnetic yokes.  Fig. 9 shows a schematic of the magnetic-clad 
inductors, which have an elongated spiral topology. Similar structures have been reported to show high 
inductance density and quality factor at relatively high frequencies [30] . The inductors were designed 

 

 
Figure 8.  Graph of maximum current density and effective inductor efficiency for notable works on 
integrated power inductors.   

 



 
with a variety of yoke geometries and included both single-turn and multi-turn  coil designs. Each 
magnetic inductor contained an electroplated copper coil enclosed by the electroplated Ni45Fe55  yokes; 
air-core inductors were also fabricated. The Ni45Fe55  material was chosen for its relatively high magnetic 
moment, high anisotropy field, and relatively high electrical resistivity; it was first introduced into thin 
film heads by IBM  in 1997[31], and it was also recently employed in on-chip inductors [32, 33]. 
Measurements of the magnetic properties of the electroplated yoke materials will be described, including 
high frequency permeability measurements. Aspects of the design and fabrication of the inductors will be 
discussed.  Finally, the performance of various fabricated inductors will be described. 

 
Fabrication of magnetic-clad power inductors. The inductors were fabricated on 200 mm silicon 

wafers in the Materials Research Labora- tory (MRL) at the T.J. Watson Research Center. The bottom 
and top inductor yokes were electroplated galvanostatically in a paddle cell. The details of the bath 
composition and the plating process were described in Ref. [34]. In contrast to earlier work, which claimed 
that pulse plating is essential to achieve the desired plating thickness and compositional uniformity, 
simple DC plating was found to work well by employing judicious device design; a deposition rate of 
160nm/min was obtained. Physical vapor deposited (PVD)  Ni20Fe80 films, 65 nm thick, were used as 
the electroplating seedlayers; a bias magnetic field was applied during seedlayer deposition to produce 
magnetic anisotropy. The magnetic yokes were plated through photoresist-defined molds (thru-mask 
plating method). This method gave smooth yoke edges, edge smoothness  being important to avoid the 
nucleation of magnetic domains and pinning of domain walls. To ensure good yoke deposit thickness and 
composition uniformity,  the field around the yokes was also plated up at the same time as the yokes, a 
thin resist frame separating both plated regions. During plating, a DC magnetic field was applied along 
the longest yoke axis to define the magnetic anisotropy of the yokes. The presence of the field material 
ensures continuous magnetic flux across the whole 200 mm wafer, which is critical for obtaining good 
magnetic anisotropy. 

After yoke plating, resist mask stripping, and plated field and seedlayer etching, a bilayer of PECVD 
SiNx  and TEOS dielectric (which were a little  more than 1 µm in total thickness)  was used to 
encapsulate the yokes. After bottom yoke fabrication, the magnetic virtcle interconnect accesses (VIA)s, 
where the top and bottom yokes contact, were opened by reactive ion etching (RIE). Following plating 
seedlayer deposition, cooper coils were electroplated through resist masks to a thickness of about 5 µm.  
After resist mask and seedlayer removal, 6 µm-thick photoresist (AZ Electronics P4620) was used to 

encapsulate the coils. After patterning, the photoresist was briefly reflowed at 120◦  C to give sloped 
side-walls, ensuring that the top yokes gradually extended to the magnetic VIA,  avoiding forming an 

abrupt angle, which could saturate or pin domain walls. Finally, the photoresist was hard-baked at ca. 200◦ 

C for 2h to form a rigid encapsulant. The hard-baked photoresist structures exhibited smooth and partially 
planar surfaces in advance of top yoke plating. 

After top yoke fabrication and encapsulation by a bilayer of PECVD SiNxand TEOS, inductor 
fabrication was concluded by opening the electrical contacts (Cu pads) using RIE. Fig. 10 shows cross-
sections of a single-turn inductor and a magnetic VIA, while Fig. 11 shows pictures of typical inductors. 
It can be seen that the yokes are uniform in thickness across the whole device, including the sloped 
hardbaked resist regions near the VIAs.  

Electrical Performance of magnetic clad power inductors. The DC resistances of the inductors on 
a whole (200 mm) wafer were screened by an auto- matic 4-point probe system. Fig. 12 shows a histogram 
of the DC resistance distribution for a 1mm-long, 2-turn inductor for all 45 chips on the 200 mm wafer; 
DC resistances were 0.158 Ω, with a standard deviation of 0.057 Ω. 

The small-signal impedances of the inductors were measured  as a function of frequency using an 
Agilent 8753ES network analyzer with GGB Industries ground-signal microwave probes.  Fig. 13 shows 
the inductance data for 2-turn-coil inductors with yoke thicknesses of 1.0 µm and 1.5 µm, respectively, 
both inductors having the same yoke length of 1.25 mm.  For comparison, the data for air-core inductors 
with  identical coils is also shown. By introducing magnetic materials, it can be seen that the low 
frequency inductances were enhanced by 4x and 6x for the 1.0µm and 1.5µm yoke thicknesses, respectively.  

As the frequency increased from 10 to 20 MHz, the inductance of the inductors with thicker yokes 
began to roll- off due to increasing eddy current and skin effects. The rapid increase in eddy current loss 
resulted in a quality factor maximum of 3 being observed only (Fig.  13). The onset of roll-off occurred 



 
at much lower frequency in the case of the inductors, which suggests differences in Ni45Fe55  properties 
when in yoke form. These changes are potentially caused by shape and stress effects, and possibly also by the 
fabrication conditions. The inductance continued rolling off as the frequency increased, the rate of 
inductance  decrease slowing down before the onset of the self-resonant region; finally, the inductance 
rapidly decreased to zero. 

Both the inductance density (130 nH/mm2) and quality factor are lower than the maximum values 

(1700 nH/  mm2  and Q = 7) reported for similar on-chip inductors with physical vapor deposited 
magnetic materials,  such as Co-Zr-Ta [18, 74]. This difference in performance may be due not only to the 
relatively low resistivity of Ni45Fe55  (giving a low Q value), but also to the effects of 
magnetostriction in the Ni45Fe55  material, which may significantly lower the effective device 
permeability, and thus the inductance density. 

Figs. 14(a) and 14(b) show the performance of 2-turn inductors with different yoke lengths, whose 
yoke  thicknesses  are 1.0 and 1.5µm, respectively.  For both sets of inductors, the inductors with shortest 
yoke lengths (250 µm) showed marginal enhancement of inductance, and, thus, they behaved like air core 
inductors. This may be caused by the close proximity  of the domains formed at the ends of the yokes.  
These closure domains will not be responsive to excitation when the inductors operate at low currents; 
hence no obvious inductance improvements  were observed. The inductors with longer yokes, on the other 
hand, all had inductance larger than that of air core inductors, and the low frequency inductance increased 
linearly with  yoke length. 

Fig. 15  shows the measured data for inductors with  different  numbers of coil turns.  The yokes in 
these inductors are 1.5 µm thick and 1 mm long, and contain a coil of width 40 µm.  The low 
frequency inductance of the 6-turn inductor reached a value of 125 nH. In addition, as the number of coil 
turns increased, the self-resonant frequencies of the inductors decreased from 40 GHz to 200 MHz.  This 
may be caused by the increased capacitances associated with the Cu coils, for example, the capacitance 
between the turns of the coils, between coils and substrate, and between the coils and yokes. A complete 
model is required to calculate the total capacitance, which will not be discussed here. 

Air gaps are often introduced into magnetic circuits in order to store more energy, control 
inductance, and to prevent the magnetic materials from saturating [35]. Fig. 16 shows results for inductors 
with and without gaps at the magnetic VIA.  The gaps, which are filled with TEOS plus a thin layer of 
SiNx  as described  earlier, have a thickness of  1.2 µm. Two 2-turn inductors were studied, which had 
yoke lengths of 500 and 1000 µm, respectively. By introducing the gaps, the low frequency inductance 
decreased only about 7% due to the low reluctance  of the air gap (large area and short length); 
however, at high frequency, the inductors with air gaps exhibited lower resistance, which lead to higher 
roll-off frequencies and larger quality factors. 

One way to control eddy current in the magnetic materials is to pattern transverse slots into the 
yokes [ 3 6 ] .  Fig. 17 shows the behavior of 2-turn inductors with  such segmented yokes.   The 
inductors had the same coil size, yoke thickness, and total  yoke length. The slots had the same width of 
10 µm, but the number of slots per yoke varied so that the width of each magnetic segment was 30 µm in 
the case of one yoke, and 10 µm in the case of the other. The slots were introduced at the same location in 
both bottom and top yokes so that each yoke segment completely enclosed the coils. The results indicate that 
both segmented devices behaved similarly to each other, but were significantly different  from the 
inductors without  segmented yokes.   Similar to the inductors with  short yokes,  the inductors with  
segmented  yokes showed no obvious enhancement of the inductance compared with air core inductors.  
The slots changed the shape anisotropy of each segment, so that the easy-axis defined during plating was 
forced to be perpendicular to the long axis of the segment. Therefore, closure magnetic domain 
structures were easily formed in the segment structure as shown in the picture (inset of Fig. 17). These 
closure domains will not respond to small signal input power, and, thus, only a small enhancement of the 
inductance  was measured. 

 
 
4.1.3.    Magnetic   Core  Power  Inductors  for  Integrated  Power Conversion 
 
 
This section describes the design and fabrication of thin-film  magnetic-core  on-chip inductors as 

shown in Fig.18.  The device  resembles that  from [37, 38], as the geometry  is similar to a ladder, 



 
where each of the rungs is a solenoid inductor that is coupled through the stringers of the ladder.  In the 
proposed device, many laminations of anisotropic Co91.5Zr4.0Ta4.5 (CZT) compose the core where the 
orientation of anisotropy is rotated between successive pairs of laminations to produce an effectively 
isotropic core.  An example of the magnetic laminations is shown in a SEM image in Fig. 1 9  where an 
insulating bi-layer of SiO2 and Ta separates magnetic laminations; the SiO2 layer suppresses eddy 
currents while the Ta helps to smooth roughness in the sputtered SiO2 layer. Coupling between inductors 
is employed to avoid magnetic saturation and improve converter transient response.  This inductor 
topology differs from previous works in that the core is pla- nar and the magnetic lamination thickness and 
spacing is optimized to avoid the formation of domain walls as well as eddy currents, which can increase 
losses at high frequency. 

Measurements of the magnetic properties of the electroplated yoke materials will be described, 
including high frequency permeability measurements. Aspects of the design and fabrication of the 
inductors will be discussed. Finally, the performance of various fabricated inductors will be described. 

Fabrication  of Magnetic Core Power Inductors. The inductor fabrication is composed of four 
major deposition steps; the sequential deposi- tion of the bottom copper windings, magnetic core, copper 
VIAs and top copper windings, with several depositions of thin films for insulating, adhesion or seeding 
interspersed.  The three layers of the Cu windings metallization were fabricated around the magnetic 
core. The bottom Cu windings layer will henceforth  be referred to as M1, the Cu windings VIA layer as 
V1, the top Cu windings layer as M2, and the  laminated magnetic core as C1. Cu was chosen for the 
windings due to its low resistivity and ability  to be planarized in a Damascene process. 

The substrate used for the inductor structure was a 1-µm thermally grown SiO2 layer on Si. The 
substrate was cleaned and subsequently subjected to a dehydration bake. To form M1, MicroChem SU-8 
photoresist was spun on the substrate, patterned VIA  contact photolithography, developed, and hard 
baked to create 5-µm deep trenches. Next, a Ta adhesion layer and a Cu seed layer were sputter deposited 
followed by electrodeposition of 5.5-µm Cu to overfill the trenches. The electroplated Cu was then 
planarized in a G&P Poli-400 chemical-mechanical polishing (CMP) tool to remove the Ta and Cu on 
the SU-8 and leave 5 microns of Cu in the trenches. Another SU-8 layer was spun on, patterned, and hard 
baked to provide electrical isolation between the M1 and C1 layers and open up the VIAs for V1. 

Fabrication of the C1 layer proved more difficult due to the multiple material systems present  in the 
laminations of the core.  The non-existence of a wet etch chemistry that effectively removes  Ta,  CZT,  
and SiO2 in a 4- to 5-µm thick  film  led to the use of a lift-off  process  to fabricate C1.  The lift-
off  process consisted  of spinning on the lift-off resist MicroChem LOR 30B followed by a soft bake.  
Next, the imaging resist Shipley Microposit S1811 was spun on and soft baked.  This bilayer resist 
stack was patterned and developed to open up the core feature. Due to LOR 30B being dissolved faster 
than S1811 in the developer, an undercut forms in the lift-off  resist.  The magnetic core was sputter 
deposited under a magnetic bias in the system described previously. Due to the limitations of the spin 
speed and resultant thickness of LOR 30B, the total thickness of the fabricated core cannot exceed 4.1-µm. 
The lift-off process is completed by immersing the sample in a solvent to dissolve the LOR and photoresist, 
subsequently causing the unwanted magnetic core material to lift-off of the substrate. The undercut in the 
lift-off resist causes an undesirably sloped sidewall profile along the openings and edges of C1 as shown in 
Fig. 20. Investigation into the implication of this sidewall profile on domain formation and orange 
peel coupling between magnetic layers is ongoing. 

The V1 and M2 layers are formed by repeating the same steps that were used to fabricate M1, except 
for the addition of a pre-clean step before the Ta (adhesion layer) and Cu (seed layer) sputter deposition 
steps. In a UHV chamber, the exposed Cu from the M1 and V1 layers are exposed to an Ar glow 
discharge to remove the native copper oxide. Electrical testing suggests that a large contact resistance is still 
forming at these interfaces, requiring a burn-in for the resistance to final be reduced. The completed 
devices is shown in Fig.  21. The thickness difference between C1 (4.1-µm) and V1 (5-µm) is purposely 
incorporated to create the electrical isolation layer of SU-8 between them.  

Instrumentation for In-situ  Rotation  of Magnetic Anisotropy. Well-defined magnetic anisotropy 
is a critical property for soft magnetic materials used in a wide range of applications, not only power 
management devices [39 ] , but also thin-film magnetic recording heads [40], magnetic random access 
memory [41][98] and on-chip magnetic field sensors [ 4 2 - 4 4 ] . As these applications continuously seek 
higher sensitivity, smaller device sizes,  and lower power dissipation, respectively, the magnetic thin  



 
films included require more nearly-ideal soft magnetic properties. Near-zero coercive field (HC ) and high 
magnetic permeability (χm)  along  particular axes of the devices are desirable. 

To induce uniaxial or unidirectional anisotropy in an alloy ferromagnetic thin film, either amorphous 
or polycrystalline, deposition or postannealing in the presence of a magnetic field is generally required[45]. 
Deposition in magnetic field saves a process step and is advantageous for multi-layer or device structures 
which are temperature-sensitive. The external magnetic field during sputtering is often applied by a 
permanent magnet assembly fixed to the sample stage, which rotates to ensure the uniformity  of the 
deposited (typically  sputtered) film [ 4 6 ] .  It is then  difficult,  if not impossible, to change the 
direction of anisotropy in different layers of a laminated structure without  breaking vacuum.  Raanaei et 
al.  [47]have rotated anisotropy in situ manually, with a wobble stick, by repositioning the sample on a 
permanent magnet plate. This approach is prohibitively cumbersome for structures with  more than one 
or two anisotropy rotations [ 4 8 ]  and could not easily be adapted for production.   A structure with  
variable anisotropy axes in successive films could be interesting for both fundamental and applied 
sciences; Zohar and Bailey [49] used orthogonal induced anisotropy in ferromagnetic (FM)/non-magnetic 
(NM)/ferromagnetic (FM)  structures to search for a hallmark of the spin pumping effect; in a device 
proposed by Frommberger et al. [50], it functions as the isotropic magnetic core of a toroidal thin-film 
inductor in on-chip DC-DC converters. 

Here, we describe a new technique to achieve the vector control of magnetic anisotropy in the layers of 
magnetic heterostructures. We apply an external magnetic field during sputtering using an ultrahigh 
vacuum (UHV)  compatible quadrupole electromagnet with two pairs of coils. The magnitude of the field 
can be adjusted easily through the amplitude of bipolar, sinusoidal currents running through the coils; the 
direction of the field is determined by the phase of the sinusoid. To ensure that the angle between the sample 
and the field is fixed for an individual layer during sputtering, rotation of the field direction is 
synchronized with the physical rotation of the sample.  This approach enables the integration of precise 
anisotropy control into automation of the sputtering process, making it possible to sputter complex 
multilayered magnetic structures with engineered anisotropy. 

The layout of our six-target UHV magnetron sputtering chamber with the in situ quadrupole 
electromagnet installed  is illustrated  in Fig. 22(a). Base pressure of the cryopumped chamber is 2 × 

10−9 Torr  without  baking.  During sputtering, the sample sits at the center point  of the chamber, 
facing down.  The targets are arranged at the bottom of the chamber in a fourfold symmetric manner, 

each inclining towards the focal point  at a 30 o  angle from the cylindrical axis, in a confocal sputter-
up geometry. The adatoms flux from an individual target will be slightly nonuniform across the surface 
of the substrate. To ensure the homogeneity of the sputtered film, physical rotation of the sample stage is 
necessary.  The rotation is controlled by the combination of a stepper motor and motor controller.  
While the electromagnet is fixed to a top flange of the chamber (using groove grabbers) and re- mains 
stationary, the magnetic field it generates can rotate by phasing sinusoidal currents through the coils of 
a quadrupole electromagnet (described in the following paragraphs). We use a National Instruments 
multiple IO data acquisition de-vice (NI6212, DAQ in Fig. 22(a) to communicate between the power 
supplies to the coils (PS1, PS2 in Fig. 22(a)) and the stepper motor controller (SMC in Fig. 22(a)), and 
synchronize the rotating magnetic field with the physical rotation of the sample. 

We use a Lin Engineering 5718M high torque stepper motor to rotate the sample. The motor is 
installed on top of the chamber via a 2 3/4”  conflat flange (CF) magnetically coupled rotary feedthrough 
(Thermionics FRMRE-275-38/MS-EDR), which is mounted on a linear translator with 2” of z travel 
(Thermionics Z-B275C-T275T-1.53-2). The sample stage is attached to the end of the motor shaft.  
The programmable Thermionics TMC1-C motor controller controls the step- per motor, at 800 steps per 
cycle with a designated angular speed. The motor controller has 11 user I/Os (digital or analog), and one of 
them is programmed to change the digital output level between high and low every 5 steps, sending out a 
square wave with 80 rising edges for each full rotation of the motor. This digital pulse train is sent to the 
PFI0 terminal (clk in DAQ, Fig. 22(a)) on the DAQ NI6212. The PFI0 terminal is a digital input 
channel used for the timer input.  The clock rate in NI6212 is therefore determined by the rotation speed 
of the sample stage; and for each rotation of the motor, 80 clock pulses occur. 

To implement field sputtering, we apply the external magnetic field using the electromagnet with a 
quadrupole silicon steel core (4% Si Fe, Scientific Alloys) and 2 pairs of coils (4 coils total), as specified  in 
Figs. 22(b) and 22 (c). Each coil has approximately 250 turns of 14 G Cu wire coated with polyamideimde 



 
(NEMA  MW 35-C, class 200). The electro- magnet assembly is suspended from the top of the chamber 
and is fixed as  an integrated part of the sputtering system. 

The center point O of the electromagnet  coincides with the sample stage, to form a uniform in-
plane magnetic field across the sample surface. The two  sets of coil pairs are connected to two 
identical Kepco bipolar operational power supplies (BOP 20-20M), respectively, via a 2 3/4”  CF 
electrical feedthrough,  as shown in Fig. 22(a). See items FE, PS1, PS2. The power supplies are controlled 
under voltage programming input mode, the input signals coming from the two analog output channels 
AO0 and AO1 of the DAQ NI6212, for coil pairs 1 and 2, respectively. Figure 4.18(c) shows the distribution 
of magnetic fluxes in the electromagnet core. Magnetic flux a is generated by the coils in P air 1, while 
flux b is generated by P air 2. The flux flowing through poles p2, p4 is thus a + b, and that through p1, p3 
is a − b. At the center point O, the magnetic field is therefore determined by the vector sum of a + b and 
a − b, as illustrated in Fig. 23(a). If the currents in the coils are alternating at a quasi-static (≤ 1 Hz) rate, 
we can assume that the fluxes follow the instantaneous currents. By applying currents in the form of 
sin(ωt + φ) × cos(ωt + φ), where  ω is the angular speed and φ is the initial  phase, and separating the 
currents in the two pairs of coils by a phase difference of π/4, we achieve a vector sum of constant norm 
rotating at the given angular speed, as shown  in Fig. 23(b). 

In terms of instrumentation, we define 80 evenly spaced sampling points on each of the two AC 
curves in Fig. 23 (b). These two sets of values are then written  to the analog output channels of NI6212, 
AO0, and AO1, at the clock rate, which is determined by the motor rotation  speed. Since there are 80 
sampling points for one period of the magnetic field rotation and 80 digital pulses for one rotation of 
the motor, the field rotates synchronously with  the sample. To change the angle between the sample 
reference axis and the magnetic field, it is sufficient to change the initial  phase φ of the ac current curve 
sin(ωt + φ) × cos(ωt + φ). This can be programmed  in a straightforward manner. 

To verify that  the magnetic field does rotate as programmed, we set the sample rotation speed to 
0.25 RPM and measured the field strength at point O in the x-direction using a LakeShore 421 Gauss 
probe, varying the voltage in- put amplitude to AO channels of NI6212. The measured field strength 
showed clear sinusoidal variation with a period of 4 s. The amplitude of the measured sinusoidal curves 
are shown in Fig. 24, which has a linear dependence on the amplitude of the AC voltage output of the 
power supplies. 

Design Optimization of Magnetic Core Power Inductors. A reluctance based analytical model 
has been derived. This model is effective at predicting the general behavior of the inductor currents and 
their coupled interactions but unfortunately, it does not produce usable solutions for key device 
parameters,  such as inductance and coupling coefficient, in terms of physical dimensions of the device. 
This makes analytically finding an optimum design point untenable. The model can, however, facilitate 
numerical design optimization. Unfortunately, for the case of thin film inductors, we found discrepancies 
in the inductor behavior in analytical MATLAB simulations versus finite element analysis (FEA)  
simulations. This is a result of poor analytical modeling of the reluctance for flux paths outside of the 
plane of the magnetic core, which are substantial in thin film inductors and can result in reduced 
coupling coefficient. 

With  our inability  to analytically optimize the inductor design, we have relied on iterative  
simulations in the FEA  simulator Maxwell for design optimization.   Fig.   25 shows a fabricated CZT 
core with significant design dimensions indicated. The rung width, WRU N G, rung space, SRU N G, rung 
length, LRU N G, and stringer width, WST RI N G, for the final design are 120µm, 50µm, 270µm and 

140µm respectively  so that the total device dimensions are 630µm × 550µm occupying 0.35mm2.  
Increasing WRU N G  will  reduce the reluctance for magnetic flux in the core at the expense of 
winding length, which would increase DC resistance. SRU N G  is desired to be as small as possible  in 
order to maximize coupling between adjacent inductors, however, this space must be large enough to 
accom- modate the winding VIAs which will be placed between the rungs. Reducing LRU N G  will 
reduce the magnetic path length and increase inductance at the expense of winding cross section, which 
will increase DC resistance. Increasing WST RI N G  will help to improve coupling between inductors, 
but with diminishing effect, while it consumes more total area and hence reduces current density. 

Electrical Performance of Magnetic Core Power Inductor. Simulations in the FEA solver 

Maxwell indicate a peak current density for the device of 11A/mm2  limited by magnetic saturation. 
Frequency domain simulation results are shown in Fig. 17, where the DC resistance is 90mΩ and the 



 
average Lself across the four phases at 100MHz is 16.5nH, with a coupling factor of  0.12 between each of the 
phases. The simulator includes eddy current losses in both the core and the windings along with estimated 
hysteretic losses, but does not consider more complicated effects such as domain motion. Simulated time 
domain waveforms of the inductor current ripple are shown in Fig.  28 where D=0.625. Coupling 
between the inductor phases reduces inductor current ripple and also keeps the peak flux density below 
1.2T, the saturation magnetization (Ms) of CZT. 

The inductors were built in an array of test sites on 12mm × 12mm coupons as shown in Fig.  26. Before 
taking electrical measurements, a burn-in process was performed on the completed four-turn  coupled 
inductors to destroy any copper oxide that remained at the M1/V1  and V1/M2  interfaces. A native 
copper oxide layer formed at these junctions when the Cu windings were exposed to ambient atmosphere 
before the adhesion and seed layer depositions. The Ar plasma etch employed before these depositions  was 
ineffective as indicated by a high initial  resistance across the windings. For the process, a voltage of 10 V 
was applied across the Cu windings of each inductor with a current limit of 0.5 A for 5 minutes. A 
significant reduction in resistance was typically observed within  the first two minutes, after which the 
coil resistance stabilized. 

Electrical measurements showed a DC resistance for the 5-µm thick Cu windings of  0.48 Ω, which 
is 4× higher than the expected value of 0.12 Ω.  The higher resistance is attributed to the copper oxide 
at the M1/V1  and V1/M2  interfaces that remained after the burn-in process described above. The high 
frequency performance of the inductors was measured on an Agilent N5230A Network Analyzer, with 
Cascade Microtech Infinity 40 Ghz Dual Line GSGSG probes on 100µm pitch.  Fig. 29 shows the 
frequency  response of the inductance and resistance measured for a single inductor with a measured self-
inductance of 7.4 nH sustained up to 100 MHz and roll-off to half this low-frequency value at  450 MHz. 

This measured inductance is more than 65× higher than what would be calculated from an air-core 

inductor of equivalent geometry and results in an inductance density of 82 nH/mm2 for our inductor 
dimensions. The inductor resistance is  400mΩ, which is approximately 4× higher than the expected 
value, this higher resistance is attributed  to a high contact resistance at the interface of V1 with  M1 
and M2, we believe that  a continued process development on the fabrication of these VIAs will result in 
a 4× reduction in total winding resistance. Measuring the coupling effect of the four solenoid inductors 
was not possible due to the low yield of completely fabricated Cu windings for the four sets of inductors 
on one device. 

 
 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 9.  Schematic of the thin-film magnetic clad on-chip inductors. 



 
 
 
 
 
 
 
 
 
 

 
 
Figure 10.  SEM cross-sections of the fabricated on-chip magnetic inductors.. 



 
 
 
 
 
 

 
 
Figure 11. Pictures of typical fabricated on-chip magnetic inductors.. 
 
 



 
 
 
 
 
 
 
 

 
 
Figure 12. Histogram of DC resistances measured for a 1 mm-long, 2-turn type inductor for all 

chips on a 200 mm wafer. 



 
 
 
 
 
 
 
 

 
 
Figure 13. Measurements of two-turn-coil inductors with yoke thickness of 1.0 um and1.5 um, 

respectively. For comparison, the measurement data of air-core inductors with identical coils are also shown. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 14. Measurements of the inductors with different yoke lengths. The yoke thickness is (a) 1.0um 

and (b) 1.5um. 



 
 
 
 
 
 
 
 

 
 
Figure 15. Measurements of the inductors with different number turns of coils.. 



 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 16.  Measurements of the inductors with or without gaps at magnetic VIA.. 



 
 
 
 
 
 
 

 
 
Figure 17.  Measurements of the inductors with segmented yokes. 



 
 
 
 

 
 
Figure 18.  Proposed magnetic-core four phase coupled power inductor, copper windings 
(red), CZT core (grey). 
 
 
 
 

 
 
Figure 19. Cross-sectional SEM image of magnetic core showing 20 repeating laminations of 

[Ta/CZT/SiO2] layers. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 20.  Cross-sectional SEM image of magnetic core showing sidewall of magnetic core. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 21.  Photo of thin-film magnetic power inductor 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 22.  Diagram showing a) Layout of the field sputtering system; FE: electrical feedthrough 

for the coils of the electromagnet, 2 3/4 conflat flange (CF); PS2, PS1: bipolar power supplies (Kepco BOP 
20-20M) for coil pairs 2 and 1, respectively; DAQ: MIO DAQ (NI 6212); b) shape and dimensions of the 
silicon steel core (4% Si, Scientific Alloys) ; c) coils arrangement of the electromagnet and magnetic flux 
in the core. 



 
 
 
 
 
 
 
 
 
 

 
 
Figure 23. Diagram showing a) Schematic: vector sum of the two orthogonal fluxes at the center point 

of the electro- magnet; b) the correspondence between the sputtering field and the applied ac currents; as 
shown in the middle panel, different choice in the initial  phase would make the field start rotating at a 
different angle. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 24.  Plot showing the linear relationship between the applied voltage control and measured 

magnitude of the rotating magnetic field. 



 
 
 
 
 
 
 
 
 

 
 
Figure 25.  Fabricated CZT core with optimized dimensions.. 



 
 
 
 
 
 

 
 
Figure 26. Photograph of magnetic core inductor test site. 
 
 
 
 
 
 
 
 

 
 
Figure 27.  Simulated inductor resistance over frequency. 



 
 
 

 
 
 
Figure 28. Time domain simulation of the inductor current in the proposed four phase coupled 

inductor. 
 
 

 
 
Figure 29. Frequency response of inductance and resistance for a single solenoid inductor.



 
 

 
4.2. Integrated  Voltage Regulators with Thin-Film Power Inductors 
 
4.2.1. Introduction 
 
Even with the development of thin-film  magnetic power inductors that are suitable for in- tegrated 

power conversion, monolithic integration of switched inductor voltage regulators still poses significant 
challenges.  Modern CMOS processes are already incredibly complicated, with gate lengths of 28nm and 
decreasing, and as many as 12 interconnect levels. Additional process steps will add significant 
complexity and cost to these processes and so the risks and potential value of any additional steps must be 
well understood before the industry commercializes the technology. We have designed and fabricated a 
prototype in- tegrated voltage regulator (IVR)  system in order to demonstrate the advantages described in 
this work and to justify the additional process complexity with the introduction of new materials and 
process steps. 

While the incorporation of thin-film  magnetics is essential for effective switched inductor integrated 
power conversion, there is flexibility in the method and level of integration for these devices.  The level of 
device integration could range from being embedded in the IC packaging (assuming planarity), or to being 
integrated in the bottom layers of the back-end-of-line (BEOL) metal stack, immediately adjacent to the 
CMOS front-end. The most practical options seem to be integration in either the top layers of the BEOL, 
as shown  in Fig.  30, or integration on a silicon substrate that can be flip-chip attached to the main IC. 
While 3D chip stacking poses many additional risks, the advent of thru-silicon-VIAs (TSVs) and 
commercialization of some early 3D IC products, makes chip stacking an at- tractive approach  as it 
requires no process modification to the main CMOS IC, which avoids compounding the process complexity 
of cutting-edge CMOS. This section describes how the challenge of inductor integration can be overcome and 
demonstrates a prototype switched-inductor IVR using thin-film magnetic power inductors that  are 
integrated by 2.5D chip stacking as shown in Fig.  31 [28].   
 

4.2.2    Thin-Film Magnetic  Inductors 
 
Efficient power conversion in a switched-inductor IVR requires inductors that deliver both high 

current density and high effective inductor efficiency.   Planar spiral or other inductor topologies that can 
be constructed using the interconnects of a typical CMOS process are too resistive to provide efficient on-
chip power conversion at reasonable current densities. The efficient use of surface mount technology (SMT) 

air- core inductors, which can provide a current density up to  1.7 A/mm2, has been successfully 
demonstrated. However, the size and discrete nature of these devices hinders the scalability of any IVR 
incorporating discrete SMT inductors. Fortunately, the advances in thin-film  inductors enable integration 
of low-profile, thin-film magnetic power inductors and consequently a much higher level of integration. 



 
 
 

 
 
Figure 30. Diagram of monolithic integration of magnetic-clad inductors in CMOS back- end-of-

line (BEOL). 
 
 

 
 
Figure 31. Diagram of 2.5D integrated voltage regulator (IVR)  chip stack. IC with buck converter 

and load circuitry flips onto interposer with power inductors, which wirebonds to a ball grid array 
substrate. 



 
 
4.2.3.    Inductor  Design 
 
The power inductor topology that has been chosen for our IVR prototype is the magnetic- clad 

variant  shown.  Similar topologies have shown high inductance density and quality factor at relevant 
frequencies. The magnetic cladding is anisotropic. As a result, the hard axis of magnetization, which 
typically exhibits a more linear relationship between the applied magnetic field and magnetization, is 
designed to take the same orientation as the induced magnetic field from the elongated dimension of the 
inductor. 

Fig. 32 shows four inductors, where each inductor is coupled with those on either side of it through the 
magnetic cladding. The outside inductor wraps around so that all of the inductors are symmetrically 
coupled with their neighbors. In order to achieve inverse coupling, the inductors are driven by the buck 
converter such that the DC currents through the windings within a magnetic cladding travel in opposite 
directions. This inverse coupling helps to avoid magnetic saturation in the cladding, improving maximum 
achievable current densities[37] . This is possible in the case of a multi-phase buck converter because the 
DC current  through each of the inductors is balanced such that the DC magnetic field from adjacent 
windings is equal and opposite, effectively canceling the DC field in the magnetic cladding. This inverse 
coupling also reduces inductor current ripple and improves transient response. The current density benefit 
that is obtained from inverse coupling for the case of a two-phase  buck converter with  our inductor 
structures is modeled and verified in [51].  Similarly, the improvement  in effective inductor efficiency 
and current  density obtained with inverse coupling in multi-phase buck converters is modeled in [52]. 
 

4.2.4.    Inductor  Fabrication 
 

Fabrication requires successive electroplating deposition of the bottom magnetic core, copper 
windings, and top magnetic core. The windings are electrically isolated from the bottom magnetic core 
with a layer of silicon nitride,  while a hard-baked resist process is used for electrical isolation 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 32. Top view of four single-turn, coupled power inductors (left),  cross-section of magnetic 

cores and windings (top right) and magnetization curves for the Ni-Fe core ma- terial (bottom right). 



 
 

from the top core. The hard-baked resist provides physical support to the top magnetic core and has a 
gentle taper to the sidewalls  so that the top core arches over the windings without  any abrupt transitions 
that would cause undesirable  micromagnetic effects. The space between top and bottom magnetic  cores is 
minimized at the device edge to provide a low reluctance path through the core and hence a large 
inductance.  
 

4.2.5.   Integrated Buck Converter 
 

An eight-phase buck converter has been designed to drive the magnetic core power inductors. The 
controller is designed to accommodate any number of inductor phases up to eight, with variations of 
inductance values and coupling strengths. The buck converter IC is designed and fabricated in IBMs 45 nm 
SOI technology. The IC is shown in Fig. 33 and includes the buck converter, a network-on-chip that acts as a 
realistic on-chip load, an artificial load used for characterizing the buck converter, and input and output 

decoupling capacitance. Within the buck converter, the control circuitry occupies 0.178 mm2, while the 

bridge FETs occupy 0.1 mm2. The bridge FETs are thick-oxide devices, capable of withstanding a 
maximum Vds of 1.8 V. A total of 48 nF of deep-trench (DT) and thick oxide MOS capacitance decouples 

VOU T  and occupies 0.40 mm2, while 21 nF of DT occupying 0.52 mm2 decouples the 1.8V input 
supply to compensate for the large PDN impedance (due primarily to the wirebond connections in this 
prototype). 

Feedback Controller. Fig. 34 shows a system level diagram of the IVR. The buck converter control 
circuitry resides on the IC and is composed of two control loops, a slow voltage-mode outer loop that 
provides low-frequency regulation and a fast inner loop that  responds to high-frequency load transients. 
The digital pulse-width modulator (DPWM)  receives an eight-bit voltage identifier code (VID),  from 
which it derives up to eight pulse-width modulation (PWM) signals with programmable switching 
frequency, fs, and phase relationships. The resolution 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 33. Photograph of buck converter IC. 



 
of the DPWM is limited to the 250 ps period of a high-frequency  reference clock provided by an on-chip 
PLL. The DPWM  also generates an analog reference voltage, VREF , from a clean 1.8V for the outer 
feedback loop. The compensator for the outer feedback loop is a low-pass filter with programmable pole 
frequency, typically chosen 10 to 16 times lower (depending on inductance value) than the effective 
switching frequency N · fs,  where N is the number of phases in operation. The outer feedback voltage, 
VF B,O , drives a delay line that modulates the DPWM output to create the reference PWM signal, VP W 
M , which subsequently drives the fast non-linear inner control block. 

The fast inner loop is shown in Fig. 34. Signal VP W M   drives  an RC filter to generate the inner 
reference voltage, VREF,I , while the bridge output voltage for each phase, VBRI DGE , drives another 
RC filter to generate the inner feedback voltage, VF B,I . The pole in both RC low-pass filters is chosen to 
be below fs  so that the steady state amplitude of VREF,I  and VF B,I is around 150 mV, which gives a 
small signal feedback gain of 30 V/V and ensures stable loop dynamics. In steady state, VF B ,I will slew 
behind VREF,I and the resultant evaluation of the comparator causes VBRI DGE  to closely track VP W 
M . In the event of a large load current transient, the error in the output voltage, VOU T , will couple across 
CF B  onto VF B,I and the comparator will react immediately to reduce overshoot in VOU T . This fast 
non-linear response can reduce the required decoupling capacitance on the output voltage VF B,I . 

Integrated  Network-on-Chip Load. Also residing on the IC is a 64-tile network-on-chip (NoC) 
consisting of four parallel, hetero- geneous, physical network planes with independent frequency domains. 
The NoC provides a highly scalable platform for exploring granular power distributions given the ease 
with which traffic patterns can be used to modulate load currents and transients.  NoCs are becoming 
the  basic interconnect infrastructure for complex SoCs. Since communication plays a key role in SoCs 
and given the very strict  energy and performance requirements imposed on NoCs, recent  designs have 
reserved a separate voltage-clock domain for the NoC alone. The NoC provides realistic load behavior 
and supports experimentation on supply noise and DVFS. In addition, an artificial  load on the IC is 
capable of generating large current transients with   0.02 A/ps slew for characterization of the feedback 
controller. 

 
 
4.2.6.    2.5D  Chip  Stacking 
 
Fig. 35 shows a photograph of the complete 2.5D chip stack.  The buck converter IC is flip-chip 

attached to the silicon interposer, which holds the custom fabricated coupled power inductors while 
breaking out signals and the 1.8 V input power supply to wirebond pads on the perimeter of the 
interposer. These signal and power nets are wirebonded to a generic BGA laminate, which is subsequently 
placed in a socket for electrical test.  Once the buck converter IC has been attached to the interposer, the 
bridge FETs on the IC are able to drive current from the 1.8V input supply through the inductors on 
the interposer. This current will pass through the inductors and then back into the IC through C4 bumps 
where it is then distributed to the load across the on-chip power distribution network. Four variations of 
power inductor have been fabricated on the silicon interposer as shown in Fig.  36: four uncoupled 
two-turn inductors (type 1), eight single-turn coupled inductors (type 2), eight two-turn coupled 
inductors (type 3) and two sets of four single-turn coupled inductors (type 4). The C4 footprint of the 

prototype IC is designed to leave a total of 3.2 mm2  in the center of the interposer for the inductors, 
although most inductor variations use less than the available area. 

The power inductors are not integrated in the front-end-of-line (FEOL) of the CMOS technology and so 
the area consumed by these devices comes at substantially reduced cost. For this reason, the primary 
constraint on the inductor area in a chip stacking integration scheme is set by the scalability  of the IVR  
solution, rather than cost of area consumed by the power inductors.  The maximum current density of a 
candidate inductor topology must match, or exceed the current  density of the load.  This will  allow 
the inductor to reside within the perimeter of the load, and in the case of a multi-core architecture, would 



 
 
 
 

 
 
 
Figure 34. Complete IVR system overview (top) and fast non-linear control loop(bottom). 
 
 
 
 

 
 
 
Figure 35. Photograph of packaged 2.5D IVR chip stack. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
Figure 36. Photographs of the four types of silicon interposer that were tested with the buck 

converter IC: Four uncoupled two-turn  inductors (type  1- upper left),  eight  single- turn  coupled 
inductors (type  2- upper right),  eight  two-turn  coupled inductors (type  3- lower left) and two sets of 
four single-turn coupled inductors (type 4- lower right). 



 
provide perfect scalability, where multiple cores can be stamped across the load IC, with their 
corresponding set of inductors stamped across the interposer in the same way. In a worst case, modern 

high performance digital logic can consume current at levels as high as 2 A/mm2,  current density levels 
that are exceeded by the power inductors employed here. 

A significant downside to the 2.5D chip stacking method is the large impedance of the power delivery 
network (PDN). The combined impedance in the PDN from the socket, package, wirebonds, and 
interposer traces is 70 mΩ at DC, and increases with frequency due to the inductance of the wirebonds 
and other traces. The resistive losses from the PDN are a major source of inefficiency for the system, and the 
high frequency impedance severely impairs the ability  of the voltage regulator to suppress voltage droop 
during load current transients. For this reason, a fully 3D integration approach that incorporates thru-
silicon- vias (TSVs) in the interposer would be favorable for high current applications, as it would result 
in substantially reduced PDN impedance. 

 
4.2.7.    Experimental  Results 
 
Magnetic Core Inductors. The inductance, coupling coefficient  and resistance of a single turn,  

1200 µm inductor with  2 µm thick magnetic layers is shown in Fig.  37.  The performance exhibited 
here is representative  of the coupled, single-turn inductors that  have been fabricated on the interposer. 
The DC inductance of 12.5nH is suitable for integrated power conversion, but eddy currents are induced 
in the magnetic core starting in the 10100 MHz range, which subsequently causes the inductance and 
eventually the coupling to fall off. At the same time we see that the eddy currents in the core, as well as the 
winding skin depth and proximity effect result in an increase in the winding resistance over the same 
switching frequency. This performance is consistent with the measurements of permeability described in 
Chapter 4, and is expected to improve significantly with the addition of insulating laminations in the 
magnetic core, which will suppress eddy currents. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
Figure 37. Inductance (L), coupling coefficient (K)  and resistance (R) of coupled single- turn 

inductors. 



 
 
Integrated  Voltage Regulator. The 2.5D IVR chip stack has been assembled and tested in order to 

verify functionality.  In all DC measurements, the resistive losses from the PDN have been excluded and the 
input voltage has been compensated,  such that the input voltage at the IC is truly  1.8 V. All 
measurements  have been conducted with  the silicon interposer carrying eight  single-turn coupled 
inductors, unless otherwise noted, as this inductor configuration provides the best performance. 

The efficiency  as a function of output voltage and load current for the IVR is shown in Fig. 38 and Fig. 
39. The efficiency peaks at 75% with output voltage of 1.2V and load current of 3.2 A. The peak efficiency at 
1 V is 71% when the load current is 3 A. The maximum load current that has been measured for the IVR is 
6.3 A, limited by the on-chip load. Figure 

5.11 shows the efficiency of IVR when operated at various switching frequencies and load currents. 
The optimal switching frequency for the IVR is in the range of 125 to 200 MHz. The efficiency  as a 
function of load current for each of the four inductor variations is shown in Fig. 41, where the eight 
single-turn coupled inductors configuration (type 2) is clearly the most efficient. A breakdown of the 
IVR losses is shown in Fig.  42 for the case of a 1 V output voltage and 3 A load current.  At this 
operating point, approximately 40% of all inefficiency is due to the high-frequency losses in the 
inductor, which can primarily  be attributed  to the formation of eddy currents in the magnetic core. 

Another major source of loss is the on-chip power distribution  network resistance. This IVR 
prototype is designed to act as a flexible platform for testing various power inductor topologies. Therefore, 
in the case of the power distribution network, optimal design has to be compromised  for flexibility.  In 
this prototype, once the load current passes through the inductors it enters the on-chip power distribution 
network through C4 bumps near the buck converter. The load current then travels across the on-chip 



 
 
 
 

 
 
 
Figure 38. Efficiency as a function of output voltage at various load currents for the IVR 
with Type 2 silicon interposer. 
 
 
 
 

 
 
Figure 39. Efficiency as a function of load current at various output voltages for an IVR 
with Type 2 silicon interposer. 



 
 
 
 
 

 
 
 
Figure 40.  Efficiency as a function of switching frequency at various load currents for an 
IVR with Type 2 silicon interposer. 
 
 
 
 
 
 

 
 
Figure 41.  Efficiency as a function of load current at 1V output voltage for IVRs with four 

different kinds of power inductor. 



 
 

power distribution  network (approximately 3 mm) to the artificial load, where the output voltage is 
measured. The on-chip power distribution  network resistance of approximately 45 mΩ, is accountable for 
25% of the converters losses. The remainder of the conversion loss is attributed to the DC resistance of the 
inductors and the switching and resistive losses of the bridge FETs. 

The IVR that integrates eight single-turn coupled inductors (type 2) down converts with peak 
efficiency at a load current of 3 A, and achieves a maximum current of at least 6.3 A. The inductors 

occupy 1.96 mm2. Current density for these devices at peak efficiency is 1.53 A/mm2, and the peak 

current density is 3.21 A/mm2.  The FEOL area consumed by the buck converter, controller, bridge FETs 

and some input decoupling capacitance is 0.278 mm2. At peak efficiency, therefore, the FEOL current 

density for this IVR is 10.8 A/mm2, while the maximum current density is 22.7 A/mm2.  In this 
calculation we exclude the area of some input decoupling  capacitance,  as this capacitance would not be 
required in a fully 3D integration approach, where the PDN impedance would be lower. 

Fig.  43 shows the output voltage ripple from the IVR as a function of duty cycle when the buck 
converter is operating at a switching frequency of 100 MHz.  The peak voltage ripple is 14 mV peak to 
peak, this occurs when 1/16 = mod(D, 1/8), where D is the duty cycle. The best case voltage ripple of 3 
mV peak to peak occurs when 0 = mod(D, 1/8), when the inductor current ripple from each of the eight 
phases almost perfectly cancel. The IVR voltage ripple is expected to improve dramatically as insulating 
laminations are added to the magnetic yoke of the inductors, which will improve high frequency 
inductance. 

Fig. 44 shows the frequency spectrum of the output voltage when the buck converter is switching at 
100 MHz.  The dominant tone in the output voltage occurs at 800 MHz, which is the eighth harmonic 
of the switching frequency and is consistent with expectations 



 
 
 
 
 

 
 
Figure 42.  Loss breakdown and resistive  breakdown for an IVR  with  Type  2 silicon interposer 

operating with 1V output and 3A load current. 
 
 
 
 
 
 
 

 
 
 
Figure 43. Output voltage ripple of an IVR with Type 2 silicon interposer operating at 
100 MHz switching frequency. 



 
 

for an eight-phase buck converter. The limited spectral content at other harmonics of the switching 
frequency indicates that the current through each of the eight inductors is well balanced. This result 
confirms that asymmetry in the inductor design, which results from having the outside inductor phase 
wrap around, has negligible impact on the inductor current balance. 

The large impedance of the input  PDN significantly impairs the ability  of the feedback controller 
to suppress load current transients, as the input power supply droops significantly. However,  the load-line 
regulation capability  of the outer voltage-mode  feedback loop is confirmed in Fig.  45, where the 
closed loop output impedance is significantly reduced with  respect to the open loop output impedance. 
The gain of the error amplifier in the outer feedback loop can be increased, within  the feedback stability  
constraints, to reduce the closed loop output impedance of the IVR. 

 
 
 



 
 
 

 
 
 
Figure 44.  Frequency spectrum of output voltage for IVR with Type 2 silicon interposer operating 

with switching frequency of 100 MHz. 
 
 
 

 
 
 
Figure 45. Output  voltage as a function of load current  for IVR  with Type  2 silicon interposer 

operating with various feedback settings. 



 
5. Commercialization 

 
The work developed here is being commercialized through the start-up, Ferric Semiconductor, which 

was founded by the lead Ph. D. on this project, Noah Sturcken.  Ferric Semiconductor has already secured 
Phase I SBIR funding from both NSF and DOE.  Ferric is also in the process of securing a Series A 
venture investment. 

 
6. Accomplishments 

 
A significant number of publications have resulted from this work. 
• N. Sturcken, M. Petracca, S. Warren, L. P. Carloni, A. V. Peterchev, and K.  L. Shepard, An 

Integrated Four-Phase Buck Converter Delivering 1A/mm2 with 700ps Controller Delay and Network-
on-Chip Load in 45-nm SOI, in 2011 IEEE Custom Integrated Circuits Conference - CICC 2011. IEEE, 
2011, pp. 14. 

• N. Sturcken, M. Petracca, S. Warren, P. Mantovani, L. P. Carloni, A. V. Peterchev, and K. L. 
Shepard, A Switched-Inductor Integrated Voltage Regulator With Nonlinear Feedback  and Network-on-
Chip Load in 45 nm SOI, IEEE  Journal of Solid-State Circuits, vol. 47, no. 8, pp. 19351945, 2012. 

• N. Sturcken, R. Davies, C. Cheng, W. E. Bailey, and K. L. Shepard, Design of coupled power 
inductors with crossed anisotropy magnetic core for integrated power conver- sion, in Applied Power 
Electronics Conference and Exposition (APEC), 2012 Twenty- Seventh Annual IEEE, 2012, pp. 417423. 

• N. Sturcken et al., A 2.5D Integrated Voltage Regulator Using Coupled- Magnetic- Core 

Inductors on Silicon Interposer Delivering 10.8A/mm2  in Solid-State Circuits Conference Digest of 
Technical Papers (ISSCC), 2012 IEEE International, 2012, pp. 400402. 

• C. Cheng, N. Sturcken, K. Shepard, and W. E. Bailey, Vector control of induced magnetic 
anisotropy using an in situ quadrupole electromagnet in ultrahigh vacuum sputtering, Review of 
Scientific Instruments, vol. 83, no. 6, pp. 063 903063 903, 2012. 

• N. Sturcken et al., A 2.5D Integrated Voltage Regulator Using Coupled-Magnetic-Core Inductors 
on Silicon Interposer, IEEE Journal of Solid-State Circuits In Press, 2013 

• N. Wang et al., Integrated on-chip inductors with electroplated magnetic yokes (in- vited), Journal 
of Applied Physics, vol. 111, no. 7, p. 07E732, 2012. 

• R. Davies, C. Cheng, N. Sturcken, K. Shepard, and E. W. Bailey, Coupled Inductors with Crossed 
Anisotropy CoZrTa/SiO2 Multilayer  Cores, Transactions on Magnetic Materials, In Press, 2013. 

• C. Cheng, R. Davies, N. Sturcken, K. Shepard, and E. W. Bailey, Optimization of ultra-soft 
CoZrTa/SiO2/CoZrTa  trilayer elements for integrated inductor structures, Journal of Applied Physics, In 
Press, 2013. 

  
  

7. Conclusions 
 
This dissertation describes a body of work conducted to integrate switched-inductor power converters 

with an active CMOS substrate. The goal was to overcome the scaling challenges for power inductors to 
facility  fully-integrated switched-inductor power conversion. Two custom CMOS substrates were 
designed and fabricated to advance the techniques discussed here and demonstrate integrated power conversion 
with thin-film magnetic inductors. Both thin-film  magnetic clad and core power inductors were 
fabricated, tested and optimized. A complete integrated voltage regulation system was characterized  for 
efficiency, current density, induced supply noise and output-voltage regulation. The efficiency of the 
integrated voltage regulator  demonstration is limited  by eddy currents in the magnetic films, yet 
modeling of recently fabricated devices suggests that efficiencies of greater than 90% are within reach . 

This work has made several original contributions to the development  of power electronics, 
integrated voltage regulators and CMOS-integrated electronics: 

• A bandwidth extension technique for non-linear feedback controllers using a non-linear gain element 
 
• Methods for fabrication of thin-film  magnetic clad and magnetic core inductors that 



 
 
are low profile and may be monolithically integrated with an active CMOS substrate 
 
• A method to provide vector control of induced magnetic anisotropy using an in-situ quadrupole 

electromagnet in ultra-high vacuum sputtering systems 
 
• A method for integration of devices from heterogeneous processes using chip stacking 
 
• The first demonstration of a monolithically integrated switched-inductor voltage regulator with 

load current exceeding 1A 
 
In order to commercialize the technology presented in this manuscript, issues relating to reliability 

and process yield of the magnetic inductors must be addressed. The efficiency for inductors based upon 
electroplated magnetic cores must improve, and wafer scale fabrication of inductors based upon sputtered 
magnetic films must be demonstrated. Thick sputtered films have a tendency to generate large stresses that 
result in wafer bow or cracking, this may pose a serious obstacle to commercialization. 

The primary benefits from integrated power conversion are achieved when the high resolution control 
of the IVR  is exposed to the system, so that power supply levels may be dynamically optimized.  This 
level of integration has not been demonstrated to date. Future work must focus on determining the 
optimal integration and interface approaches that will enable the the SoC or microprocessor to 
intelligently  scale power supplies with workload variation. 

Along with  efforts to commercialize IVRs for microprocessors  and SoCs, there is opportunity  to 
leverage the developments in IVR technology for other applications. The high bandwidth regulation 
provided by many-phase buck converters with  high switching frequencies makes this technology attractive 
for power supply generation in RF polar trans- mitters. Also, this manuscript has focused exclusively on 
buck converters for DC-DC power down conversion, but buck-boost, boost and several other switched 
inductor converters can also be constructed using the elements described here. 

Integrated voltage regulators will improve efficiency for all digital computing platforms. The work 
presented here demonstrates feasibility, and so, I believe this technology is in a state where it may be 
commercialized. Efficiency must improve and reliability  and yield must be demonstrated  for the 
technology the be commercially viable, but the potential benefits justify further investment and 
exploration. 
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