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Abstract

A computational model of aluminummelting is proposed which captures both the thermal
fluid-solid phase transition and the mechanical effects of oxidation. The model hybridizes
ideas from smoothed particle hydrodynamics and bonded particle models to simulate
both hydrodynamic flows and solid elasticity. Oxidation is represented by dynamically
adding and deleting spring-like bonds between surface fluid particles to represent the
formation and rupture of the oxide skin. Various complex systems are simulated to
demonstrate the adaptability of the method and to illustrate the significant impact of
skin properties on material flow. Initial comparison to experiments of a melting aluminum
cantilever highlights that the computational model can reproduce key qualitative features
of aluminum relocation.

1. Introduction

In an oxygen-rich environment, molten aluminum rapidly develops an oxide skin
[1, 2, 3]. While the presence of oxidation alone is important as it constitutes a mechanical
defect in manufactured parts, it can also affect the transport of aluminum. Despite being
incredibly thin relative to the bulk material, ∼4 nm [4], an oxide skin can significantly
distort flows as demonstrated by various experimental studies [5, 6, 7]. Behavior is further
complicated under loads as the skin can tear and release the liquid core leading to the
formation of a new skin on the surface of the newly exposed material.

Naturally, there is a need for accurate computational models for the flow of molten
aluminum. This need manifests in industrial processes, including metal casting [8, 9, 10,
11, 12], additive manufacturing [13, 14, 15, 16, 17], and thermal spray [18], where one
may want to predict levels of oxidation or determine how it might impede the transport
of liquid metal. Furthermore, the prevalence of aluminum parts in infrastructure and
vehicles creates a need for safety analysis of accidental fire scenarios [19, 20, 21] where
aluminum cannot reliably withstand the same temperatures as metals like steel and its
relocation can aggravate situations by potentially eroding other metals it comes into
contact with [22, 23, 24, 25].
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Attempts to model molten aluminum behavior may be broadly divided into two cat-
egories, Eulerian and Lagrangian approaches, with Eulerian approaches comprising the
vast majority of the literature. Numerous computational studies of metal casting make
use of Eulerian approaches as implemented in dedicated casting simulation software (Pro-
CAST, AutoCAST, MAGMAsoft, etc.) [26, 27, 28, 29], Sierra/Aria [30, 31], and Fluent
[32, 33, 34, 35]. Eulerian approaches have also been used for simulation of laser weld
pools for additive manufacturing applications [36, 37] and aluminum melt in fire envi-
ronments [31]. However, a Lagrangian framework is more conducive to resolving the
complex physics of an aluminum oxide skin including its formation, growth, and tearing.

Lagrangian approaches have been utilized for modeling molten aluminum in fire en-
vironments [6, 38, 39], but prior work neglected the complex skin dynamics. Smoothed
particle hydrodynamics (SPH) models have been applied to study oxidation processes in
various applications [40, 41, 42, 43, 44]; however, these approaches primarily track the lo-
cation of oxidation and similarly have not modeled the mechanical impact of oxidation.
Atomistic molecular dynamics has been leveraged to investigate features of aluminum
oxidation [45, 46, 47, 48]; however, these methods are ill-suited for the length scales of
interest here.

To model the mechanical effects of oxidation in molten aluminum, we developed an
approach which hybridizes an SPH model to capture fluid flows with a bonded particle
model (BPM) to capture the solid and shell dynamics. Solid and fluid material is coarse-
grained onto a collection of Lagrangian particles which carry mass, momentum, and
temperature. As the same particles are used in both the SPH and BPM frameworks,
phase transitions are naturally captured by switching the type of interaction between
particles. Oxidation is modeled by dynamically creating and deleting BPM bonds on
fluid particles to represent skin formation and rupture. The flexibility of this approach is
demonstrated by simulating several complex multiphase systems including laser powder
bed fusion, oxidation of melting beams, and impacts of molten oxidized droplets. The
free parameters of the skin model are mapped to material properties, and variations
in these properties are found to lead to dramatic changes in the phenomenology of fluid
relocation. To guide the selection of skin properties, melting experiments were performed
on an aluminum alloy cantilever. As a preliminary qualitative assessment, we find the skin
is essential in capturing the failure of the cantilever. Key observations about the role of
the oxide skin in experiments, such as its ability to retain the melting aluminum, support
of a fluid bulge, and its eventual tearing near the support structure, are reproduced in
simulations.

2. Methods

2.1. Fluid model

To solve hydrodynamic flow, we use smoothed particle hydrodynamics (SPH). Since
the focus of this article is on the treatment of elastic solid and oxide bodies, we only
provide a brief description of the specific SPH formulation noting that the elastic skin
and solid model could be overlaid on other formulations. The SPH model used in this
paper was a precursor to the model used in the Reproducing Hydrodynamics and Elastic
Objects (RHEO) method [49] and was based on the smoothed dissipative particle dy-
namics (SDPD) model by Español and Revenga [50]. The model was implemented in
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LAMMPS [51, 52] using a combination of features from the SPH [53], DPD-SMOOTH
[54], RHEO, and BPM (discussed in the following sections) [55] packages.

To model fluid domains, we use a weakly compressible formulation of SPH to solve
the Navier-Stokes equations. Following the derivation of the SDPD equations of motion
[50], we begin with a set of equations using a Lagrangian framework
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where � is a density, ~v is a velocity, P is a pressure, ~fext is an external force, � and �
are the shear and bulk viscosities, T is a temperature, and � is a thermal diffusivity.
Contributions to the temperature due to viscosity or thermal radiation are not resolved.
As described in many other works on SPH, the partial differential equations in Eq. (1)-
(3) are discretized onto a set of Lagrangian particles which carry mass, thermal energy,
and momentum using a smoothing function or kernel to approximate fields and their
derivatives and calculate interactions between particles. We use a quintic kernel with
compact support
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where r is the distance between particles and h is the fundamental unit of length in sim-
ulations. Fields � at a position ~r are approximated by summing over nearby particulate
values �j

�(~r) =
X
j

Vj�jW (|~r − ~rj |) (5)

where Vi is the volume of a particle or m
�i

where m is the mass of a particle, and the

summation include particles within a distance 3h from ~r [56, 57]. At a given particle
position ~ri, gradients of fields are approximated as

~∇�i =
X
j ̸=i

Vj(�j − �i)~∇Wij (6)

where the derivative of the kernel is given by

~∇Wij = r̂ij
dW (rij)

drij
(7)

with ~rij = ~ri − ~rj .
Using this formalism, we construct particle interactions to simulate the Navier-Stokes

equations. A construction similar to that in SDPD [50] is used to calculate viscous forces
although the second order derivatives are calculated by applying the gradient operator
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twice. The �-component of the viscous force on a particle i with � = x, y, or z is
calculated ash
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Note that � is allowed to vary between particles; this is further discussed in Sec. 2.2.
The velocity gradient is defined as

~∇ [~vi]� =
X
j ̸=i
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according to Eq. (6), and the divergence is defined as
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X
�
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where the summation is over � ∈ {x; y; z}. Equation 10 is also used to evolve the density
of particles at a rate of

d�i
dt

= −�i~∇ · ~vi : (11)

For pressure forces, we use a construction analogous to work by Frontiere et al. [58]
with
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X
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Given �i, Pi is defined using a linear equation of state,

Pi = c2(�i − �0) (13)

where c is the speed of sound and �0 is a target density. Lastly, we use the same heat
flux equation from Ganzenmüller et al. [53] to discretize the rate of temperature change
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where � is the thermal conductivity and cp is the specific heat capacity such that �i =
�
cp�i

. At phase changes, the thermal evolution is slightly modified in Sec. 2.3 to include

a latent heat.
Several techniques to model surface tension in SPH have been proposed in the lit-

erature including calculating the surface curvature to directly apply normal forces [59]
and applying additional pairwise, attractive interactions to produce an effective cohesion
[60, 61]. For simplicity, we use the latter approach. A pairwise interaction is added to all
pairs of particles within a distance r < 3h, or all particles within the support of the SPH
kernel. The interaction is repulsive at short distances and attractive at long distances.
The force is central-body with a magnitude

FST (r) =

(
s
�
(� − r)2 − (� − 3h)2

�
=r r < 3h

0 r ≥ 3h
(15)
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where s is strength of the surface tension and � is a length scale that is tuned to maintain
an average density of particles. At a density of one particle per unit volume h3, we use
� ≈ 1:8h. In fluid-solid simulations, further described in Sec. 2.3, s can depend on the
phase of a particle to control wetting. This parameter is calibrated in Appendix A.1 by
measuring both oscillations in distorted spheres of fluid and the contact angle of fluid
droplets on solid surfaces.

All simulations in this work are initialized using a disordered arrangement of parti-
cles formed by melting and rapidly quenching a Lennard-Jones system [62]. Disordered
starting states are used to avoid anisotropic elasticity or crack growth in solid or oxidized
material which could emerge in a regular lattice of particles. Initial packings have one
particle per unit volume h3, and particles initially carry a density of � = �0 = mh−3.

To assign real-world values to numerical variables, one must first determine the scale
of a simulation and the material being modeled. Particles represent a coarse-grained
volume of fluid so the value of h, the kernel length scale, determines the degree of coarse-
graining. Ideally, h is small enough to resolve all of the physical features of a system but
large enough to reduce computational costs. Given a value of h, the mass of a particle
m is calculated from the density of the material. Additionally, units of temperature and
time must be defined. Units of temperature are based on the solidification point of the
material TS or the melting temperature in pure aluminum or the solidus temperature
in an alloy as further discussed in Sec. 2.3. To define a timescale � , one could use the
speed of sound of the fluid as a reference. However, this speed is often much faster than
the actual dynamics in a simulation, leading to an unnecessarily small timestep. As is
commonly done in SPH, we therefore choose a value of c that is much smaller than the
actual speed of sound but still much larger than the maximum expected particle velocity
in a simulation. From this, we define � = h=c. These fundamental units can then be
used to convert other model parameters, such as shear viscosity, thermal conductivity,
and surface tension, between real and simulation units. This process is carried out in
Appendix B.1 using material properties of aluminum alloy 6061.

2.2. Thermal viscosity model

Many liquid materials, including molten aluminum, exhibit temperature-dependent
material properties such as density, specific heat, or viscosity. In aluminum alloys, the
basis of our experimental tests, the melting process is particularly complicated by the
presence of a liquidus and solidus temperature, TL and TS . Above the liquidus temper-
ature, aluminum alloys are fully melted, and the temperature-dependence of different
material properties are relatively well-established [63, 64, 65, 66, 67]. Below the solidus
temperature, the alloy is fully solid. However, between the liquidus and solidus temper-
ature, the material is in a complex semisolid state. In some circumstances, the extended
nature of the phase change can be managed through fluid analog methods by defining
a temperature-varying viscosity [68, 69] or porosity [69, 70] that mimics the behavior
of the thermal transition. While the semi-solid aluminum slurry has been observed to
behave as a non-Newtonian fluid [71], we assume Newtonian behavior in this work and
only utilize a temperature-varying viscosity in the fluid model to capture the dynamics
of the semisolid material during the phase transition.

In the SPH fluid model, a temperature-dependent viscosity is added simply by replac-
ing the constants in Eq. (8) with particle-specific values that depend on temperature, as
in work by Cleary [43], to describe this semisolid regime. At the present, we only consider
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a temperature-varying shear viscosity �(T ) and set a constant bulk viscosity � = 0:1c�0h
for all particles. This bulk viscosity generally improves the stability of simulations by
limiting artificially large fluctuations in density, thereby allowing for a smaller speed of
sound and a larger timestep. As simulations use an artificially low speed of sound, lon-
gitudinal waves are no longer physically relevant so this choice is not expected to have a
significant impact. Other material properties (such as density or specific heat) are simply
treated as constants but could similarly be generalized to depend on temperature.

As discussed further in Sec. 4, experiments were specifically performed on aluminum
alloy 6061. Unfortunately, we are unaware of a rheological dataset for aluminum alloy
6061 in the literature. Therefore, we rely on a combination of data from aluminum alloy
6061 and 7075 to construct �(T ) and assume that the two alloys have similar rheology.
First, rheological studies by Yageng et al. [72] measured the viscosity of aluminum 7075
and provided a fit as a function of the solid fraction fs of the material, approximately
reproduced as

�(T ) =
�
0:9− 0:008
0:7

�
e3:7fs(T ) mPa · S (16)

where 
 is shear rate. Since flow is only gravitationally driven in our system of interest,
we assume the strain rate is effectively zero and neglect its effect on viscosity. Even at
rates of 10S−1, this would only overestimate the viscosity by around 5%.

We then model fs(T ) using a sigmoidal function based on data on aluminum 6061 by
Wang et al. [73]

fs(T ) =
1

1 + e(T−915)=5
(17)

where, for reference, the solidus and liquidus temperatures of aluminum alloy 6061 are
855 and 925 Kelvin. While using data measured from two different alloys is not ideal,
the exact temperature-dependence of the viscosity is not expected to be the major driver
of relocation in the scenario of interest in Sec. 4 and the model could be updated given
experimental viscosity measurements of alloy 6061.

2.3. Melting/solidi�cation model

When a particle is below TS , the melting temperature in pure aluminum or the
solidus temperature in an alloy, the fluid model in Sec. 2.1 is no longer applicable and
an alternate approach is required. In SPH, many techniques have been used to represent
solid domains. For instance, the viscosity can dramatically ramp up (potentially much
higher than the increase described in the prior section) to mimic solid behavior or particles
can be spatially frozen. While these approaches are adequate for certain systems, they are
unsuitable for our application as highly viscous fluids still creep and frozen particles do
not allow for rigid body motion. Instead, we explicitly model solid elasticity by coupling
to a bonded particle model (BPM).

In a BPM, solid bodies are represented using particles which interact using a network
of attractive bonds. A wide variety of BPMs have been proposed in the literature, mostly
to study rock and other brittle materials [74]. To maintain consistency with SPH, we use
a BPM based on point-particles without rotational degrees of freedom [62] — in contrast
to typical BPMs based on the discrete element method. The same internal variables
are tracked for fluid and solid particles and their trajectories use the same integration
scheme such that only their interactions vary.
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A particle’s classification as fluid or solid depends on its temperature. To represent
latent heat, a discontinuity is added to the evolution of T in Eq. (3) at the phase transi-
tion. This is accomplished by separately tracking an internal energy per particle e such
that

T =

(
e=cp e=cp < TS

max (TS ; [e− L]=cp) e=cp ≥ TS
(18)

where L is the latent heat and TS is the temperature below which the material is fully
solid. A constant thermal conductivity and specific heat are assumed in both the fluid and
solid phases such that heat is exchanged identically between the two classes of particles.

Based on the typical treatment of solid walls in SPH, fluid-fluid and fluid-solid inter-
actions are identical. Pressure forces keep the fluid from penetrating solid domains and
viscous forces provide slip resistance. However, solid-solid interactions are very differ-
ent and are broken into two categories: bonded and non-bonded. Bonded interactions
represent elasticity within a solid body and non-bonded interactions represent contact
forces.

When solidifying, particles form bonds with all neighboring solid particles within
a distance of 5=2h, chosen to be less than 3h yet large enough that particles create
enough bonds to maintain rigidity. Upon melting, all bonds associated with a particle
are broken. As in Ref. [62], bonds are effectively linear springs with a stiffness kb and an
equilibrium distance equal to its initial length when created, producing a linear elastic
response around a stress-free reference state. kb is used to adjust the bulk modulus
which is kept artificially low to allow for larger timesteps while still approximating the
rigid limit. While there is no free parameter to adjust the shear modulus, it could
be varied using other types of interactions [75, 76, 77, 55]. Non-bonded solid particles
within a distance r < h, such as particles from separate solid bodies, also exchange
Hookean contact forces with an equivalent stiffness. Such Hookean bonded and non-
bonded forces between particles is sufficient to reproduce standard Hertzian contact
mechanics in spherical bodies [55]. A damping force proportional to normal velocity
differences is also applied to all interacting solid particles to dissipate kinetic energy
[78]. While the exact values of the above free parameters are not important in this
article where solid bodies only need to represent approximately rigid objects that can
translate/rotate in space, they would be important in other applications where solid
bodies can significantly deform or fracture.

2.4. Oxide skin model

The final element of the model is oxidation. Oxidation in molten metals has previously
been tracked in SPH by either predefining the location of oxidized particles from the
initial geometry [41] or evolving a particle’s oxidation level based on proximity to the
surface [42, 43, 44]. Instead of focusing on estimating the oxidation mass as in the cited
works, we attempt to capture its mechanical effects which, to our knowledge, has not been
previously modeled. Here, we capture the impact of the skin using a similar technique
to solidification: creating BPM bonds between fluid particles exposed to the surface to
generate an elastic skin.

Surface particles are first identified using a coordination number cutoff CS where
the coordination number C is the total number of particles within the kernel’s support
(r < 3h). In the bulk, particles have an approximately constant C which decays within
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a distance r < 3h from a free surface. CS therefore effectively sets the thickness w of the
surface which is practically limited to the range h < w < 3h.

If two surface particles are then within a distance r < rS where rS is a constant
distance for a specified period of time tS , they are considered oxidized and an oxide skin
bond forms between them. This bond applies an extra central-body force to the two
particles with a magnitude

−2kS(r − r0) +
2kS

(�Sr0)2
(r − r0)

3 (19)

where r0 is the initial distance between the two particles at bond formation, kS is a
stiffness, and �S is a fracture strain. Similar to the solid bonds, an oxide skin bond is
an attractive spring with an equilibrium distance equal to the initial distance. The force
includes a harmonic stiffness term and a nonlinear term which smoothly interpolates the
force to zero at a stretch of r=r0 = 1:0± �S where the bond breaks. This formulation can
capture skin formation, elasticity, and fracture and contains five free parameters: the
shell thickness w (set via CT ), the maximum bond length rS , the bond formation time
tS , the bond stiffness kS , and the maximum bond strain �S . Given a value of rS and
a thickness w, the other parameters kS and �S can be calibrated in terms of a Young’s
modulus and a fracture toughness as demonstrated in Appendix A.2.

While the instantaneous creation and deletion of bonds is computationally conve-
nient, it is only an approximation of the actual physical mechanisms. As observed in
experiments [7] and molecular dynamics simulations [4], the thickness of an oxide skin
grows with time, causing its mechanical properties to evolve. Therefore, a higher fi-
delity model could be designed in the future by enriching the model presented here with
features from prior SPH works, such as those by Prakash et al. [42], Cleary [43], and
Ellingsen et al. [44], that capture the growth rate of oxidation on a particle to design a
corresponding bond model that strengths with time.

3. Demonstrations

To illustrate the capabilities of the hybrid methodology, this section presents three
example simulations: powder bed fusion, a heated standing bar, and impacted oxidized
droplets. As these examples are designed to demonstrate general mechanisms, we only fo-
cus on qualitative details. The exact numerical details (e.g. the temperature-dependence
of the viscosity and the latent heat) therefore do not correspond to the aluminum-specific
model. Parameters are alternatively chosen to visually emphasize behavior.

First, we highlight solid-solid contact forces and solid-fluid phase transitions in pow-
der bed fusion, an increasingly important technology where metal parts are additively
manufactured by iteratively adding and locally melting thin layers of powder. This pro-
cess is generally difficult to simulate due to the complex physics involved [79]. While
our model does not contain many important mechanisms, such as thermal expansion or
ray tracing the laser’s path, it does explicitly represent the key physics of granular and
fluid mechanics and the phase transition between them. A powder bed is first formed by
pouring about two thousand grains solid grains into a box which settle into a jammed
packing, Fig. 1a. Within each grain, particles are connected by attractive bonds to
create approximately rigid objects. Repulsive forces between particles on the surface of
separate grains represent granular contact forces.
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(a)

(b)

(c)

Figure 1: Rendered images of a bed of spherical grains undergoing local heating and melting before
resolidifying to create a new solid component that is then pulled out of the powder bed. Particle hue
corresponds to temperature while the color saturation does not correspond to a variable, but rather is
randomly varied between grains for visual distinction.

9



(a)

(b)

Figure 2: Rendered frames of a directionally heated solid pillar on an isothermal cold floor. Each row of
images correspond to a separate simulation, where oxidation is (a) absent and (b) present. Particles in
the pillar are colored by temperature where green roughly corresponds to TS . Oxidized fluid particles
are light gray and floor particles are dark gray. Snapshots do not correspond to equivalent intervals of
time.

After generating the packing, heat is applied to a circular region on the top of the
packing and slowly moved across the length of the bed, locally melting grains, as seen
in Fig. 1b. As heat flows into solid particles and their temperatures rise above the
solidification temperature TS , they transition to fluid particles, breaking all attractive
bonds. Hydrodynamic SPH interactions are activated allowing melted particles to flow.
After removing the heat source, particles cool and resolidify, forming new attractive
bonds with any nearby solid particles and turning off SPH interactions. This creates a
final rigid component which can be extracted from the powder bed as shown in 1c. While
extracting the component, nearby grains are pushed out of the way by solid contact forces
and resettle in the bed. This example includes no oxidation, but it could be added.

Next, we illustrate how the addition of the oxidation model can dramatically change
the morphology of a melted beam. In Fig. 2, a vertical beam standing on a cold floor
under gravity is heated from one direction causing it to melt. In the top row of images,
there is no oxidation in the fluid phase. The molten material flows downwards, hits the
cold floor, and ultimately resolidifies. In the second row, oxidation is enabled. After a
fluid particle melts, it can oxidize after a brief period of time by identifying nearby surface
particles and forming oxide skin bonds. These bonds add constraints on the fluidized
surface, forming an elastic skin. As the molten material droops, the elasticity in the skin
redirects the flow and creates ripples in the deposited material, explicitly demonstrating
how a skin can impact relocation.

As a final example, we illustrate how varying the properties of the oxide skin further
alters relocation by preparing otherwise identical spherical droplets and impacting them
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