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Abstract: We develop an ML-based approach for density reconstruction based on transformer
neural networks. This approach is demonstrated in the setting of ICF-like double shell hydrody-
namic simulations wherein the parameters related to material properties and initial conditions
are varied. The new method can robustly recover the complex topologies given by the Richtmyer-
Meshkoft instability (RMI) from a sequence of hydrodynamic features derived from radiographic
images corrupted with blur, scatter, and noise. A noise model is developed to characterize
errors in extracting features from synthetic radiographs of the simulated density field. The key
component of the network is a transformer encoder that acts on a sequence of features extracted
from noisy radiographs. This encoder includes numerous self-attention layers that act to learn
temporal dependencies in the input sequences and increase the expressiveness of the model. This
approach is shown to exhibit an excellent ability to accurately recover the RMI growth rates,
despite the gas-metal interface being greatly obscured by radiographic noise. Our approach can
be applied in a broad array of fields involving shock physics and material science.

© 2024 Optica Publishing Group under the terms of the Optica Open Access Publishing Agreement

1. Introduction

The ability to isolate precise material interfaces from radiographic images is of paramount
importance in describing a broad array of physical phenomena including a number of hydrody-
namic instabilities including the Richtmyer Meshkoff instability (RMI) [1,2], the Rayleigh Taylor
instability [3-5], and the Kelvin—Helmbholtz instability [6]. These phenomena arise in a broad
range of situations from astronomical size events like supernova collapse [7], to microscopic
events such as gas bubble sonoluminescence [8] and the supersonic combustion of ramjets [9].
Indeed, extraction of the peaks and troughs associated with these phenomena at the material
interfaces, RMI in particular, is essential in capturing the growth rates and optimizing designs to
mitigate these instabilities. Here we focus on the RMI that originates from the interaction of a
shock wave with an interface separating two materials with different densities. In most cases
an initial perturbation will be amplified following the passage of the shock. A deposition of
baroclinic vorticity that is practically-instantaneous and results from a misalignment between the
pressure gradient across the shock and the local density gradient across the interface leads to a
subsequent (slower) growth of the perturbation.

While extensive examinations and reviews of the RMI have been performed over the past sixty
years, most of of the experimental work to validate the RMI has been performed within shock
tubes using rectangular geometry with gaseous or fluid materials, although some recent work
has been performed in cylindrical geometry [10-16]. Additionally, some recent works have also
examined the RMI in solid-solid settings to estimate the strength in ductile materials [17,18].

The emergence of Inertial Confinement Fusion (ICF) as a potential power source has been
a major impetus for the continued examination of the RMI [11,12]. However, the spherical
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convergent geometry as well as large X-ray attenuation present in these experiments precludes the
use of well-established analysis and diagnostics methods such as planar laser induced fluorescence,
planar Rayleigh scattering, and particle image velocimetry. As such, an ability to study RMI in
configurations such as the double shell capsule, thought to be crucial for continued progress in
ICF [11,19], requires the development of new experimental and analysis techniques. That is,
the RMI may induce mixing due on the interface between the outer shell and the inner fuel and
in so doing inhibit the fusion reaction and can consequently be a limiting factor in the energy
produced [20-23].

To illustrate the difficulty of locating the interface necessary to quantitatively determine RMI
growth rates in spherical geometries, we present the result of a hydrodynamic simulation in
which a shock wave generated by the implosion of a gas-filled, nearly-spherical, double shell
capsule interacts with the irregular gas-metal interface to generate RMI (see Fig. 2).

While the material interface in the hydrodynamic simulation is clearly observable and easily
captured by applying traditional image processing methods, the observation from the noisy
radiographic image makes the identification of the peaks and troughs (which are necessary to
quantitatively characterize the growth rates of the RMI) problematic. Indeed, as may be observed
from Fig. 1, traditional edge detection algorithms are generally insufficient to accurately find
these features. Furthermore, these methods (Sobel, Canny, and Laplacian of Gaussian edge
filters) generally require fine-tuning of hyper-parameters associated with the method, which
may lead to significant uncertainty/error in the results. Finally, the sensitivity of the RMI to the
initial characteristics of the perturbed surface further complicate the quantitative determination
of growth rates.

density (zoomed-in) radiograph radiograph (zoomed-in)

[ o it
RMI interface Canny edge labels

Fig. 1. Sample (r,7) projection of the density (1% column), zoomed-in view of the
Richtmyer—Meshkov interface (2" column), synthetic radiograph (3" columns), and a
zoomed-in view of the radiograph (4™ columns) labeled with the RMI interface (left half)
and Canny edge labels (right half).

This paper reports on the development of a novel dynamic density reconstruction algorithm
capable of capturing, through a subsequent interface finding algorithm, RMI growth rates of ICF
double shell implosions in a spherically convergent geometry using low dimensional features
that are robustly identifiable from dynamic radiographic images. This approach may enable
experimental validation in a regime that, to our knowledge, has been largely unexplored.

imaging community. Indeed dynamic imaging is a topic that is commonly examined in Optics
Express (1055 references in Optics Express and in recent publications by the authors: [2,3].
Finally, understanding of this instability is of paramount importance to inertial confinement
fusion due to the experimentally observed degradation in performance attributed to this instability.
Consequently, the need to enable an improved understanding by developing algorithms to address
this difficult imaging problem is not only within the scope of the journal but serves a fundamental
contribution to the dynamic imaging community
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2. Density reconstruction via dynamic radiography

To examine the dynamic evolution of materials undergoing strong deformation in material
science, shock physics, and ICF, dynamic radiography is routinely used as an experimental
diagnostic [25-28]. Indeed, capturing the dynamic evolution of the material interface is essential
in quantifying the growth rates of RMI. As previously discussed, the limitations of traditional
image processing algorithms require consideration of alternative techniques for capturing this
interface with sufficient accuracy to infer the growth rates from noisy radiographs. One such
technique for capturing the material interface is to use traditional density reconstruction techniques
followed by applying gradient-based approaches to locate the material interfaces associated
with the RMI growth rates. That is, an inversion of the projection data may first be performed
to obtain the density field. Traditional methods of performing density inversions date back
to Radon [29]. Over the past several decades, image reconstruction methods have evolved
from simple analytical methods such filtered-back projection (FBP) methods, X-ray CT (e.g.
Feldkamp-Davis-Kress or FDK methods), and the Inverse Abel Transform for axisymmetric
systems [30-32] to models that enable inclusion of poly-energetic sources and also attempt
to address the noise field (e.g. statistical noise as well as scatter). The models are complex
non-linear, non-convex forward models and employ iterative reconstruction techniques [33].
Iterative reconstruction (IR) algorithms are based on more sophisticated models for the imaging
system’s physics and models for sensor and noise statistics. These methods are often called model
based image reconstruction (MBIR) methods or statistical image reconstruction (SIR) methods
[34]. Generally, density reconstruction algorithms using dynamic experimental radiographic data
with complex noise fields (e.g., non-Gaussian noise, scattered radiation, complex beam dynamics,
etc.) still encounter difficulty when sufficient accuracy is required to extract the intricate details
necessary to characterize the RMI phenomena [28]. Furthermore, the nature of these methods
introduces a certain degree of regularization that may impact the ability to accurately preserve
edges. Research continues in this area to improve the ability to preserve edges in settings where
uncertainty in the characteristics of scatter and noise are present [35-37].

More recently, machine learning (ML) approaches have been applied to radiographic recon-
struction. Many of these ML architectures have outperformed IR methods by a large margin at a
specified degradation level [38,39]. Similar to traditional non-ML-based algorithms, ML-based
approaches experience difficulty with complex noise fields. ML architectures that are trained
using a specific noise distribution typically fail to obtain favorable results in the presence of
out-of-sample noise [40,41]. This problem can be partially addressed by training a number of
models targeting each level of degradation. However, in many cases, the noise depends on the
object and other imaging artifacts and therefore it is impractical to produce a general noise model
to cover all unknown eventualities. In recent work [41], a machine learning-based Wasserstein
generative adversarial network (WGAN) was developed to reconstruct density fields from noisy
radiographic projections. This approach demonstrated excellent performance in reconstructing
density for testing cases that had the same noise properties as the training set. However, when
testing noise levels outside of the training population, the reconstructions exhibited a rapid
degradation in performance. Interestingly, degradation in performance was observed even when
the noise level was reduced from the level used in the training.

In light of the inability to train a general denoising algorithm to address the issues associated
with out-of-population noise and other imaging artifacts, we instead use a class of new ML-based
methods that rely on features that are robustly identifiable from a series of dynamic radiographs.
These methods are composed of two major components; one component is responsible for feature
extraction, in this case the robust out-going shock, and another component performs density
reconstructions from the extracted shock. This approach has been previously demonstrated
on a relatively simple 1D system, where robust features were combined with the underlying
hydrodynamic equations of motion to produce density reconstructions [28]. This methodology
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outperformed a traditional, direct radiograph-to-density reconstruction method in the presence of
scatter. Furthermore, the method was also capable of generating families of solutions consistent
with the observed features and a methodology for examining the uncertainty in the predictions
was proposed. The use of physics-based machine learning to achieve improved performance
over conventional iterative reconstruction algorithms has been explored in related literature, e.g.
[42,43].

To investigate the RMI we consider a test problem of shock propagation due to the implosion
of a gas-filled ICF double shell capsule with a sinusoidal perturbation on the interior surface.
Numerous simulations were performed with variable initial conditions and material parameters
to produce a data set of density field sequences in time. Synthetic radiographs were produced for
each time snapshot of density and a noise field was generated to mimic a realistic experimental
setup. Ground truth features were generated using the density fields corresponding to coefficients
of a curve fit for the shocks. We focused on a features-to-density network, for which we
investigated two approaches including a generative variational autoencoder (VAE) approach
called the ShockDecoderViT based on the vision transformer [44], and a deterministic structure-
preserving model called the Mass-Conserving Transformer, based on the original transformer
[45] to reconstruct the density fields to enable the subsequent extraction of the gas/metal interface
and the RMI growth rates. Each architecture transforms a temporal sequence of features into
their corresponding density fields using networks that incorporate attention layers. In previous
work, attention blocks increased the expressive power of the networks by correlating temporal
dependencies in the sequences [45]. In this paper, we demonstrate that incorporating attention
in the features-to-density networks improves density reconstruction errors relative to a similar
network without attention. The density fields are then processed to obtain the gas/metal interface
to obtain the RMI growth rates.

To test the effectiveness of the features-to-density network in the full radiograph-to-density
pipeline, we developed a noise model to characterize the errors of a feature extractor network.
For the noise model, we used the results from a feature extractor network developed in [46] that
consists of a convolutional neural network (CNN) with an image Fourier feature encoding (IFFE)
layer. This network was trained on the noisy radiograph-to-features problem and is capable of
recovering the shock features with sub-pixel accuracy. We trained the features-to-density network
using noiseless features and applied the noise model during testing. We show that the features-to-
density network remains robust in the presence of significant amounts of out-of-sample noise.
Using the results of these ML methods, we investigated the limits of the radiograph-to-density
pipeline in reconstructing the much higher dimensional phenomena present. Using the density
fields we then assessed the ability of the ML method to reconstruct the gas metal interface
attributed to the RMI with lower dimensional features, such as the outgoing shock captured from
the radiographs. This pipeline provides a possible means to address the difficulty in validating
simulations of 3D ICF double shell RMI experiments.

In the remainder of this work we present details of our new approach for performing density
reconstructions and subsequent extraction of the gas-metal interface necessary for characterizing
RMI phenomena using the robust features extracted from the dynamic radiographic images.
Section 3 introduces the dynamic radiography problem and model formulation. Section 4
introduces details of the hydrodynamic ICF test problem and data generation. Section 5
presents two machine learning approaches for determining the density fields from robust features
identified from a dynamic radiographic sequence. Section 6 presents the results of the density
reconstructions and ability to extract RMI growth rates using the ML architectures. Finally
section 7 presents discussion of the simulation results and conclusions drawn from the numerical
experiments.
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3. Dynamic radiography problem setup

Our objective is to recover the intricate details of the gas-metal interface by first estimating
a time-series of densities { pt,i(x)};'l > With x € R3 and i representing a material index, from

their corrupted radiographs {m,};’izl, where m; € RV>M2 is a monochrome image with Ni x N,
pixels. The times #,1,, ...,y denote N time points at which the radiographic measurements are
collected. In this investigation we consider the axisymmetric problem, where density objects
are fully characterized by the central slice through the near-spherical object. Following the
determination of the density fields we then extract the gas-metal interface as described in Section
6.

Our imaging model may be described as follows: The areal density of the object along a ray r
connecting the source and detector is denoted

(o)

pa(r) = Alpr] = / (a0, ry 1), () it )

—00
where A is the forward operator corresponding to the Abel transform, (r.(u), ry(u), 7.(1)) is a
parameterization of the ray r, p;(-) denotes a time snapshot of a spatially varying density, and i is
an index corresponding to the material being imaged. Using a simple measurement model of a
mono-energetic X-ray source, the number density of photons reaching the detector along ray r is
approximately given by

I(r) = Iy exp (— Z é:iPAf(’”)) , 2
i

where Iy is the number density of the incident beam and ¢&; is the mass attenuation coefficient of

material i [47]. A discrete, finite radiograph is measured in practice representing a finite grid of

detectors. This direct radiograph (without scatter) d at each detector pixel is approximated as

dlm,n] = / I(r)dr = CI(rp.) 3)
Rmvﬂ

where R, , denotes the rays impinging pixel (m, n), ., is the ray through the pixel center, and C
is a constant that depends on factors such as the detector pixel area.

The transmission (noisy radiograph) includes contamination from several noise terms, and is
given by

Tt = d; + ny, (4’)
where d; and n, are the direct radiograph and noise at time 7. At each time, we model the noise as
n =Dy +Ds+ Bs +1 5)

where Dyg, represents the blur from the source and detector, given by
Dgsp = Db * ¢ab, ~ Dsp = d * Goiur(Oblur)- (6)

Here, ¢qp is a custom kernel associated with the detector and Gy (0p1yr) is @ 2D Gaussian
kernel with standard deviation oy, In addition, the noise model includes correlated scattered
radiation, Dy, and an uncorrelated linear tilted background scatter field, B, given by

Dy = kd * Gcatter(Tscatter) Bs = ax + by, ()

where Ggcatter(Ob1ur) is @ 2D Gaussian kernel with standard deviation ocaer, @ and b are scalar
constants, and x and y are projections of the 2D functions x and y to the image plane. Finally,
both gamma and photon noise are added as

1 =n"(ye) * dg + 17 (¥p) * ¢p. (8)

where 1% is Poisson Noise and 7Ye and vy, are the rates and ¢ and ¢, are the gamma and photon
kernels, respectively.
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The choice to model scatter as a kernel convolved with the direct signal is common in the scatter
correction literature [48,49]. This approach provides a fast scatter model that is representative of
models used in practice. The above model can be readily extended to polyenergetic X-ray sources
[49,33]. In addition, attempts to utilize more first principle methods using Monte-Carlo transport
have been attempted by our research team and others. While these techniques have made progress
in treating scatter radiation they have severe limitations [41]. These issues are largely attributed
to scatter from outside (e.g. surrounding sky-shine, ground reflection in complex scenes).

This work focuses on material objects that are of interest in double shell ICF capsules, and we
work with monoenergetic X-ray sources for simplicity.

Great difficulty in performing the density time-series reconstruction arises due to the presence
of scatter, noise, and additional factors including the variability of the beam spot, energy spectra,
and model mismatch in the forward operator. Incorporating a time-series for the evolution
of the underlying density fields over time could provide improved dynamic reconstructions
[28,50-53]. To this end we adopt a machine learning approach to incorporate hydrodynamic
priors to encourage the estimated density time-series to be consistent with the equations of motion
that govern their evolution.

The evolution of the density over time in a dynamic experiment can be modeled by a system of
partial differential equations (PDEs) describing radiation hydrodynamics. To facilitate the analysis
of the radiation-hydrodynamic system we utilize the Euler equations in a manner analogous to
Bello-Maldonado. [54,55] The system of PDEs comprise a continuum model governing density
evolution and is applicable in many realistic scenarios where dynamic radiography is applied.
A closure of the hydrodynamic variables in the form of a material-dependent equation of state
(EOS) is required, along with appropriate initial and boundary conditions, to uniquely prescribe
the time evolution of any hydrodynamic variable, including the density. In practice, the EOS and
other conditions or parameters for a specific experiment or test case are usually unknown. In
this case, directly using the PDEs to enable dynamic reconstruction is not feasible. In our study,
we numerically integrate the Euler equations with varying choices of EOS model parameters to
generate a large dataset of density time-series and learn an EOS-agnostic model for reconstructing
densities.

4. Hydrodynamic test problem

4.1. Generation of density time series

As a test problem, we study shock propagation in a time-dependent (3D) density profile, created
by an implosion of a nearly-spherical ICF double shell configuration. The study is limited to
azimuthal symmetry so that the density at any time can be described in cylindrical coordinates
(r,z). Additionally we restrict our attention to the Mie-Griineisen (MG) EOS model. Simulations
are performed on a 440 x 440 uniform Cartesian grid on a computational domain given by the
quarter-plane [0, L] X [0, L], where L = 341 um. The uniform grid cell size is Ar = Az = %.
The metallic shell is made of Tantalum and its density is initially uniform at a value of 16.65
g/cc. The inner surface of the Tantalum can be described as the set of coordinates (7, (u), zin (1))
satisfying

8
(rin()? + zin(@))'/? = Rip + > Frcos(2ku),  u e [0,7/2], ©)
k=1
where Ri, = 248 um, Fy, k =1, ..., 8, are coefficients of the perturbation corresponding to the

k™ cosine harmonic. The outer surface of the shell is a sphere with radius Roy = 310 um. There
are 20 different inner surface perturbation profiles considered in our dataset. The corresponding
coefficients are recorded in Table 2. Figure 2 presents an initial perturbation given to the interior
shell. As an initial condition, the shell is given a uniform implosion velocity, Viypi, in the direction
of the origin to initiate an implosion.
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Fig. 2. (a): Example double shell capsule specification based on the 1.06 MJ yield design
from Ref. [24]. (b): 3D mock-up of a shell with a perturbation on the interior surface. (c):
projection of the shell onto (r, z) coordinates. The inner radius is parameterized by the angle,
u between the white dotted line and the r axis. (d): Plot of the 20 separate profiles for radius
of the perturbed inner surface verses angle u.

In addition to varying the profile of the inner radius and the initial implosion velocity, our
dataset consists of simulations covering parameters characterizing the MG equation of state [56],

Pocf/\,/( - %FOX)
(1-s1x)?
Po

where y = 1 — £, pg and T are the reference density and temperature, respectively, ¢, is the
speed of sound, Iy is the Griineisen parameter at the reference state, s; is the slope of the linear
shock Hugoniot curve, and cy is the specific heat capacity at constant volume. Out of these
parameters, we keep the reference density pg fixed at 16.65 g/cc and the reference temperature
T fixed at 0.0253 eV. The parameter set {cs, 51, [9, cy} is varied as shown in Table 1.

p(x.T)= + Topocv(T - To), (10)

Table 1. Matrix of parameter values used to develop the simulated
dataset. All combinations of above parameters are used to simulate our

data.
Options 1 2 3 4 5
To 1.6 1.7 1.76 1.568 1472
51 1.22 1.464 1.342
¢ [m/s] 339000 372900 305100 355000
cylerg g™l eV1] | 1.6x 1010 176 x 1010 1.44 x 1010

Altogether, the dataset realizes every unique parameter combination in a 7-dimensional
parameter cube with 28, 800 total simulations. Each hydrodynamic simulation is comprised of
density field snapshots at later times when the instability is present. We label these times as
n=0,1,...,40. An example of a density time series is shown in Fig. 3. Once the Tantalum
shell has collapsed, a shock is formed and reflected from the axis. The shock then interacts with
the perturbed inner Tantalum edge. This creates an RMI. The topology of this interior evolves as
depicted in Fig. 3. The expanding shock proceeds to propagate into the non-constant dynamic
density background. We chose frames corresponding to the time instants at n = 25, 30, 35,40 to
train the network in our studies.

4.2. Generation of synthetic radiographs

Synthetic radiographs are produced at each time step. The create_sino_3d function from the
ASTRA Toolbox [57] is used to evaluate the forward operator in (1). Equation (2) is used to obtain
the direct radiograph signal from the areal mass using Iy = 3.201 - 1074, E(gas) = 9.40 cm?/g,
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Fig. 3. Example plots of the density evolution (left) and the various RMI profiles representing
each inner surface perturbation profile (right). The images are 150x150 pixels representing

the domain [0, ﬁL] X [0, ﬁL]

ETantalum) = &comy = 13.03 cm?/g, representing 65 KeV radiation. Across the dataset, the
maximum (non-dimensional) product of the areal mass and the mass attenuation coefficient is
~14. In practice, the ability to resolve the shock is limited due to both computational techniques
(e.g. finite resolution, artificial viscosity) as well as experimental settings of the imaging system.
With this backdrop, the wavelength of the the 65 KeV radiation is approximately 19 picometers
and more than sufficient to capture the shock at sub-micron scales generally thought to be
sufficient in the intended applications.

The source blur kernel is a 2D Gaussian kernel with o, chosen randomly between 1 and 3
pixels with a random orientation between 5 and 26 degrees. The correlated scatter kernel is also
a 2D Gaussian kernel with ogcarer chosen randomly between 10 and 30 pixels and scatter level, «,
chosen randomly between 10 and 30. The coefficients of the background scatter field are chosen
such that the level is randomly between 0.5 and 1.5 times the mean signal level in the center of
the image and the tilt is between —10% and 10%. The level of the gamma noise is randomly set
in the range (39,000, 50,000) and the level of the photon noise is randomly set in the range (350,
450). Each random number is generated independently for each simulation and time step.

Figure 1 shows an example of a density field at time index 40 and a synthetic radiograph,
m, generated using the above method. For the same example, Fig. 4 shows the direct signal, d,
radiograph m, and profiles across the center of the two images. Examination of Fig. 4 reveals that
in addition to the source blur the convolutions representing the coherent and Compton scatter in
addition to the bi-linear background field contribute to the overall transmission as indicated in
Eq. (5). Consequently, these additional components increase the overall transmission relative to
the direct signal.

Radiograph (clean) Radiograph (noisy)

00
o NI

Fig. 4. (a): radiograph before applying noise. (b): radiograph after applying noise. (c):
horizontal line out through the center of the radiographs. (d): vertical line out through
the center of the radiographs. In both line plots, the orange line corresponds the noisy
radiograph and the blue line corresponds to the radiograph without noise. Both radiographs
are normalized by their maximum value.

Radiograph - Horizontal Line-Out Radiograph - Vertical Line-Out
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4.3. Generation of shock features

One of the primary aspects of the ICF shell dynamics is the evolution of the inner gas-metal
interface, i.e., the growth of the instability. This is because the passage of the incoming and
outgoing shocks through this interface renders it unstable to the RMI. Considering temporally
evolving simulations, we are interested in times when the instability on this interface has permitted
the growth of perturbations to the extent that the inner gas-metal interface displays significant
asymmetry. As such, we assume that the interface as identified by the feature extraction procedure
is not robust. That is, we expect that the interface as identified by the imaging and feature
extraction procedures is sensitive to the dependent the measurement model. This is in contrast
with the shock and outer edge features that we assume are robust. The robustness of these latter
features is due to the symmetry of the setup and dynamics and the stable nature of their evolution.
Nevertheless, because of its passage across the unstable inner gas-metal interface, we expect the
stably evolving shock to be imprinted with a decaying set of perturbations that can be reliably
identified.

Accordingly, we have extracted shock and edge features at each time for each sequence of
density fields. An edge-detection algorithm was utilized so as to enable the determination of a
parametric representation of the shock and edge as a function of polar angle [28]. These features
are subsequently compressed into a low-dimensional representation in terms of cosine harmonic

coeflicients,
N®

o) =" F” cos(2/6), (11)
j=0

for i = shock, edge. We found that N®"°K) = 8 and N®2¢) = 5 can represent the shock and edge
features with sufficient accuracy across the dataset.

4.4. Noise model for feature extraction

The focus of this paper is to develop a features-to-density network to be used as the second
component in a radiograph-to-features-to-density pipeline for the purpose of quantifying the
growth rates of RMI in double shell ICF environments. For simplicity and modularity, we built
each component independently, where the feature extractor was trained on radiograph and feature
data pairs and the features-to-density network was trained on feature and density data pairs. To
test the performance of the trained features-to-density network, we developed a noise model to
simulate the errors that would arise from the feature extraction model.

The feature extraction model is a CNN consisting of an image Fourier feature encoding (IFFE)
layer, convolution layers, and fully connected layers. The feature extractor is applied to a subset
of the synthetic radiographs. Errors between the reconstructed cosine harmonic coefficients and
that of the ground truth were calculated and used to compute a sample mean and covariance
matrix for the shock. Using these computed statistics, we simulated the error produced from
reconstructing the cosine harmonic coefficients from synthetic radiographs using a multivariate
Gaussian noise model. During model testing, we added noise consistent with this distribution to
the inputs to better characterize the performance of the model.

5. Description of features-to-density architectures

We compared two different architectures for solving the features-to-density problem. These
approaches involve a generative variational autoencoder (VAE) network based on the vision
transformer [44], which we refer to as the ShockDecoderViT, and a deterministic structure-
preserving network based on the original transformer [45], which we call the Mass-Conserving
Transformer. These architectures are illustrated in Fig. 5. Due in part to the presence of
radiographic noise, the features identified by the radiograph-to-features network can only be
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determined up to a certain level of precision. The two networks have different approaches for
handling this uncertainty. The generative approach builds uncertainty into the model and is
trained to minimize degeneracy of the density reconstructions. The deterministic network uses

mass-conservation to improve robustness of predictions.

ShockDecoderViT Mass-Conserving Transformer
BB - v % !
I =

IEEENEEIENEINERS | © -

.

(b)

Fig. 5. Schematics of the ShockDecoderViT (a) and Mass-Conserving Transformer (b)
architectures.

Both architectures are trained on the features-to-density problem using data at time steps
n = 25,30, 35,40. The training set consists of 80% (N = 23,040) randomly selected density time
series for each inner surface perturbation profile and the testing set consists of the remaining
20% (N = 5,760) of data. Since most of the action is downstream of the outgoing shock, we
primarily restrict our attention to reconstructing a smaller region encapsulating the gas metal
interface. For purposes of comparison, the architectures were trained to output a 150x150 square
pixel image representing the density field in the cylindrical domain, [O, ﬁL] X [0, ﬁL] . This
smaller domain window captures the most interesting physics. Additionally, the Mass-Conserving
Transformer architecture was trained to output a 440x440 square pixel image representing the
full domain of the simulation data, [0, L] X [0, L]. The architectures were trained using various
computational resources, including Chicoma, which is a HPE Cray EX system, and a private
cluster of 8 NVIDIA GeForce RTX 2080 GPUs.

5.1. ShockDecoderViT: a vision transformer-based shock decoder

We propose a new generative architecture to decode the density field from the shock features
based on the vision transformer [44] and a conditional variational autoencoder (cVAE) learning
framework [58-60]. In particular, the data consists of the density field p(¢) and a corresponding
small number of numeric features characterizing the shock ¥ (¢) at four times in a dynamically
evolving flow. The aim is to obtain a trained model (in this case just the decoder part of the cVAE)
that, given a set of time evolving shock features alone—the conditions, generates a sequence of
2D density fields at the corresponding times. We call the decoder a ShockDecoderViT because
the details of the flow can be reconstructed given a minimal set of shock characteristics. In
common with most current ML approaches, the utility of this model is largely restricted to the
training data distribution.

The cVAE consists of an encoder and a decoder. First, the encoder embeds the input images
and conditions and processes them using the transformer. Here ideas of the vision transformer
are used to process the density field. That is, the density field is considered as an image that is
first split into patches which serve as tokens. In the present setting, only the region interior of the
outermost extent of the outgoing shock is considered for the reason that most of the rapid and
large dynamical changes are confined to this region. In particular, the interior most 150 x 150
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region is partitioned into 100 patches of size 15 x 15. The patches and the conditions, which
are taken to be the zeroth through seventh cosine harmonics of the outgoing shock at the four
times, are then projected onto the tokens’ embedding space. After adding positional encoding to
the projections, dot-product attention-based transformer blocks are applied to obtain a compact
variational latent space representation of the temporal sequence of densities and shock features at
the bottleneck. That is, the encoder produces the mean u(p(t), F(¢)) and variance X(p(z), F(¢))
of the latent space features as functions of density and shock features. Thereafter, the decoder
takes inputs of the latent variables realizations and the shock features and embeds them into
a series of tokens that are processed using attention-based transformer blocks before they are
projected back into density space.

The transformer-based encoder and decoder (ShockDecoderViT) of the cVAE are trained
simultaneously with the Evidence Lower Bound (ELBo) of variational inference as the loss
function. This loss function may be thought of as having two components: the reconstruction
loss of the autoencoder and the KL divergence between the latent distribution produced by the
encoder and a standard multivariate normal. In the testing phase, only the decoder is used; it
takes as input the shock features. The shock features are combined with random realizations of
the latent space variables to then generate the density fields.

In summary, our new architecture, the ShockDecoderViT, combines the strengths of the
dot product attention-based Vision Transformer and the conditional variational autoencoder to
generate temporally coherent sequences of density fields from dynamically evolving sequences
of shock features. While the patch-based approach allows it to handle large images efficiently,
the transformer provides the ability to capture long range dependencies in both the spatial and
temporal domains. Results are presented for an architecture that uses two transformer blocks
in the encoder and eight transformer blocks for the decoder. Increasing the number of encoder
transformer blocks and small variations of the number of transformer blocks in the decoder led to
minor changes in results (not shown).

5.2. Mass-conserving transformer architecture

In addition to considering the ShockDecoderViT, which is a generative network, we also
investigated a purely deterministic architecture. The Mass-Conserving Transformer network is
a structure-preserving architecture that uses the transformer blocks introduced in [45]. While
the ShockDecoderViT uses a vision transformer in both the encoder and decoder to go between
latent representations and density field image patches, the Mass-Conserving Transformer treats
the input shock features using a series of transformer blocks before projecting to density. The
network uses a mass-conservation layer to enforce that the dynamics conserve mass between
time steps.

The input to the Mass-Conserving Transformer is a matrix x € RVV | and the output is
y € RNN>xN: N, is the number of times in the sequence, Ny is the total number of features,
which consists of shock features a temporal encoding vector which represents polynomials in n,
n,fori=0,1,.. .Np, and N, X N, is the resolution of the output image. The shock features are
each centered and normalized using the mean and standard deviation of the training set.

The features are first inputted into a network consisting of multiple transformer blocks,

x=Tpo-oTi(x), 12)
where y € RV is a matrix representing a latent representation of the density fields at each
time in the sequence. The transformer blocks have the same structure as the blocks proposed in
[45]. Each block applies dot-product attention to incorporate temporal dependencies.

After the series of transformer blocks, the latent variables are projected into density fields. A
critical component of projection step is the learning of characteristic eigenfunctions, Z? € R¥N>N:
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fori=1,..., Nz on the image plane. The first set of transformations is given by

yy =h(zl§.”,...,zl§.’vz); en), i=1,....N,, j=1,...,N., n=1,...,N, (13)
where h is a feedforward neural network parameterized by weights, 6,, which are in turn
determined by

0, = g(xn), n=1,...,N; (14)

where g is also a feedforward neural network. The intermediate output, Y € RN>*N>N: represents
a sequence of images with the same resolution at the final output y. The reconstructed density is
obtained by passing the sequence, Y",n = 1, ..., N,, through a mass conservation layer. Let M
be the total mass of the object and let

M(y) = Z 4nriyyArAz, (15)
iy
be the calculation of mass of in the image vy, where r; is the radius at index i and y;; is the density
value in pixel (7, 7). The output density reconstruction is the sequence of images

.. M
- MY

Our architecture used 6 consecutive transformer blocks, B = 6, each with 8 heads, H = 8, a
latent dimension of 64, k = 64, and a feedforward neural network with inner dimension 2048
and tanh activation function. For the projection layer, we chose Nz = 40 eigenfunctions and
represented both g and 4 using feedforward neural networks with 2 hidden layers and latent
dimension of 100. The architecture was trained to minimize the root-mean-squared error (RMSE)
of the density reconstructions on the training set.

y V",  n=1,...,N. (16)

6. Results

This section presents results of the trained ShockDecoderViT and Mass-Conserving Transformer
networks. First we compare the two approaches using ensemble metrics such as root-mean-
squared error (RMSE) and structural similarity. Section 6.1 examines the generative nature
of ShockDecoderViT. Section 6.2 analyzes the density reconstructions of each inner surface
perturbation profile and its corruptions due to errors arising from the radiograph-to-features
network. Additionally, we use an example reconstruction to demonstrate how peak-to-trough
evolution can be calculated accurately, as indicated by capturing the RMI growth rates from the
reconstruction and comparing to those obtained from the ground truth simulations.

Figure 8 shows histograms of RMSE and structural similarity evaluated on the testing set
for both architectures along with a table of summary statistics. Both networks exhibit similar
performance in RMSE, with the Mass-Conserving Transformer having better minimum, average,
and maximum errors compared to the ShockDecoderViT. The Mass-Conserving Transformer
significantly outperforms the ShockDecoderViT in structural similarity, with a mode shifted to
the right and better minimum, average, and maximum structural similarity values.

6.1. ShockDecoderViT density reconstruction

This section examines the generative nature of the ShockDecoderViT network. For each set of
shock features in the testing set, we generated N = 7 realizations of density reconstructions using
the ShockDecoderViT and computed the standard deviation of the density, RMSE, and structural
similarity. Figure 9 summarizes the results of this study, showing histograms of the standard
deviations of both RMSE and structural similarity, along with summary statistics in a table. By
design, the generative model reconstructs the set of (possibly topologically different) density



Research Article Vol. 32, No. 24/18 Nov 2024 / Optics Express 43378 |
Optics EXPRESS : \ \

fields that are compatible with the set of input features provided. When such different density
fields are reconstructed by the trained generative model, the standard deviation of RMSE and
similarity metric with respect to the single target considered will typically be large when the
reconstructions are qualitatively/topologically similar. Otherwise, the standard deviations will
typically be small. In the testing set, we observe that the variation in the RMSE and similarity
metric are very small relative to the ensemble averages, indicating that the variations due to the
degeneracy are small.

Figure 6 shows examples of generations from six sets of shock features. These six features
were chosen to correspond to the extremities of the standard deviation histogram, minimums,
averages, and maximums for the standard deviation of RMSE and structure similarity. For
each set of features, we chose the best, average, and worst performing reconstruction to display.
Additionally, the standard deviation of density is shown in the last column. For the best and
average examples, the reconstructions are nearly identical under visual inspection, while the
worst performing reconstruction exhibits significant errors from the ground truth and are visually
different from the other reconstructions in the example. This is also confirmed by examining the
large values present in the density standard deviation heat map. This extreme example is however
one example of a number of outliers represented by the long tail of the histogram in Fig. 9.

ShockDecoderViT: Generative Reconstructions and RMSE ShockDecoderViT: Generative Reconstructions and Structural Similarity
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08

T (RS (RS (S (G =] EEES (S (]
RMSE=0.036) RM: : 10 4 10 10
IR Wil Wi e IS il N
1 1
0 5 0:6 y 5 0:6
H 1015 N £ 1015
l SN 3
24 10° 0.89) 0.88) 2] 102
I ? ? # i‘ui 02 N ? % % ? 0:2
. . . . 00 10° . . . . 00 10°
@ (b)
Fig. 6. Examples of generative reconstructions produced by the ShockDecoderViT corre-
sponding to the lowest, average, and highest standard deviation in RMSE (a) and Structural
Similarity (b). In both sub-figures, the left-most column is the ground truth, the middle three
columns correspond to the lowest, average, and highest errors, and the right-most column
shows the standard deviation in density for the N = 7 generative reconstructions for the

corresponding case. Each plot shows quarter planes corresponding data at each of the four
times in the sequence counter-clockwise from the first quadrant.

6.2. Mass-conserving transformer density reconstruction

This section analyzes the density reconstructions produced by the Mass-Conserving Trans-
former network. The trained model was used to produce the density reconstructions and their
corresponding errors shown in Fig. 7. Each example reconstruction in this figure, labeled 1
through 20, corresponds to a different set of shock features, chosen randomly, corresponding
to each inner-surface perturbation profile. The labeled structural similarity and RMSE were
computed for the ensemble of testing data for each profile. The top plot (a) displays the density
reconstructions sorted from lowest to highest structural similarity. The bottom plot shows the
corresponding errors of the above plot, labeled by profile ensemble average RMSE in g/cc.
Despite the low dimensional feature space, the density, including the complex details of the RMI,
can be reconstructed to a high level of accuracy.

Next, we investigated the effect of errors from the radiograph-to-features network on the
Mass-Conserving Transformer results. For each set of shock features in the testing set, a random
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Fig. 7. Mass-Conserving Transformer: (a) Density reconstructions and (b) their errors for a
random choice of simulation parameters corresponding to each inner surface perturbation
profile. Each plot shows quarter planes corresponding data at each of the four times in the
sequence counter-clockwise from the first quadrant.
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Fig. 8. Histogram of root-mean-squared errors (RMSE) (top left) and structural similarity
(top right) between the density reconstruction and ground truth for the testing set for the
ShockDecoderViT and Mass-conserving transformer. Bottom: table of summary statistics

for the above histograms.
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error is generated using the noise model described in Section 4.4. Reconstructions were produced
for this generation of random error multiplied by factors of 0, 1,. .., 19, respectively, and the
corresponding RMSE was computed. Figure 10 shows box plots summarizing the error statistics
of this study for each noise multiplier. A clear degradation in accuracy is observed as the noise
multiplier is increased. For the case of 1x multiplier, which corresponds to the expected error
produced from the radiograph-to-features network, the boxplot represents a small shift from the
clean features. The trend towards greater noise remains gradual and bounded, demonstrating the
robustness of the model, which may be attributed to it’s structure-preserving properties.

Next, we studied the expressive power of the attention mechanism used in the Mass-Conserving
transformer. By default, the dot product attention represents a fully connected network between
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Fig. 9. Histogram of the standard deviation of RMSE (left) and SS (right) for N = 7
generations of each example in the testing set. Bottom: table of summary statistics for the
above histograms.

Mass-conserving Transformer: Box-plots of Testing Set RMSE vs. Noise Multiplier
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Fig. 10. Box-plots of RMSE (g/cc) evaluated on the testing set corresponding to noise
multipliers 0, 1, . . ., 19. Each box extends from the first quartile to the third quartile of the
data with an orange line representing the median. The whiskers extend from the box to the
farthest data point lying within 1.5x the inter-quartile range from the box. The red dots
represent points outside of the whiskers.
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each of the 4 terms of the sequence. For comparison, we also considered a sequence length 1
network, formed by breaking all the cross-temporal connections of the network, and a sequence
length 2 network, formed by breaking the cross-temporal connections between the first two times
and the latter two times. Figure 11 shows the training loss of the three approaches. The results
indicate that incorporating more temporal correlations led to smaller training losses.

Training Loss vs. Attention Block Sequence Length

--e- sequence length 1
sequence length 2
--e- sequence length 4
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Fig. 11. Comparison of training loss when the attention blocks of the mass-conserving
transformer are fully connected (sequence length 4), connected only between the first two
and latter two times (sequence length 2), and fully disconnected (sequence length 1). For
consistency between methods, RMSE is evaluated on the entire sequence of 4 density
reconstructions.

While our previous results focused on reconstructing density in a smaller region around the
RMI, we also demonstrate that our approach can be applied to reconstruct the density in the
entirety of the domain using the Mass-Conserving Transformer. A new model was trained using
the full 440 x 440 domain available in the data set to produce a new set of architecture weights.
The two plots in Fig. 12 show histograms of RMSE and structural similarity evaluated on the
testing set. We observe that the complexities of the gas metal interface are still reconstructed by
the full domain model. Figure 14 shows an example of density reconstructions and corresponding
horizontal and vertical line-outs through the center and Fig. 13 shows a zoomed in view of the
reconstruction and its error. In these examples, the RMI and shock location are still captured
accurately.

Next, we demonstrate that the Mass-Conserving Transformer can accurately measure properties
of the RMI such as the growth of the peak-to-trough radial distance. We chose a set of shock
features, applied a random perturbation generated from the noise model of the radiograph-
to-features network, and performed a density reconstruction. First we identified pixels that
are contained in the gas domain, which is contained in a region near (r,z) = (0,0), which
corresponds to a region of significantly lower density compared to that of the surrounding
metal. A discontinuity separates the interface between the gas and metal. On both sides of
the discontinuity front, the densities are approximately constant. In the reconstruction, there
is a small region consisting of less than a few pixels where the density transitions smoothly
between the nominal fluid density and the nominal solid density. Therefore, we attempt to split
the difference. We find the maximum density of the metal, py,ax and take the fluid domain to be
the region where the density is less than % Pmax- From this, we identify the pixel locations on
the edge of the domain with the furthest and closest distances to the origin. Figure 15 shows
the result of this identification algorithm applied to both the reconstruction and the ground truth
for two examples of RMI profiles, representing high and low frequency modes. Additionally,
we apply a Canny edge filter for various choices of the smoothing and threshold parameters
to the noisy radiograph to identify the peak and trough of the RMI. Figure 15 shows a line
plot comparing the peak-to-trough evolution between the ground truth, the reconstruction, and
Canny edge filter. The density reconstruction approach is successful in accurately identifying
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Fig. 12. Histogram of root-mean-squared errors (RMSE) (top left) and structural similarity
(top right) between the density reconstruction and ground truth for the testing set for the
Mass-conserving transformer trained on the entire domain. Bottom: table of summary
statistics for the above histograms.
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Fig. 13. Example of full density reconstructions and their corresponding errors produced
by the Mass-Conserving Transformer. The input shock features are polluted with simulated
noise from the radiograph-to-feature network.
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the Mass-Conserving Transformer trained on the entire domain. The input shock features
are polluted with simulated noise from the radiograph-to-feature network.
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the peak and trough locations and consequently their radial distance. The Canny edge filter
howeyver is unable to obtain an acceptable level of accuracy and suffers from large variations due
to choices in meta-parameters. Figure 1 shows the resulting edges that are detected for the high
frequency profile (profile 1). This demonstrates that our density reconstruction algorithm is a
viable approach for making growth-rate estimates in the evolution of a spherically-symmetric
RMI. We cannot overemphasize the importance of this discovery. That is, this method of
reconstruction may allow the RMI growth rates to be experimentally verified in a spherically
convergent geometry for the first time.

RMI Peak and Trough Identi cation RMI Peak and Trough Identi cation

RMSE=0.03 T magg RMSE=0.03 T Mmakg

715 775 775 775 775 7715 715 775
r(m) r(m

RMI Peak-to-Trough Evolution RMI Peak-to-Trough Evolution

canny edge Iter 2 e canny edge Iter
25 --=- ground truth 2 T --=- ground truth
@ 0 model O model

(a) (b)

Fig. 15. Peak and trough identification for (a) a high frequency RMI mode and (b) a low
frequency RMI mode. Top plots: density fields and identified peak and trough points of
the RMI (green markers) for the ground truth and reconstructions using inputs polluted
with simulated noise from the radiograph-to-feature network. Bottom plots: evolution of
the maximum RMI peak-to-trough radial distance for the ground truth and reconstructions
corresponding to the above plots.

7. Conclusions

In this work, we present an ML-based approach for density reconstruction through the use of
hydrodynamic features that are robustly identifiable from a time sequence of noisy radiographic
images. We consider two architectures, the ShockDecoderViT and Mass-conserving Transformer,
which both rely on attention mechanisms [45] which act to learn temporal dependencies in
the input sequences and increase the expressiveness of the model. The two architectures had
comparable performance, with the Mass-conserving Transformer slightly outperforming the
ShockDecoderViT. Based on the ability of the networks to accurately reproduce the fine features
of the density field, including the RMI, from sparse features, we conclude that the shock harmonic
features provided sufficient constraints to limit the variability and sensitivity with respect to
noise in the density predictions. This level of accuracy potentially enables, for the first time, the
determination of the RMI growth rates experimentally in spherical geometries. Our study also
demonstrates the benefit of utilizing a dynamic sequence of radiographs in density reconstruction.
This idea may be utilized in a number of shock physics and material science pursuits.

In future work, we plan to utilize the methodology presented in the manuscript to perform
density reconstructions of experimental data. By far, the largest hurdle is to establish that the
features extracted from the experimental radiographs belong to the same distribution as that of
the synthetic radiographs used in the current study. If this can be established then we anticipate
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that the current study will be applicable. However, there are some additional challenges that we
are currently addressing. For example, the ground truth of the experimental data will not be
known. As such, the generative model may suggest that the identified features are compatible
with multiple density field reconstructions. But, if we know or assume that such degeneracies
do not exist, then the ensemble spread-error relationship of the trained generative model can
be leveraged to estimate uncertainty of the predicted density fields. Additional challenges to
applying our reconstruction methodology include those associated with characterizing the scatter
and noise fields at our intended experimental facilities. Finally, the ML architecture has potential
in other dynamic imaging problems (i.e. at the Advanced Photon Source as well as in material
science investigations).

A. Cosine coefficients for inner surface perturbation profile

The coefficients of the cosine harmonic series of the initial inner surface perturbation profile is
scaled according to F; = R, F;/8, fori = 0,...,8, where Fy = 8, F5 = F7 = 0, and the rest of the
coeflicients are provided by Table 2.

Table 2. Scaled cosine coefficients for the initial shell
profile used for each profile.

profile Fi F> F3 Fy Fe Fg
1 0 0 0 0 0.08
2 0 0 0 0.08 0 0
3 0 0.08 0 0 0
4 0 0 0 0 0.075
5 0 0 0 0.075 0 0
6 0 0.075 0 0 0
7 0 0.0075 0 0.0025 | 0.065
8 0.0075 0 0.0025 | 0.065 0 0
9 0.005 0.0657 0 0 0
10 0 0 0 0 0.06
11 0 0 0 0.06 0 0
12 0 0.06 0 0 0 0
13 0 0 0 0 0 0.055
14 0 0 0 0.055 0 0
15 0 0.055 0 0 0 0
16 0 0.0075 0 0 0.0025 | 0.045
17 0.0075 0 0.0025 | 0.045 0 0
18 0.0051 | 0.0457 0 0 0 0
19 0 0 0 0.04 0 0
20 0 0.04 0 0 0 0
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