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The recent arrival of the Frontier Supercomputer at Oak Ridge National Laboratory officially
marked the dawn of the exascale computing era. Its successful deployment coincided with the
culmination of the U.S. Department of Energy Exascale Computing Project (ECP), an ambitious,
complex, and risky research and development effort that integrated contributions from a broad and
diverse subset of the high performance computing community. The success of ECP will ultimately
be judged by the scientific and engineering advances that it enabled. This Special Issue is focused
on showcasing early successes in the use of exascale resources to enable breakthroughs in key areas
of science in engineering.

The path to exascale-capable applications and software was far from straightforward. By the
early 2000’s, several petascale-class computers had been deployed at Department of Energy national
laboratories across the United States. These systems successfully enabled simulations of unprece-
dented speed and physical fidelity across a wide range of scientific domains. However, they quickly
exposed a broad need for still greater accuracy along with an increasing desire to use large-scale
simulations as part of optimization and/or decision-making processes. This drove efforts to buy
and deploy supercomputers with ever greater computational capabilities. Unfortunately, with the
conclusion of Dennard scaling and Moore’s Law nearing its end, there was no clear path to building
an exascale machine. Multiple technical barriers, including system cost, power consumption, and
stability at scale would have to be overcome. Simply scaling-up existing technology would not have
been economically feasible. While there were several projected paths forward, including signifi-
cantly increased core counts, specialized hardware, or the use of accelerators such as GPUs, it was
unclear how easily or how well the wide range of scientific computing applications and software
could be adapted to such a system.

It was clear that being able to make effective use of an exascale supercomputer would require
innovative computational technologies, with new approaches to algorithm design, programming,
and code optimization. Such innovation would require years of work and collaboration across
disciplines and organizations. In 2015, the National Strategic Computing Initiative was established,
launching the Exascale Computing Project. ECP was charged with bridging the gap between the
previous and next generation of hardware, ensuring that mission critical scientific applications were
prepared to efficiently utilize the new exascale systems. This required significant early investments
in algorithmic re-design, as the move from multicore CPUs to multi-GPU nodes went far beyond
a simple code ”porting” exercise. While these investments may represent a privileged position
for a relatively small number of applications, ECP can be seen as paving the way and laying the
groundwork for a more organic transition in the years that follow.

Now, at the completion of this ambitious and unprecedented project, it is easy to be over-
whelmed by the numerous lessons learned and new capabilities developed. However, the remark-
able achievements in algorithmic innovation, programmability, performance tuning, compilers and
third party libraries should not obscure the ultimate goal of ECP — to use enhanced computational



resources to gain new scientific and engineering insight. Typically, the expertise, technical hurdles,
creativity, and sheer doggedness required to get over the ”exascale hump” dominate our attention
and discussions of the resources. For this reason we commissioned a special issue focusing as much
or more on what exascale enabled, accepting that the path to get there is full of endless war stories,
best practices, heroic technical achievements, and research breakthroughs that are told in more
detail elsewhere.

This Special Issue includes four ECP sub-projects that cover a broad range of application
areas: metagenomics, earthquake prediction, subsurface geophysics, and power grids. Additionally,
we include a fifth crosscutting capability — particle simulation — to demonstrate the value of good
abstractions for scientific software in enabling discovery across diverse application domains. These
five sub-projects represent a select subset of the 24 ECP application teams, but are broad enough
to give a good sense of the types of accomplishments across the project as a whole.

The Exabiome project sought to use exascale computing to bridge a capability gap in the
field of metagenomic analysis — a technique used to study genetic material recovered directly from
environmental samples. Identifying microbial species by piecing together short DNA strands from
diverse microbial communities consisting of hundreds or thousands of species is a computationally
expensive problem. Biologists have thus traditionally traded accuracy for performance, relying on
algorithmic simplifications that produce less robust results. Success at exascale corresponds to
practical sequencing and protein clustering analyses for datasets of unprecedented scale. A critical
hurdle was the nature of the underlying algorithms — composed mainly of string operations and
distributed hash table lookups — which are a poor fit for the algorithmic patterns that specialized
GPU processors are optimized for. The ExaBiome project was able to discover new approaches to
take advantage of GPUs and achieve their scientific goals, which are outlined in the article.

The EQSIM project sought to replace traditional data-based methods in regional earthquake
predictions with high-resolution, physics-based, predictive simulations. A key roadblock for many
traditional simulation domains is data scarcity. Seismic simulation, on the other hand, has robust
datasets available, but without sufficient detail at the regional level to drive data-based models.
Prior to exascale, the primary limitation to physics-based simulations was the achievable temporal
and spatial resolution being too low to make accurate predictions. ECP enabled significant ad-
vancements in large part because of the integrated structure of ECP, which gave the EQSIM team
access to hardware experts and external software capabilities to transform their code into one that
was highly-optimized and portable. They also had the time and funding stability to reexamine
their algorithm top to bottom and find improvements, e.g. representing a portion of the surface
with a curvilinear grid. The net effect was a dramatic leap forward in scientific capability.

The U.S. power grid is a highly complicated system, characterized by its vast scale, intricate
networks, and complex operations. The goal of the ExaSGD project was to leverage exascale
resources to enable more optimal operation, particularly in the presence of cyber- and physical
security threats, extreme events, and the integration of unpredictable renewable sources such as
wind and solar energy. Given this complexity and the need for real-time response, grid operation
has traditionally been based on simplified models and limited to the range of scenarios that can
be modeled. The ExaSGD project provides an excellent demonstration of how solving massive
problems on new hardware often requires rethinking the fundamental mathematical formulation of
the problem to better leverage the hardware’s main features.

Predictions of the evolution of fracture networks in the earth’s subsurface is a critical capability
for a wide range of energy problems, including carbon sequestration, geothermal energy, and well-
bore integrity. Coarse, large-scale simulations are required to characterize mesoscale geographic
regions, but detailed geochemistry, at the scale of reactive flow through individual fractures, coupled
to coarse scale models is required to capture enough physics for accurate simulations. Coupling two



such models, however, requires extreme computing resources, and the Subsurface team aimed to
leverage adaptive mesh refinement and exascale resources to revolutionize the accuracy of subsurface
simulations.

The Co-design Center for Particle Applications (CoPA) CoPA has developed and enhanced two
key libraries: Cabana and PROGRESS/BML. The Cabana library is used to build and enhance
particle applications across a wide range of scales—from atomistic to cosmological-—and facilitates
the coupling of different applications. The PROGRESS/BML library, on the other hand, targets
quantum particle applications by providing support for linear algebra solvers that leverage advanced
hardware capabilities. A significant achievement of CoPA was the creation of a co-design abstraction
layer within these libraries. This layer not only ensures performance portability across different
computing platforms but also integrates support for mathematical libraries. This integration is
crucial as it allows for a separation of concerns, where the complexities of the underlying hardware
and software environments are abstracted away, enabling scientists to focus more on their specific
research goals rather than on computational issues. This approach directly supports and enhances
the efficiency of scientific runs, enabling the exploration of new capabilities and the enhancement
of existing particle applications to operate at exascale levels.

While these represent just five of the thirty application projects supported by ECP, they illus-
trate both the range of challenges and unique advantages of participating in a larger computational
science ecosystem, leading to both rapid technical success and ultimately a major leap forward in
scientific and engineering capability.
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