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ABSTRACT: Language models trained on domain-specific corpora
have been employed to increase the performance in specialized tasks.
However, little previous work has been reported on how specific a
“domain-specific” corpus should be. Here, we test a number of language
models trained on varyingly specific corpora by employing them in the
task of extracting information from photocatalytic water splitting. We
find that more specific corpora can benefit performance on downstream
tasks. Furthermore, PhotocatalysisSBERT, a pretrained model from
scratch on scientific papers on photocatalytic water splitting,
demonstrates improved performance over previous work in associating
the correct photocatalyst with the correct photocatalytic activity during
information extraction, achieving a precision of 60.8(+11.5)% and a

recall of 37.2(+4.5)%.

B INTRODUCTION

There has been a recent surge in domain-specific language
models' ™ being trained with the aim of increasing the
performance of language models on downstream tasks in that
domain. In particular, there have been several reports of
language models that have been pretrained on narrow domains
within the field of materials science, such as battery materials
or optical materials,* that demonstrate superior performance
over language models that have been trained on the materials
science as a whole® or on the broader scope of science." While
research has shown that language models pretrained on smaller
in-domain corpora can have improved performance on such
tasks over a language model pretrained on a larger general
corpus,” this does not answer the question of what level of
specificity is necessary for an “in-domain corpus”. For example,
should there be pretrained language models for each
downstream domain, or would a language model trained
only on the physical sciences suffice for materials-science
applications?

We will answer this question by comparing language models
that have been pretrained on corpora of varying specificity in
terms of their performance levels on information extraction
from a specific domain, photocatalytic water splitting. Their
ability to extract information is determined by using multiturn
question answering’ as the downstream task since this
approach has previously been used successfully to extract
chemical data.® The specific domain was chosen according to
its topical promise of environmentally friendly energy from
photocatalytic water splitting, the relative paucity of structured
data for this domain, and the particularly high complexity of its
knowledge representation due to the number of factors
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involved in determining photocatalytic activity. This high
complexity of the knowledge representation results in
information on multiple photocatalysts being represented in
a single sentence or the information on a single photocatalyst
being scattered across sentences. Consequently, this topic
poses a stringent test for information extraction. Moreover, we
have recently automated the construction of a database for this
specific materials domain,” creating rules that exploit inter- and
intrasentence relations to associate photocatalytic activities and
reaction conditions with their corresponding photocatalysts.
Thus, we can use this database as a baseline for this work.
We will show that in-domain corpora can improve the
performance of language models on downstream tasks, with
the improvements being greatest when performing information
extraction for very domain-specific chemical attributes, such as
the cocatalysts associated with photocatalytic water splitting.
When using the best available language model, the multiturn
question-answering approach improves on previous work for
photocatalytic data extraction, especially in terms of extracting
the correct photocatalyst, where a precision of 60.8(+11.5)%
and a recall of 37.2(+4.5)% is achieved. We focus our work on
language models from the bidirectional encoder representa-
tions from transformers (BERT) family since these are open
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Figure 1. Venn diagrams comparing vocabularies of WordPiece tokenizers trained on different corpora. Each diagram shows comparisons between
the vocabularies of (a) BERT-base, a tokenizer trained on photocatalysis papers, and a tokenizer trained on the S20RC corpus filtered for physical
sciences, (b) tokenizers trained on photocatalysis papers, papers mentioning optical properties (OpticalPureBERT), and papers mentioning
batteries (BatteryOnlyBERT), (c) OpticalPureBERT, a tokenizer trained on photocatalysis papers, and a tokenizer trained on the aforementioned
filtered S20RC corpus, (d) BatteryOnlyBERT, a tokenizer trained on photocatalysis papers, and a tokenizer trained on the aforementioned filtered
S20RC corpus. Note the large areas of overlap between the tokenizer trained on photocatalysis papers and the tokenizer trained on text from other
domains within materials science and the comparatively small overlap with the BERT-base tokenizer.

source and thus have been already adopted by the field of
materials science for performing domain-specific tasks (e.g.,
MatSciBERT,” BatteryBERT,” and OpticalBERT"). Open-
source implementations of all algorithms described in this
paper have been made available on GitHub.

B METHODS

Data Sources for Our Language Models. To test the
benefits of creating more domain-specific BERT-based models,
we created two new language models by pretraining BERT-
base'® using the same number of parameters in the same
configuration as originally described, from scratch using two
different textual corpora.

One corpus consists exclusively of academic papers
pertaining to photocatalysis. These papers were scraped from
two scientific academic publishers [Elsevier and the Royal
Society of Chemistry (RSC)] using our “chemistry-aware” text-
mining tool, ChemDataExtractor.”' !> The papers were
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selected by searching for the phrases “photocatalytic water
splitting activity” and “photocatalyst hydrogen water activity”.
This resulted in a corpus with 251,205 papers from Elsevier
and 102,797 papers from RSC. Further details of this data
selection process are given in the Supporting Information. This
process generated a corpus of size 11 GB, which prior work
suggests is enough to reap the benefits of in-domain corpora.®

The other corpus comprises a subset of the S20RC corpus
that represents the physical sciences as a whole."” This corpus
comprising the physical-sciences subset of S20RC was created
by selecting papers from the S20RC corpus that were tagged
as pertaining to the fields of physics, chemistry, and materials
science. This generated a corpus of 57 GB, a much larger
corpus than the aforementioned photocatalysis-specific corpus.
As a point of wider comparison, the original BERT models
were trained on a corpus of size 13GB'® while subsequently
developed variants such as RoBERTa have used corpora as
large as 160 GB."*
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Figure 2. Simplified version of the knowledge representation used in ChemDataExtractor for this study, showing how multiturn question answering
can be set up in practice to extract material properties. The specifier refers to the property name identified in the sentence via rule-based parsing
(e.g, “photocatalytic activity”). For the sake of brevity, we have removed some fields and implementation details that were not relevant to multiturn

question answering.

Tokenizing the Corpora. Following the approach
described in the original BERT paper,10 we trained Word-
Piece'” tokenizers with a 30,000 token vocabulary on each
corpus. We used the HuggingFace tokenizers library'® to do
this in practice and opted for the uncased variant in all cases.

By analyzing the tokenizers generated through this process,
we gained insights into the differences between the corpora by
comparing the overlap between vocabularies in the tokenizers
for our collected corpora and that of BERT-base, as well as the
tokenizers from other domain-specific BERT models, such as
BatteryOnlyBERT” and OpticalPureBERT.* The BatteryOnly-
BERT tokenizer was trained on a corpus consisting of papers
scraped from the academic literature using ChemDataExtractor
that contained the keyword “battery” from the RSC, Elsevier,
and Springer publishers,'” while OpticalPureBERT had been
trained on a corpus that had similarly been produced by
scraping papers from the RSC and Elsevier using the keyword
“optical material”.

As can be seen in Figure 1, the vocabulary for photocatalysis
papers is substantially different from that of the BERT base,
but it significantly overlaps with the S20RC data set, as would
be expected given that photocatalysis is a subject of the
physical sciences. Interestingly, even though the OpticalPur-
eBERT and BatteryBERT models had been trained on corpora
that were assembled from papers that did not pertain to
photocatalysis, the vocabularies of the tokenizers overlap
considerably not only with the S20RC data set but also with
the tokenizer trained purely on photocatalysis papers. This
demonstrates a strong similarity in the vocabulary used in these
different fields of materials science.

Pretraining the Language Models. Two models that we
obtain by pretraining the BERT-base architecture on the above
corpora are referred to as PhotocatalysisBERT and Phys-
icalSciencesBERT, respectively, from here on. They represent
two contrasting options: a very task-specific language model
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trained on a specialized but small corpus and a slightly less
task-specific model trained on a less specialized but larger
corpus.

Any systematic biases that may arise from the effects of
training on each corpus were isolated by pretraining using the
same number of parameters in the same configuration as the
original BERT-base model.'® Furthermore, we ensured that
papers that were used later for assessing data-extraction
performance for either model were not included in the
pretraining corpora, as that could also skew the results.

The HuggingFace transformers'® implementation of the
BERT-base model was pretrained on the masked language
modeling task using the Polaris supercomputing cluster at the
Argonne Leadership Computing Facility (ALCEF), Illinois,
USA. Polaris contains NVIDIA A100 GPUs, and training was
distributed across multiple nodes using DeepSpeed.'” A batch
size of 2048 was used for effective training. More detail on the
pretraining parameters can be found in the Supporting
Information.

Fine-Tuning the Language Models. The models were
then fine-tuned so that they could be used for the downstream
task of question answering to extract information about
photocatalysis. The models were therefore fine-tuned for
extractive question answering on the Stanford question-
answering (SQuAD) v2.0 data set.”” The SQuAD v2.0 data
set contains 150,000 crowd-sourced questions, the contexts in
which the answer can be found, and the location of the answer
within the context. Of these questions, 50,000 are “unanswer-
able”, i.e., the answers to these questions are not present in the
contexts.

We followed the original BERT paper'’ in approaching this
task, where the context and question are concatenated, and the
location of the answer is predicted by finding the token
positions i and j (i < j) that have the highest dot product with
start and end vectors that are trained during fine-tuning,
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Table 1. Precision, Recall, and F1-Score (All Percentages, Range 0—100) Calculated by Exact Matches on Our Corpus of 330
Hand-Labeled Open-Access Papers for PhotocatalysisBERT and PhysicalSciencesBERT, Compared against Our Baseline®

PhotocatalysisBERT PhysicalSciencesBERT DeplE (baseline)
precision recall F1 precision recall F1 precision recall F1
overall 68.2 38.5 49.2 62.0 37.7 46.9 67.8 36.8 47.8
activity value/units 87.9 45.8 60.2 89.2 46.5 61.1 91.8 47.2 62.3
photocatalyst name 60.8 37.2 50.7 52.7 342 41.5 49.3 327 39.3
co-catalyst name 46.7 47.7 472 36.5 48.7 41.8 48.8 47.6 48.2
additive name 69.4 27.9 39.8 62.3 27.1 37.7 77.5 25.0 37.8

“The highlighted values represent the best score under each metric (Precision, Recall, and F1-score) for each extraction task (overall extraction,
activity value/units, photocatalyst name, etc.). We have omitted irradiation time and light source from our assessment as we did not use multiturn
question answering to extract these but rather used the same rule-based approach as with the baseline. As a result, the overall score for precision,
recall, and F1 has been recalculated for the baseline from the original paper.”

In addition to fine-tuning the PhysicalSciencesBERT and
PhotocatalysisBERT models on this task, we also used other
readily available fine-tuned models and fine-tuned other
language models to compare their performance. All results
from fine-tuning these models on SQUAD v2.0 are presented in
the Supporting Information.

These fine-tuned BERT models were then used to construct
a photocatalysis knowledge base using a multiturn question-
answering approach.”® This approach uses a series of SQuAD-
style questions, each detecting spans within the text, to extract
information from natural language.

For example, consider the following passage:

“Nanoferrite is emerging as a promising photocatalyst with a
hydrogen evolution rate of 8.275 umol h™ and a hydrogen
yield of 8275 pumol h™' g™' under visible light compared to
0.0046 pmol h™' for commercial iron oxide (tested under
similar experimental conditions).””'

It is relatively trivial to identify, with high precision,
photocatalytic-activity-related values such as 8.275 pmol h™*
using simple rules based on the expected units used for this
property. We can then find the corresponding material that
relates to this property value by asking a conditional question
given this prior knowledge about the property question “What
photocatalytic material has a hydrogen evolution rate of 8.275
pmol h™"?” to find the corresponding material (in this case,
nanoferrite). We can also ask follow-up questions such as
“What co-catalytic material was used alongside nanoferrite
when measuring the hydrogen evolution rate to be 8.275 ymol
h™'?” to extract any associated cocatalysts; in this case, there is
no information on this in the passage, which the model should
be able to identify due to its fine-tuning on SQuAD v2.0.

This approach is similar to other methods that use
generative LLMs to generate structured data from unstructured
text.””** However, a key difference is that the extractions from
a multiturn question-answering approach are always grounded
in the text, as models trained on the SQuAD v2.0 task will
output spans within the text where the model predicted the
answer to the question to be. This is in contrast to the
aforementioned methods that use generative LLMs, where the
LLM generates text corresponding to the data it believes is in
the text, and it is not straightforward to know if the values are
hallucinated.

We implemented this algorithm using the chemistry-aware
text-mining tool ChemDataExtractor, as shown in Figure 2. As
shown in the example, the user can bind question templates
with the necessary knowledge representation in ChemDataEx-
tractor. In this way, multiturn question answering can be
integrated into more classical extraction methods, such as rule-

3208

based extraction, which we can use in tandem to identify
property attributes such as values and units with high precision
and recall. This model can then be used to extract
photocatalytic information.

Evaluating the Quality of Information Extraction. We
assessed the quality of information extraction via this multiturn
question-answering method using 330 manually labeled open-
access papers, of which 220 were published by Elsevier and 110
were published by the RSC from our previous work.” We
followed the methodology used in this previous work to
calculate the precision and recall of this data set, adapting the
data set slightly to account for a change in knowledge
representation.

In addition to the two models we pretrained (Photo-
catalysisBERT and PhysicalSciencesBERT), we also evaluated
the performance levels of a number of off-the-shelf models
including BERT-base,'® MiniLM,”* DeBERTaV3,” Batter-
yBERT,” and OpticalBERT* on this multiturn question-
answering task for information extraction.

B RESULTS AND DISCUSSION

Technical Validation. PhotocatalysisBERT and PhysicalS-
ciencesBERT models were both found to perform at a similar
level to the original BERT-base-uncased model on the SQuAD
v2.0 question-answering data set,'”* achieving a score of 70.3
and 69.7, respectively, on the SQuUAD v2.0 development set,
compared to 73.4 for BERT-base-uncased,”® on the exact
match scoring metric. The exact match metric measures the
percentage of predictions that exactly match one of the answers
provided in the ground truth data set. The performance levels,
as measured by the precision, recall, and F1 scores of both of
these models on the photocatalytic data-extraction task, are
shown in Table 1, alongside those from the baseline and our
previous rule-based data-extraction approach (DeplE) within
ChemDataExtractor.

The results in Table 1 show that the PhotocatalysisBERT
model is significantly ahead of both the baseline (DeplE) and
the PhysicalSciencesBERT model in its data-extraction
performance, especially when it comes to extracting the
photocatalyst name. This result shows the benefits of using
question answering as well as the benefit of training with a
domain-specific corpus, even if it is substantially smaller than a
more general corpus that contains the domain knowledge. At
the same time, some shortcomings can be seen from the
multiturn question-answering approach given its performance
on cocatalyst names and additive names according to the
results in Table 1. A possible explanation for this shortfall,
based on a closer look at the false positives identified by the
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Figure 3. Performance levels of various BERT models on extracting photocatalyst names with our multiturn question-answering approach,
measured using our photocatalysis data corpus,” plotted against performance levels on answering general English questions measured using the
SQuAD v2.0 evaluation data set.’® All models were fine-tuned on the SQuAD v2.0 data set. Material science-specific models include
PhysicalSciencesBERT, BatteryBERT, BatteryOnlyBERT,” OpticalPureBERT," and MatSciBERT.® Note their relatively high performance in
identifying photocatalyst names compared to general-purpose models. For a full list of the models evaluated and their performance, see Supporting

Information.

system as cocatalyst or additive names, is the fact that these
chemical names are often written in the text of the document
far away from the sentence containing information on
photocatalytic activity. This occurs often when the activity is
stated in the results section and the cocatalyst or additive in
the methods section. Given the models were fine-tuned on
SQuAD v2.0, where the maximum context given to the
language model for question answering is one paragraph, we
match this in our multiturn question answering. As a result, the
language models completely lack any contextual relationship
between the photocatalyst name and that of a cocatalyst or
additive and cannot possibly identify these relationships.

Another possible reason for the lower performance levels on
identifying cocatalyst and additive names is the fact that we
extract these fields as follow-up questions (e.g, “What co-
catalytic material was used alongside TiO, when the approximate
quantum yield was found to be 3%:”). The sequential nature of
this multiturn question-answering approach means that its
performance level necessarily depends upon the photocatalyst
name being correct when the data are extracted via multiturn
question answering. As a competing factor, performance levels
are slightly boosted above those of a naive approach where
cocatalysts and additives are either ignored or merged in at
random as the information can be merged in through
ChemDataExtractor’s interdependency resolution which takes
into account the proximity of the extractions and the model’s
confidence.”""

Assessing the Benefit of a Domain-Specific Corpus.
Based on the evaluation results for these two new BERT
models, we can see the value of a language model trained on a
more specific domain for information extraction, but we also
wanted to see how this compared to a wider range of
pretrained models. To test this, we looked at the performance
levels of other BERT-based models, both those trained on
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materials science-specific corpora and general language
corpora, on this photocatalytic information-extraction task
and compared this with their performance levels on the
SQuAD v2.0 data set.

The design logic behind this test comes from the following
premise: as multiturn question answering converts a data-
extraction task into a sequential series of question-answering
tasks, under this setting, a general-question-answering task and
the information-extraction task are technically equivalent. As
we are doing question analysis either way, we would expect the
performance level of a fine-tuned language model answering
general English questions from the SQuUAD v2.0 development
data set to correlate well with the performance level on
extracting photocatalytic data using the multiturn question-
answering method. However, a deviation from this general
trend correlation would indicate that there may be some extra
benefit from the use of a domain-specific corpus in pretraining.

The result in terms of the precision of such models in
extracting the photocatalyst name using multiturn question
answering is plotted against their performance level on the
development set of the SQUAD v2.0 data set in Figure 3. Full
results for all of the other evaluations for each of the models
are provided in the Supporting Information.

In general, as expected, there is a strong correlation between
the performance levels of language models on answering
general English questions, as measured by their performance
on the SQuAD v2.0 development set, and their performance
levels on extracting the correct photocatalyst names, although
we did not calculate any quantitative measures for this due to
the relatively small sample size. Remarkably, we can also see
that the models trained on domain-specific corpora from
materials science seem to have a different gradient and offset,
forming a group that, for any given exact match score on
SQuAD v2.0 in the range explored, consistently outperforms

https://doi.org/10.1021/acs.jcim.4c00063
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Figure 4. Performance levels of various BERT models on extracting cocatalyst names with our multiturn question-answering approach, measured
using our photocatalysis data corpus,” plotted against performance levels on answering general English questions measured using the SQuAD v2.0
evaluation data set.”” All models were fine-tuned on the SQuAD v2.0 data set. Material science-specific models include PhysicalSciencesBERT,
BatteryBERT, BatteryOnlyBERT,” OpticalPureBERT,* and MatSciBERT.” The highest performing general-purpose model was DeBERTa v3 large.
For a full list of the models evaluated and their performance, see Supporting Information.

those language models that have been trained on a general
purpose corpus. In fact, the benefit of a language model being
pretrained on materials-science papers seems to be so great
that, when extracting photocatalyst names, these language
models can outperform those that are much larger and perform
much better on SQUAD v2.0, such as the large version of
DeBERTa v3”7*'—the top-performing language model that
we tested on SQuUAD v2.0. Within this group, while the
PhotocatalysisBERT model performs well, it does not seem to
particularly outperform those trained on other, less domain-
specific corpora.

However, when considering the extraction of auxiliary
properties, such as the cocatalyst name, the story is completely
different, as shown in Figure 4. Despite other language models
performing far better in answering general English questions
from SQuAD v2.0, PhotocatalysisSBERT outperforms every
other model in extracting the correct cocatalyst names. While it
is difficult to draw definitive conclusions, the ranking within
language models that were pretrained on materials science
models offers some insights. Their performance levels, in terms
of precision on an exact match with the cocatalyst name in the
human-annotated data, follow the order (highest first):
PhotocatalysisBERT(46.7) > PhysicalSciencesBERT(36.5) >
MatSciBERT(36.5) > OpticalPureBERT(36.2) > Optical-
BERT(35.2) > BatteryOnlyBERT(30.2) > Battery-
BERT(24.6). Based on these results, it is possible to see that
pretraining language models on photocatalysis-specific corpora
yields particularly significant benefits and that those language
models that have been pretrained solely on corpora from the
physical sciences perform better than equivalent models where
continued pretraining was performed on top of a BERT-base
model.

While this comparison is again more qualitative than
quantitative due to the small number of language models
that were compared, this indicates the benefit of pretraining on
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very specific corpora for certain tasks. The strong benefit of a
domain-specific corpus in extracting cocatalyst names stands in
contrast to the aforementioned trend seen in extracting
photocatalyst names. In the latter case, there was a general
correlation between the SQuAD v2.0 performance and the
data-extraction performance, with a boost being observed if a
materials-science-based corpus was used during pretraining but
no clear benefit to a very specialized corpus.

A possible explanation for the difference between the trends
in performance of the language models when extracting
photocatalyst names and extracting cocatalyst names is the
difference in the extent to which the two properties are niche.
The concept of photocatalysts being associated with some
activity is perhaps something straightforward that does not
require much expert knowledge beyond the knowledge of the
existence of catalysts, which is surely contained in corpora in
materials science. In contrast, perhaps a more specific training
corpus, or one that contains more information on the subject
field of materials science, is required to understand the
existence of cocatalysts and what types of chemicals are
feasible. This explains both the high performance of the
PhotocatalysisBERT model displayed in Figures 3 and 4 and
the poor performance of models where pretraining was
continued from the original BERT base model, as in that
case, the sentences seen throughout the course of training
were, on average, less specific to the physical sciences. Outside
of models pretrained on materials science corpora, the large
version of DeBERTa v3””*” again performed best.

B CONCLUSIONS AND FUTURE WORK

This work presents two key results. First, it presents the
PhotocatalysisBERT and PhysicalSciencesBERT models,
which are BERT-like models that have been pretrained on
corpora focused on photocatalytic water splitting and the
physical sciences, respectively. These were used to extract

https://doi.org/10.1021/acs.jcim.4c00063
J. Chem. Inf. Model. 2024, 64, 3205—3212


https://pubs.acs.org/doi/10.1021/acs.jcim.4c00063?fig=fig4&ref=pdf
https://pubs.acs.org/doi/10.1021/acs.jcim.4c00063?fig=fig4&ref=pdf
https://pubs.acs.org/doi/10.1021/acs.jcim.4c00063?fig=fig4&ref=pdf
https://pubs.acs.org/doi/suppl/10.1021/acs.jcim.4c00063/suppl_file/ci4c00063_si_001.pdf
https://pubs.acs.org/doi/10.1021/acs.jcim.4c00063?fig=fig4&ref=pdf
pubs.acs.org/jcim?ref=pdf
https://doi.org/10.1021/acs.jcim.4c00063?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as

Journal of Chemical Information and Modeling

pubs.acs.org/jcim

information on photocatalytic water splitting, and they
demonstrate enhanced performance over previous work.” In
particular, their performance was superior in identifying the
correct photocatalyst associated with a given photocatalytic
activity, resulting in an 11.2 percentage-point increase in
precision and a 4.5 percentage-point increase in recall for the
PhotocatalysisSBERT model. This realistic downstream use of
language models for information extraction in materials science
demonstrates the viability of multiturn question answering’ as
a replacement for previous information-extraction methods
and its potential in creating a database on photocatalytic water-
splitting.

The second key result of this paper is the comparison of
multiple language models that have been pretrained on corpora
of varying levels of domain specificity in terms of their
performance in information extraction for photocatalytic water
splitting. We found that for “simpler” tasks, such as extracting
the photocatalyst name that is associated with a certain
photocatalytic activity, any language model that had been
pretrained on a material-science corpus that we investigated
seemed to offer just as much benefit as a photocatalysis-specific
corpus. In contrast, for more specialized tasks such as
extracting the cocatalyst that is associated with a photocatalyst,
the closer the pretraining corpus of a language model was to
the photocatalytic-water-splitting domain, the higher the
performance seemed to be, with continued pretraining
performing worse than pretraining a language model from
scratch. This work may thus help with corpus and language
model selection for researchers working with specialized
domains looking to pretrain language models for downstream
tasks and the expected performance gains of doing so.

An important corollary to these findings is that one should
consider the balance between such performance gains and the
environmental cost of pretraining new models. The pretraining
of a single BERT-base model is estimated to emit 1438 Ibs of
CO,, which is the same order of magnitude as the amount of
CO, emitted per passenger in a flight from New York to San
Francisco (1984 Ibs).”® Nonetheless, considering the higher
performance of domain-specific models shown in this paper
despite their often smaller size, it may make sense to pretrain a
new model from scratch if the model is to be used widely.

Owing to the small number of language models tested (15
models, of which 7 were pretrained on material-science data
sets and the rest on general-purpose data sets), it is difficult to
draw fully quantitative results on this front. However, this
would be an interesting avenue for future work. This could be
accomplished artificially by taking a specific corpus like that
used to train the PhotocatalysisBERT model and progressively
diluting it with documents from a general-purpose corpus such
as the BookCorpus,” English Wikipedia, or the Pile.”

Another potential piece of future work could involve feeding
in the entire document as context to an extractive question-
answering model for the multiturn question-answering task
instead of a few sentences. This could increase performance as,
at times, the questions were impossible to answer due to the
information being outside the context window. While this is
beyond the scope of the models tested in this paper due to the
lengths of sequences seen in pretraining and fine-tuning, it may
be feasible and yield better results for newer, larger models.
However, such models would come with further challenges in
training for specialized domains, as larger models require more
training data to perform well.>' Of course, larger models also
pose more general challenges in terms of hardware, with a
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much higher computational cost-limiting accessibility and a
substantial environmental cost due to their power consump-
tion.

B ASSOCIATED CONTENT

Data Availability Statement

All of the scripts used to process the data that were employed
to pretrain PhotocatalysisBERT and PhysicalSciencesBERT
are available online,*” as are the scripts used to extract and
evaluate photocatalysis records,” the knowledge representa-
tion used,”* and the adapted annotations used as a gold
standard.”® Multiturn question answering is also available in
the newest version (v2.2) of ChemDataExtractor,”® and the
pretrained and fine-tuned models are available on the
Molecular Engineering Group HuggingFace.”’

© Supporting Information
The Supporting Information is available free of charge at
https://pubs.acs.org/doi/10.1021/acs.jcim.4c00063.

Details on pretraining corpus, pretraining hyperpara-
meters, and photocatalysis extraction results for all
models tested (PDF)

B AUTHOR INFORMATION

Corresponding Author
Jacqueline M. Cole — Cavendish Laboratory, Department of

Physics, University of Cambridge, Cambridge CB3 OHE,

U.K; ISIS Neutron and Muon Source, STFC Rutherford

Appleton Laboratory, Harwell Science and Innovation

Campus, Didcot, Oxfordshire OX11 0QX, UK,;
orcid.org/0000-0002-1552-8743; Email: jmc61@

cam.ac.uk

Author
Taketomo Isazawa — Cavendish Laboratory, Department of
Physics, University of Cambridge, Cambridge CB3 OHE,
UK; © orcid.org/0000-0003-0475-403X

Complete contact information is available at:
https://pubs.acs.org/10.1021/acs.jcim.4c00063

Notes
The authors declare no competing financial interest.

B ACKNOWLEDGMENTS

JM.C. is grateful for the BASF/Royal Academy of Engineering
Research Chair in Data-Driven Molecular Engineering of
Functional Materials, which includes PhD studentship support
(for T.I). This Chair is also partly supported by the Science
and Technology Facilities Council. They are also indebted to
the Argonne Leadership Computing Facility, which is a DOE
Office of Science Facility, for use of its research resources
under contract no. DE-AC02-06CH11357.

B REFERENCES

(1) Beltagy, I; Cohan, A; Lo, K. SciBERT: Pretrained
Contextualized Embeddings for Scientific Text. 2019, http://arxiv.
org/abs/1903.10676.

(2) Huang, S.; Cole, J. M. BatteryBERT: A Pretrained Language
Model for Battery Database Enhancement. J. Chem. Inf. Model. 2022,
62, 6365—6377.

(3) Lee, J.; Yoon, W.; Kim, S.; Kim, D.; Kim, S.; So, C. H.; Kang, J.
BioBERT: a pre-trained biomedical language representation model for
biomedical text mining. Bioinformatics 2020, 36, 1234—1240.

https://doi.org/10.1021/acs.jcim.4c00063
J. Chem. Inf. Model. 2024, 64, 3205—3212


https://pubs.acs.org/doi/10.1021/acs.jcim.4c00063?goto=supporting-info
https://pubs.acs.org/doi/suppl/10.1021/acs.jcim.4c00063/suppl_file/ci4c00063_si_001.pdf
https://pubs.acs.org/action/doSearch?field1=Contrib&text1="Jacqueline+M.+Cole"&field2=AllField&text2=&publication=&accessType=allContent&Earliest=&ref=pdf
https://orcid.org/0000-0002-1552-8743
https://orcid.org/0000-0002-1552-8743
mailto:jmc61@cam.ac.uk
mailto:jmc61@cam.ac.uk
https://pubs.acs.org/action/doSearch?field1=Contrib&text1="Taketomo+Isazawa"&field2=AllField&text2=&publication=&accessType=allContent&Earliest=&ref=pdf
https://orcid.org/0000-0003-0475-403X
https://pubs.acs.org/doi/10.1021/acs.jcim.4c00063?ref=pdf
http://arxiv.org/abs/1903.10676
http://arxiv.org/abs/1903.10676
https://doi.org/10.1021/acs.jcim.2c00035?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1021/acs.jcim.2c00035?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1093/bioinformatics/btz682
https://doi.org/10.1093/bioinformatics/btz682
pubs.acs.org/jcim?ref=pdf
https://doi.org/10.1021/acs.jcim.4c00063?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as

Journal of Chemical Information and Modeling

pubs.acs.org/jcim

(4) Zhao, J.; Huang, S.; Cole, J. M. OpticalBERT and OpticalTable-
SQA: Text- and Table-Based Language Models for the Optical-
Materials Domain. J. Chem. Inf. Model. 2023, 63, 1961—1981.

(5) Gupta, T.; Zaki, M.; Krishnan, N. M. A.; Mausam. MatSciBERT:
A materials domain language model for text mining and information
extraction. npj Comput. Mater. 2022, 8, 102.

(6) Sanchez, C.; Zhang, Z. The Effects of In-domain Corpus Size on
pre-training BERT. 2022, arXiv:2212.07914.

(7) Li, X; Yin, F,; Sun, Z.; Li, X.; Yuan, A.; Chai, D.; Zhou, M.; Lj, J.
Entity-Relation Extraction as Multi-Turn Question Answering. 2019,
arXiv preprint arXiv:1905.05529.

(8) Huang, S.; Cole, J. M. BatteryDataExtractor: battery-aware text-
mining software embedded with BERT models. Chem. Sci. 2022, 13,
11487—1149S.

(9) Isazawa, T.; Cole, J. M. Automated Construction of a
Photocatalysis Dataset for Water-Splitting Applications. Sci. Data
2023, 10, 651.

(10) Devlin, J; Chang, M,; Lee, K; Toutanova, K. BERT: Pre-
training of Deep Bidirectional Transformers for Language Under-
standing. 2018, arXiv preprint arXiv:1810.04805.

(11) Swain, M. C.; Cole, J. M. ChemDataExtractor: a toolkit for
automated extraction of chemical information from the scientific
literature. J. Chem. Inf. Model. 2016, 56, 1894—1904.

(12) Mavradi¢, J.; Court, C. J.; Isazawa, T.; Elliott, S. R;; Cole, J. M.
ChemDataExtractor 2.0: Autopopulated Ontologies for Materials
Science. J. Chem. Inf. Model. 2021, 61, 4280—4289.

(13) Lo, K; Wang, L. L; Neumann, M,; Kinney, R; Weld, D.
S20RC: The Semantic Scholar Open Research Corpus. In Proceedings
of the S8th Annual Meeting of the Association for Computational
Linguistics; Association for Computational Linguistics, 2020, pp
4969—4983.

(14) Liu, Y;; Ott, M,; Goyal, N.; Du, J.; Joshi, M.; Chen, D.; Levy,
O.; Lewis, M,; Zettlemoyer, L.; Stoyanov, V. RoBERTa: A Robustly
Optimized BERT Pretraining Approach. 2019, arXiv preprint
arXiv:1907.11692.

(15) Wu, Y.; Schuster, M.; Chen, Z.; Le, Q. V.,; Norouzi, M,;
Macherey, W.; Krikun, M.; Cao, Y.,; Gao, Q.; Macherey, K.; Klingner,
J.; Shah, A,; Johnson, M.; Liu, X.; Kaiser, L; Gouws, S.; Kato, Y,;
Kudo, T.; Kazawa, H.; Stevens, K; Kurian, G.; Patil, N.; Wang, W,;
Young, C.; Smith, J; Riesa, J.; Rudnick, A.; Vinyals, O.; Corrado, G.;
Hughes, M.; Dean, J. Google’s Neural Machine Translation System:
Bridging the Gap between Human and Machine Translation. 2016,
arXiv preprint arXiv:1609.08144.

(16) HuggingFace Tokenizers. 2022. https://github.com/
huggingface/tokenizers (accessed March 29, 2023).

(17) Huang, S.; Cole, J. M. A database of battery materials auto-
generated using ChemDataExtractor. Sci. Data 2020, 7, 260.

(18) Wolf, T.; Debut, L.; Sanh, V.; Chaumond, J.; Delangue, C.;
Moi, A; Cistac, P.; Rault, T.; Louf, R,; Funtowicz, M,; Brew, J.
HuggingFace’s Transformers: State-of-the-art Natural Language
Processing. 2019, arXiv preprint arXiv:1910.03771.

(19) Rajbhandari, S.; Rasley, J.; Ruwase, O.; He, Y. ZeRO: Memory
Optimizations Toward Training Trillion Parameter Models. In SC20:
International Conference for High Performance Computing, Networking,
Storage and Analysis; IEEE, 2020, pp 1—16.

(20) Rajpurkar, P.; Jia, R; Liang, P. Know What You Don’t Know:
Unanswerable Questions for SQuAD. 2018, arXiv preprint
arXiv:1806.03822.

(21) Mangrulkar, P. A.; Polshettiwar, V.; Labhsetwar, N. K.; Varma,
R. S; Rayalu, S. S. Nano-ferrites for water splitting: unprecedented
high photocatalytic hydrogen production under visible light. Nano-
scale 2012, 4, 5202—5209.

(22) Polak, M. P.; Morgan, D. Extracting Accurate Materials Data
from Research Papers with Conversational Language Models and
Prompt Engineering. 2023; http://arxiv.org/abs/2303.05352.

(23) Dunn, A.; Dagdelen, J.; Walker, N.; Lee, S.; Rosen, A. S.; Ceder,
G.; Persson, K; Jain, A. Structured information extraction from
complex scientific text with fine-tuned large language models. 2022;
http://arxiv.org/abs/2212.05238.

3212

(24) Wang, W.; Wei, F; Dong, L; Bao, H,; Yang, N.,; Zhou, M.
MiniLM: Deep Self-Attention Distillation for Task-Agnostic Com-
pression of Pre-Trained Transformers. Adv. Neural Inf. Process Syst.
2020, 33, 5776—5788.

(25) He, P.; Gao, J.; Chen, W. DeBERTaV3: Improving DeBERTa
using ELECTRA-Style Pre-Training with Gradient-Disentangled
Embedding Sharing. 2021, arXiv preprint arXiv:2111.09543.

(26) deepset/bert-base-uncased-squad2-Hugging Face — huggingfa-
ce.co. https://huggingface.co/deepset/bert-base-uncased-squad2 (ac-
cessed April 21, 2023).

(27) deepset/deberta-v3-large-squad2-Hugging Face — huggingfa-
ce.co. https://huggingface.co/deepset/deberta-v3-large-squad2 (ac-
cessed April 24, 2023).

(28) Strubell, E.; Ganesh, A,; McCallum, A. Energy and Policy
Considerations for Deep Learning in NLP. 2019, arXiv preprint
arXiv:1906.02243.

(29) Zhuy, Y.; Kiros, R;; Zemel, R; Salakhutdinov, R.; Urtasun, R;
Torralba, A,; Fidler, S. Aligning books and movies: Towards story-like
visual explanations by watching movies and reading books. In
Proceedings of the IEEE international conference on computer vision;
IEEE, 2015, pp 19—27

(30) Gao, L.; Biderman, S.; Black, S.; Golding, L.; Hoppe, T.; Foster,
C.; Phang, J.; He, H.; Thite, A.; Nabeshima, N.; Presser, S.; Leahy, C.
The Pile: An 800GB Dataset of Diverse Text for Language Modeling.
2021, arXiv:2101.00027.

(31) Hoffmann, J.; Borgeaud, S.; Mensch, A.; Buchatskaya, E.; Cai,
T.; Rutherford, E.; de Las Casas, D.; Hendricks, L. A.; Welb], J.; Clark,
A.; Hennigan, T.; Noland, E.; Millican, K; van den Driessche, G.;
Damog, B.; Guy, A.; Osindero, S.; Simonyan, K; Elsen, E.; Rae, J. W,;
Vinyals, O.; Sifre, L. Training Compute-Optimal Large Language
Models. 2022, arXiv preprint arXiv:2203.

(32) ti250/photocatalysis_bert_training_scripts. https://github.
com/ti250/photocatalysis_bert_training_scripts (accessed March 2,
2024).

(33) ti250/e2e_workflow. https://github.com/ti250/e2e_workflow
(accessed March 2, 2024).

(34) ti250/photocatalysis_bert_kr. https://github.com/ti250/
photocatalysis_bert_kr (accessed March 2, 2024).

(35) ti250/photocatalysis_bert dataset. https://github.com/ti250/
photocalysis_bert_dataset (accessed March 2, 2024).

(36) CambridgeMolecularEngineering/chemdataextractor2: Chem-
DataExtractor Version 2.2. https://github.com/
CambridgeMolecularEngineering/chemdataextractor2 (accessed Sep-
tember 16, 2023).

(37) Cambridge Molecular Engineering (Molecular Engineering).
https://huggingface.co/ CambridgeMolecularEngineering (accessed
March 2, 2024).

https://doi.org/10.1021/acs.jcim.4c00063
J. Chem. Inf. Model. 2024, 64, 3205—3212


https://doi.org/10.1021/acs.jcim.2c01259?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1021/acs.jcim.2c01259?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1021/acs.jcim.2c01259?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1038/s41524-022-00784-w
https://doi.org/10.1038/s41524-022-00784-w
https://doi.org/10.1038/s41524-022-00784-w
https://doi.org/10.1039/D2SC04322J
https://doi.org/10.1039/D2SC04322J
https://doi.org/10.1038/s41597-023-02511-6
https://doi.org/10.1038/s41597-023-02511-6
https://doi.org/10.1021/acs.jcim.6b00207?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1021/acs.jcim.6b00207?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1021/acs.jcim.6b00207?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1021/acs.jcim.1c00446?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://doi.org/10.1021/acs.jcim.1c00446?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as
https://github.com/huggingface/tokenizers
https://github.com/huggingface/tokenizers
https://doi.org/10.1038/s41597-020-00602-2
https://doi.org/10.1038/s41597-020-00602-2
https://doi.org/10.1039/c2nr30819c
https://doi.org/10.1039/c2nr30819c
http://arxiv.org/abs/2303.05352
http://arxiv.org/abs/2212.05238
https://huggingface.co/deepset/bert-base-uncased-squad2
https://huggingface.co/deepset/deberta-v3-large-squad2
https://github.com/ti250/photocatalysis_bert_training_scripts
https://github.com/ti250/photocatalysis_bert_training_scripts
https://github.com/ti250/e2e_workflow
https://github.com/ti250/photocatalysis_bert_kr
https://github.com/ti250/photocatalysis_bert_kr
https://github.com/ti250/photocalysis_bert_dataset
https://github.com/ti250/photocalysis_bert_dataset
https://github.com/CambridgeMolecularEngineering/chemdataextractor2
https://github.com/CambridgeMolecularEngineering/chemdataextractor2
https://huggingface.co/CambridgeMolecularEngineering
pubs.acs.org/jcim?ref=pdf
https://doi.org/10.1021/acs.jcim.4c00063?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as

