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Accurate RF (Radio Frequency) simulations of fusion systems like ITER require the definition of high-
fidelity analysis geometries that include detailed antenna, reactor wall, and physics regions. This paper 
will describe a workflow for the execution of adaptive high-performance simulations of RF fusion 
systems. In this workflow, the simulation input consists of a CAD model attributed with the needed 
analysis attributes. The analysis mesh is automatically generated and the analysis steps are executed 
using the time-harmonic Maxwell’s equations solved using high-order Nédélec finite elements. A patch 
recovery-based error estimator is used to drive a conforming mesh adaptation procedure.
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1. Introduction

The development and application of advanced simulation codes 
are critical to the design and operation of the ITER fusion tokamak 
as well as the planned development of a prototype fusion power 
plant targeted to go online by 2040 [1]. To provide the level of sim-
ulation fidelity required, these codes must address a wide range of 
complex coupled physics and, in many cases, must fully account 
for the geometry of the various components within the tokamak 
systems which are often orders of magnitude smaller than the 
major dimension of the tokamak. In those cases where full geo-
metric detail of components must be accounted for in the simu-
lation, methods based on unstructured meshes are desirable due 
to their flexibility to account for the geometry and the availabil-
ity of powerful mesh generators that can automatically generate 
meshes. In addition to being able to account for local geometric 
details, unstructured mesh methods can vary their approximation 
resolution over the domain by grading the mesh to concentrate 
computational resources where they are most needed. A challenge 
for problems with complex physical behaviors that must be ac-
counted for over general domains is determining where and how 
to grade the mesh. The goal of adaptive mesh control methods is 
to use a posteriori error measures to determine the mesh element 
sizes needed throughout the domain as part of the solution pro-
cess.
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Some of the advantages and novelties associated with the work-
flow presented in this paper are summarized next. First, the start-
ing point for the current workflow is an engineering CAD model 
which is subsequently simplified using Simmetrix tools to obtain 
an analysis-ready model geometry. The engineering CAD models 
are usually built with the manufacturing processes in mind, there-
fore, do not always translate easily to analysis models. To the best 
of our knowledge, the current state of the art in most workflows 
for the RF applications discussed in this paper is to (re-)build 
the analysis-ready geometry from scratch. This is time-consuming, 
prone to errors, and over-simplification of the analysis domain. 
Second, as discussed earlier, to accurately capture the solution fea-
tures in regions of high importance one needs to have a higher 
resolution (i.e., finer meshes) in such regions. Although most mod-
ern mesh generation tools can create non-uniform graded meshes, 
the parts of the domain that require higher resolution are not 
known a priori. Therefore such regions are identified either intu-
itively using trial and error or very fine uniform meshes are used 
in the whole domain. Both of these approaches, while feasible for 
small problems, prove to be problematic for realistic problems. To 
the best of our knowledge, the adaptive workflow presented here 
is being used for the first time for problems of interest in the RF 
community.

As part of a project aimed at developing reliable high fidelity 
simulation capabilities for the modeling of effectiveness of fu-
sion relevant RF actuators in tokamak fusion and other plasma-
containing devices, a software infrastructure consisting of several 
high-performance computing components is being developed. Sec-
tion 2 provides a brief overview of the different components of 
this software infrastructure.
nder the Elsevier user license
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The focus of the current paper is a presentation of the adap-
tive finite element analysis capability being developed as part of 
this infrastructure to provide reliable simulation results for the RF 
problems of interest. Since the error indication procedure used to 
drive the mesh adaptation is a function of the finite element dis-
cretization used, Section 3 provides a summary of the Nédélec 
finite elements used to discretize the inhomogeneous Maxwell’s 
equations written in the frequency domain being used to model 
the RF physics. Section 4 presents the error indicator developed 
and indicates how the error estimates are used in conjunction 
with a general conforming mesh adaption procedure to produce 
the adapted meshes. Section 5 demonstrates the application of 
the developed adaptive procedure to problems of interest. In par-
ticular, we will solve the time-harmonic Maxwell’s equations in 
the cold plasma approximation regime, in which the spatial disper-
sions from the electric properties of the plasma are eliminated and 
therefore one can effectively solve the equations using the finite 
element method. As will be seen later on, the spatial variations of 
the permittivity of the plasma will dictate the wavelength of the 
propagated wave modes. The wavelength is expected to become 
extremely short when some of the components of the permittiv-
ity tensor tend to zero, a phenomenon known as the lower hybrid 
resonance. When this happens, one will need to use a very fine 
mesh to obtain accurate finite element solutions. Using the adap-
tive workflow of this paper, we are able to effectively identify such 
regions in the domain as needed and use mesh modification oper-
ations to modify the mesh locally to achieve high levels of accuracy 
in regions of interest in the analysis domain.

2. Software infrastructure for the simulation of fusion relevant 
RF actuators

As indicated in Fig. 1, tokamak fusion reactors are geometri-
cally complex systems made up of a large number of components 
that are in themselves highly detailed. The execution of an effec-
tive simulation workflow that includes a high degree of geometric 
fidelity and provides the level of solution accuracy required in-
volves:

• Accessing the component geometric descriptions.
• Building the analysis model geometry from the component ge-

ometry descriptions.
• Associating the required analysis attributes (material proper-

ties, loads, boundary conditions, and initial conditions) with 
the analysis model geometry.

• Generating an initial mesh of the analysis model geometry and 
preparing the input information needed by the mesh-based 
analysis procedure.

• Performing the analysis on the mesh and applying adaptive 
mesh control to improve the mesh as needed to ensure the 
requested solution accuracy.

A number of software tools are available that can support as-
pects of this simulation workflow. Given that, a number of these 
tools have been integrated with specifically developed new tools 
to provide a software infrastructure that effectively supports the 
execution of high fidelity RF simulations of antenna arrays in real 
tokamak geometries. Fig. 2 provides a graphical depiction of the 
steps that the developed workflow supports.

The first major step is the construction of the analysis geometry, 
where the analysis geometry is the geometry that will be em-
ployed by the mesh generation procedures applied. Given the ge-
ometric complexity of the desired analysis domain, the mesh gen-
eration methods integrated into this simulation workflow are fully 
automatic in that the only input provided is the analysis model 
geometry, with mesh control information applied to the geomet-
2

ric model entities that define the desired mesh sizes, anisotropy, 
and gradation through the analysis model domain. Such automatic 
mesh generators require that the analysis model geometry be de-
fined in terms of a complete non-manifold boundary representa-
tion. Typically a non-manifold representation [2] of the desired 
analysis geometry is not readily available. What is available are 
different levels of model representations of the components with 
the key components being the antenna arrays, the tokamak walls, 
and magnetic flux surfaces. The component models representations 
range from:

• CAD models that are fully detailed to the level of including 
pieces not desired in the analysis models, for example, the 
bolts used to mount a component to a wall. There are typi-
cally CAD models of the antenna arrays.

• Faceted models that provide a raw collection of boundary 
segments without a complete boundary representation. The 
most commonly available representations of tokamak walls are 
faceted models.

• Physics defined geometric entities, such as magnetic flux sur-
faces. These surfaces are extracted from magnetic field data 
defined over a uniform grid that is typically provided via an 
input file such as an EFIT file. One method for extracting the 
desired flux surfaces in the case of an axisymmetric magnetic 
field is to use a curve fitting method (piecewise linear and cu-
bic splines are common) to extract the desired flux curves on 
a poloidal plane and to extrude the constructed flux curves to 
use the capabilities of a CAD modeling system to create the 
desired flux surfaces.

Given these varied forms of component geometric definitions, the 
construction of the analysis model can be viewed as a two-step 
process in which the component models are first manipulated to 
represent the specific geometric features to be included in the 
analysis model, and then the component models are combined to 
create the required non-manifold geometric model.

Procedures to support the needed geometric modeling opera-
tions have been constructed employing two different core geom-
etry tools, Open Cascade [3] and SimModeler [4]. In the case of 
using Open Cascade, the process of manipulating existing models 
and combining them is supported by the Petra-M user interface 
on modeling operations [5,6]. SimModeler was used in the anal-
ysis geometry construction operations in the example shown in 
Fig. 2. The upper left image shows a portion of an antenna ar-
ray as defined in the detailed CAD model and the analysis models 
created by the application of selected SimModeler geometric sim-
plification operations. The upper right image depicts the discrete 
data imported into SimModeler representing two flux surfaces that 
will be used in the construction of the complete analysis model. 
The tokamak walls were obtained from a file of boundary seg-
ments that were combined onto a set of bounding edges based 
on specific geometric properties and then extruded to define the 
surfaces and associated wall faces. The left image in the middle 
row shows the final analysis geometry that includes the tokamak 
walls, the flux surfaces and the antenna array. It is important to 
emphasize that the process of obtaining the analysis-ready geom-
etry outlined above still requires input from the user, to identify 
which model features are important for the simulation. Neverthe-
less, using the above process is preferred here instead of making 
the analysis model from scratch. This is because making a model 
from scratch is time-consuming, error-prone, and more likely to 
introduce over-simplifications (for highly complex models). Fur-
thermore, the process outlined above is semi-automated (i.e., no 
extensive knowledge of CAD software is needed), and therefore it 
is relatively easy to generate multiple models with different levels 
of details using the same starting model components, to test and 
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Fig. 1. Left: A cutaway view of the ITER tokamak. Right: One of the RF antenna assemblies (copied with permission from the ITER Organization web page https://www.iter.org).

Fig. 2. Key steps in the simulation workflow.
study the effects of such small features in case there is not a way 
to deduce them intuitively.

The analysis attributes can be applied in either SimModeler, 
which has a set of generalized attribute specification capabilities, 
or in Petra-M which has specific RF relevant attribute specification 
capabilities. The right image in the middle row of Fig. 2 shows the 
use on the Petra-M user interface for attribute specification. Mesh 
control information is also specified directly on the analysis model 
3

entities in SimModeler. From there the mesh can be automatically 
generated. Both MeshSim [4] and Gmsh [7] can be used to auto-
matically generate meshes that match the specified mesh control 
information. The mesh in the lower left image was generated us-
ing MeshSim. It is worthwhile to note that the mesh generation 
step here is fully-automated. This once again is due to the consid-
erations that have been made during the process of obtaining an 
analysis-ready model discussed earlier. For example, by ensuring 
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the analysis-ready model is a valid non-manifold domain, we are 
able to use robust fully automated mesh generation tools that can 
ensure the generation of valid meshes for domains of any given 
level of geometric complexity [8].

At this point the information needed for the finite element 
analysis is complete and the input to the finite element analysis 
can be provided via input files or using in-memory data trans-
fer methods [9,10]. The MFEM high-order finite element library 
[11,12] was selected to provide the core of the finite element anal-
ysis capability used in the developed simulation workflow. The key 
reasons for the selection of MFEM include:

• Support of high-order finite elements that provide high rates 
of convergence that can be effectively taken advantage of 
when solving wave types of equations.

• Emphasis on performant and scalable computational methods 
to solve very large finite element models on the upcoming ex-
ascale computers for which almost all of their raw compute 
capability will be provided by accelerators with a current em-
phasis on GPUs.

• Ready support of the full range of weak equation forms allow-
ing the easy development of finite elements that address RF 
physics and plasma physics models to which the RF simula-
tions may be coupled.

• Ease of extensibility to include new capabilities and to couple 
with other components that execute additional functions.

The extensibility of MFEM was taken advantage of to tightly inte-
grate it with Petra-M to more effectively address specific RF simu-
lation needs and with the PUMI [13] mesh adaptation procedures 
used to execute the mesh modifications used to adapt the meshes 
based on the error indicator procedure presented in section 4.

3. Finite element formulation

The propagation of electromagnetic waves can be described by 
the time-harmonic Maxwell’s equations [14]. Given a bounded do-
main � with two disjoint connected boundaries � and �, these 
are

∇ × (
μ−1

r ∇ × E
) − κ2εrE = F in �

n × E = 0 on �

μ−1
r (∇ × E) × n − iκλET = g on �

(1)

where g is a given tangential vector field on �, E is a vector-valued 
complex function of space (but not time) denoting the electric 
field, μr := μ/μ0 is the relative permeability, εr :=

(
ε + iσ

ω

)
/ε0

is the relative anisotropic permittivity tensor, and κ := ω
√

ε0μ0, is 
the wavenumber. The forcing term on the right-hand-side of equa-
tion (1) is defined in terms of the applied current density:

F := iκμ
1/2
0 Ja.

Finally, the quantity ET , which denotes the tangent electric field 
on the boundary � is defined via

ET := (n × E) × n.

It is noted that since we are interested in studying the propaga-
tion of waves for a specific frequency the time-dependent part of 
the solution (i.e., e−iωt ) has been factored out in the above formu-
lation.

The relevant boundary conditions for the RF applications con-
sidered herein include the perfect electric conductor (PEC) bound-
ary condition and the port boundary conditions (Ports). It is im-
portant to note that the port boundary condition is special to the 
4

RF applications considered here and does not conform to the well-
known Dirichlet-type and/or Neumann-type boundary conditions 
presented in equation (1), and they will be discussed in more de-
tail next.

Perfect electric conductors (PECs): When the boundary of the cavity 
is a perfect conductor, Ohm’s law implies the electric field must 
be zero. For such cases, the electric field inside the cavity, and the 
vicinity of the boundary has to satisfy

n × E = 0. (2)

This means that the tangential component of the electric field 
must be zero in the vicinity of perfect conductors.

Port Boundary Condition (Ports): Port boundary conditions are used 
on the boundary, where the amplitudes and phases (also known as 
modes) of the incoming fields are known. The amplitude and phase 
of the outgoing modes are not known and are solved as part of the 
FEM solution. Here we use a variation of the port boundary condi-
tions introduced in [15]. This boils down to specifying the electric 
(and magnetic) field values at such boundaries. For example, for a 
Coax port (a hollow cylinder with inner radius a and outer radius 
b in the z direction) we have

Ecoax = An
r

r
e(kz)

iωHcoax = Anω

√
ε0εr

μrμ0

r

r
e(kz)

where the normalized amplitude

A2
n = 1

π ln (b/a)

√
μrμ0

ε0εr

is obtained by enforcing that the average incoming wave power is 
equal to 1.0 Watt.

As will be seen later on in the results section we will solve the 
above time-harmonic equations in the cold plasma approximation 
which eliminates the spatial dispersion from the electric proper-
ties of the plasma and therefore can be efficiently solved using the 
finite element methods. In the cold plasma approximation used 
here, the plasma dielectric tensor is given as

εr(ω) =
⎛
⎝ S(ω) −iD(ω) 0

iD(ω) S(ω) 0
0 0 P(ω)

⎞
⎠ , (3)

using the local Stix coordinate system in which the z axis is aligned 
to the local magnetic field [16–18]. S(ω), D(ω), and P(ω) are 
defined as

S(ω) = 1 −
∑

s

ω2
ps

ω2 − ω2
cs

D(ω) =
∑

s

ω2
psωcs

ω(ω2 − ω2
cs)

P(ω) = 1 −
∑

s

ω2
ps

ω2
.

(4)

Here ωps and ωcs are the angular plasma and cyclotron frequencies 
for species s, respectively. The representation of εr in the global 
coordinate system is given by a rotational transformation of equa-
tion (3).

It is worthwhile to note that the spatial variation of the func-
tions S , D, and P dictates the wavelength of the propagated mode 
in the plasma. For example, the lower hybrid resonance that will be 
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discussed in the results section occurs when S becomes zero, and 
thus making the wavelength extremely short.

A weak (integral) form of the above-described problem can be 
obtained using the Galerkin method [19], by taking the dot product 
of (1) with a smooth vector function φ and integrating over the 
domain [see 14, for the details]. After a selected integration by 
parts operation, the weak form of the problem can be stated as: 
Given F ∈ (

L2 (�)
)3

and g ∈ L2
t (�), find E ∈X , such that∫

�

[(
μ−1

r ∇ × E
) · ∇ × φ − κ2 (εrE) · φ

]
dV − iκ

∫
�

λET · φT dA

=
∫
�

F · φ dV +
∫
�

g · φT dA
(5)

is satisfied for all φ ∈X . Here the space X is defined as

X := {
u ∈ H (curl;�) |n × u = 0 on � and

uT ∈
(

L2 (�)
)3

on �
}
.

(6)

To discretize the above equations we use a polynomial space 
of order p by means of curl conforming Nédélec finite elements 
[20]. We present the general Nédélec finite elements as defined 
in [14], and discuss their implementation in MFEM [11]. Following 
the notation of [14] we can define the following vector polynomial 
space for order p

Rp = (
Pp−1

)d ⊕ Sp, where Sp =
{

u ∈
(
P̃p

)d | u.x = 0

}
(7)

Here d denotes the dimension of the vector space, Pp is the set 
of polynomials of maximum degree p, and P̃p is the set of homo-
geneous polynomials of degree p. The edge finite element spaces 
(e.g., the Nédélec elements) depend on the use of the vector poly-
nomial space Rp defined in (7). Next, the curl conforming finite 
element for a tetrahedron element can be defined as follows (such 
finite elements for triangles can be defined similarly): Given the 
reference tetrahedron �r̂ , and the polynomial space P�r̂

=Rp , the 
degrees of freedom (DOF) of a Nédélec tetrahedron, are defined by

Mê

(
û
) :=

∫
ê

û · t̂q̂ dS, for all q̂ ∈ Pp−1
(
ê
)
, (8)

M f̂

(
û
) := 1

area
(

f̂
) ∫

f̂

û · q̂ dA,

for all q̂ ∈ P3
p−2

(
f̂
)

and q̂ · n̂ = 0,

(9)

and

Mr̂

(
û
) :=

∫
ê

û · q̂ dV , for all q̂ ∈ P3
p−2

(
r̂
)
, (10)

for edges, faces, and the regions, respectively. Note that the .̂ is 
used to denote quantities in the reference (or parent) tetrahedron. 
Similar expressions can be written for the DOFs in the physical 
space of a given tetrahedron �r by using the affine transforma-
tion between the reference tetrahedron �r̂ and �r . Two important 
properties of the selected finite element spaces are:

(a) Curl conforming [see Lemma 5.35, in 14, for proof]. One can 
show that if u is represented in the above form, then the tan-
gential trace, as given by u × n, is continuous across the face 
of two neighboring tetrahedra, where n denotes the normal to 
the face.
5

(b) Unisolvant [see Lemma 5.36, in 14, for proof]. If all the DOFs, 
as defined by equations (8)-(10), are zero then u is identically 
zero

The global Nédélec space over a tetrahedral mesh satisfies

Xh := {
u ∈ H (curl;�) | u|�r ∈ Rp for all �r in the mesh

}
.

(11)

The space Xh can be replaced with the space X of the weak for-
mulation discussed earlier to form the discretized finite element 
space of the solution.

The Nédélec (vector) shape functions of order p in MFEM 
[11,21] are constructed hierarchically using 1D Chebyshev poly-
nomials of order p (see Pseudo-code 1). Assuming the necessary 

Pseudo-code 1 Implementation of Nédélec shape functions in 
MFEM. The vector shape functions are the rows of the returned 
matrix, shape(#dof ×3) . The inverse transformation T i, is used to 
make sure the DOFs have a simple form given in equation (12). 
See Pseudo-code 2 in Appendix A for the details of computing T i.

1: function GetNedelecShapes(p, ξ )
2: shape_x ← Chebyshev(ξ0, p − 1)
3: shape_y ← Chebyshev(ξ1, p − 1)
4: shape_z ← Chebyshev(ξ2, p − 1)
5: shape_w ← Chebyshev(1 − ξ0 − ξ1 − ξ2, p − 1)
6: o ← 0
7: c ← 1/4
8: for k = 0 to p − 1 do
9: for j = 0 to p − 1 − k do

10: for i = 0 to p − 1 − k − j do
11: s ← shape_x[i].shape_y[ j].shape_z[k].shape_w[p −1 −i − j −k]
12: u[o][:] ← [s, 0, 0], o ← o + 1
13: u[o][:] ← [0, s, 0], o ← o + 1
14: u[o][:] ← [0, 0, s], o ← o + 1
15: end for
16: end for
17: end for
18: for k = 0 to p − 1 do
19: for j = 0 to p − 1 − k do
20: s ← shape_x[p −1 − j −k].shape_y[ j].shape_z[k]
21: u[o][:] ← [s(ξ1 − c), −s(ξ0 − c), 0], o ← o + 1
22: u[o][:] ← [s(ξ2 − c), 0, −s(ξ0 − c)], o ← o + 1
23: end for
24: end for
25: for k = 0 to p − 1 do
26: s ← shape_y[p −1 −k].shape_z[k]
27: u[o][:] ← [0, s(ξ2 − c), −s(ξ1 − c)], o ← o + 1
28: end for
29: T i ← GetInverseTransformation(p)
30: shapes ← MatrixMatrixMultiply(T i, u)
31: return shapes
32: end function

smoothness conditions for the electric field E, and for a given node 
j the element DOFs are then defined as

M j (E) := t̂ j ·
(

J T (
ξ j

)
E

(
ξ j

))
(12)

where t j is the tangent vector corresponding to node j, ξ j is the 
location of node j in the parent (reference) tetrahedron, and J (ξ)

is the Jacobian of the affine transformation between the parent and 
physical tetrahedron. For an example, consider Fig. 3 which depicts 
the node locations and the tangent vectors for a cubic tetrahedron. 
Note that for each face node location there would be two tangents, 
and therefore two DOFs are associated with each node location. 
Similarly, there would be three DOFs at each internal node location 
of a tetrahedron. Having defined the vector shape functions N j (ξ)

and the DOFs, the vector functions over the Nédélec tetrahedron 
�r are interpolated by means of the following sum
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Fig. 3. Schematic of a cubic Nédélec tetrahedron.
E|�r (ξ) =
∑

j

M j (E)N j (ξ) (13)

4. Error indication and adaptive mesh control

Mesh discretization errors are a result of using finite-dimen-
sional solution spaces. For fixed order elements, the discretization 
errors can be controlled by altering the mesh sizes using mesh 
adaptation, a process known as h-adaptivity. In this work, we make 
use of the recovery-based a posteriori procedure developed in [22], 
specialized for the Maxwell’s equations of this study.

The elemental errors (in the L2 norm sense) for the electric 
field can be defined as

‖e‖�e
:=

⎡
⎢⎣∫

�e

(E − Eh)
2 d�

⎤
⎥⎦

1/2

(14)

where E and Eh , are the exact and finite element approximation 
for the electric field, respectively. Since the exact solution is un-
known, one can obtain an estimate of the error by replacing the 
exact solution with an improved approximation of the solution 
(E∗). Methods for obtaining the improved approximation, include 
employing an enriched basis [23–25], and recovery-based methods 
[26,22]. In this paper, we use a recovery-based method known as 
the patch recovery scheme originally proposed in [22].

The main idea behind the patch recovery scheme is to obtain 
a C0 field for an appropriate solution field for which the finite 
element solution is a C−1 discontinuous field. This is done by using 
a patch-wise least squares fit to the finite element field to obtain 
the nodal values for the C0 recovered field.1

To ensure a reliable error estimate, the nodal values of the re-
covered field need to satisfy the “super-convergence” criteria [see, 
for example, reference 27, for the definition of super-convergence]. 
In short, this means showing that the recovered field, when com-
pared to the finite element solution, converges with order O  

(
h1+δ

)
(for some δ > 0). In other words, the recovered field convergences 

1 C−1 refers to the space of functions that are continuous with a discontinuous 
first derivative. An example of such a function is the finite element representation 
of a field using a linear basis. C0 refers to the space of functions with continuous 
first derivatives.
6

to the exact solution at a faster rate than the finite element so-
lution itself. This justifies the use of the recovered field E∗ in 
expression (14) to obtain an estimate for the error.

The proof of “super-convergence” for a given recovery proce-
dure is rather involved and is skipped here for brevity. Interested 
readers are encouraged to see [28] where it is shown that super-
convergence can be achieved for linear “edge” elements of Nédélec 
type on tetrahedron meshes with an averaging recovery operator 
(wherein the recovered field at each node is defined by averag-
ing the interpolated field at the center of the adjacent tetrahedra). 
A more recent study [29], provides the super-convergence analysis 
for arbitrary order edge elements for Maxwell’s equations.

One way to extend the averaging recovery method mentioned 
in [28] to higher orders is to replace the recovery operator based 
on the averages with a least-square fit of field values over care-
fully chosen sample points in a patch. For the Maxwell problem 
of this paper, the electric field is represented in Nédélec basis for 
which the normal components are known to be discontinuous at 
element boundaries. Thus, given the finite element solution Eh , we 
sample this field at integration points in the patch of elements 
that the node of interest bounds and fits a continuous polynomial 
of a given order to obtain the recovered value of E∗ at that node. 
Specific care does need to be exercised in the process to ensure 
that number of integration points available for fitting is sufficient 
to support a least-squares fit for the order of polynomial selected 
to be fit. If there is an insufficient number of integration points in 
the patch, the patch can be expanded to include additional neigh-
boring elements or the polynomial order of least-square fit can be 
reduced. Using this patch recovery method we obtain the following 
approximation for the element error

‖e‖�e
≈ ∥∥e∗∥∥

�e
:=

⎡
⎢⎣∫

�e

(
E∗ − Eh

)2
d�

⎤
⎥⎦

1/2

(15)

The total error over the domain as well as the percentage error can 
then be defined as follows

‖e‖L2
≈

(
n∑∥∥e∗∥∥2

�e

)1/2

and η := ‖e‖L2

‖E∗‖L2

(16)

e=1
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where n is the total number of elements in the mesh.
A general requirement is then to have the percentage error be-

low a certain threshold, i.e.,

η ≤ ηmax. (17)

Furthermore, the error contribution due to individual elements in 
the mesh are expected to be approximately equal in an optimal 
mesh. Using these criteria we can then define the desired mesh 
size for each element in the mesh as follows

hdesired = hcurrent × re, (18)

where hcurrent is the current size of the element and re is the ele-
ment size factor defined as follows [30]

re = ∥∥e∗∥∥− 2
2p+d

�e

⎛
⎜⎝ η2

max ‖E∗‖2
L2∑n

e′=1 ‖e∗‖
2d

2p+d
�e′

⎞
⎟⎠

1
2p

(19)

where d is the dimension of the mesh and p is the polynomial 
order of the finite element basis.

Once the new mesh size field has been calculated the mesh 
needs to be modified such that it matches that mesh size field. 
MFEM supports two mesh adaption approaches. The first is based 
on a non-conforming element subdivision [11]. This approach is 
most commonly applied and is most effective when hexahedral 
and quadrilateral elements are used. Since fully automatic hexa-
hedral mesh generators that can create graded meshes on general 
3D domains do not exist, the non-conforming MFEM adaptation 
procedures are not used in the current simulation workflow.

Instead, the current simulation workflow employs the second 
mesh adaptation approach which is a conforming mesh adaptation 
procedure based on local mesh modification. This approach is well 
suited to the simplex element (tetrahedra and triangles) meshes 
generated by the automatic mesh generators integrated into the 
simulation workflow.

The conforming mesh adaptation procedure used in this work is 
based on the PUMI [13,31] mesh adaptation procedures [32] that 
have been, and continue to be, generalized to work with curved 
meshes [33].

It is worthwhile to note that while this paper uses a patch 
recovery-based method for the purposes of error estimation, there 
are other methods available for the type of problems addressed in 
this paper, for example, residual-based techniques that have been 
discussed in the literature extensively [34]. The main idea behind 
the residual-based techniques is to obtain a new PDE for the resid-
ual (the difference between the finite element solution and the ex-
act solution) and solve a smaller problem to obtain the error over 
each entity. While this approach is more mathematically rigorous 
and provides more accurate estimates for the error, it is more ex-
pensive computationally (when compared with the recovery-based 
methods used in this paper). Since the focus of this paper is the 
introduction of overall workflow and its capabilities, more detailed 
studies of different error estimation techniques are skipped here 
and will be considered in future works.

5. Results

In this section, we provide results demonstrating the applica-
tion of the above-described adaptive workflow to the simulation 
of cold plasma in RF heaters. As mentioned earlier, when some of 
the components of the permittivity tensor in the plasma become 
small the wavelength of the propagated waves becomes very short. 
Using a uniformly fine mesh in the whole domain to capture the 
solution accurately can be very costly in the simulation of realistic 
7

Fig. 4. This figure shows the setup for the axis-symmetric full-wave simulation of 
lower hybrid waves in Alcator C-Mod plasma.

Table 1
Comparison of the DOFs in the adapted meshes and uniform meshes with the same 
minimum size in the plasma regions. The first column lists the number of DOFs 
in the adapted meshes. The second column lists the minimum edge length in the 
plasma region of the adapted meshes. The last column lists the number of DOFs 
for uniform meshes with the same size as the minimum size in the corresponding 
adapted mesh.

Mesh #dofs Min size #dofs*

(a) 17,316 8.00E-03 17,316
(b) 25,434 2.80E-03 126,238
(c) 67,688 1.29E-03 414,436
(d) 113,284 8.36E-04 463,344
(e) 176,284 7.56E-04 1,070,378
(f) 284,250 5.85E-04 2,298,062

problems. Here we demonstrate the use of the adaptive workflow 
of this paper to effectively identify such regions in the analysis do-
main and make the mesh finer in those regions as necessary and 
thus reducing the computational cost, significantly.

5.1. Lower hybrid waves in Alcator C-Mod plasma

In this subsection, we will apply the adaptive workflow to 
the full-wave simulation of Lower Hybrid Waves in Alcator C-
Mod plasma as described in [35–37] and references therein. 
Fig. 4 shows the problem domain. We will solve axis-symmetric 
Maxwell’s equations with an out-of-plane wave number of 200
in the vacuum and plasma regions, and 0 in the waveguides 
on a 2D triangular mesh. The in-plane components of the elec-
tric field (Er and Ez) are discretized using high order Nédélec 
finite element basis, while the out-of-plane component (Eφ ) is dis-
cretized using a high-order nodal finite element basis. The order 
of the finite element spaces used for the results that follow is 
p = 2.

Fig. 5 shows the meshes and solutions for the starting mesh, as 
well as, five successive adapted meshes. As can be seen in these 
figures, the solution on the starting coarse mesh is not resolved 
at all. As the mesh is adapted (using the above-described error 
indication procedures), we see substantially improved resolutions 
in the results in areas of the domain where the solution features 
are of most importance. Fig. 6 shows the zoomed version of the 
initial and final meshes/solutions.

To demonstrate the advantage of using the adaptive workflow, 
Table 1 shows the comparison for the number of DOFs (for p = 2
this is simply 2 (e + f ) where e and f are the total number of 
edges and faces in the mesh, respectively) for the adapted meshes 
shown in Fig. 5 and uniform meshes with the same minimum size 
in the plasma regions. As can be seen in this table, using a uniform 
mesh to achieve the same level of accuracy for the solutions shown 
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Fig. 5. Shows the initial (a) and adapted (b-f) meshes and solutions field, Er .
in Fig. 5-f will require ∼ 2.3M DOFs while the number of DOFs in 
the corresponding adapted mesh is ∼ 284K. In other words, by us-
ing the adaptive workflow we are achieving a 10x reduction in 
the size of the problem. Furthermore, the total simulation time for 
the adaptive workflow (including the error estimation and adapta-
tion) is about 144 seconds while a single (non-adaptive) solve on 
a mesh with the same level of accuracy as the final adapted mesh 
takes about 750 seconds.

5.2. ICRF antenna of the Large Plasma Device

Next, we consider a fully 3D simulation of the ICRF antenna 
model of the Large Plasma Device (LAPD). This example consists 
of a single strap antenna, as can be seen in Fig. 7. The plasma 
region has an anisotropic permittivity that varies radially. The in-
put current is applied as a port boundary condition at the coax
port shown in the picture. Fig. 8 shows the initial and adapted 
meshes and the solution (phase) fields. As can be seen in this fig-
8

ure the solution field is not properly resolved on the initial coarse 
mesh. However, as the mesh gets more refined in the slow-wave 
region of the plasma domain, more features of the solution are re-
solved.

Table 2 shows the comparison for the number of DOFs for the 
adapted meshes shown in Fig. 8 and uniform meshes with the 
same minimum size in the plasma regions. Similar to the 2D re-
sults, we see that by using the adaptive workflow we are able 
to achieve the desired levels of accuracy with much fewer num-
ber of DOFs, when compared to uniform meshes. For example, the 
number of DOFs in the final adapted mesh in Fig. 8 is approxi-
mately 5× smaller than the corresponding uniform mesh. The total 
simulation time for the adaptive workflow (including the error es-
timation and adaptation) in this case is about 100 minutes. Due to 
memory limitations running the case on a uniform fine mesh with 
the same level of accuracy as the final adapted mesh was not pos-
sible due to the fact that direct solvers are known to be memory 
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Fig. 6. Shows the zoomed version of the initial (a) and final adapted (b) meshes and solutions field, Er .
Fig. 7. This figure shows the setup for the 3D LAPD example.

Table 2
Comparison of the DOFs in the adapted meshes and uniform meshes with the same 
minimum size in the plasma regions. The first column lists the number of DOFs 
in the adapted meshes. The second column lists the minimum edge length in the 
plasma region of the adapted meshes. The last column lists the number of DOFs 
for uniform meshes with the same size as the minimum size in the corresponding 
adapted mesh.

Mesh #dofs Min size #dofs*

(a) 1,088,678 2.67E-03 1,088,678
(b) 2,129,006 2.28E-03 7,860,478
(c) 12,626,818 1.11E-03 61,959,826

intensive. This highlights, once again, the importance of the adap-
tive workflow presented in this paper for RF problems.

6. Conclusions

This paper presented an adaptive simulation workflow for RF 
heaters in fusion applications. This workflow takes advantage of, 
and carefully integrates, a number of software components includ-
ing CAD modelers, automatic mesh generators, custom problem 
set-up tools, high-order finite element solvers, discretization error 
estimators, and conforming mesh adaptation procedures. The ex-
9

ample results demonstrate the ability of the developed simulation 
workflow to effectively obtain highly accurate simulation results 
for general antenna and reactor geometries. It is important to note 
that an effective simulation workflow must address all aspects of 
the simulation process; from the specification of the simulation, to 
the generation of the analysis model discretization, to the solution 
of the discretized system, to the improvement of the discretization 
to attain the desired level of solution accuracy.

The results shown in this paper are to demonstrate the capabili-
ties of the adaptive workflow and for such purposes using an order 
2 Nédélec space for the finite element solve, and a linear basis to 
represent the mesh geometry turned out to be sufficient. Never-
theless, the same workflow can be utilized for higher-order finite 
element spaces. Efforts to support the higher-order finite element 
spaces require the ability of the mesh adaptation procedures to 
execute on higher than quadratic mesh geometry. This is because 
of a well-known fact on the convergence rate of p-version finite 
element. More specifically, to take full advantage of higher-order 
finite elements one also requires to increase the order of mesh ge-
ometry representation [38]. The mesh adaptation procedures are 
currently being extended to deal with such higher-order mesh ge-
ometry. These developments and their application will be reported 
in future publications.
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Fig. 8. This figure shows the initial and adapted meshes and solution fields for the LAPD example.
Pseudo-code 2 Implementation of the inverse transformation T i.
1: function GetInverseTransformation(p)
2: enodes, etans ← GetEdgeNodesAndTangents(p)
3: f nodes, f tans ← GetFaceNodesAndTangents(p)
4: rnodes, rtans ← GetRegionNodesAndTangents(p)
5: nodes ← Concatenate(enodes, f nodes, rnodes) 
 all nodes
6: tans ← Concatenate(etans, f tans, rtans) 
 all tangents
7: c ← 1/4 
 centroid coordinates of a tetrahedron
8: for m = 0 to non − 1 do 
 non is total number of nodes
9: x ← nodes[m][0], y ← nodes[m][1], z ← nodes[m][2], t ← tans[m]

10: shapex ← Chebyshev(x), shapey ← Chebyshev(y)
11: shapez ← Chebyshev(z)
12: shapew ← Chebyshev(1 − x − y − z)
13: o ← 0
14: for k = 0 to p − 1 do
15: for j = 0 to p − 1 − k do
16: for i = 0 to p − 1 − k − j do
17: s ← shapex[i].shapey [ j].shapez[k].shapew [p −1 −i − j −k]
18: T [o][m] ← s.t[0], o ← o + 1
19: T [o][m] ← s.t[1], o ← o + 1
20: T [o][m] ← s.t[2], o ← o + 1
21: end for
22: end for
23: end for
24: for k = 0 to p − 1 do
25: for j = 0 to p − 1 − k do
26: s ← shapex[p −1 − j −k].shapey [ j].shapez[k]
27: T [o][m] ← s{(y − c).t[0] − (x − c).t[1]}, o ← o + 1
28: T [o][m] ← s{(z − c).t[0] − (x − c).t[2]}, o ← o + 1
29: end for
30: end for
31: for k = 0 to p − 1 do
32: s ← shapey [p −2 −k].shapez[k]
33: T [o][m] ← s{(z − c).t[1] − (y − c).t[2]}, o ← o + 1
34: end for
35: end for
36: return MatrixInverse(T )
37: end function
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Appendix A. Inverse transformation matrix

The pseudo-code for the computation of the inverse transfor-
mation, T i, mentioned in Pseudo-code 1 is given below. Pseudo-
codes 3–5, detail the computation of edge, face, and region 
nodes/tangents for tetrahedron elements.

Pseudo-code 3 Implementation of edge nodes and tangents.
1: function GetEdgeNodesAndTangents(p)
2: pm1 ← p − 1
3: ep ← GaussLobatto(pm1) 
 to construct edge nodes
4: o ← 0
5: for i = 0 to pm1 do 
 Edge (0,1)
6: nodes[o][:] ← [ep[i], 0, 0]
7: tans[o][:] ← [1, 0, 0], o ← o + 1
8: end for
9: for i = 0 to pm1 do 
 Edge (1,2)

10: nodes[o][:] ← [ep[pm1−i], ep[i], 0]
11: tans[o][:] ← [−1, 1, 0], o ← o + 1
12: end for
13: for i = 0 to pm1 do 
 Edge (2,0)
14: nodes[o][:] ← [0, ep[pm1 −i], 0]
15: tans[o][:] ← [0, −1, 0], o ← o + 1
16: end for
17: for i = 0 to pm1 do 
 Edge (0,3)
18: nodes[o][:] ← [0, 0, ep[i]]
19: tans[o][:] ← [0, 0, 1], o ← o + 1
20: end for
21: for i = 0 to pm1 do 
 Edge (1,3)
22: nodes[o][:] ← [ep[pm1−i], 0, ep[i]]
23: tans[o][:] ← [−1, 0, 1], o ← o + 1
24: end for
25: for i = 0 to pm1 do 
 Edge (2,3)
26: nodes[o][:] ← [0, ep[pm1 −i], ep[i]]
27: tans[o][:] ← [0, −1, 1], o ← o + 1
28: end for
29: return nodes, tans
30: end function
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Pseudo-code 4 Implementation of face nodes and tangents.
1: function GetFaceNodesAndTangents(p)
2: pm2 ← p − 2
3: fp ← GaussLobatto(pm2) 
 to construct face nodes
4: o ← 0
5: for j = 0 to pm2 do 
 Face (0,1,2)
6: for i = 0 to pm2 − j do
7: w ← fp[i] + fp[ j] + fp[pm2 − i − j]
8: nodes[o][:] ← [fp[i], fp[ j], 0]/w , tans[o][:] ← [1, 0, 0], o ← o + 1
9: nodes[o][:] ← [fp[i], fp[ j], 0]/w , tans[o][:] ← [0, 1, 0], o ← o + 1

10: end for
11: end for
12: for j = 0 to pm2 do 
 Face (0,1,3)
13: for i = 0 to pm2 − j do
14: w ← fp[i] + fp[ j] + fp[pm2 − i − j]
15: nodes[o][:] ← [fp[i], 0, fp[ j]]/w , tans[o][:] ← [1, 0, 0], o ← o + 1
16: nodes[o][:] ← [fp[i], 0, fp[ j]]/w , tans[o][:] ← [0, 0, 1], o ← o + 1
17: end for
18: end for
19: for j = 0 to pm2 do 
 Face (1,2,3)
20: for i = 0 to pm2 − j do
21: w ← fp[i] + fp[ j] + fp[pm2 − i − j]
22: nodes[o][:] ← [fp[pm2 −i − j], fp[i], fp[ j]]/w
23: tans[o][:] ← [−1, 1, 0], o ← o + 1
24: nodes[o][:] ← [fp[pm2 −i − j], fp[i], fp[ j]]/w
25: tans[o][:] ← [−1, 0, 1], o ← o + 1
26: end for
27: end for
28: for j = 0 to pm2 do 
 Face (0,2,3)
29: for i = 0 to pm2 − j do
30: w ← fp[i] + fp[ j] + fp[pm2 − i − j]
31: nodes[o][:] ← [0, fp[i], fp[ j]]/w , tans[o][:] ← [0, 1, 0], o ← o + 1
32: nodes[o][:] ← [0, fp[i], fp[ j]]/w , tans[o][:] ← [0, 0, 1], o ← o + 1
33: end for
34: end for
35: return nodes, tans
36: end function

Pseudo-code 5 Implementation of region nodes and tangents.
1: function GetRegionNodesAndTangents(p)
2: pm3 ← p − 3
3: rp ← GaussLobatto(pm3) 
 to construct region nodes
4: o ← 0
5: for k = 0 to pm3 do
6: for j = 0 to pm3 − k do
7: for i = 0 to pm3 − k − j do
8: w ← rp[i] + rp[ j] + rp[k] + rp[pm3 −i − j −k]
9: nodes[o][:] ← [rp[i], rp[ j], rp[k]]/w

10: tans[o][:] ← [1, 0, 0], o ← o + 1
11: nodes[o][:] ← [rp[i], rp[ j], rp[k]]/w
12: tans[o][:] ← [0, 1, 0], o ← o + 1
13: nodes[o][:] ← [rp[i], rp[ j], rp[k]]/w
14: tans[o][:] ← [0, 0, 1], o ← o + 1
15: end for
16: end for
17: end for
18: return nodes, tans
19: end function
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