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Abstract

Microstructure largely dictates macroscopic material properties and is strongly affected
by processing. Therefore, the simulation of microstructure evolution in response to thermal
fields during processing is of significant interest within the computational materials science
community. Additive manufacturing (AM) has emerged as a technique for producing complex
geometries and unique microstructures. Yet, complex and rapid thermal cycles in AM pose
computational challenges for existing microstructure models. This work proposes a discrete
event inspired cellular automata (CA) approach, titled DECA, to accelerate simulation of
grain structure evolution in AM. In contrast to conventional time-stepped CA models, this
model directly solves the times capture events would take place allowing for stepping in
events rather than time (a technique also found in the field of discrete-event simulation). In
comparison to purely serial discrete-event models, DECA allows for temporary violation of
the causality constraint, but detects and corrects these violations, leading to an emergent
phenomenon dubbed causality rippling, in which previously calculated capture events are
overwritten. The amount of repeated calculations, defined by the capture ratio, is taken
as a measure of computational inefficiency, and the model parameters that affect this ratio
are evaluated. The new DECA approach was found to be more computationally efficient
than conventional time-stepped CA models while guaranteeing an accurate solution, which
can only be achieved in the conventional models for vanishingly small time steps. Finally,
opportunities for parallelization and scaling of the new approach are discussed.
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Automata

1. Introduction

Metal additive manufacturing (AM) offers the promise of unprecedented levels of control
in both the design and performance of parts due to allowing the production of complex
geometries [1–3], enabling the use of high performance materials [4–7], and controlling site-
specific microstructures for tailoring macroscopic material properties [8–11]. With the rise in
computation in the last decade, AM research has also seen an increase in the use of simulation
tools. Because of the broad range of relevant physical phenomena, a plethora of different
tools have been used to simulate various aspects of AM processes; however, because these
physical phenomena are frequently coupled and span many orders of magnitude in both
space and time scales, a recurring challenge is balancing model complexity and accuracy
with computational cost. In response to this challenge, researchers have increasingly sought
approaches to accelerate code performance with minimal losses in accuracy.

Broad categories of AM simulations include process models for heat transfer and ther-
momechanics, microstructure evolution, and material property predictions. Each of these
categories relies on simulation data from the model category listed prior. To simulate mi-
crostructure evolution, thermal data must be supplied by a heat transfer model, either
through one or two-way coupling. The more accurate the thermal data, the more accurate
the resulting microstructure simulation can be expected to be. For modeling heat transfer,
powder resolved models consider the most physics yet are too numerically intensive to sim-
ulate more than a few millimeters of melting and solidification [12–14]. On the other hand,
continuum models offer a range of model fidelity, depending on the included physics, and
are capable of simulating entire layers when given large computational resources [15–18]. Fi-
nally, analytic models [19–22] only consider linear heat conduction but are able to simulate
entire layers which has lead to searching for novel scanning strategies in pursuit of localized
microstructure control [10, 11, 23–25]. Both continuum scale and analytic models, due to
their lack of physics, must be calibrated to either [18, 26, 27] experiments or higher-fidelity
models [28, 29]. This calibration procedure, in turn, serves as a method to compensate for
the missing physics.

The thermal conditions predicted by these process models are critical for component
performance, primarily through their effect on evolution of microstructure. However, mi-
crostructure simulations naturally require resolution of comparatively fine length and time
scales for reasonable predictions of features such as dendrite arm spacing, grain size and
morphology, and crystallographic texture. As a result, it is still a major challenge to capture
distributions of microstructure across the scale of many AM layers, or the scale of relevant
engineering component geometries. Phase-field models consider many of the physical ef-
fects, such as solute diffusion, formation of dendrites, and directly accounting for free-energy
relationships governing phase transitions; however, by doing so, phase-field becomes compu-
tationally challenging even at the scale of a single melt pool [30]. To accelerate prediction of
meso-scale microstructural features, researchers have adopted cellular automata (CA) models
from the casting community [31, 32]. CA models use a rule-based approach for cell capture
alongside simplified dendrite growth characteristics as a function of local thermal conditions,
frequently referred to as interface response functions (IRFs) [33–36]. IRFs themselves can
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be calibrated to either experiments or simulated results from higher-fidelity models, such as
phase-field, and serve as a way to compensate for the neglected physics. The most common
CA approach for microstructure prediction uses a time-stepped framework. This framework
is both simple to implement and amenable to parallelization; however, it is not the most
computationally efficient and faces load-balancing challenges scaling to multiple compute
nodes when simulating AM problems, which have characteristically small fraction of the
domain solidifying at any instance. Although the use of time-stepped CA models allows
for reasonably predicting trends in grain size, morphology, and crystallographic texture for
much larger volumes of material, there is still a significant gap in simulation performance
between these models and the efficient thermal models.

Recent research has demonstrated several methods for speeding up CA models used for
microstuctural evolution. CA models, which have historically used time-stepped frameworks,
are more computationally efficient when simulated within a discrete-event framework due
to the discrete nature of the model [37]. The discrete-event model requires sequentially
evaluating events from the smallest to largest time and, due to a global causality constraint,
must be performed in serial. In general, discrete-event simulations are more computation-
ally efficient than their time-stepped counterparts. Despite this increase in computational
efficiency, discrete-event models have seen diminished use in modern times since the increase
in parallel computing power has far exceeded the increase in sequential computation [38].
Another method for improving computational efficiency of CA models, called the frontal CA
method (FCA), uses a list-based method to ensure only active cells, or those on a front of
computation, are considered each iteration [39]. This methodology can achieve a speedup
greater than the discrete-event but, due to the lack of a causality constraint alongside the
restriction that cells can only be computed once, may not be suitable for all simulation types,
such as for the complex thermal cycles found in AM. Nevertheless, recent work has shown
that FCA can be executed in parallel relatively easily [40].

There does exists a branch of discrete-event, called parallel discrete-event simulation
(PDES), which can make better use of parallel computing although this comes with a sharp
increase in complexity. Although the current push for massively parallel computing is quite
recent, the field of PDES has been investigated for well over 30 years [38] and is thus quite
mature. Parallelism can be achieved in a PDES through either spatial or temporal parallelism
although spatial-parallel simulation techniques are more robust and therefore used far more
frequently [41]. In spatial-PDES, each spatially decomposed domain is assigned to its own
logical process (LP) which, in turn, has its own local causality constraint ; however, naively
executing and sending events between spatially decomposed domains can violate the causality
constraint without proper synchronization protocols. Synchronization protocols for PDES
are split into two groups: conservative, which ensure that the local causality constraints
cannot possibly be broken, and optimistic, which allow the local causality constraints to
be broken but ensures these violations are both detectable and fixable. Fixing causality
errors requires reverting to a state before the error occurred by using either state-saving,
which requires memory, or rollback, which requires backwards computation [41]. Optimistic
synchronization protocols do allow for a higher degree of parallelization, however fixing
causality errors incurs additional computational cost; therefore, optimally choosing between
conservative and optimistic synchronization protocols for a PDES system requires preexisting
knowledge about the expected behavior of the system.
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The purpose of this research is to introduce and verify a novel CA algorithm which is
amenable to parallelization, computationally efficient, and circumvents the load-balancing
issue caused by characteristics of the AM process. DECA, which is short for Discrete Event
inspired Cellular Automata for grain structure prediction in additive manufacturing, seeks
to achieve these goals. DECA is a type of optimistic parallel discrete event simulation that
employs key features of the microstructure evolution model to improve computational per-
formance and relies on the reduced data format introduced by Rolchigo [42] which encodes
the thermal history by recording when a point melts, solidifies, and the cooling rate dur-
ing solidification. The proposed simulation algorithm shares several key features with more
general purpose optimistic simulation algorithms [41, 43], such as permitting causality vio-
lations which are later corrected. In addition to these features, the structure of our model
also permits a single instruction, multiple data (SIMD) style of event execution. Within
DECA each solidification event is assigned to its own LP. If an LP detects a causality error,
the LP will recalculate which event happens first chronologically and, if this event differs
from what was previously calculated, propagate this information to its neighbors causing a
phenomenon called causality ripples. Since these causality ripples are a source of compu-
tational inefficiency, the speedup for serial computation using DECA is compared against
the current time-stepped CA methods and extension to parallel computing architectures is
discussed.

2. Methodology

The core methodology for cellular automata (CA) approaches to grain growth involves
representing the grains during solidification as envelopes superimposed on an underlying
numerical grid. The simulation allows these envelopes to grow or spawn based on the local
thermal field and a nucleation model. As the grains grow, they can capture nearby grid
points, which then initiate the propagation of their own grains. Therefore, a CA model can
be described using a few key elements:

1. Grain envelope representation

2. Growth laws

3. Thermal field description

4. Nucleation model

5. Capture rules

6. Grain propagation

The time-stepped CA and DECA approaches share the first five model elements, dif-
fering only in grain propagation on the underlying numerical grid. In the time-stepped CA
approach, grains grow and capture in parallel through sequential time-stepping. On the other
hand, DECA directly calculates capture times and allows for capture events to occur out
of chronological order. The following section presents the first five model elements, which
form the basis of both methods. It then describes the grain propagation methods in the
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time-stepped CA algorithm and compares them with the grain propagation methods in the
DECA algorithm. For simplicity, all mathematical permutations and graphics presented are
for in-plane 2D grain growth. However, the vector math presented is general, and the for-
mulations can be applied in 3D as well. Additionally, the implementations presented in this
paper are also in 2D since they are computationally less expensive than 3D implementations,
and the results are easily visualized.

2.1. Grain Envelope Representation

Grain scale cellular automata (CA) models represent grains as growing envelopes in the
shape of a cross-polytope. The number of orthogonal diagonals in the cross-polytope is equal
to the number of dimensions. In 3D, the shape is an octahedron, while in 2D, it is a square.
The center of the envelope does not necessarily have to be at the cell center, but the grain
envelope must contain the cell center. Therefore, for 2D grain growth, a cell’s grain envelope
can be described by diagonals {~d1, ~d2}, an offset from the cell center ~gc, an initial size G0, and
a current size G. This description is essentially the same as the decentered square method
described in the seminal paper by Rappaz and Gandin [44].

2.2. Growth Laws

Since there is only a single variable, G, that controls the length of the diagonals, all
diagonals must grow outward from the center at the same rate. The relationship between
undercooling and growth velocity is referred to as the interface response function, denoted
as V (∆T ). Typically, the interface response function is approximated using a polynomial
that is fitted to data from analytical descriptions of dendrite growth (e.g., the KGT model
[45]), phase field models, or calibrated to experimental data. However, since DECA requires
analytical solutions for the timing of capture events, a power rule (Eq. 1) was chosen for the
interface response function [46].

V (∆T ) = a(∆T )b (1)

2.3. Thermal Field Description

To minimize storage and transfer requirements for thermal data, the reduced data format
for solidification data introduced in [42] and extended in [35] is used. This extension of the
reduced data format, which includes all solidification events for each point, has been found to
routinely give realistic microstructures whereas the initial version, which only contained the
final solidification events for each point, could give unrealistic microstructures depending on
the simulated processing conditions. This approach significantly reduces the amount of data
needed to describe the thermal field by focusing only on local data at times when relevant
solidification or melting events occur, instead of providing a complete description of the
temperature distribution throughout the domain at all times.

The data format assumes that local solidification events can be compressed into two data
fields: the time (tl) at which a cell transitions from above to below the liquidus temperature
(Tl), and the cooling rate (Ṫ ) at that time. Within the CA model, the temperature of
a cell can be initialized at Tl at time tl, and it then cools at a rate of Ṫ . Additionally,
remelting events are recorded when a cell transitions from below to above Tl, resulting in
deactivation of the cell and removal of associated grain information. Multiple solidification
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and remelting events can be recorded for each cell. However, since grains cannot propagate
into fully liquid material (T > Tl), an additional field is included for each solidification event.
This field specifies the time (tm) at which a cell transitions from below to above the liquidus
temperature. By including this information, the subsequent CA algorithm can capture the
complete time history of solidification and melting events.

2.4. Nucleation Model

To model the formation of new grains within the domain, a simple nucleation model is
adopted. At the start of the simulation, a volume density of potential nucleation sites (N0)
is randomly distributed among the numerical cells in the domain. Each potential nucleation
site is assigned a random orientation and a nucleation undercooling, which is sampled from
a Gaussian distribution with a mean undercooling (∆TN) and a standard deviation (∆Tσ).

A nucleation site can be activated if the local undercooling of the numerical cell reaches
the designated nucleation undercooling, and if that cell has not already been captured by
another pre-existing grain envelope. In such cases, a cross-polytope with an initial size of
G0 and the defined orientation is initialized and allowed to grow.

2.5. Capture Rules

2.5.1. Grain Size Needed to Capture Neighbor Cell

A grain envelope can capture a cell once it surrounds the cell’s centroid. The exact size
of the grain envelope when this occurs can be calculated by considering the grain sizes at
which the faces of the cross-polytope intersect with the center of the neighboring cell. To
calculate this, we first consider the vector between the center of the grain and the center
of the neighboring cell ( ~gn), where ~n is the distance between the center of the cell and the
center of the neighboring cell (Eq. 2). Here, the neighboring cells are defined as the cells in
the Moore neighborhood.

~gn = ~gc + ~n (2)

Now, we create a specific set of normal vectors associated with the faces of the cross-
polytope by considering all permutations of combining the diagonals (~di). This results in 2D

combinations, where D is the dimensionality of the problem. In 2D, the set of face normals
(~f) can be expressed as shown in Equation 3.

{~f1, ~f2, ~f3, ~f4} = {~d1 + ~d2, ~d1 − ~d2,−~d1 + ~d2,−~d1 − ~d2} (3)

From here, we can calculate the length of the diagonals required for the plane of a face to
contain the center of the neighboring cell by taking the dot product between a face normal
and ~gn. This can be expressed as shown in Equation 4.

li = ~fi · ~gn (4)

The length of the diagonals at which the point is contained within the cross-polytope
corresponds to the maximum length calculated using Equation 4. This is because only at the
maximum length is the neighbor’s center positioned between the grain center and all planes
containing the faces. In other words, the neighbor’s center is fully contained within the

6



cross-polytope at the maximum length. Therefore, the size of the cross-polytope, denoted
as G, when a neighbor is captured can be determined using Equation 5.

Gcap = max(li) (5)

Note that half of the face normals are equal to the additive inverse of the other half of the
face normals. For instance, ~f1 + ~f4 = 0 and ~f2 + ~f3 = 0. To reduce computational expense,
we can adjust the set of faces created from Equation 3 by including only permutations where
~d1 is positive (Equation 6). Additionally, when calculating the lengths, we can take the
absolute value of the dot products (Equation 7). This modified set of lengths will yield the
same value for Gcap (Equation 5) while requiring half the number of dot products.

{~f1, ~f2} = {~d1 + ~d2, ~d1 − ~d2} (6)

li = |~fi · ~gn| (7)

2.5.2. Determining Grain Position and Size

When a cell is captured, a new cross-polytope is initialized to start growing and capturing
surrounding neighbor cells based on the local thermal conditions. During a capture event,
values for the position (~gc), size (G0, G), and orientation (~di) of the new cross-polytope
are calculated. Intuitively, the orientation of the new cross-polytope in the captured cell
inherits that of the cross-polytope of the cell that captured it. However, the position and
size will differ to ensure that the cross-polytopes are coincident at the corner nearest to
the captured cell, as illustrated in Figure 1. This repositioning of the cross-polytope is
performed so that each cell effectively propagates its own local cross-polytope, rather than
a global cross-polytope.

To determine the position and size of the cross-polytope for a captured cell, we use the
dot products between the offset (Equation 2) and the diagonals to identify which corner of
the capturing cell’s cross-polytope is closest. The maximum absolute value among these dot
products corresponds to the nearest corner and is where the cross-polytopes are coincident
(Equations 8, 9, 10). The new cross-polytope’s center can then be calculated using Equation
11, where gnc and goc are the cell centers for the newly captured neighbor and the original
cell, respectively. We subtract ~n to keep gnc in the reference frame of the newly captured cell.
Finally, the cross-polytope’s initial size is calculated using Equation 12.

pi = ~di · ~gn (8)

k = argmax(pi) (9)

pmax = pk = max(~di · ~gn) (10)

gnc = (goc + pmax ~dk)− ~n (11)

G0 = Gcap − pmax (12)
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Figure 1: Schematic with two views at varying zoom levels showcasing the capture of a neighboring cell by a
cross-polytope (green), the creation of a new cross-polytope (blue) within the neighboring cell, and several

variables used to describe the cross-polytope in 2D, including the orientation ( ~d1, ~d2), size (G), initial size
(G0), and offset from cell center (~gc).

2.6. Grain Propagation: Time-Stepped CA Algorithm

Grain propagation in the time-stepped CA approach is achieved by sequentially advancing
the solution forward in time. During each timestep, the cross-polytopes in active cells grow
according to Equation 13, where ∆G represents the increase in diagonal length, V (∆T )
is the interface response function, and ∆t is the size of the timestep. When the cross-
polytope reaches or exceeds the critical length (G ≥ Gcap), the capture process occurs for the
corresponding neighboring cell. Once a cell is captured, it remains captured unless explicitly
melted again. For a given timestep, several neighboring cells’ cross-polytopes may have
grown large enough to capture the same cell. If the algorithm is implemented in parallel,
the results can be stochastic because only the first attempt at capture will be successful.
However, even if implemented in serial, the results of the algorithm are still be sensitive to
the chosen timestep size. A pseudo-code outline of this algorithm is provided in Algorithm
1. It should be noted that the implementation of time-stepped CA used here is the simplest
possible and does not implement any algorithmic enhancements.

∆G = V (∆T )∆t (13)

2.7. Grain Propagation: DECA Algorithm

2.7.1. Determining Capture Time

The DECA approach relies on stepping the solution forward in events, rather than time,
by analytically calculating the times at which capture events occur. The undercooling at a
cell for a specific time t is assumed to be a linear function (eq. 14) of both the cooling rate
Ṫ and the time since the cell passed the liquid temperature tl. Combining Equations 1 and
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Algorithm 1: Time-Stepped CA Algorithm

while t < tfinal do
t← t+ ∆t;
for each cell do

if not inactive or molten or wall then
G← G+ ∆G;
for each neighbor do

if G > Gcap and notCaptured then
Function → Capture(cell → neighbor);

end

end

end

end

end

14 results in Equation 15 which describes the velocity of a cell’s grain envelope as a function
of time.

∆T (t) = Ṫ (t− tl) (14)

V (t) = a
(
Ṫ (t− tl)

)b
(15)

To determine the distance a cell’s cross-polytope has grown between the time it is cap-
tured (t0) and some subsequent time t, we integrate the velocity over time (Equation 16).
Substituting Equation 15 into Equation 16 yields Equation 17. By rearranging the terms,
we can isolate t in Equation 18. This equation allows us to calculate the time t required to
achieve a specific growth length ∆G.

∆G =

∫ t

t0

V (t)dt (16)

∆G =
aṪ b

b+ 1

(
(t− tl)b+1 − (t0 − tl)b+1

)
(17)

t = tl +

(
∆G(b+ 1)

aṪ b
+ (t0 − tl)b+1

)(b+1)−1

(18)

Since we know the size of a cross-polytope when it captures its neighbor (Gcap), we can
directly calculate the capture time of that neighbor by setting ∆G = Gcap−G0 in Equation
18. This results in Equation 19, which allows for the direct calculation of the capture time.

tcap = tl +

(
(Gcap −G0)(b+ 1)

aṪ b
+ (t0 − tl)b+1

)(b+1)−1

(19)
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2.7.2. Event Propagation

In the DECA approach, events are not executed in chronological order. Instead, a
list of events, called the steering vector, is constructed for each simulation step, and these
events are computed. When a cell attempts to capture a neighbor, the capture time is
communicated to the neighbor, which stores it into its own array (with one value for each
of its own neighbors). If this new capture time for a cell is lower than the current capture
time or it replaces the current capture time (when received from the neighboring cell which
had previously captured it), the grain information of the cell is updated to indicate that it
originates from the neighbor with the new minimum time. Subsequently, the cell proceeds
to propagate capture events to its own neighbors by adding them into the steering vector
for the next simulation step. The logic for this process is presented in pseudo-code format
as seen in Algorithm 2.

Algorithm 2: DECA Algorithm

while Steer.size() > 0 do
for each cell in Steer do

for each neighbor do
Function → Calculate tcap;
neighbor.times[cell] = tcap;
tMin = min(neighbor.times);
tArg = argMin(neighbor.times);
if tMin < neighbor.tMin or tArg! = neighbor.tArg then

Function → Capture(neighbor.neighbor[tArg] → neighbor);
nextSteer.add(neighbor);

end

end

end
Steer = nextSteer;
nextSteer.clear();

end

2.7.3. Spatiotemporal Neighbors

The DECA algorithm can be applied straightforwardly to problems with single solidifi-
cation events, such as unidirectional growth or evaluating grain growth in a single meltpool.
However, in actual additive manufacturing (AM) problems, multiple solidification events fre-
quently occur at the same spatial location, and considering all of them is necessary to obtain
accurate predictions [35]. The DECA algorithm allows events, regardless of their timing, to
be handled at any step. Therefore, applying a naive DECA algorithm based on a 2D grid
to a spatially 2D problem with multiple solidification events is not possible.

To address the challenge of handling multiple solidification events at the same spatial
location, the spatial 2D grid is extended to a 3D spatiotemporal grid. The additional di-
mension in this grid represents the solidification event number for a point in space and is
indexed by the event index. If a solidification event occurs at a specific point in space, and
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there have already been n solidification events at that same point, the event index for that
event is also n. It is important to note that the underlying problem remains spatially 2D,
and therefore, the neighboring cells in the extended grid are still confined to the 2D spatial
domain.

To ensure that each point in the 3D spatiotemporal grid has a set of 2D neighbors that
undergo solidification at similar times, each cell maintains a set of numbers associated with
the event indices of its spatially 2D neighbors. The construction of the 3D spatiotemporal
grid begins by setting the length of the third dimension to the maximum number of melting
events experienced by any point. Since the reduced data format is sorted in chronological
order of events for a point in space, the events can be incrementally added to the grid while
maintaining the desired behavior (i.e., tl(i, j, k) < tl(i, j, k+ 1)). To determine the temporal
index for a 2D neighbor (denoted by subscript n) of a cell (denoted by subscript c), the event
indices associated with that 2D location are iterated until tm(in, jn, kn + 1) > tl(ic, jc, kc).
Here, tm represents the time when the cell melts (as opposed to tl when it solidifies). The
event index of the neighbor is then set to kn since grains cannot grow into molten cells.

2.7.4. Simulation Initialization and End Condition

A DECA simulation step consists of computing all capture events from the subset of
cells signaled to proliferate events from the previous step. This subset of cells is known as
the steering vector and determines which cells undergo computation in a given simulation
step. Since this subset of cells signaled to proliferate events can only include spatiotemporal
neighbors of the previous subset of cells, the steering vector for one simulation step is directly
dependent on the steering vector from the previous simulation step. Interestingly, the initial
steering vector may almost be arbitrarily chosen. As long as the choice of the initial steering
vector includes at least one cell known to proliferate events, such as a nucleation site or the
edge of a meltpool, the solution will converge to the same state; however, the choice for the
initial steering vector impacts computational efficiency (with Figure 11 showing a simple 1D
example). Determining the optimal initial steering vector is beyond the scope of this paper,
but the influence of different initial steering vectors on runtime will be discussed.

In the time-stepped CA algorithm, a simulation ends once a specific time, such as the
maximum solidification time is reached and all cells have been captured. In contrast, the
DECA algorithm has no defined end time for a simulation since the steps themselves do
not correspond to a specific time. Instead, a DECA simulation ends when there are no
more cells sending out event information, which means the size of the steering vector for an
iteration is zero. This condition indicates that all cells have been correctly captured.

3. Numerical Studies

To demonstrate the behavior of the DECA algorithm and assess its computational per-
formance, a set of test cases were developed. The first is a simple case designed to illustrate
the basic behavior of DECA compared to a conventional time-stepped CA approach. The
second set of simulations is illustrative of simple problems in metal AM of increasing size and
complexity to help reveal the key characteristics of the approach for application to real-world
scenarios.
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3.1. Constant Undercooling

The purpose of this test case is to demonstrate the difference between the two CA imple-
mentations (time-stepped CA and DECA) as well as introduce and explain a phenomena in
DECA called causality rippling. All cells in this case experience a uniform, constant under-
cooling which causes all grains to share a constant growth rate. The domain is initialized to
have a large grain, whose orientation is aligned with the grid, span the bottom of the domain
with nucleation sites having random nucleation times distributed throughout the rest of the
domain. This configuration is useful for illustrating simple growth propagation of the large
bottom grain and the competition of this growth with newly nucleated grains at later times.
The DECA algorithm was run with initial steering vectors consisting of either the cells of
the large grain or both the cells of large grain and cells which contain nucleation sites.

3.2. AM Cases

A series of AM related cases of increasing size and complexity were designed to facilitate
robust comparisons of accuracy and performance between the two algorithms. Each of
these test cases builds upon the simple case of the solidification of a 2D cross section taken
perpendicular to the direction of motion of a line scan (linear movement of a heat source
between two points). By stacking this case over itself, and applying an appropriate change
in the melting and solidification times, the number of solidification events the average point
undergoes also increases which may impact the prevalence of causality rippling. Additionally,
vertically stacking layers of meltpools enables grains to potentially grow across these layers,
which may also impact the prevalence of causality rippling since a grain growing over multiple
layers may overwrite many preexisting captures. The ability for grains to grow across layers
is, in turn, impacted by the nucleation parameters chosen.

Case 1. One Line - A 2D cross section of a line scan normal to the direction
of motion of the heat source. The data is taken from the example line
scan in the ExaCA repository [35] which itself came from a simulation
which utilized AdditiveFOAM [47] and generated data at a resolution
of 2.5µm.

Case 2. Two Lines - The information from the One Line case plus a copy
of the same information offset by a 50µm hatch spacing and 1ms in
time.

Case 3. Many Lines - The information from the One Line case plus ten copies
with each offset by a 50µm hatch spacing and 1ms in time from the
previous copy.

Case 4. Many Lines Stacked - The information from the Many Lines case
plus five copies of this information with each offset by 50µm in the
build direction and 10ms in time from the previous copy.

In both sets of simulations, each numerical cell is initialized with its own grain parameters
which can lead to more randomized behavior towards the edge of the meltpools due to a lack
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Table 1: Simulation Constants
Category Constants Values

Interface Response
a 0.0014
b 1.426

Nucleation
∆TN 5.0
∆Tσ 0.5

of substrate. The constants used for these AM simulations are detailed in Table 1. Both the
total number of capture events and the computational time are recorded.

Two separate studies were carried out to investigate and compare both the time-stepped
CA and DECA approaches. The first study investigated the speed and accuracy of the
time-stepped CA based on the time-step chosen. The second study investigates the impact
causality-rippling has on the performance of the DECA algorithm relative to a time-stepped
CA algorithm with a fixed time-step.

3.2.1. Timestep Factor

In the case of time-stepped CA, the time step itself acts as a hyper-parameter that bal-
ances speed and accuracy. Larger time steps result in faster simulations but are less numeri-
cally accurate and can lead to a higher prevalence of race conditions. In AM simulations, the
undercooling, and thus the growth velocity, cannot be assumed to be constant. Therefore,
using a smaller timestep more accurately approximates the growth of the octaheadra (much
like how a Reimann summation with smaller subintervals better approximates an analytic
integral). Race conditions can occur when a cell is potentially captured by multiple neighbors
within a single time step.

To study the effect the timestep has on the accuracy of the time-stepped CA approach,
a timestep factor is introduced and is defined by equation 20, where vmax (m/s) is the
maximum solidification velocity experienced within the domain, ∆t (s) is the timestep, and
∆x (m) is the cell size. vmax can either be dynamically updated to be the current maximum
solidification velocity within the global domain at a given timestep or set to a constant upper
bound equal to the expected maximum solidification velocity. For example, when simulating
laser based AM processes, a good upper bound for vmax is the maximum speed the laser
achieves while actively melting material. For the AM Cases presented in this paper, vmax is
set to a constant 0.8 (m/s).

Timestep Factor =
∆x

vmax∆t
(20)

The timestep factor itself is dimensionless and represents the number of iterations it
takes a grain growing at a speed of vmax to grow the distance of one cell size. The solution
converges as the timestep factor approaches infinity, and thus, as the timestep approaches
zero, but results in impractically slow performance. DECA by comparison avoids time-
stepping entirely and analytically calculates capture events which, neglecting floating point
errors, always achieves this converged solution. To study this difference, the time-stepped
CA model was run with a variety of timestep factors, and the relative speed and accuracy
of are compared to the results output by the DECA simulations.
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3.2.2. Causality-Rippling

For DECA, the main source of inefficiency is rewriting of cell data. For time-stepped CA,
each capture event occurs only once. In DECA, a cell’s information may be overwritten by
subsequently calculated capture events that actually occur at an earlier time. This situation
causes an effect called causality rippling where neighbor cells must also be recalculated,
resulting in additional rewriting, and so on. Causality rippling does not affect the accuracy
of the solution, but does impact performance.

To study this effect on performance, two hyper-parameters thought to effect the preva-
lence of these causality ripples were varied. The first hyper-parameter studied, the nucleation
probability, is varied from 1% to 64% while the second hyper-parameter, the choice for the
initial steering vector was set to include either only melt pool boundaries or additionally
include the location of all nucleation sites. The number of times a cell gets captured in a
DECA simulation is compared to the number of times a cell is captured in a time-stepped
CA simulation. Likewise, the ratio of computational time for these two sets of simulations is
also compared for every combination of hyper-parameters. Since different timestep factors
result in different computational times for time-stepped CA, a constant timestep factor of
16 was chosen.

4. Results

4.1. Constant Undercooling

A comparison of the algorithm behavior was made using the simple test case described in
Subsection 3.1. Figure 2 shows the results of the time-stepped CA model. In the snapshots
for steps 0 and 100, only the large grain is growing. Since none of the nucleation sites
have been activated, any encountered sites become associated with the large grain. In the
steps between the other snapshots, some nucleation sites are triggered, causing the nucleated
grains to grow. Step 750 represents the first step where there is no space left for any grains
to grow, signaling the end of the simulation.

Figure 3 shows the results for the DECA model with the initial steering vector containing
just the cells for the large grain. The snapshot for step 18 shows when the front of the large
grain first encounters a cell whose nucleation time is less than the time the large grain would
have captured it. Because nearest-neighbor cells are added progressively to the steering
vector at each simulation step, the top-most boundary of the capture events in steps 36, 54,
72, and 90 always follows a horizontal line proceeding from the bottom (the initial steering
vector) to top of the domain. By Step 108, all cells in the domain have been captured;
however, the steering vector is non-empty and grains are still being rewritten. Finally, by
step 126, the size of the steering vector is zero, thus signaling the end of the simulation.

The simulation behavior may be shown by visualizing the times cells were captured
at various compute steps (Figure 4). Visualizing in this manner shows the progression of
overwriting of capture events caused by causality ripples. The front of the steering vector
is shown by discontinuities in the cell capture time field, and the simulation steps continue
updating capture times until the field is smooth. Local minima show nucleation sites, whereas
local maxima are grain boundaries. Additionally, the orientation and 4-fold symmetry of the
underlying dendritic growth laws are visible in the patterns of capture events within each
grain.
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Figure 2: Series of snapshots, showing the grains each cell is associated with, taken at various algorithm
iterations for the time-stepped CA model.

Figure 3: Series of snapshots, showing the grains each cell is associated with, taken at various algorithm
iterations for the DECA model with an inital steering vector of consisting of just the cells associated with
the the large grain.

Causality-rippling occurs when cells rewrite the contents of neighbors that have already
been captured. A cell may be recaptured if the cell which previously captured it has also
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be recaptured or if the capture time sent by a neighbor is less than the cell’s own capture
time. Cells with late capture times are progressively over-written by new capture events that
occur at earlier times, but which were added to the steering vector at a later simulation step.
Figure 5 shows zoomed in views of a grain growing from a nucleation site and recapturing
part of the large grain. When the initial steering vector at the solid-liquid interface of the
large grain reaches the first nucleation site, that site is added to the steering vector, driving
causality ripple effects that update previously captured cells with smaller capture times.
This process rewrites the capture time and orientation of the recaptured cells.

Note that these repeated capture events represent inefficiencies in the computation, sug-
gesting two important observations. First, the total number of simulation steps in the DECA
approach was small compared to the time-stepped approach (126 vs. 750). Therefore, the
inefficiencies associated with multiple capture events for some cells are small compared with
the necessity in the time-stepped approach of using a small enough step size to resolve growth
across cells and capturing of neighbors. Additionally, the recapture events strongly depends
on when (i.e., which computation step) the steering vector encounters conflicting capture
times, suggesting this computational cost and number of steps to solution also depends on
the steering vector definition.

Figure 4: Series of snapshots, showing the time each cell has been captured, taken at various algorithm
iterations for the DECA model with an inital steering vector of consisting of just the cells associated with
the the large grain.

To demonstrate the influence of the initial steering vector on the DECA simulation, the
model was also run with the initial steering vector containing both the cells for the large
grain and the nucleation sites. The resulting series of snapshots are presented in Figure 6.
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Figure 5: Series of zoomed in snapshots, showing both the grains each cell is associated with alongside the
time each cell has been captured, taken at various algorithm iterations for the DECA model with an initial
steering vector of consisting of just the cells associated with the the large grain.

The snapshot of step 5 in figure 6 shows the grains all growing as squares with the same
orientation which contrasts with step 300 of figure 2 where the grains grow as squares of
differing orientations. This is because DECA algorithm has cells in the steering vector send
events to its nearest neighbors. Since the cells lie on a square grid, they will seemingly grow
outward without orientation despite the underlying grain containing information about the
orientation. By step 10, nearly all cells within the domain have already been captured. In
steps 21, 27, and 32, the majority of the domain is unchanged, with the only difference being
the large grain growing into the domain. Overall, the number of total computation steps is
greatly reduced compared to a simple steering vector using only the bottom grain (38 vs.
126). In fact, for this example simulation, including both the large grain and nucleation sites
in the initial steering vector improves the simulation performance by over 2x compared to a
simulation with an initial steering vector containing only the large grain, despite having a
larger average size of the steering vector during each simulation step.

4.2. AM Cases

The resulting grain structure for each of the four AM test cases, as given by the DECA
simulations, is shown in Figure 7. The results show an example of the characteristic grain
structures frequently observed in AM process conditions. Within a single melt pool, the
thermal gradients are oriented towards the centerline, producing a microstructure with grains
initiating primarily near the melt pool boundary, and competing for 〈10〉 type growth (the
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Figure 6: Series of snapshots, showing the grains each cell is associated with, of the grains taken at various
algorithm iterations for the DECA model with an initial steering vector of just the large grain.

2D analogue of 〈100〉 directions in 3D) along the thermal gradients in the direction of the
centerline. As additional melt pools are added, the overlaps between them preferentially
select grains with orientations that are favorable for multiple directions. These overlap
regions in the present case tend to favor grains with 〈11〉 directions aligned vertically. In
the most complex case where this pattern of thermal conditions is repeated across multiple
layers, the melt pool centerlines exhibit fine vertically oriented 〈10〉 type grains, with wider
〈11〉 grains in the overlap regions. These results, despite the simplification to two dimensions,
are consistent with experimental observations [48].

4.2.1. Timestep Factor

To compare the results of DECA simulations to the results of the time-stepped CA
simulations, the grain IDs for each cell (dubbed the Cell ID) in space are compared. Since
each of the simulations initialized identically, they can be directly compared. Because DECA
directly integrates the capture times, if a cell ID from a time-stepped CA simulation is
different than the cell ID from the corresponding DECA simulation, it is considered an
error. Thus, if exactly half of the cells from a time-stepped CA simulation are the same as
what came from a DECA simulation, the error is 50%. This does not consider the effect
these errors have on higher-order grain statistics which are more intimately linked with
material properties. In general, the higher the timestep factor, the lower the error, as shown
in Figure 8.

The relative accuracy and computation time of the time-stepped CA and DECA ap-
proaches are shown in Figure 9 as a function of the timestep factor. The results show an
asymptotic decrease in error as the timestep factor increases. However, the rate of decrease
in error tends to decrease as the complexity of the cases increases. Furthermore, the timestep
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Figure 7: Final grain structure from DECA simulations for the One Line, Two Lines, Many Lines, and
Many Lines Stacked cases labeled (A), (B), (C), and (D) respectively.

factor at which the computational time of the DECA algorithm becomes similar to that of
the time-stepped CA algorithm decreases with increasing case complexity. For example, in
the One Line case, DECA performs comparably to the time-stepped CA algorithm using a
timestep factor of 16, although the error of the time-stepped CA algorithm is approximately
5%. In contrast, in the Many Lines Stacked case, the closest performance between the two
approaches occurs when using a timestep factor of 4, resulting in an error of approximately
43%.

4.2.2. Causality-Rippling

The impact of causality rippling can be quantified by dividing the number of capture
events by the total number of solidification events which take place within the domain
(Equation 21). This quantity is referred to as the capture ratio. The larger the capture ratio,
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Figure 8: The resulting grain structures of the time-stepped CA at various timestep factors (TSF) with the
errors highlighted in red.

Figure 9: The point-wise error of the time-stepped CA algorithm from the ground truth (taken to be the
results of the DECA algorthim) vs the timestep factor is shown on the top. The relative computational
time of the time-stepped CA algorithm relative to DECA algorithm (shown as the black line with a value
of 1) vs the timestep factor is shown on the bottom. Both graphs shown use log-log scales.
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the greater than average number of rewrites for capture events. Since rewriting a capture
event is a source of computational inefficiency, larger capture ratios correspond to greater
computational inefficiency. Note that the capture ratio for time-stepped CA, which does not
allow the rewriting of capture events, is always equal to 1.

Rcap = Ncap/Nsol (21)

A comparison of the number of capture events, as well as the capture ratio, for the DECA
simulations of each AM case is shown in Table 2. Each of these simulations used a nucleation
probability of 1%, with the steering vector for the DECA simulations containing the edges
of all melt pools. As the complexity of the case increases, the capture ratio for the DECA
simulations also tends to also increase. For the simplest case (One Line), the capture ratio
is 2.56. For the Two Lines case, which has twice as many solidification events as the One
Line case, the capture ratio increases to 3.96. For the largest single layer case (Many Lines),
which contains 10x the solidification events as the One Line case, the capture ratio further
increases to 6.35. Interestingly, for the Many Lines Stacked case, which contains 6x the
solidification events as the Many Lines case, the capture ratio greatly increases to 47.4.

Simulation CA Captures DECA Captures Capture Ratio

One Line 1075 2748 2.56

Two Lines 2150 8516 3.96

Many Lines 11825 75095 6.35

Many Lines Stacked 70948 3361907 47.4

Table 2: Average number of capture events for eight different initialization for the classical CA and DECA
approaches for each of the four simulations types when the nucleation probability is at 1% and the initial
steering vector in DECA is set to be the edge of all meltpools. The ratio between these two is also displayed.

In addition to the complexity of the simulation, the amount of nucleation and choice
of initial steering vector can also affect the capture ratio. Figure 10A shows the effect of
the nucleation probability on the capture ratio for the ManyLinesStacked test case. As the
nucleation probably increases from 1% to 64%, the capture ratio decreases by nearly a factor
of 10. This trend can be attributed to the fact that nucleation sites act as barriers, pre-
venting causality ripples from propagating further up the build. Consequently, the presence
of nucleation sites reduces the occurrence of additional capture events. The results of these
simulations also show similar trends for two choices of the initial steering vector. The analysis
also shows that as the ratio of capture events in DECA increases, the computational time
also increases (Figure 10B). This finding aligns with the earlier hypothesis, which suggested
that a higher prevalence of causality ripples leads to increased computational inefficiencies
and a greater relative computational cost. However, even with a capture ratio approaching
50, the total computation time is still about 25% of that for the time-stepped CA model with
a timestep factor of 16.
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Figure 10: The top graph shows the effect nucleation probability has on the the capture ratio which is closely
linked to the prominence of causality ripples. The bottom graph shows the effect these causality ripples have
on the relative computational time between time-stepped CA and DECA for the Many Lines Stacked case.
”Edge” refers to simulations which contained just the edge of the meltpools in the initial steering vector
whereas ”Both” refers to simulations which contained both the edge of the meltpool as well as the nucleation
sites in the initial steering vector. Here, all time-stepped CA simulations use a timestep factor of 16.

5. Discussion

5.1. Timestep Factor and Error

The results from Figure 9 provide valuable insights. It is intuitive that increasing the
timestep factor leads to a reduction in error for conventional time-stepped CA algorithms
because a higher timestep factor corresponds to a more conservative solution. The improved
numerical accuracy can be attributed to more closely approximating the analytic growth of
the grain envelopes, resulting in more precise capture times for cells. Moreover, increasing
the timestep factor directly leads to fewer timesteps with multiple capture events occurring
at the same cell, reducing the occurrence of race conditions. The observation that error rates
increase with more complex cases, such as the Many Lines Stacked case, is also expected.
In these cases, errors can propagate across multiple separate meltpools or layers, amplifying
the likelihood of errors within each individual meltpool or layer.

However, the relative computational time results (Figure 9) were somewhat surprising.
While the numerical calculations involved in each step of the time-stepped CA algorithm are
computationally cheaper compared to DECA, it still requires a timestep factor of less than
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16 before the time-stepped CA approach achieves computational speeds greater than DECA
for the One Line case. It is important to note that the time-stepped CA approach used in
this study does not employ dynamic time-stepping, which could be utilized to reduce the
computational expense, especially in the more complex cases. However, DECA achieves
improved accuracy in all cases without need for optimizing a time-step size for performance,
and is therefore more robust in general.

5.2. Causality Ripples and Computational Inefficiency

Causality rippling is a phenomenon unique to DECA and stems from having the contents
of a cell be rewritten, which then sends a new set of events to its neighbors, potentially causing
a cascade of cells to be rewritten. Even if a cell which is triggered to send out new events
does not end up affecting its neighbors, the times of capture must still be recalculated. It can
therefore be surmised that an increase in the size and prevalence of these causality ripples
are expected to correlate with an increase in the capture ratio and decrease in computational
performance.

Although causality ripples are a feature, not a bug, of the DECA algorithm, it is still
important to minimize their activity which itself is directly affected by the choice in initial
steering vector. Consider, for a moment, the scenario presented in Figure 11, where two cells,
initialized at the same time, grow with the same speed. Causality rippling is observed on the
figure on the left but not on the right and presents itself as the green cells being reassigned
to be blue (with their capture times being rewritten as well). Additionally, the figure on the
left only has one cell in its initial steering vector whereas the figure on the right contains
both cells in its initial steering vector. Consequentially, both the number of steps and total
number of events sent out in the left figure are larger than that of the right figure which
would directly correspond to requiring more computation to simulate. Although the ideal
choice in initial steering vector for this scenario is straightforward, for simulations reflective
of actual AM processes, this choice is not only non-obvious but also problem dependent. As
stated before, being able to intelligently minimize the causality ripples prior to running an
actual AM stimulation is beyond the scope of this paper, but it is nonetheless important to
point out.

Inefficiencies in the DECA algorithm can be quantified by the capture ratio, which is
strongly affected by both simulation conditions (problem size, complexity, nucleation proba-
bility) and the selection of initial steering vector. Overall, the capture ratio here was observed
to increase significantly with problem complexity, which might suggest that the relative per-
formance compared to conventional time-stepped CA algorithms not be at an advantage for
realistic large and complex problems. However, the accuracy of the time-stepped approach
was also found to be dependent on the problem, with more complex problems requiring
larger timestep factors (i.e., smaller time steps) to achieve an accurate solution. Note that
the capture ratio for the Many Lines Stacked case would be reduced to that of the Many
Lines case by sequentially performing the DECA algorithm on each layer. Overall, even
when the recapture ratio is high, DECA appears to offer a significant performance advantage,
even when compared only for serial operation, with no risk of solution inaccuracies.
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Figure 11: Simplified diagram outlining many effects found in the DECA algorithm including causality
rippling, steering vector, and sending of events. Here, the total number of events sent out is tracked to the
left of each figure. The cells in the figures are colored to represent which grain currently owns it during a
given step with the number inside the cell corresponding to the time it is captured. The red highlighted cells
represent the steering vector during a step. The difference between these two diagrams lies in the choices
for the initial steering vector, with the diagram on the left only containing the leftmost cell in the initial
steering vector while the diagram on the right contains both the leftmost and rightmost cells in the initial
steering vector.

5.3. Opportunity for Parallelization

A major advantage of DECA is that the algorithm is amenable to parallelization. Con-
ventional time-stepped CA calculations may be simply parallelized using a constant spatial
decomposition and looping over all cells each timestep. Yet, when simulating AM processes
which characteristically involve a small fraction of the entire domain solidifying at any given
timestep, this decomposition tends to be inefficient and faces load-balancing challenges. Ad-
ditionally, all processors must coalesce and communicate their information between every
timestep thus requiring a synchronous communication protocol. As a result, conventional
CA quickly reaches a strong scaling limit preventing the use of large computing systems [35].

On the other hand, a serial discrete-event implementation may outperform both ap-
proaches in serial [37] due to having a capture ratio of 1 alongside analytical computation
for the capture events, but cannot be easily implemented in parallel largely due to the the
causality constraint. As mentioned in the intro, there are many existing techniques to apply
discrete-event methodologies in parallel (PDES), but these can be difficult to implement as
well as contain their own difficulties when load-balancing.

The DECA algorithm, like the time-stepped CA, can also be simply parallelized using
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a constant spatial decomposition and looping over all cells within the steering vector each
simulation step. However, unlike both the time-stepped and discrete-event CA approaches,
DECA does not require the causality constraint to be maintained globally at every simula-
tion step thus enabling computationally simultaneous evaluation of the entire domain. Being
able to evaluate the entire domain at each simulation step bypasses the load-balancing chal-
lenges time-stepped CA encounters when simulating AM processes. Additionally, by relaxing
the global causality constraint, the communication methods for DECA can be implemented
asynchronously which may further improve parallelism. Being able to simply parallelize the
algorithm implies that DECA should be highly compatible, just like time-stepped CA, with
modern hardware which excels at high-throughput, SIMD calculations (such as a GPU). On
the other hand, bypassing the load-balancing challenges inherent to simulating many AM
processes should allow DECA to scale well on HPC clusters, something which time-stepped
CA does not do well.

6. Conclusion and Future Work

A discrete-event inspired cellular automaton (CA) was developed for grain growth which
allows for a massively parallel computation of events. This approach, titled DECA, was
compared directly to a straightforward implementation of a time-stepped CA algorithm. The
comparisons include both a set of visualizations to aid in comprehension as well as a few
numerical studies to investigate the speed and accuracy of both methods. Both models used
the same capture rules, interface response function, and random initializations to allow for
direct one-to-one comparison of the end values for each cell. This comparison showed that
the DECA approach is more computationally efficient than the time-stepped CA algorithm.
Additionally, DECA, which analytically solves for the times of capture, guarantees an ac-
curate solution which can only be achieved in time-stepped CA when using vanishingly small
time steps.

The DECA algorithm treats each solidification event as its own logical process (LP).
By allowing each LP to independently receive and send its own events in parallel, scenarios
are commonly encountered where the contents of a cell need to be rewritten to reflect being
captured at an earlier time. This recapturing introduces a phenomena dubbed causality
rippling which introduces computational inefficiencies. However, conventional time-stepped
CA, when applied to AM processes, is perpetually limited by both the strong scaling limit and
an inefficient distribution of work due to domain decomposition-based distribution of work.
Given the theoretic improvements in scalability on modern high-performance computing
clusters as well as the inherently good load-balancing present within the algorithm, DECA
provides an exciting approach forward to more quickly model grain growth in AM processes,
especially on larger problems.

Future work on the DECA approach will be to run the algorithm on 3D solidification
data, enable performance on modern high-performance computing solutions (multi-node,
GPU-enabled, etc.), and study both the scalability and computational efficiency of the ap-
proach.
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Ning Zhou, Stéphane AJ Forsik, Peeyush Nandwana, Michael M Kirka, Ryan R Dehoff,
et al. A defect-resistant co–ni superalloy for 3d printing. Nature communications,
11(1):4975, 2020.

[7] Richard A Michi, Alex Plotkowski, Amit Shyam, Ryan R Dehoff, and Su-
darsanam Suresh Babu. Towards high-temperature applications of aluminium alloys
enabled by additive manufacturing. International Materials Reviews, 67(3):298–345,
2022.

[8] Ryan R Dehoff, MM Kirka, WJ Sames, H Bilheux, AS Tremsin, LE Lowe, and SS Babu.
Site specific control of crystallographic grain orientation through electron beam additive
manufacturing. Materials Science and Technology, 31(8):931–938, 2015.

26



[9] Tien T Roehling, Sheldon SQ Wu, Saad A Khairallah, John D Roehling, S Stefan
Soezeri, Michael F Crumb, and Manyalibo J Matthews. Modulating laser intensity
profile ellipticity for microstructural control during metal additive manufacturing. Acta
Materialia, 128:197–206, 2017.

[10] Rongpei Shi, Saad A Khairallah, Tien T Roehling, Tae Wook Heo, Joseph T McKeown,
and Manyalibo J Matthews. Microstructural control in metal laser powder bed fusion
additive manufacturing using laser beam shaping strategy. Acta Materialia, 184:284–
305, 2020.

[11] A Plotkowski, J Ferguson, B Stump, W Halsey, V Paquit, C Joslin, SS Babu, A Marquez
Rossy, MM Kirka, and RR Dehoff. A stochastic scan strategy for grain structure control
in complex geometries using electron beam powder bed fusion. Additive Manufacturing,
46:102092, 2021.

[12] Wayne King, Andrew T Anderson, Robert M Ferencz, Neil E Hodge, Chandrika Ka-
math, and Saad A Khairallah. Overview of modelling and simulation of metal powder
bed fusion process at lawrence livermore national laboratory. Materials Science and
Technology, 31(8):957–968, 2015.
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