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Abstract

Gri�n is a reactor physics application based on the Multiphysics Object-Oriented
Simulation Environment (MOOSE). This work discloses the methods, algo-
rithms, and implementation for simulating heterogeneous reactor dynamics mod-
els. Gri�n utilizes a discontinuous �nite-element method with discrete ordi-
nates (DFEM-SN ) to discretize the �eld variable of the multigroup neutron
transport equation. Multiphysics feedback is handled using two-step tabu-
lated cross-section methodology. Feedback quantities are evaluated using the
MOOSE-MultiApp system to couple various engineering phenomena, such as
heat conduction and thermal 
uids. The multiphysics DFEM-S N system is
solved using �xed-point iteration with a fully asynchronous parallel sweeper,
unstructured coarse-mesh �nite di�erence acceleration, and a multi-timescale
improved quasi-static method scheme. The implementation is applied to a mul-
tiphysics microreactor model, with two transients: one initiated by a single
heat-pipe failure and another by control drum rotation. These examples demon-
strate the ability of Gri�n to tractably solve the neutron transport equation
considering seven independent variables and feedback.

Keywords: Gri�n, MOOSE, radiation transport, multiphysics, reactor
dynamics

1. Introduction

Multiphysics is an area of modeling and simulation that addresses multi-
ple physical phenomena that occur simultaneously, a�ecting each other through
coupling mechanisms. Emulating multiphysics behaviour in modeling and sim-
ulation accurately is often a daunting task due to the di�erences in modeling
techniques and time-length scales, which makes coupling them the more di�cult
procedure. Nuclear reactor cores are inherently multiphysical with many dif-
ferent physics and coupling mechanisms, including neutronics, heat conduction,
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thermal expansion, 
uid mechanics, and fuel performance. There are various
ways to model and simulate reactor cores. The most ubiquitous simulation type
is k-eigenvalue, which is a steady-state eigenvalue calculation that evaluates the
neutron multiplication factor and spatial shape of the neutron population [1].
Criticality calculations can include multiphysics coupling, whereby specifying
a global �ssion rate, or power, in the reactor and coupling the resulting heat
source with the other physics calculations [2]. Transient reactor core calculations
can also be categorized into: depletion, reactor kinetics, and reactor dynamics.
Depletion is a quasi-static approach where the material depletes (i.e., change
its isotopic composition based on interaction with neutrons and decay) over
large time intervals, with criticality calculations performed at each interval to
recompute the neutron population [3]. Although depletion can be performed
with pure neutronics calculations, other physical phenomena assuredly a�ect
the results, which means coupling is typically necessary [4]. Reactor kinetics
are pure neutronics transient calculations meant to evaluate the temporal be-
haviour of neutron population over relatively short time intervals [5]. Reactor
kinetics often takes the form of a zero-dimensional point kinetics model, which
quickly evaluates global responses of the reactor [6]. Finally, reactor dynamics
adds multiphysics coupling to reactor kinetics [7, 8]. Spatial reactor dynamics,
the primary focus of this paper, evaluates the space-angle-energy-dependent
neutron population while coupling with other physical phenomena.

In many nuclear applications, the most intensive physics to evaluate is neu-
tronics, which is governed by the neutron transport equation (NTE). This equa-
tion is an integro-partial di�erential equation that resides in a seven-dimensional
space: three for position (~x), two for particle travel direction ( ~
), one for parti-
cle energy (E ), and one for time (t). With this high-dimensional space, even a
modest reactor core application could mean evaluating a system with a billion
unknowns, while a high-�delity application would go into the trillions. Methods
for modeling radiation transport generally fall into two categories: stochastic
and deterministic [9, 10]. Stochastic, or Monte Carlo, methods utilize the proba-
bilistic nature of particle interactions with media by sampling particle histories,
whereby randomly generating particles and tracking their movements based on
the probability of certain reactions occurring. These histories are then tallied
to retrieve global attributes of the system like multiplication factor and reaction
rates. Stochastic methods are usually more computationally intensive than their
deterministic counterpart as many particle histories must be sampled in order
to reduce the uncertainty in quantities of interest. Furthermore, formulating
transient and multiphysics simulations using Monte Carlo methods can be ex-
tremely di�cult; although, some literature has attempted this feat [11, 12, 13].
Deterministic methods take a di�erent approach by discretizing the transport
equation using various schemes, see [14] for a review of many of these schemes.
Some of the more common methods not addressed in this paper include: method
of characteristics [15, 16, 17, 18], collision probability method [19], �nite di�er-
ence method [20] and �nite volume method [21]. The di�erence between these
schemes is the method in which the space, direction, and energy dimensions are
discretized.
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A natural spatial discretization choice is the �nite-element method (FEM) [22]
since it is a common technique across di�erent disciplines of physics model-
ing and simulation. Continuous-FEM (CFEM) is extremely useful for elliptic
equations but requires stabilization for the NTE, like the self-adjoint angular

ux [23, 24, 25, 26, 27] and the least squares [28, 29, 30] methods. Hybrid-FEM
is another frequently utilized method for neutronics, often termed variational
nodal method [31, 32]. Discontinuous-FEM (DFEM) is similar to CFEM except
the solution is discontinuous across elements, making stabilization natural with
the simple upwinding technique for the NTE [33, 34, 35, 36]. DFEM often has
superior convergence compared with CFEM in terms of the spatial discretiza-
tion error with respect to the number of elements in the mesh for heterogeneous
problems [37, 38].

The angular, or directional, discretization is classi�ed mainly into two cate-
gories: spherical harmonics expansion (PN ) and discrete ordinates (SN ) [9]. PN
discretization involves a spherical harmonics expansion of the transport solution,
see [39] for more details. PN methods are typically used with homogenized ge-
ometry, whereby smoothing detailed features of the model into homogeneous
zones; historically, this method has worked well for applications to various re-
actor types, including light-water, fast, and gas-cooled reactors [40, 41]. A
specialization of PN discretization is the di�usion approximation, which is a
linear assumption of the angular solution [42]. Di�usion along with homoge-
nization techniques is widely used in reactor analysis software and is the most
common method for multiphysics coupling [43, 2, 44]. SN discretization uses a
quadrature method that integrates the angular sphere with discrete directions;
the solution for each of these directions is evaluated individually and coupled
via scattering and �ssion interactions with the media [45]. SN methods are
typically used for heterogeneous geometries since it is stable with strong ma-
terial discontinuities (mitigating large spatial 
uctuations in the solution) and
scalable in term of the number of directions.

The most common energy discretization technique is multigroup, whereby
separating the solution and energy-dependent material properties into energy
groups. See Chapter 7 of [1] for details on multigroup transport theory. Other
energy discretization techniques include multiband methods [46] and �nite-
element methods [47]. The work presented in this paper utilizes DFEM, SN ,
and multigroup discretizations for the NTE.

Multiphysics coupling can be classi�ed into three coupling categories: weak,
tight, and strong. The di�erence between these techniques is the method and fre-
quency that information is passed between each physics. Weak coupling involves
a once-through or one-way approach, where each physics is solved in sequence
using the information from the previously evaluated physics [48]. This approach
has obvious limitations since the physics ahead of a certain evaluation is explic-
itly treated, possibly requiring small time-steps or risk signi�cant error due to
multiphysics e�ects being lagged. Tight coupling is similar to weak coupling
except the sequence of evaluations is iterated at every time step until a conver-
gence criteria is met. This approach resolves the explicit treatment, but the cou-
pling may require an exorbitant number of iterations to resolve [49]; although,
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acceleration methods have been developed to mitigate this [50, 51]. Lastly,
strong coupling involves building a fully coupled problem into a single system
evaluating every physics simultaneously [52]. Using Newton-based solvers like
the preconditioned Jacobian-free Newton Krylov method [53], this approach
can usually converge in fewer iterations compared to �xed-point iteration and
has shown better iteration stability. However, building a fully-consistent sin-
gle system is often extremely di�cult, if not impossible, especially for multi-
scale models where di�erent physics have di�erent time and length scales [54].
Since coupling these physics as a single system requires a uni�ed time scale,
inevitably, the longer-scale physics become over-solved, making the algorithm
inherently wasteful. As such, tight coupling is typically the go-to technique
as it encourages maximum 
exibility and allows various physics software to be
developed independently, including heavily veri�ed legacy codes. However, de-
veloping the interface mechanisms between software is often nontrivial; naively
interfacing codes can introduce signi�cant error in the simulation and result
in non-conservative solutions. Furthermore, maintaining the interface between
codes can be di�cult and time consuming because individual software could be
actively developed by di�erent teams. The Multiphysics Object-Oriented Simu-
lation Environment (MOOSE) addresses these issues by providing a framework
to develop individual physics applications and couple them together [55, 56, 57].

The purpose of this paper is to introduce the methods used in the Gri�n
reactor physics software for high-�delity reactor dynamics simulations. Grif-
�n is a MOOSE-based application meant to streamline reactor analysis tasks
by providing neutron transport, depletion, core performance, decay heat, and
cross-section calculation capabilities for non-light-water reactor advanced reac-
tor technologies. Gri�n includes the heat conduction, Navier-Stokes, thermal
hydraulics, and tensor mechanics modules in MOOSE for multiphysics cou-
pling. Because Gri�n is built with MOOSE, it can be readily combined with
other MOOSE-based physics applications like BISON [58], Pronghorn [59], Sock-
eye [60], and SAM [61]. Gri�n is under active development by researchers at
Idaho National Laboratory (INL) and Argonne National Laboratory (ANL) and
is currently supported by the Department of Energy Nuclear Energy Advanced
Modeling and Simulation program. Gri�n was originally created by combining
the INL-developed MAMMOTH [62] and Rattlesnake [2] applications and some
capabilities and technology developed at ANL from the MC2-3 tool-set [63] and
PROTEUS [64].

Full-core heterogeneous multiphysics reactor dynamics is a daunting simula-
tion e�ort since it involves the full seven-dimensional space of neutron transport
along with local feedback mechanisms from other physics evaluations. Conse-
quently, there has been limited literature tackling such models [65, 66]. This
work presents the development in Gri�n that makes these high-�delity reactor
dynamics simulations tractable. In this paper:

� Section 2 discusses the NTE along with the high-level strategy for solving
the equations with multiphysics coupling

� Section 3 describes the transport methods and algorithms developed in
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Gri�n in detail

� Section 4 presents the application of the methods to a microreactor loss-
of-coolant transient model

� Section 5 summarizes this work and discusses future work.

2. Multiphysics Simulation in Gri�n

This section introduces the multigroup neutron transport equation with mul-
tiphysics feedback discretized with DFEM-SN . It also discusses the process for
generating tabulated cross sections for multiphysics feedback. The �nal cou-
pled solver algorithm is then presented. From this, a high-level understanding
on how Gri�n approaches heterogeneous reactor dynamics simulations will be
created.

2.1. Neutron Transport Equation with Feedback
Eq. (1) represents the multigroup NTE with material dependence on feed-

back quantities (~� (~x; t)).

@
@t

 
 g(~x; ~
 ; t)
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 ; t) + � t ;g (~x; t; ~� ) g(~x; ~
 ; t) =

GX

g0=1

Z

S
� s;g  g0(~x; ~
 � ~
 0; t; ~� ) g0(~x; ~
 0; t)d
 0+

� p;g (~x; t; ~� )
ke� 4�

GX

g0=1

� � f ;g0(~x; t; ~� )� g0(~x; t) +
1

4�

IX

i =1

� d;i;g (~x; t; ~� )� i Ci (~x; t); (1a)

@Ci (~x; t)
@t

=
� i (~x; t; ~� )

ke�

GX

g=1

� � f ;g (~x; t; ~� )� g(~x; t) � � i Ci (~x; t); (1b)
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with initial condition  g(~x; ~
 ; t = 0) =  0
g(~x; ~
) and ~� (~x; t = 0) = ~� 0(~x), which

satis�es initial criticality:

~
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GX
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Z

S
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s;g  g0(~x; ~
 � ~
 0; ~� 0) g0(~x; ~
 0)d
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� 0

g(~x; ~� 0)
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The de�nition of symbols is itemized below:

� ~x is the neutron position de�ned in the spatial domain D

� ~
 is the neutron travel direction de�ned by a vector on the unit sphere S
or by the polar and azimuthal angles

� t is time starting at 0 and ending at tN

� g the index of a neutron energy group de�ned by the continuous energy
equivalence:

 g(~x; ~
 ; t) �
Z E g

E g � 1

 (~x; ~
 ; E; t )dE; g = 1 ; :::; G; (3)

with a total of G groups.

� ~� is the catch-all symbol for dependence on other physics (e.g. tempera-
ture)

�  g(~x; ~
 ; t) is known as the angular neutron 
ux of energy group g

� � g =
R

S  gd~
 is the corresponding scalar 
ux of energy group g

� ke� , also known as the multiplication factor, is an eigenvalue to be sought
on initial and a �xed scaling factor during the transient when t > 0.

� 4� is the area or the surface integral of the unit sphere

� vg(~x; t) is the speed of neutrons within energy groupg.

� � t ;g (~x; t) is the total cross section for neutrons in energy groupg.

� � s;g  g0(~x; t; ~
 � ~
 0) is the scattering cross section for neutrons going from
direction ~
 0 to ~
 and energy group g0 to g

� � � f ;g0(~x; t) is the product of the �ssion cross section and the average num-
ber of neutrons generated per �ssion event for neutrons in energy group
g0.

� � p;g (~x; t) is the prompt neutron energy spectrum, e.g. the fraction of
prompt neutrons in energy group g generated from a �ssion event.

� � d;i;g (~x; t) is the delayed neutron energy spectrum, e.g. the fraction of
neutrons in energy groupg generated from the decay of precursor group
i .
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� Ci (~x; t) is the concentration of delayed neutron precursor (DNP) of group
i in I indices

� � i is the decay constant for DNP group i

� � i (~x; t) is the fraction of neutrons from �ssion going into DNP group i

� @Dv and @Dr are the boundaries where vacuum and re
ective conditions
are applied, respectively

� ~nb is the outward normal of the boundary

� ~
 r is the re
ected direction of ~
 (i.e., ~
 r = ~
 � 2(~
 � ~nb )~nb ).

The nomenclature just described is standard notation, and more details can be
found in Chapter 1 of Bell and Glasstone [3].

The scattering reaction can be represented in several di�erent ways, the most
common is using spherical harmonics [67]. This method expands the reaction
into spherical harmonics:

Z

S
� s;g  g0(~
 � ~
 0; ~� ) g0(~
 0; t)d
 0 �

LX

‘ =0

2‘ + 1
4�

� s;g  g0;‘ (~� )
‘X

m = � ‘

� g0;‘;m (~x; t)Y‘;m (~
) ; (4)

where Y‘;m is the spherical harmonic, L is the truncation order and implies
an arbitrary degree of anisotropy for the macroscopic scattering cross section,
which rarely need to be higher than �ve for reactor simulations, � s;‘ is ‘ -th
order scattering cross section, and� ‘;m are 
ux moments de�ned as:

� g;‘;m (~x; t) =
Z

S
 g(~x; ~
 ; t)Y‘;m (~
) d
 : (5)

Note that zero-th order 
ux moment is equivalent to the scalar 
ux ( � g = � g;0;0).
Discrete ordinate (SN ) are used for the angular discretization, which is a

type of collocation method where discrete coordinates are chosen on the unit
sphere based on a two-dimensional quadrature rule [45]. With this method, a
set of discrete directions and weights is created

n
~
 d; wd; d = 1 ; :::; Nd

o
. NTE is

then formed for each of these directions and angular integration is approximated
as: Z

S
f (~
) d
 �

N dX

d=1

wdf (~
 d): (6)

For time discretization, we will generalize it by adding a source that is de-
pendent only on old solution values:

@
@t

f g;d (~x; tn ) � � n f g;d (~x; tn ) �
n � 1X

n 0=0

� n;n 0
Q(f g;d (tn 0))
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= � n f n
g;d (~x) � Qn

g;d (~x); n = 1 ; :::; N: (7a)

For implicit-Euler time stepping:

� n
IE �

1
tn � tn � 1

; � n;n 0

IE �
� n � 1;n 0

tn � tn � 1
; QIE (f (t)) � f (t): (7b)

Finally, DFEM is used for spatial discretization. For conciseness, the details
of this method will not be included here; for the interested reader, see [35].
Using DFEM, the discretized Eqs. (1a) and (1c) can be put in its weak form,
which we will represent using bilinear operators as shown in Eq. (8). One can
transform this weak form into algebraic equations by expanding test and angular

ux basis functions with their coe�cients in the DFEM function space.
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We use a superscriptn to represent quantities at the n-th time step.  �
g;d (~x) are

test functions de�ned in the DFEM function space, � represents the internal
faces of elements, and the� superscript represents the 
ux on either side of
element faces (i.e., �

g;d (~x) � lim s! 0�  g;d (~x + s~
 d)). For later reference, we
de�ne the 
ux residual Rn such that
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where
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and r n
g;d is a residual component corresponding to the angular 
ux of energy

group g and of direction d. Given a 
ux, Gri�n provides a residual evaluation
function to return the residual.

The DNP concentration, represented by Eq. (1b), is evaluated using a semi-
analytic expression de�ned as

Cn
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with initial condition,
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The initial condition, represented in Eq. (2), is discretized similarly as in
Eq. (13).

L0(	 � ; 	 0) = S0(	 � ; 	 0) +
1

ke�
F0(	 � ; � 0); (13)

where F is similar to Fp except the full �ssion spectrum is used (i.e., � p;g !
� g � � p;g (1 �

P I
i =1 � i ) +

P I
i =1 � d;i;g � i ). Eq. (13) is a generalized eigenvalue

problem meant to solve for both  0 and ke� .

2.2. Two-Step Cross-Section Generation
In terms of cross-section generation, the main avenue in Gri�n for heteroge-

neous transport relies on the standard two-step approach. First, the variables
~� deemed neutronically important for the simulation of interest are identi�ed.
These are designed to encompass relevant feedback mechanisms (e.g., fuel tem-
perature to account for Doppler e�ect, local density due to thermal expansion)
as well as reactivity control mechanisms (e.g., control rod insertion and with-
drawal). Tabulation points are then selected for each of these variables based
on their expected value range during the simulation and the desired precision.
A Cartesian grid of tabulation points is obtained that covers all possible states
the reactor can encounter, and a reference eigenvalue calculation is performed|
typically with Monte Carlo|to generate the multigroup cross sections for this
particular con�guration. Typically, the spatial dependency of cross sections is
resolved by assigning a material ID to all elements on the mesh and elements
with the same material ID have the same set of microscopic cross sections.
Macroscopic cross sections appearing in NTE are the combination of micro-
scopic cross sections and the local isotope densities. We need multiple materials
due to the neutron 
ux spectrum that can a�ect the group-wise cross sections.
To prevent large cross-section �les and improve computational e�ciency, it is
advisable to minimize the number of materials by grouping elements with similar
spectrum to form a material region. The typical number of materials for het-
erogeneous transport calculations of a reactor core is less than a hundred. Refer
to [1] for more information about how multigroup cross sections are generated.

Second, the multigroup cross sections are evaluated at each quadrature point
within an element or at each element in space during the multiphysics simula-
tion. The evaluation commonly relies on a multilinear interpolation given the lo-
cal value of each of the tabulation variables provided by the other physics. While
the evaluation itself is less expensive than higher-order interpolation schemes,
the interpolation cost and number of reference calculations required grows ex-
ponentially with the number of state variables considered. Another typical
approach is to compute partial derivatives of the cross-section value with re-
spect to state variables to evaluate the di�erence in the cross sections from a
reference value [68]. However, this assumes the cross sections have a linear de-
pendency with the state variables. To alleviate these pitfalls, arti�cial neural
networks capturing multivariate cross-section dependencies without requiring a
much sparser grid could be considered [69].
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2.3. Multiphysics Methods
In Section 2.1, we represented the NTE where cross sections and other mate-

rial properties are dependent on other physical quantities (~� ), known as feedback
mechanisms. These quantities could represent any number of physical phenom-
ena, including material temperature, material density, and isotopic composition.
For the purposes of this exposition, we look at material temperature, governed
by �ssion heat-up and conduction:

�c p(T )
@T
@t

� ~r � k(T ) ~r T (~x; t) = P (~x; t; T ); x 2 D ; t 2 [0; tN ] (14a)

with boundary and initial conditions:

T (~x; t) = Tb(~x); ~x 2 @Db; (14b)
~r T (~x; t) � ~nb(~x) = 0 ; ~x 2 @Dr ; (14c)

k(~x; T ) ~r T (~x; t) � ~nb = h(T1 � T ); ~x 2 @Dc; (14d)

T (~x; t = 0) = T0(~x); (14e)

where� (~x) is the temperature-dependent material density,cp(T; ~x) is the temperature-
dependent speci�c heat capacity,k(T; ~x) is the temperature-dependent conduc-
tivity, @Db is the Dirichlet boundary, @Dr is the insulating or symmetric bound-
ary, @Dc is the convective boundary, h is the heat transfer coe�cient, and T0

is the initial temperature pro�le evaluated using a steady-state solve (removing
the time derivative), which is coupled with initial NTE (Eq. (2)). P is the power
density evaluated from the �ssion rate:

P (~x; t; T ) = p
GX

g=1

� g(~x)� f ;g (~x; t; T )� g(~x; t); (15)

where � g is the energy released per �ssion event andp is the power scaling
factor, which is evaluated by prescribing an initial power ( �P0):

p =
�P0

R
D

P G
g=1 � g(~x)� 0

f ;g (~x; T0)� 0
g(~x)dx

: (16)

In this paper, we do not include decay heat when considering power scaling, but
Gri�n has this capability.

A tight-coupling approach is used to resolve the coupling between Eq. (1)
and Eq. (14), whereby separating the physics into di�erent systems and evaluat-
ing them individually in an iterative procedure. During this iteration, relevant
values are transferred between the systems for the evaluation. For this exam-
ple, the power (P ) is evaluated in the neutronics systems and transferred to
the heat conduction system, and the resulting temperature is transferred to the
neutronics systems to recalculate cross sections. The tightly-coupled approach
permits some 
exibility in how the physics are discretized. For instance, DFEM
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is preferred for the neutronics since there are e�cient solver algorithms with
DFEM-SN (explained in Section 3) and CFEM is preferred for the parabolic
heat conduction system. Furthermore, the meshes, domain, or even the dimen-
sionality of the systems do not need to match; an example would be coupling
one-dimensional thermal 
uids. Resolving the discrepancy in function spaces
is typically the responsibility of transfers, using techniques like projection or
interpolation. While it is certainly possible to build a single system with these
varying physics and spaces, designing an algorithm to tractably solve this sys-
tem becomes di�cult. Optimized algorithms for speci�c model types are likely
not conducive to other models that are being coupled. For instance, in algo-
rithms for steady-state thermal models, a time-derivative term is often included
for stability (pseudo-transients), which would not be required for neutronics.
The tightly-coupled approach provides the 
exibility for each physics to utilize
their well-established, or optimized, algorithms.

Performing coupled simulations in Gri�n utilizes the MOOSE MultiApps -
Transfers infrastructure. The idea behind this infrastructure is that multiple
instances of an application can be programmatically instantiated and quantities
can be communicated between them. With this, a hierarchy of applications
is created with a main application driving the sub-applications and transfer of
data. For the neutronics-heat conduction example, two inputs are created: one
for the neutronics physics and the other for heat conduction. The neutronics is
typically the main application and executes the heat conduction solve and trans-
fers each iteration. For more information regardingMultiApps and Transfers ,
see [56].

2.4. Solver Algorithm
Without feedback, the discretized NTE (Eq. (8)) is a linear system; however,

building a matrix and using linear solve techniques relying on the matrix like LU
factorization or Krylov subspace methods becomes intractable due to the sheer
number of unknowns in the system and the energy-direction coupling. There-
fore, matrix-free iterative approaches are typically employed. Source iteration
is the simplest form of iteration, where the scattering (S) and �ssion ( Fp and
Fd ) operators are lagged as a source and the time (T) and streaming-collision
(L ) operators are inverted in a matrix-free mesh sweeping algorithm [70, 71].
Sweeping algorithms are highly scalable as the assembly and inversion of large
matrices are unnecessary. The details of the sweeping algorithm implemented
in Gri�n are explained in Section 3.1.

However, source iteration can be extremely slow to converge and sometimes
diverge. Therefore, acceleration techniques are usually implemented that utilize
a low-order form of the NTE. See [72] and [73] for a comprehensive overview of
traditional NTE acceleration techniques. Due to its simplicity and robustness,
Gri�n implements a coarse-mesh �nite di�erence (CMFD) strategy for source
iteration acceleration [74, 75, 76, 77]. Section 3.2 brie
y describes the implemen-
tation, but the basic idea is a low-order form of the NTE is evaluated to solve
a correction in 
ux. The NTE is projected on a coarse angle-energy-position
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space, which ends up being a modi�ed di�usion-reaction equation with piece-
wise constant shape functions. Once this coarse system is solved, the high-order
solution is corrected via prolongation.

Typically, the evaluation of feedback quantities is much less intensive to
evaluate than the linearized NTE. Therefore, these quantities are evaluated
during the NTE iteration, usually after the CMFD prolongation. However, there
may be cases where the feedback quantities are di�cult to compute compared
to the NTE; in such cases, Gri�n supports having the full transport evaluation
within a �xed-point iteration loop. Furthermore, Gri�n also supports an inner
loop of iteration between CMFD and feedback quantity evaluation, the similar
idea of letting the low-order di�usion system interface other physics [78, 2]. This
work focuses on a single iteration loop, since this has been found to be the most
practical methodology for the applications covered.

Another e�ciency implemented in Gri�n is the improved quasi-static method
(IQS) for time stepping [79]. The details of this method and its implementation
are explained in Section 3.3. This method involves factorizing the angular 
ux
into a time-dependent amplitude and space-angle-energy-time-depending shape.
The impetus behind this method is that the shape of the angular 
ux is much
slower varying in time than the amplitude; thus the amplitude can be evaluated
at a much smaller time step than the shape. The amplitude evaluation involves
a point kinetics equation (PKE) where the coe�cients depend on the shape.
This, in turn, requires iteration between the shape and amplitude to resolve.
Consequently, the amplitude evaluation is included as another step in this global
NTE iteration.

The process for performing heterogeneous reactor dynamics simulations in
Gri�n is presented in Algorithm 1.

3. Methods

Now that an algorithm has been established for reactor dynamics in Grif-
�n, this section details the speci�c methods involved. These methods include
the transport sweeper algorithm, CMFD acceleration implementation, and IQS
methodology. Each of these descriptions include application of these individual
methods in order to glean insight on performance and robustness.

3.1. Transport Sweeper
The Gri�n transport sweeper for DFEM-S N was �rst introduced in [80],

which includes a review of the basic ideas of a sweep solver and references to
seminal works and is not repeated here. The scaling studies conducted in that
work are repeated here and expanded upon to show the impact of improvements
made to the sweeper, and more detail is provided about the speci�c sweeper al-
gorithm in this work. The sweeper implemented in Gri�n works for problems
with unstructured meshes and general partitioning without requiring that any
data be lagged (the streaming plus collision operator is exactly inverted for each
direction) given there are no cyclic dependencies among the cells. Logic to han-
dle cyclic dependencies among cells is not yet included in the sweeper, but this
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Algorithm 1 Gri�n heterogeneous reactor dynamics solver algorithm

1: Perform initial multiphysics criticality calculation to obtain 	 0 and ~� 0

2: for n = 1 ; :::; N do
3: i  0
4: while � > � tol do
5: Calculate 
ux amplitude via IQS:
6: Evaluate PKE coe�cients using 	 n; ( i ) and 	 n � 1

7: Solve PKE from tn � 1 to tn
8: Apply amplitude to shape to obtain 	 n; ( i +1 =3)

9: Perform CMFD correction:
10: Project cross sections onto coarse space using 	n; ( i +1 =3)

11: Solve CMFD system
12: Prolongate correction to obtain 	 n; ( i +2 =3)

13: Evaluate feedback quantities:
14: Calculate power density with 	 n; ( i +2 =3)

15: Solve multiphysics system(s) to obtain~� n; ( i +1)

16: Re-calculate cross sections
17: Perform transport update with the sweeper:
18: Evaluate the 
ux residual ( Rn ) of the DFEM-SN system.
19: Approximately invert Ln � Sn on Rn to obtain � 	 n .
20: Apply correction: 	 n; ( i +1)  	 n; ( i +2 =3) + � 	 n .
21: � = jj 	 n; ( i +1) � 	 n; ( i +2 = 3) jj 2

jj 	 n; (1) � 	 n; (2 = 3) jj 2

22: i  i + 1
23: end while
24: 	 n  	 n; ( i )

25: end for

is not a severe limitation because the meshes typically used in reactor analysis
applications do not have cyclic dependencies among mesh cells. The sweeper
can handle cyclic dependencies introduced by opposing re
ecting boundaries
(common for pincell problems) in which case some data is lagged, but such
calculations are not investigated in this work.

Gri�n implements the same basic sweeper algorithms, introduced in [81, 82],
which are used in many other works. Speci�c details about the current Gri�n
transport sweeper implementation will be discussed. First, a unit of work is
de�ned to be solving for all angular 
ux variables for a particular direction and
all energy groups used in the multigroup equation for a single �nite-element
cell. Two numbers, referred to as a chunk-size and a chunk-size-multiplier are
speci�ed. The basic idea is to try and �ll a bu�er of work with a chunk-size �
chunk-size-multiplier amount of work. A chunk-size amount of work is solved for
at one time, after which message receives are started. This is repeated a chunk-
size-multiplier amount of times, after which messages are sent to neighboring
processors. Message passing is done with message passing interface (MPI) using
the MOOSE ray tracing module. While the speci�c MPI communication logic
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from code developed for ray tracing in MOOSE is used by the sweeper, the
sweeper algorithm itself is not related to ray tracing. The purpose of starting
message receives and then going back to compute a chunk-size amount of work
is to allow communications to advance at the same time as computations are
taking place.

Use of the bu�er and the way work is loaded into the bu�er is described next.
Work is �lled into the work bu�er using a �rst-in-�rst-out (FIFO) scheduling and
an active direction list (ADL). A direction is added to the bottom of the ADL
when it becomes available to work on, which happens when enough boundary
data are known either from messages received from a neighboring processor or
from problem boundary data. The motivation for this is that when processor
domain boundaries are not orthogonal, for example the partitioning shown in
Figure 2, multiple messages may need to be passed back and forth between
neighboring processors to solve all elements in the two processors’ domains for
the same directions. When a processor �nds it needs a message from a neighbor
to solve more elements for the direction currently at the top of the ADL, it can
add work for the next direction in the ADL instead. It will then begin work on
solving for this next direction while simultaneously listening for messages from
neighbors and potentially advancing these messages. If a message is received
after working on all work in the work bu�er, enough data may now be present
that the solve can progress for the direction at the top of the ADL. It’s possible
for multiple messages to be required from more than one processor for su�cient
data to be received to continue solving for a particular direction. The pseudo-
code in Algorithm 2 shows how the ADL is looped through in an attempt to
�ll the work bu�er. The ADL may contain no directions or not enough work
to �ll the work bu�er; in which case, the work in the bu�er (possibly none) is
completed; after which, messages from neighbors are listened for, which may
allow new directions to be added to the bottom of the ADL or the solve for
existing directions to progress.

Figure 1 shows weak scaling results for three di�erent test problems. Grind
time is shown in the plot, which is the total solve time divided by the number
of unknowns. Weak scaling means that a problem domain is meshed and the
problem is solved several times, increasing both the number of processors used
and the mesh re�nement such that each processor always has the same number of
unknowns. For all three tests, the problem domain is a simple three-dimensional
cube. One of the test problems utilizes cube elements, and the other two test
problems use the structured prismatic element shapes shown in Figure 2.

The motivation for these tests is to demonstrate the relative performance
of the sweeper for di�erent mesh partitioning. Two problems with structured
volumetric partitioning are tested along with a problem using the ParMETIS
partitioner [83]. Volumetric partitioning means that the cubic is partitioned
among the processors into equal cubes. The �rst test with volumetric partition-
ing uses cubic elements. This partitioning results in a problem where for every
direction in the quadrature set, all required boundary data can be communicated
between processors in a single message (i.e., there are no cyclic dependencies
among the processor domains). A second test uses the pyramid elements shown
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Algorithm 2 Use of FIFO scheduling and ADL to �ll the work bu�ers
1: for Direction in the active direction list do
2: while True do
3: if An element available to solvethen
4: Add element to work bu�er
5: if All elements solved for then
6: Remove direction from list
7: Break (Continue to next direction)
8: end if
9: if Work bu�er full then

10: Break
11: end if
12: else
13: Break (Continue to next direction)
14: end if
15: end while
16: if Work Bu�er full then
17: Break
18: end if
19: end for

in Figure 2. In this case, as discussed previously, multiple messages must be
passed back and forth between neighbors to solve for certain directions. Volu-
metric partitioning is not the best partitioning for sweeper performance; with
a Koch-Baker-Alcou�e style partitioning [84], the sweeper would scale better
at least for the number of processors we investigated, but the Gri�n sweeper
will often be used with volumetric-like partitioning since the mesh partition-
ing is generally dictated by all participating physics. The third test uses the
same prismatic elements shown in Figure 2 but uses ParMETIS to partition the
problem. ParMETIS knows nothing about the structured nature of the mesh;
so this partitioning will be general, as would typically be used in an actual reac-
tor analysis problem. All tests use multilinear Lagrange basis functions. In the
cubic element test problem, there are 512 elements per processor and there are
approximately 787 prismatic elements per processor for the jagged tests such
that the number of unknowns per processor is similar between the two tests.

Some important results shown in Figure 1 are reviewed next. Important
aspects about the scalability of sweep solvers are discussed in Ref. [85], which
includes the weak scaling lawO(dP1=d + M) for the growth in solve time when
using volumetric parallel partitioning, where P is the number of processors, M
the number of directions in the angular quadrature set, and d the spatial dimen-
sion of the problem. The importance of this scaling law is that while polynomial
scaling, O(P1=d ), is poor compared to logarithmic scaling, the growth in solve
time due to this term will not be signi�cant until P becomes large relative to M.
A P1=3 trendline is shown for the �rst plot in Figure 1. As expected based on the
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scaling law, the tests 24 directions have a solve time that grows approximately
with P 1=3 while the tests with many more directions have a growth in solve time
that is below this trend. The scaling study would have to be performed using
many more processors to reach the regime where the P1=3 term dominates.

Some additional important points about Figure 1 are noted next. First, the
results are similar for each of the three di�erent problems. This is an important
result because the asynchronous sweeper was designed to perform well for gen-
eral volumetric partition, including those generated by ParMETIS. These tests
were run on the same hardware as those published in [80], and the grind time
has improved. This is due to small optimizations such as a newly implemented
custom dense linear solver that does not waste operations checking if rows need
to be swapped since coe�cients on diagonals should always be of similar mag-
nitude. Loops were restructured to improve vectorization and data locality.
The largest problem run, 20 energy groups with 120 directions on 4,096 proces-
sors, contains over 40 billion unknowns, but the grind time remains reasonable.
The scaling results for the jagged-type mesh with volumetric partitioning are
the poorest; however, the jagged mesh partitioned with ParMETIS scales very
closely to the case with cubic elements and volumetric partitioning, which is
a promising result since multiphysics simulations with Gri�n will commonly
utilize ParMETIS. A general reason that grind times are plotted instead of ef-
�ciency in this work is to show that the sweeper is extremely e�cient in terms
of computations. The parallel e�ciency may drop below 50% when solving on
thousands of processors, but if the serial solve is completed in fractions of a
second, the solve on thousands of processors will still be very fast. Some simple
optimizations have not yet been implemented that could improve grind time
without signi�cant negative impact to scalability. For example, the sweeper
currently only allows a single direction to be solved at a time in the core solver.
For angular quadrature sets like Gauss-Chebyshev, there are groups of directions
that di�er only by polar angle, and so for two-dimensional and extruded three-
dimensional meshes, the sweep path is the same for each direction in the group.
Each time an element is visited, instead of solving a single direction, two or
more directions in the group that di�er only by polar angle can be solved. This
improves cache performance since the data associated with the cell is loaded
fewer times.
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Figure 1: Weak scaling study for three di�erent tests
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Figure 2: Structured mesh with volumetric partitioning that results in jagged looking partition
boundaries between processors

3.2. Coarse-Mesh Finite-Di�erence Acceleration
CMFD can be thought of as DFEM nonlinear di�usion acceleration with

piece-wise constant shape functions [77]. The implementation in Gri�n is
largely similar to the unstructured CMFD method described in [86]. For expo-
sition, Eq. (17) presents the weak form of the CMFD system.

D[	]( �� � ; ��) + C[	]( �� � ; ��) =

S0[	](( �� � ; ��) +
1

ke�
F0[	]( �� � ; ��) + Q0[	]( �� � ); (17)

where,

D[	](� � ; �) �
Z

�

�GX

g=1

[[� �
g(~x)]][[ �̂ g(~x; 	) � g(~x)]]dx+

Z

@D v

�GX

g=1

� �
g(~x) 
̂ g(~x; 	) � g(~x)dx; (18a)

C[	](� � ; �) �
Z

D

�GX

g=1

� �
g(~x)�̂ t ;g (~x; 	) � g(~x)dx; (18b)

S0[	](� � ; �) �
Z

D

�GX

g=1

� �
g(~x)

�GX

g0=1

�̂ s;g  g0(~x; 	) � g0(~x)dx; (18c)

F0[	](� � ; �) �
Z

D

�GX

g=1

� �
g(~x) �̂ g(~x; 	)

�GX

g0=1

^� � f ;g0(~x; 	) � g0(~x)dx; (18d)
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Q[	](� � ) �
Z

D

�GX

g=1

� �
g(~x)Q̂g(~x; 	) dx: (18e)

The 	 dependence indicates the dependence on the high-order solution; in
the context of iteration in Algorithm 1, this is the current angular 
ux (i.e.,
	 n; ( i +1 =3) ). �� is the CMFD calculated low-order scalar 
ux, which is prolon-
gated onto the high-order 
ux to obtain 	 n; ( i +2 =3) . The [[�]] notation within the
face integral is the di�erence in the quantity on either side of the face

[[a(~x)]] � a+ (~x) � a� (~x); (19a)

a� (~x) � lim
s! 0�

a(~x + s~n); (19b)

where ~n is the averaged outward normal of the interior face.
The symbol �G indicates a condensation of energy groups where the CMFD

energy group structure is a subset of the high-order structure; this means that
each CMFD group corresponds with one or more adjacent high-order groups.
The quantities with the �̂ accent that depend on the high-order solution are
projection properties and sources. Gri�n performs a 
ux-weighted projection
for the cross sections that results in piece-wise constant quantities on coarse
elements. See [77] for details on these projections and the de�nition of ^� and

̂ . Gri�n does not rely on the creation of a coarse-mesh; instead, it utilizes an
integer-based element assignment to group �ne-mesh elements into coarse ele-
ments. Gri�n utilizes SLEPc to solve the assembled CMFD system. When the
number of coarse elements is small, Gri�n automatically distributes the CMFD
system solve with a sub-set of processors to reduce the parallel communication
cost.

The projections for � t , � , and Q utilize an e�ective value to account for the
time integration and DNPs for the full-order system, noted as � t ;e� , � e� , and
Qe� , respectively. The � t ;e� combines the total cross section with the implicit
part of the time derivative, for implicit-Euler, this is de�ned as:

� n; ( i )
t ;e� ;g (~x) � � n; ( i )

t ;g (~x) +
1

� tn

1

vn; ( i )
g (~x)

: (20)

The � e� includes the prompt spectrum as well as the contribution from DNP
treatment shown in Eq. (12):

� n; ( i )
e� ;g (~x) � � n; ( i )

p;g (~x) + � n; ( i )
d;g (~x)

IX

i =1

� i !
n; ( i )
2;i (~x): (21)

The Qe� includes contributions from both the time discretization and DNP
treatment:

Qn; ( i )
e� ;g;d �

1
� tn

 n � 1
g;d (~x)

vn � 1
g (~x)

+
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� n; ( i )
d;g (~x)
4�k e�

IX

i =1

� i

�
! n; ( i )

1;i (~x)Cn � 1
i (~x) + ! n; ( i )

3;i (~x)F n � 1(~x)
�

: (22)

Once the cross sections are projected, the CMFD system is assembled and
solved. The resulting CMFD 
ux is then prolongated to accelerate the high-
order 
ux using a multiplicative [86] or additive [77] technique, which is user-
speci�ed.

3.3. Improved Quasi-Static Method
The improved quasi-static method (IQS) [87, 88] is a spatial kinetics time-

integration method that involves factorizing the solution into a time-dependent
scalar amplitude and a shape de�ned over the full phase space, including time.
Typically, the time dependence of the shape is weaker than that of the 
ux itself,
thus we can use a much smaller time step size for amplitude and a relatively large
step size for shape to achieve a comparable accuracy of solving directly with the
smaller time step size. We refer to the smaller time step as the microstep and
to the time step for shape evaluations as the macrostep. Because the cost of
solving the PKE|a small ordinary di�erential equation (ODE) system|for the
amplitude is trivial compared to solving for the shape, the overall computing
time is expected to reduce signi�cantly. The two-time scale solution process, a
microscale for the amplitude and a macroscale for the shape, is illustrated in
Fig. 3. This process is quite common in multiphysics simulations where multiple
physics could have signi�cantly di�erent time scales.

Figure 3: IQS method visualization.

The following subsections include the derivation of IQS equations, including
the PKE and modi�cation to the NTE and time-step splitting for multiphysics.

3.3.1. Derivation
As stated previously, IQS factorizes the angular 
ux into a time-dependent

amplitude and space-angle-energy-time-dependent shape:

 (~x; ~
 ; E; t ) = p(t)’ (~x; ~
 ; E; t );  n; ( i +1 =3)
g;d (~x) = pn ’ n

g;d (~x): (23)

Applying this factorization to Eq. (1) and performing the same angle, time,
and space discretization to the shape variable as Eq. (8) (leaving the amplitude
continuous in time), we end up with an equation for the shape:
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ke�
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ke�
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where,

Rn (	 � ; 	) �
1
pn

dpn

dt

Z

D

GX

g=1

N dX

d=1
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g;d (~x)

 n
g;d (~x)

vn
g (~x; ~� n )

dx: (25)

Note that the e�ective total cross section for CMFD (i.e., Eq. (20)) needs to be
modi�ed to include this extra term:

� n; ( i )
t ;e� ;g (~x) � � n; ( i )

t ;g (~x) +
1

� tn

1

vn; ( i )
g (~x)

+
1
pn

dpn

dt
1

vn; ( i )
g (~x)

: (26)

The weights (! 1;i ,! 2;i ,! 3;i ) used for the evaluation ofC are also modi�ed where
the amplitude is integrated along the macrostep using piece-wise linear interpo-
lation between microsteps, see [79] for details on this implementation.

To obtain the equations for amplitude, the test functions (	 � ) in Eq. (24)
are replaced by a singular weighting function (	 T ). Performing the phase-space
integration and assuming @

@t
’ g;d
vg

= 0, the PKE is formulated:

dp(t)
dt

=
� (	) �

P I
i =1

�� i (	)
�(	)

p(t) +
IX

i =1

�� i (	) ci (t); t = [ tn � 1; tn ] (27a)

dci (t)
dt

=
�� i (	)
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p(t) � �� i (	) ci (t); i = 1 ; :::; I; t = [ tn � 1; tn ] (27b)
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This derivation is consistent with any choice of weighting function (	 T ). How-
ever, using an adjoint angular 
ux generates more representative coe�cients for
the PKE, i.e. a more accurate � , �� i , etc. The adjoint 
ux is calculated using
the adjoint form of the equation for initial criticality (Eq. (13)). This adjoint
equation is formulated by setting the values of the other physics’ variables (~� 0)
to those calculated from the forward evaluation and transposing the linear op-
erators. Section 2.1 of Ref. [89] describes in detail how Gri�n formulates the
adjoint NTE.

The PKE coe�cients, which are denoted together as ~� (	), are time depen-
dent due to the time dependence of the solution and cross sections. There are
many di�erent strategies to capture this time dependence, but Gri�n simply
uses a linear interpolation between~� (	 n � 1) and ~� (	 n; ( i ) ).

Since Eq. (27) is a time-only-dependent ODE, it is very computationally
inexpensive to evaluate relative to any of the other space-dependent operations.
So we can solve this equation with extremely small micro-time steps and high-
order time integration. By default, Gri�n uses a fourth-order Runge-Kutta
time integration and step-doubling time adaption with near machine-precision
tolerance.

3.3.2. Multiphysics Time Scaling
Along with the di�erent time scales for amplitude and shape, feedback quan-

tities will have a di�erent time scale as well. From experience, feedback mecha-
nisms like heat conduction have a time scale between amplitude and shape [79].
Therefore, in order to minimize the number of transport sweeps, another time
scale for multiphysics is introduced, shown in Fig. 4. The middle time scale in
this �gure represents when feedback quantities are solved for and PKE coe�-
cients are updated; it is important to note that the number of updates in this
�gure is arbitrary.

	 n � 1 	 n; ( i )

t

~� n � 1; ~� n � 1 ~� n � 2=3;( i ) ; ~� n � 2=3;( i ) ~� n � 1=3;( i ) ; ~� n � 1=3;( i ) ~� n; ( i ) ; ~� n; ( i )

t

pn � 1 pn � 2=3;( i ) pn � 1=3;( i ) pn; ( i )

t

Figure 4: Time scales for IQS with multiphysics feedback
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4. Numerical Results

We demonstrate the bene�ts of our improved methods on the prototypical
microreactor presented in [90]. The design is based on the Empire reactor [91]
with modi�cations made to ensure a negative overall temperature reactivity
coe�cient, necessary to simulate realistic transients. This 2 MWth core consists
of 18 hexagonal assemblies arranged in two rings and surrounded by 12 control
drums contained within a radial re
ector. Each assembly is composed of 96 fuel
pins (in red in Fig. 5), 60 moderator pins (in blue ), and 61 heat pipes (in
yellow ). Detailed dimensions and material composition can be found in [90].

Leveraging the symmetry of the problem, the DFEM-SN , CMFD, and thermal
meshes are limited to 1/12th of the 3D, full-core geometry, shown in Fig. 6
and are generated using the MOOSE reactor module [92]. The DFEM-SN and
thermal meshes have a total of 451,700 elements and CMFD mesh has 3,600
elements. A Gauss-Chebyshev angular quadrature was chosen with one polar
and three azimuthal direction per octant. With the 12-group cross sections, the
number of degrees of freedom on the transport system totalled 477 million.

Figure 5: (a) Radial view and (b) axial view of the SiMBA problem Serpent model. Pictures
courtesy of [90].

To verify the �delity of the Gri�n deterministic model, we compared a
steady-state neutronics-only simulation to a Serpent result with fuel and mod-
erator temperature at 1,000 K and re
ector temperature at 800 K. The ke�
calculated with Gri�n had a 259 pcm di�erence from the Serpent result, and
the relative di�erence in power distribution for each assembly at various axial
layers is shown in Table 1. The axial layers correspond to each mesh element
in the 10 cm axial extrusion, where the top (1 and 2) and bottom (19 and 20)
layers are re
ector material do not have power.

In terms of multiphysics coupling, the same physics in [90] are solved for,
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(a) Radial Fine Mesh

(b) Radial Coarse Mesh

(c) Axial Fine Mesh (d) Axial Coarse Mesh

Figure 6: 1/12th geometry and mesh for Gri�n microreactor model.
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Axial Center Top Bottom
Layer Assembly Assembly Assembly Total
1 0 0 0 0
2 0 0 0 0
3 2.87% 3.33% 2.40% 2.89%
4 -2.63% -2.96% -3.80% -3.10%
5 0.58% -0.45% -1.34% -0.35%
6 0.61% -0.55% -1.38% -0.39%
7 0.93% -0.50% -1.38% -0.26%
8 1.21% -0.37% -1.38% -0.11%
9 1.36% -0.24% -1.37% -0.01%
10 1.47% -0.22% -1.18% 0.09%
11 1.56% -0.23% -1.18% 0.12%
12 1.43% -0.11% -1.15% 0.12%
13 1.56% -0.11% -1.18% 0.16%
14 1.38% -0.19% -1.26% 0.04%
15 1.23% -0.12% -1.19% 0.04%
16 1.22% -0.01% -1.11% 0.11%
18 3.10% 2.79% 1.55% 2.54%
19 0 0 0 0
20 0 0 0 0
Root-Mean-
Squared-Error 1.66% 1.41% 1.75% 1.31%

Table 1: Error in Gri�n-computed power distribution compared to Serpent results for each
assembly in the 1/12th geometry model at various axial layers.

the exception being that no hydrogen redistribution is considered and the heat
pipes are modeled through boundary conditions using a single representative
equivalent heat transfer coe�cient|computed in [90] wherein all the heat pipes
were individually simulated using the Sockeye 
ow model|of 300 W/K/m 2.

4.1. Single Heat-Pipe Failure
To initiate a transient for this microreactor model, we emulated a single half

heat-pipe failure in the 1/12th core geometry (six heat pipes in the full core)
by selecting the one at the center of the hottest assembly and setting its heat
transfer coe�cient to zero. The cross sections used for this transient were tab-
ulated with respect to fuel temperature, to moderator, monolith and heat pipe
temperature, and to re
ector temperature. The transient was run for 1,000 sec-
onds. The initial and resulting change in power and temperature distributions is
shown in Fig. 7 and Fig. 8, respectively. Five quantities of interest were chosen
for the proceeding study: power, maximum fuel temperature, maximum mod-
erator temperature, maximum monolith temperature, and maximum re
ector
temperature. The change in each of these quantities over the transient is shown
in Fig. 9. Additionally, the calculated reactivity compared to the power change
is shown in Fig. 10.
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Figure 7: Initial power and temperature pro�le of microreactor at various axial positions.

Figure 8: Pro�le of the change in power and temperature for single heat-pipe failure at various
axial positions after 1,000 seconds.
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Figure 9: Change in selected quantities over simulated transient for single heat-pipe failure.

Figure 10: Reactivity over simulated transient compared to power change for single heat-pipe
failure.
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To gain insight on the di�erence in time scale for each physics, a dynamical
time scale over the transient was calculated and de�ned as:

� n (u) �
� tn

2

vuut
R

D (un (~x) + un � 1(~x))2 dx
R

D (un (~x) � un � 1(~x))2 dx
; n = 1 ; :::; N; (29)

where u represents a physics quantity, such as power, shape, amplitude, or
temperature. Calculating this time scale value is useful for determining how
each physics evolves over time relative to each other: a larger value means
that the physics is evolving more slowly. Fig. 11 shows the calculated scale for
power, power shape (Pp ), amplitude, and temperature. This plot indicates that
the power is the quickest varying physics in this transient, which is matched
closely by amplitude; the temperature is slower and shape is slowest. This time
scale study suggests that, with IQS, it is advisable to have three di�erent time
steps: one for the shape evaluation, one for the temperature evaluation, and one
for the amplitude evaluation, which is consistent with the time scaling discussion
in Section 3.3.2.

Figure 11: Dynamical time scale of various quantities over simulated transient for single heat-
pipe failure.

For this transient study, four di�erent types of simulations with various time
step sizes were performed:

1. ID|non-IQS method, which we denote as the implicit discretization (ID)
of the NTE
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2. IQS|IQS without multiphysics time scaling (i.e., the temperature is eval-
uated at the same time step as the shape)

3. IQSN |IQS with N temperature evaluations between shape evaluations,
so the heat conduction time step is � t(T ) = � t(	) =N , and an N of two
and �ve were chosen for this study.

Simulations with 5, 10, 20, and 50 uniform time steps showed the convergence
of the selected quantities. A reference calculation was also performed using ID
with a 5-second time step. The transient pro�le for each of these simulations is
shown in Fig. 12. Furthermore, a reference calculation was used to evaluate a
relative error at every time step:

Error( t) �
����
q(t) � qref (t)

qref (t)

���� ; (30)

where q represents each quantity andqref is the quantity evaluated from the
reference calculation. A maximum and average error were then calculated over
all time steps, which are listed in Table 2. The corresponding run time and
number of iterations is shown in Table 3.

We observe from these results that the basic IQS implementation, without
intermediate temperature evaluation, has virtually the same value for every er-
ror metric, while increasing the run time by about a factor of three. This poor
performance is possibly due to the slow, temperature-driven nature of the tran-
sient. IQS has shown more impressive performance with faster, kinetics-driven
pulse transients [79]. Nevertheless, it is worth noting that ID with only �ve
time steps had wildly inaccurate results, while IQS was able to capture the
transient. By incorporating the intermediate time scale for temperature evalu-
ations with the multi-time-scale approach, the IQS2 and IQS5 runs reduced the
error by about a factor of two and four, respectively, compared to ID. This re-
sult further shows the importance of implementing a multi-time-scale approach
for these reactor dynamics models. However, by performing more temperature
evaluations, the run time increased signi�cantly: about a factor of two for IQS5
compared to basic IQS. This observation shows that increasing the number of
temperature evaluations has diminishing returns as they are performed at ev-
ery iteration within the shape time step, making the heat conduction solve the
bottleneck of the performance. Looking closer at Table 3, we see that, despite
having increased run times compared to ID, the IQS runs generally have the
same or reduced number of iterations. This indicates that the inclusion of the
extra nonlinearity from the IQS factorization does not signi�cantly a�ect the
algorithm performance; in fact, it makes the iterations converge slightly faster.
However, the increase in the run-time per iteration ultimately makes the inclu-
sion of IQS currently undesirable for this problem. This increase is dominated
by the evaluation of PKE coe�cients, which involve an expensive inner product
between the adjoint and forward angular 
ux. We plan on developing methods
that could reduce the cost of these evaluations, discussed further in Section 5.
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(a) Power

(b) Maximum Fuel Temperature
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(c) Maximum Moderator Temperature

(d) Maximum Monolith Temperature
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Table 2: Error comparison between ID and IQS in selected quantities for single heat-pipe
failure.

No. Maximum Relative Error Average Relative Error
Steps ID IQS IQS2 IQS5 ID IQS IQS2 IQS5

Power
5 1.617 0.003357 0.003747 0.001672 1.033 0.001142 0.001362 0.0007104
10 0.002069 0.002036 0.001118 0.0005088 0.00082 0.0008139 0.0004126 0.0002145
20 0.001076 0.001015 0.000482 0.0002358 0.0004241 0.0003999 0.000182 9.257e-05
50 0.000378 0.0003485 0.0001188 0.000153 0.0001469 0.000137 4.593e-05 5.909e-05

Max Fuel Temperature
5 0.09825 0.002896 0.001392 0.0004061 0.08275 0.001097 0.0005054 0.0001769
10 0.002139 0.002118 0.001084 0.0003609 0.0006532 0.0006534 0.0003113 0.0001026
20 0.00132 0.001315 0.0006244 0.0001566 0.0003514 0.0003516 0.0001579 3.912e-05
50 0.0005334 0.0005329 0.000197 4.19e-05 0.0001281 0.0001281 4.32e-05 8.845e-06

Max Moderator Temperature
5 0.08693 0.001541 0.0008649 0.0003054 0.07047 0.0007936 0.0003998 0.0001539
10 0.0008903 0.0008715 0.0004692 0.0001547 0.0004073 0.0004074 0.0002014 6.922e-05
20 0.0004842 0.000476 0.0002285 5.251e-05 0.0002015 0.000202 9.224e-05 2.365e-05
50 0.0001775 0.0001753 6.031e-05 1.548e-05 6.929e-05 6.941e-05 2.352e-05 4.62e-06

Max Monolith Temperature
5 0.09246 0.002932 0.001406 0.0004113 0.07796 0.001107 0.0005094 0.0001782
10 0.002189 0.002169 0.001099 0.0003655 0.0006609 0.000661 0.0003141 0.0001034
20 0.001394 0.001389 0.0006438 0.0001601 0.0003572 0.0003574 0.0001598 3.954e-05
50 0.0007223 0.0007218 0.0002491 5.039e-05 0.0001331 0.0001332 4.464e-05 9.059e-06

Max Re
ector Temperature
5 0.03301 8.987e-05 1.438e-05 2.469e-05 0.02245 3.116e-05 4.982e-06 1.202e-05
10 4.437e-05 3.897e-05 1.678e-05 5.341e-06 1.438e-05 1.404e-05 5.347e-06 2.57e-06
20 2.419e-05 2.19e-05 9.756e-06 2.03e-06 7.557e-06 7.48e-06 3.057e-06 1.042e-06
50 9.389e-06 8.951e-06 3.01e-06 1.69e-06 2.629e-06 2.616e-06 8.335e-07 5.932e-07

Table 3: Run-time comparison between ID and IQS in selected quantities for single heat-pipe
failure using 480 processors (10 nodes) on the INL Sawtooth cluster.

No. Run-time (min) No. of Iterations
Steps ID IQS IQS2 IQS5 ID IQS IQS2 IQS5
5 38.76 503 384.4 160 128 250 250 45
10 29.65 78.74 96.19 184.6 94 69 70 68
20 36.24 105.3 123 240.3 118 118 109 109
50 66.47 170.4 190 357.3 234 236 202 202

4.2. Control Drum Rotation
The second transient performed with this model is a reactivity insertion

from rotating the control drum. Initially, the drum is positioned halfway at 90 °,
i.e. the purple B4C region in Fig. 6 is positioned pointing down. The drum
is then rotated outward (counter-clockwise) at 20°per second for two seconds,
then rotated inward (clockwise) at 20°per second for three seconds. Thus, the
total transient duration is �ve seconds. Due to the symmetry imposed on the
model, rotating this drum is equivalent to rotating all the drums in the core.
When performing the transient with the mesh shown in Fig. 6, we observed a
signi�cant cusping e�ect [93] in the calculated power and reactivity, even when
using the cusping treatment described in Reference [94]. Investigations indicate
that the cusping e�ect is due to the discretization when the cross sections of the
absorbing material and the non-absorbing material are signi�cantly di�erent.
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(e) Maximum Re
ector Temperature

Figure 12: Comparing change in selected quantities over simulated transient between each
simulation case for single heat-pipe failure. IQS2 and ID with �ve time steps are omitted for
clarity.

It is possible to mitigate the cusping e�ect by increasing the spatial expansion
order in the drum region locally. However, for this study, the mesh in the
drum region was re�ned such that drum’s front would align with element edges
at every time step. We plan on addressing this cusping issue in future work
since this re�nement limits the 
exibility of time step sizes and unnecessarily
increases the number of elements. The cross sections used for this transient
were tabulated with respect to fuel temperature, to moderator, monolith, heat
pipe, and re
ector temperature, and to control drum position.

The full transient pro�le of power, average, and maximum temperatures are
shown in Fig. 13; and the reactivity compared to control drum position is shown
in Fig. 14. These plots show that during the �rst second, the transient is purely
kinetics driven as reactivity from rotating the control drum is inserted into the
core. Maximum power is reached around 1.25 seconds. The core temperatures
rise signi�cantly at this point, causing the power to drop due to the negative
temperature feedback in the fuel, even while the drum is still rotating outward.
The power drops exponentially as the drums are rotated back inward, causing
the temperatures to 
atten and eventually drop due to heat removal. The
spatial pro�le of the power density, temperature, and scalar 
ux at various
times is shown in Fig. 15. The spatial shape of the power density and 
ux
shows very little change over the transient outside the control drum region.
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The temperature shifts to large values in the fuel and monolith, due to the fast
nature of the transient, as heat accumulates before it can be removed through
the heat pipes or di�used into the re
ector. The dynamical time scale|de�ned
by Eq. (29)|for power, shape, amplitude, and temperature is shown in 16. As
opposed to the single heat pipe failure time scales shown in Fig. 11, temperature
changes more slowly than the 
ux shape for most of the transient. This indicates
that having an intermediate time scale for temperature may be unnecessary.

Figure 13: Values of selected quantities over simulated transient for control drum rotation.

Figure 14: Reactivity over simulated transient compared to drum position for control drum
rotation.
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(a) Initial condition t = 0s

(b) Maximum power t = 1 :25s

Similar to the single heat pipe failure study, two di�erent simulation types
with various time step sizes were performed: ID and IQS without multiphysics
time scaling. Uniform time steps of 0.08 s, 0.06 s, 0.04 s, and 0.02 s were chosen
for performance comparison; along with a reference IQS calculation with a time
step of 0.01 s. A maximum and average error (Eq. (30)) from the reference
were then calculated over all time steps, which are listed in Table 4. The
corresponding run time and number of iterations is shown in Table 5.

The ID versus IQS results for this control drum rotation transient show
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(c) End of transient t = 5s

Figure 15: Pro�le of temperature, power density, and scalar 
uxes at various times in the
control drum transient.

Figure 16: Dynamical time scale of various quantities over simulated transient for control
drum rotation.
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a more favorable performance for IQS. ID was unable to obtain a reasonable
solution for time steps above 0.04 seconds, showing errors in power above 100%,
which was caused by the power becoming negative. This caused large errors
in the temperature, averaging around 100 K. IQS did produce a reasonable
power for these time steps, with� 2% average error, which resulted in maximum
temperatures being less than 20 K o�. For time steps � 0.04 seconds, using
IQS power error was generally less than half the error of ID. However, the
di�erences in error for temperature were much smaller. This is possibly due
to IQS simulating the kinetics-only pulse better than ID, but ID is able to
calculate the power just as accurately as IQS afterward, during which most of
the thermal energy is being accumulated. Interestingly, IQS had signi�cantly
fewer iterations compared to ID during the transient for most of the cases,
which resulted in similar run times for the two methods for a given number of
time steps. Our anticipated future work in improving the e�ciency of the PKE
parameter evaluation is anticipated to lower the IQS run time closer to the ID
run time, possibly even below ID for kinetics-driven transients such as this one.
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Table 4: Error comparison between ID and IQS in selected quantities for control drum rotation.

Maximum Relative Error Average Relative Error
� t (s) ID IQS ID IQS

Power
0.08 2.082 0.3918 0.8049 0.02057
0.06 47.99 0.3196 1.417 0.019
0.04 0.4058 0.215 0.0237 0.01064
0.02 0.2425 0.08659 0.01081 0.003875

Max Fuel Temperature
0.08 0.4466 0.01911 0.306 0.01006
0.06 0.2824 0.01533 0.06659 0.00662
0.04 0.01458 0.01077 0.003572 0.004244
0.02 0.0111 0.004234 0.001789 0.001444

Max Moderator Temperature
0.08 0.1044 0.004112 0.05258 0.002296
0.06 0.02708 0.002657 0.01423 0.001511
0.04 0.001269 0.001664 0.0006993 0.0009651
0.02 0.0005981 0.0005554 0.0003521 0.0003239

Max Monolith Temperature
0.08 0.3741 0.01145 0.236 0.007504
0.06 0.1794 0.008077 0.05176 0.004918
0.04 0.006361 0.005906 0.002437 0.003123
0.02 0.004766 0.002367 0.001249 0.001057

Max Re
ector Temperature
0.08 0.1876 0.01023 0.1233 0.004171
0.06 0.1251 0.007583 0.02521 0.002739
0.04 0.005048 0.005651 0.001487 0.001754
0.02 0.003908 0.002201 0.0007493 0.0005959

Table 5: Run-time comparison between ID and IQS in selected quantities for control drum
rotation using 960 processors (20 nodes) on the INL Sawtooth cluster.

Run-time (hr) No. of Iterations
� t (s) ID IQS ID IQS
0.08 2.561 4.152 1057 1208
0.06 5.734 4.614 2360 1353
0.04 6.18 6.498 2586 1942
0.02 11.88 12.72 4921 3794
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5. Conclusion

This work introduces the methods and implementation for heterogeneous
reactor dynamics simulation in the Gri�n reactor physics application. First,
we described the discretization used for the NTE: multigroup for energy, SN
for direction, and DFEM for space, while time discretization was kept general.
The cross-section dependencies were kept general to include feedback quantities
like temperature, burnup, and reactivity insertions. The typical two-step cross-
section tabulation was also described, where the cross sections are interpolated
between grid points for a given feedback value. The multiphysics DFEM-SN
solver algorithm was then presented, which utilizes a �xed-point iteration ap-
proach between sweeping, acceleration, and multiphysics evaluation. Second, we
detailed the speci�c methods described in the solver algorithm including: the
asynchronous parallel sweeper, the scalable CMFD implementation, and the
multiphysics approach to IQS. Finally, results were presented applying the het-
erogeneous reactor dynamics solver in Gri�n to a 3D microreactor core model
with temperature feedback to simulate a heat-pipe failure and control drum
rotation transient.

Even though the NTE methods described in this paper are well known,
combining them within a multiphysics framework for reactor dynamics is a
unique Gri�n capability. The microreactor model exempli�es this capability
with the ability to tractably solve the seven-dimensional NTE with feedback
in a heterogeneous geometry. The model also showcases the importance of a
multi-time-scale approach provided by IQS. We observed, using a dynamic time
scale calculation, that the heat conduction physics has a time scale between
amplitude and power shape, showing that solving the heat-conduction at the
same time step as the spatial kinetics would either be over-solving the 
ux or
under-solving the temperature. The single heat pipe failure study portrays this
where performing IQS|separating the amplitude and shape time scales|has
little improvement over implicit discretization without the intermediate heat
conduction time scale. Conversely, the control drum rotation study showed
that certain kinetics-driven transients may not bene�t from using the multi-
time-scale approach for temperature feedback, but the IQS implementation does
o�er improved accuracy and iteration convergence over implicit discretization,
showing an approximate 33% reduction in run time for a given accuracy over
implicit discretization.

As with any continuous integration code like Gri�n, opportunities for code
optimization always exist. In the sweeper, the scheduling algorithm could be less
general and group directions by polar angle for common extruded geometries. A
more impactful optimization would be to approximate the NTE time derivative
using 
ux moments to allow only storing 
ux moments, which would improve
cache performance in the sweeper; as well as reducing the number of 
oating
point operations in the projection and prolongation evaluation in CMFD and
PKE coe�cient evaluation for IQS. Finally, from an analyst’s perspective, a
signi�cant improvement would be implementing a time adaptation strategy for
these simulations. Selecting an appropriate time step for a certain error is
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usually an ine�cient trial and error process, and having a non-constant time
step throughout the transient|changing time steps as time scales change{would
improve computational e�ciency substantially [95].
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