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Abstract 

The effective fragment molecular orbital (EFMO) method has been developed to predict the total 
energy of a very large molecular system accurately (with respect to the underlying quantum 
mechanical method), and efficiently by taking advantage of the locality of strong chemical 
interactions and employing a two-level hierarchical parallelism. The accuracy of the EFMO 
method is partly attributed to the accurate and robust intermolecular interaction prediction 
between distant fragments, in particular, the many-body polarization and dispersion effects, 
which require the generation of static and dynamic polarizability tensors by solving the coupled 
perturbed Hartree Fock (CPHF) and time-dependent HF (TDHF) equations, respectively. Solving 
the CPHF and TDHF equations is the main EFMO computational bottleneck due to the inefficient 
(serial) and I/O intensive implementation of the CPHF and TDHF solvers.   

In this work, the efficiency and scalability of the EFMO method is significantly improved with a 
new CPU memory-based implementation for solving the CPHF and TDHF equations that are 
parallelized by either MPI or hybrid MPI/OpenMP. The accuracy of the EFMO method is 
demonstrated for both covalently bonded systems and noncovalently bound molecular clusters 
by systematically examining the effects of basis sets and a key distance-related cutoff parameter, 
����. ���� determines whether a fragment pair (dimer) is treated by the chosen ab initio method 
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or calculated using the effective fragment potential (EFP) method (separated dimers). Decreasing 
the value of ���� increases the number of separated (EFP) dimers, thereby decreasing the 
computational effort. It is demonstrated that excellent accuracy (< 1 kcal/mol error per fragment) 
can be achieved when using a sufficiently large basis set with diffuse functions coupled with a 
small ���� value. With the new parallel implementation, the total EFMO wall time is substantially 
reduced, especially with a high number of MPI ranks. Given a sufficient workload, nearly ideal 
strong scaling is achieved for the CPHF and TDHF parts of the calculation. For the first time, EFMO 
calculations with inclusion of long-range polarization and dispersion interactions on a hydrated 
mesoporous silica nanoparticle with explicit water solvent molecules (more than 15 K atoms) are 
achieved on a massively parallel supercomputer using nearly 1000 physical nodes. In addition, 
EFMO calculations on the carbinolamine formation step of an amine-catalyzed aldol reaction at 
nanoscale with explicit solvent effects is presented. 

 

I. Introduction 

One of the grand challenges of theoretical chemistry is to accurately predict properties for large 
systems, where the definition of large systems has expanded dramatically over the past few 
decades. Nowadays, biomolecules such as proteins and DNA can be routinely modeled by force 
field (FF) methods, which typically are parameterized heavily by fitting to experimental or high-
level theoretical data. Fitted parameters have issues of transferability and tend to give less 
reliable predictions outside the training set and are consequently unable to provide a systematic 
approach to accurate predictions of desired properties. Most force fields cannot predict bond 
making/breaking processes, although there are exceptions1. On the other hand, ab initio 
electronic structure methods, while able to avoid many of the pitfalls of FF methods, suffer from 
the steep rise of the computational cost with respect to the system size. For example, the 
computational scaling of the Hartree Fock (HF) method is N3-N4 and coupled cluster theory with 
singles, doubles and perturbative triples, CCSD(T), scales as N7 where N reflects the size of 
system.  

In addition to various efforts to make ab initio methods more affordable (e.g., by using the 
resolution-of-identity (RI) approximation2–4 and/or local approximations5,6) with efficient and 
parallel implementations, fragmentation approaches offer a practical alternative for ab initio 
studies of large systems. The underlying idea of fragmentation methods is that the properties of 
the total system can be obtained from the properties of the subsystems in some way at an 
acceptable level of accuracy. In this realm, the effective fragment molecular orbital (EFMO) 
method, which is a merger of the fragment molecular orbital (FMO) method7–9 and the effective 
fragment potential (EFP) method10, is a promising contender for large molecular systems, ranging 
from molecular clusters (e.g., water molecules, ionic liquids, and deep eutectic solvents), to 
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biomolecules (e.g., proteins, DNA, RNA, and polysaccharides), and to nanomaterials (e.g., 
mesoporous silica nanoparticles (MSNs)).   

Fragmentation approaches generally exhibit inherent coarse-grained parallelism; that is, one can 
distribute the fragments to different computational units (e.g., CPU cores) because the 
computations of monomers, dimers, etc., are relatively independent.11 However, developing 
highly scalable ab initio-based codes that can efficiently make use of many thousands of cores 
and accelerators (e.g., graphical processing units (GPUs)) on novel hardware architectures is very 
challenging. The goal of this work is to identify and remove the bottlenecks of the EFMO method 
in the CPU implementation. This is a critical step before one can port the code to GPUs and apply 
the EFMO method to solve scientific challenges on heterogenous exascale supercomputing 
architectures, such as Frontier at the Oak Ridge computing facility (OLCF). The new 
implementation in the present work is developed to make the EFMO approach feasible to model 
a wide variety of applications, such as carbon capture, heterogeneous catalysis, and separations.  

This paper is organized as follows: Section II presents a brief account of the relevant 
fragmentation methods, FMO, EFP and EFMO. The main bottlenecks, the coupled-perturbed 
Hartree-Fock (CPHF) and time-dependent Hartree-Fock (TDHF) methods, will also be discussed. 
Section III discusses the algorithmic design used in this work to make EFMO more efficient. 
Section IV provides the computational details of the tests employed in this work. Section V 
discusses the numerical results and the performance of the new efficient EFMO implementation. 
EFMO calculations on catalyst materials are also demonstrated. Conclusions and outlook are 
given in Section VI.  

 

II. Theory 

Since EFMO is a merger of the FMO and EFP methods, a brief account of the FMO and EFP 
methods will be given before EFMO theory is discussed. Common to all three methods, the total 
system is divided into smaller subsystems called fragments. The FMO and EFMO methods 
compute the total energy from individual monomer energies and higher-order many-body 
corrections while the EFP method computes the intermolecular interaction energies only.  

Fragment Molecular Orbital (FMO) method 

In the FMO method, the total energy of a system is expressed as a many-body expansion (MBE), 
shown in eq (1). 
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where I, IJ, IJK are monomer, dimer and trimer indices, respectively, with other indices defined 
analogously. Eq. (1) includes 1-body contributions (��), interaction energies arising from 2-body 
(���), 3-body (����) terms and so on. Truncating Eq. (1) at 1-body, 2-body and 3-body terms yields 
the FMO1, FMO2 and FMO3 versions of the FMO method, respectively. The monomer energies 
(��) are iterated to self-consistency in the presence of the Coulomb field (electrostatic potential, 
ESP) due to the other monomers. Once the monomer self-consistent field (SCF) procedure is 
converged, the dimer and trimer energies ( ���, ����) are computed once (not iterated to self-
consistency) from the corresponding n-mer quantum mechanics (QM) calculations (n = 2,3,..) by 
incorporating the converged ESP. FMO3 achieves substantially better total energies than FMO2, 
at a significant computational cost due to the cost of trimer calculations and the steeply rising 
number of trimers in a large system.  

To accelerate large scale FMO calculations, the dimers are grouped into “QM dimers” and 
“separated dimers” according to a distance-related user-defined cutoff value, ����. Then, a 
unitless minimum distance between fragments I and J (��,�) are calculated based on the van der 
Waals radii of the atoms contained in each fragment, as defined in eq (2), 

��,� = min
�∈�,�∈�

�
�����⃑ − ����⃑ �

��
��� + ��

���� (2) 

where i and j are atoms in fragments I and J, respectively.  

Then, the FMO2 energy expression can be rewritten as   

����� = � ��

�

�

+ � ∆���

�

�>�

 (3) 

Where  ∆��� = ���� − �� − ��� + ��(∆������). ��� is the matrix of the electrostatic potential and 
∆��� = ��� − (�� ⊕ ��) is the dimer density difference matrix.  
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If the distance between two fragments is within ���� (QM dimers), the interaction energy is 
determined with the chosen QM method. Otherwise, the interactions of the “separated dimer” 
(∆���

���) are approximated12 as 

∆���
��� = �������(�)� + �������(�)� + � � ���

� ���
� (��|��)

��∈���∈�

+ ���
�� (4) 

where ��(�) is the one-electron Coulomb potential exerted by fragment � on fragment �, and �� 
is the electron density of fragment �. (��|��) are two-electron integrals over atomic orbitals. 
���

�� is the nuclear repulsion (NR) contribution between fragments � and �. The electrostatic 
potential (ESP) approximation has also been extended to FMO3.13   

One drawback of the FMO method is that the use of the ESP causes convergence difficulties in 
the SCF procedure when the atomic basis set includes diffuse functions. This limits the 
applicability of the FMO method when the use of diffuse functions is necessary, for example, for 
binding free energy calculations of host-guest and protein-ligand systems or the study of highly 
charged species like ionic liquids.14,15 More importantly, the ESP does not fully capture the long-
range intermolecular interactions.  

Effective Fragment Potential (EFP) method 

EFP10,16–18 is an ab initio force field designed to capture noncovalent interactions accurately and 
efficiently. The total interaction energy in the EFP method consists of five terms (Eq. 5): 
Coulomb10, polarization10,19, dispersion20–23 ,  exchange repulsion (ExRep)24–28 and charge transfer 
(CT)29,30. The Coulomb, polarization and dispersion terms are derived from a distributed 
multipolar interaction operator, and the exchange repulsion and charge transfer terms depend 
on the intermolecular overlaps. While the polarization term contains many-body interactions 
because it is iterated to self-consistency, all the other EFP terms are pairwise additive.  

���� = � ����
���� + ���

���� + ���
����� + ���

���
��������

���

+ ������
���  (5) 

 

All necessary parameters in an EFP are generated from the MAKEFP procedure, which will be the 
focus of the present work. MAKEFP involves a number of calculations on each unique fragment. 
These calculations include: (1) a single-point HF calculation with an extended Pople basis set (the 
recommended EFP basis set is 6-311++G(3df,2p)) and subsequently the localization of the 
molecular orbitals, (2) solving the CPHF equations and TDHF equations to obtain the static and 
dynamic localized molecular orbital (LMO) polarizabilities, and (3) the Stone distributed multipole 
analysis. Valence virtual orbitals (VVOs) and certain screening parameters are generated when 
requested. In Table 1, the key parameters for each EFP energy term are tabulated. 
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Table 1. Summary of required parameters for each component in an EFP potential 

EFP 
components 

Required Parameters 

Coulomb10 Multipole moments up to octopoles located at atom centers and bond 
midpoints  

Polarization10 static dipole polarizability tensors distributed at LMO centroids 

Dispersion20,21,2

3 
imaginary frequency dependent polarizability tensors distributed at LMO 
centroids 

ExRep27,28 LMOs and LMO centroid coordinates, Fock matrix in LMO basis 

CT29,30 occupied + virtual molecular orbitals, eigenvalues of Fock matrix 

 

In the EFP method, fragment internal geometries are rigid, so, in any EFP calculation, a MAKEFP 
run is only required at the setup step. All subsequent calculations (e.g., geometry optimization of 
a cluster, a transition state search) do not require new MAKEFP runs. However, in EFMO 
calculations, discussed below, fragments are flexible. Therefore, in EFMO calculations, a new 
MAKEFP run is required for each new geometry. Consequently, the MAKEFP step becomes a 
significant EFMO bottleneck. The EFP method has been applied to various applications to study 
many important phenomena, including a) the nature of the intermolecular interactions in 
molecular clusters via EFP-EFP calculations31–36, b) modeling polarizable embedding through the 
interface of EFP with ab initio methods (QM-EFP) for an accurate explicit solvation approach 
10,16,37,38, c) the highly scalable QM-based fragmentation method, EFMO, for large molecular 
species and (d) molecular dynamics simulations of diffusion39,40  

Prior to the work reported here, the MAKEFP component of the code involved significant I/O (i.e., 
writing data to files and later retrieving them) This was especially true for the CPHF and TDHF 
calculations. Moreover, the solver subroutines for the CPHF and TDHF equations were serial 
implementations, thereby representing the main bottleneck of the MAKEFP procedure, as well 
as the EFMO method, discussed hereinafter. 

 

Effective Fragment Molecular Orbital (EFMO) method 

EFMO inherits the basic formulation of FMO and the idea of grouping dimers into QM dimers and 
separated dimers by ����. The key differences are summarized here. The FMO ESP 
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approximations are replaced by EFP for the separated dimers in EFMO, so they are referred to as 
EFP dimers.  

The EFMO energy of a system is given as 

����� = � ��
�

�

�

+ � �∆���
� − ���

����

��������

���

 

+ � ����
���� + ���

���� + ���
����� + ���

���

��������

���

+ ����
��� 

(6) 

where ��
� and ���

�  are the monomer and dimer energies in vacuo. While the EFMO total energy 
is still based on the many-body expansion ansatz, there are no explicit many-body terms in eq 
(6), in contrast to the formulation of the FMO total energy. Another key difference is that the 
monomer and dimer energies (��

� and ���
� ) are computed in vacuo, rather than in the presence 

of an ESP. Consequently, the monomer energies need not be self-consistently converged in the 
field of other fragments, thereby eliminating a computational bottleneck. To compute the 
interactions for separated dimers and the many-body polarization contribution, the MAKEFP 
calculations are performed for each fragment after the monomer SCF step to generate the EFP 
potentials. 

The second sum in eq (6) yields the interaction energies of the QM dimers, while the third term 
contains the separated dimer EFP interaction energies for dimers separated by more than the 
user-specified ����. When two fragments are closer than the cutoff determined by ���� (QM 
dimers), the 2-body interaction energy, ∆���

�  , is computed as ���
� − ��

� − ��
� using the user-

specified QM method. Otherwise, the 2-body interaction energy of separated dimers for ��� >
���� is computed via EFP-EFP calculations. 

The last term in eq. (6) is the EFP total polarization. In the EFMO method, many-body effects are 
captured by the total EFP polarization of the system (����

���) by iteratively converging the induced 
dipole of each fragment. To avoid double counting, the dimer polarization is subtracted from the 
second term in eq. (6).  

Because of the inclusion of the many-body polarization interactions, the EFMO method can 
achieve much better accuracy than FMO2 without explicitly computing the 3-body interaction 
that one would include in a computationally expensive FMO3 calculation. As will be shown in this 
work, in some cases the accuracy of EFMO can be even better than FMO3. Moreover, because it 
is not necessary to iteratively converge each monomer in the Coulomb field of the other 
monomers, EFMO is more flexible regarding the choice of basis sets.  
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As mentioned above, the main bottleneck of an EFMO calculation is the MAKEFP procedure, in 
particular, solving the CPHF and TDHF equations to obtain the static and dynamic polarizabilities, 
respectively, for computing polarization and dispersion interactions, discussed in the next 
section. The serial and I/O intensive implementations of the CPHF and TDHF solvers severely limit 
the size of the fragments that can be treated by EFMO and consequently diminish the 
applicability of the EFMO approach. For example, EFMO calculations on mesoporous silica 
nanoparticles (MSNs) contain fragments ranging between ~ 45 to 100 atoms 41,42 . Because of the 
use of I/O based algorithms for CPHF and TDHF solvers in the original MAKEFP code, it is very 
difficult to include the polarization and dispersion interactions in EFMO calculations for MSNs, 
due to insufficient memory, and production run time constraints. In many applications, 
partitioning the total system into smaller fragments is either impossible or undesirable.41 
Therefore, refactoring and modernizing the MAKEFP code and implementing new algorithms for 
CPHF and TDHF solvers are necessary to make EFMO more feasible for large chemical systems. 

 

Coupled Perturbed Hartree-Fock (CPHF) and Time-Dependent Hartree-Fock (TDHF)  

The previous implementations of CPHF and TDHF in the MAKEFP procedure were written in serial 
and stored the electron repulsion integrals (ERIs) to disk and later retrieved them when needed, 
creating an I/O bottleneck. Moreover, that implementation is based on an MO-driven algorithm, 
a computationally expensive step to transform the ERIs from the AO basis to the MO basis. For 
the current work, a memory-based algorithm, which computes the ERIs in the AO basis on-the-
fly is implemented. Generally, an I/O-based ERI algorithm is faster than a memory-based one for 
small systems. However, the I/O overhead eventually will kill the performance as the system size 
increases. Moreover, the memory-based algorithm can be parallelized with hybrid MPI/OpenMP 
and can additionally be ported to accelerators like GPUs to take advantage of new hardware 
architectures. In the present work, the focus is on the CPU implementation. 

 

CPHF equations 

The CPHF equation for closed-shell systems is expressed as  

� ���,��
��

���
� = ���

�  (7) 

where � and � are virtual molecular orbitals (MOs) and � and � represent occupied MOs. �� is the 
response matrix. The superscript index “a” runs over three times the total number of symmetry 
unique atoms corresponding to the Cartesian coordinates (x, y and z). The elements of the �� 
matrix are cross derivatives of the energy. The �� matrix itself is the dipole moment matrix in 
the MO basis for the static polarizability: 
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���
� = (��|�̂|��) (8) 

The orbital Hessian matrix A is defined as 

���,�� = (�� − ��)������ + 4(��|��) − (��|��) − (��|��)  (9) 
In Eq. (9), �� is the orbital energy and (��|��) are electron repulsion integrals (ERIs) over MOs. 

For a Hessian calculation, the superscript index “a” runs over the x,y,z coordinates of the 
symmetry unique atoms, so there are ���� displacements. Thus, the size of the �� matrix is 
���� × ����, where ���� = ��������. For the MAKEFP calculations, the static and dynamic 
polarizability tensors are obtained from the first order response matrix at only one geometry for 
perturbations (derivatives) of the electric field in the three Cartesian directions x, y, and z.  
Therefore, ���� would be just 3. The dimension of the �� matrix in eq. (8) is 3����.  

The original implementation of the static polarizability in MAKEFP was based on a MO-driven 
approach; that is, one needs to perform a four-index transformation of the ERIs from the AO to 
the MO basis and store the resulting orbital Hessian matrix to disk. The integral transformation 
is computationally intensive, scaling as �(��) where N is number of basis functions. The 
dimension of the orbital Hessian is (����)�. For very large systems, this step becomes the 
bottleneck, as a large amount of disk space is needed to store the integral transformation and 
the orbital Hessian. For example, for the modest size adenine molecule (500 Gaussian basis 
functions using the 6-311++G(3df,2p) basis set), the I/O-based CPHF algorithm would require ~ 5 
GB of disk space, ~ 3.1 GB for the MO integrals and 2 GB for the orbital Hessian. The CPHF linear 
solver performs iteratively to obtain the response ���

� . The solver uses the difference between 
��� and �� to improve ���

� . 

 

TDHF equations 

To compute the EFP dispersion energy, the dynamic polarizabilities over the imaginary frequency 
range are obtained using the TDHF equations:  

��(�)�(�) − (��)��� = −�(�)� 
�(�) = (�� − ��)������ + 4(��|��) − (��|��) − (��|��) 

�(�) = (�� − ��)������ + (��|��) − (��|��) 

(10a) 
(10b) 
(10c) 

where P and �(�) are analogous to the dipole-moment matrix �� in eq. (7) and the orbital Hessian 
matrix A in eq. (9), respectively. The orbital Hessian matrix �(�) is related to the magnetic field 
response of the system. Z is the response vector which is used to determine the distributed LMO 
contributions of the dynamic polarizability tensors.20,43–45 The dimension of Z is �������� with 
���� = 3. The EFP dispersion energy is computed via a 12-point Gauss-Legendre quadrature 
using the dynamic polarizabilities at 12 imaginary frequencies. Therefore, to obtain these 
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imaginary frequency-dependent polarizability tensors, one solves the TDHF equations over 12 
imaginary frequencies to obtain the response vector Z for each frequency. 

The original implementation of the TDHF solver in the MAKEFP code was an MO-driven 
implementation. �(�) is read from disk because it has already been computed for the static 
polarizability. One also needs to compute the �(�) matrix. Then �(�)� and �(�)(�(�)�) are 
computed by reading the orbital Hessian matrices from disk. Together with the I/O intensive tasks 
for reading the two-electron integral transformation and the orbital Hessian matrices, �(�) and 
�(�), the computational cost, including both computational scaling and I/O, is high. For instance, 
the total disk required for adenine molecule using the 6-311++G(3df,2p) basis set will become ~7 
GB for I/O-based MAKEFP. This is the key that limits the viability of EFP-related calculations to 
small systems (less than 50 atoms). In the algorithmic design section, new efficient 
implementations for static and dynamic polarizability tensors for large molecular systems are 
discussed. 

 

Coarse-grained parallelization for fragmentation methods 

The ab initio methods that are used in the FMO and EFMO fragmentation approaches are 
parallelized either by the message passing interface (MPI) or a hybrid of MPI and OpenMP. On 
top of MPI and OpenMP, FMO and EFMO in GAMESS make use of the generalized distributed 
data interface (GDDI) to achieve a multi-level parallelism.11 In this paradigm, since the 
computational tasks for each fragment are essentially independent, coarse-grained parallelism 
can be applied by assigning each fragment or group of fragments to a node or group of nodes, 
while fine grained parallelism is applied to the individual ab initio calculations on fragments and 
pairs of fragments (dimers). Both the number of groups and the number of processes per group 
in the GDDI scheme can be controlled by the user. Having more groups of nodes than the number 
of fragments is allowed but not recommended, because one can then have idle groups that have 
no fragments assigned and therefore a waste of computational resources. Once a group is 
defined, the task within a group is divided into subtasks based on the fine-grained parallelization. 
The performance of each subtask is based on the degree of parallelization (either MPI or hybrid 
MPI/OpenMP parallelism) and the efficiency of the underlying chosen ab initio methods for the 
fragments and dimers. In this work, the number of groups for each calculation was selected based 
on the number of fragments and the number of available processors. 

 

III. Algorithmic design 

To enable EFP-related calculations for large molecular species, a memory-based CPHF code was 
developed by using an AO-driven approach for the generation of the static polarizability tensors, 
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key parameters for calculating the EFP polarization interaction. Second, a ‘direct’ version of TDHF 
has been implemented by computing the ERIs on-the-fly. Solving the TDHF equations is the key 
to generating the dynamic polarizability tensors for computing the EFP dispersion energy. The 
detailed implementation of the direct CPHF and TDHF algorithms is discussed below. 

In the AO-driven algorithm, instead of performing the integral transformation and constructing 
the A tensor explicitly in the MO space, which would typically be impossible to store, the product  
�� (See Eq. (7)) is computed at every CPHF iteration. Omitting the orbital energy terms, the 
product  ��� in eq. (7) can be expanded in the AO basis:46  

�[4(��|��) − (��|��) − (��|��)]���
�

��

 

= � � � � ������{4(��|��) − (��|��) − (��|��)}
����

× � ������
�

��

���
�  

(11) 

 

where p, q, r, and s are indices for AO basis functions, and the Cs are LCAO coefficients. Define 
the "density-like” matrix D and the two-electron part of the "Fock-like” matrix G as 

���
� = � ������

�

��

���
�  (12a) 

���
� = ��4(��|��) − (��|��) − (��|��)�

��

���
�  (12b) 

Once the Fock-like matrix is formed, it is back transformed into the MO basis at a negligible cost 
as follows: 

������
� = � ���

� ���
� ���

��

 (13) 

and the resulting ��� matrix is used to solve the CPHF equations. 

Similar to HF, the computational cost of the AO-driven approach scales as N4, which can be 
reduced toward N3 by effective screening. Using a preconditioned linear solver, the SCF typically 
requires about 10-15 iterations to reach convergence.46 In practice, the cost is ~NiterN3 with Niter 
being the number of iterations, whereas that of the MO-based approach is ~N5. Scheme 1 shows 
the pseudocode of the Fock-like matrix construction in the AO basis. In addition, one can 
compute the AO integrals on-the-fly. Therefore, the process can be further parallelized across 
computer processors. Comparison of the I/O algorithm vs the memory modes of CPHF 
calculations is summarized in Scheme 2. 
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Scheme 1. Pseudocode of Fock-like matrix construction in the AO basis, where GA and DA are 
the Fock-like and density-like matrices, respectively, with dimension ��������. VAL is the value 
of the integral [��|��]. 

 

 

Scheme 2. Flowchart of I/O-based (left) and memory-based (right)  CPHF. 

In the present work, a direct TDHF algorithm is implemented by exploiting the same procedure 
as the AO-driven approach for solving the CPHF equations. To determine �(�)�(�)�, the first step 
is to compute the product �� = �(�)�, and the second is to compute �� = �(�)��. A flowchart 
of the new memory-based TDHF code is compared with the I/O version in Scheme 3. For very 
large systems, the AO-driven approach will be advantageous, as it requires much less memory 
and is much faster than the code that relies on disk access. The default tolerance for the 
preconditioned linear solvers for the direct CPHF and TDHF, which can be modified by the user, 
is set to 5 × 10��. The effects of the tolerance parameter on EFP-EFP polarization and dispersion 
energies are assessed in Section V. 

The parallelization of the TDHF code is implemented in the present work by using both MPI and 
hybrid MPI/OpenMP to take advantage of modern hyperthreaded hardware architectures. On 
top of MPI, OpenMP parallelization has been implemented for the EFP Coulomb, exchange 

DO IXYZ=1,3 

GA(pq,IXYZ)= GA(pq,IXYZ) + 4DA(rq,IXYZ)*VAL 

GA(rs,IXYZ)= GA(rs,IXYZ) + 4DA(pq,IXYZ)*VAL 

GA(pr,IXYZ)= GA(pr,IXYZ) - DA(qs,IXYZ)*VAL 

GA(ps,IXYZ)= GA(ps,IXYZ) - DA(qr,IXYZ)*VAL 

GA(qr,IXYZ)= GA(qr,IXYZ) - DA(ps,IXYZ)*VAL 

GA(qs,IXYZ)= GA(qs,IXYZ) - DA(pr,IXYZ)*VAL 

ENDDO 
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repulsion, and dispersion terms for hyperthreaded computing. Since the use of hybrid 
MPI/OpenMP for TDHF is straightforward and similar to that for RHF, readers are referred to 
Reference 47 for the details of parallelization using OpenMP.  

 

Scheme 3. Flowchart of I/O-based (left) and memory-based (right) TDHF.  

 

IV. Computational details 

All calculations in the present work have been carried out using either MPI or hybrid 
MPI/OpenMP codes implemented in the GAMESS software package.48–51 The generation of EFP 
parameters in the MAKEFP procedure can be performed as a standalone calculation or as part of 
an EFMO calculation. To verify the correctness of the new MAKEFP code, the interaction energies 
of the S22 dataset52, a set of 22 molecular dimers bound by noncovalent forces, are compared 
between the new memory-based implementation and the existing I/O-based one. The effect of 
the CPHF/TDHF convergence tolerance will be discussed. The disk I/O and memory requirement 
of serial I/O-based and parallel memory-based algorithms are compared for three molecular 
systems: (1) the largest molecule in the S22 dataset, adenine (Figure 1a) and (2) a slice of MSN 
(Figure 1b) and (3) a pyrrolic nitrogen-assembly carbon (NAC) model, a promising candidate 
carbon capture material (Figure 1c). The timing and scalability of the new MAKEFP are analyzed. 
For adenine, the restricted Hartree-Fock (RHF) method is employed with the recommended basis 
set, 6-311++G(3df,2p), for the standalone MAKEFP calculations. The RHF/6-31G level of theory is 
used for the MAKEFP calculations on a slice of MSN fragment. RHF/6-311++G(3df,2p) is used for 
the MAKEFP calculation on the pyrrolic NAC model. 

For EFMO, single point energy RI-MP2 calculations (EFMO/RI-MP2) were performed for a 16-
water cluster and polyalanine chains comprised of either �-alanine10 (�-ala10) or �-alanine10 (�-
ala10) as representative systems for noncovalent molecular clusters and chemically bonded 
systems, respectively. The 16-water cluster was generated by Packmol.53 �-ala10 and �-ala10  were 
built in a previous study, as these systems have been used extensively for studying fragmentation 
methods.42,54 Figure 1c-e shows the structures of the 16-water cluster and the polyalanine chains. 
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To fragment the covalently bonded systems, the recently developed generalized adaptive frozen 
orbital (GAFO) scheme, is used.42 The effect of basis sets and Rcut values are systematically 
examined with the following basis sets: 6-31G(d), 6-31+G(d), 6-31G(d,p), 6-31+G(d,p), 6-
31++G(d,p), 6-311G(d), 6-311+G(d), 6-311G(d,p), 6-311+G(d,p), 6-311++G(d,p) and 6-
311++G(3df,2p), for three Rcut values (2.0, 1.0 and 0.3). An additional Rcut =3.25 is included for 
FMO3 as it is the default value for FMO3 in GAMESS.  Recall that the smaller the value of Rcut, the 
greater the number of EFP dimers. For the 16-water cluster, comparison to FMO2 and FMO3 
calculations are made.  

The EFMO errors relative to the full system calculations with no fragmentation at the same level 
of theory come primarily from (1): the dimer interaction energies predicted by EFP and (2) the 
many-body interaction energy predicted by the EFP total polarization. For equilibrium 
separations or longer, benchmarking studies have shown that EFP has MP2-quality or higher 
accuracy with sufficiently diffuse functions in the basis set.35,36,55–57 At shorter range, some 
approximations made in the EFP method deteriorate, and while error cancellation often occurs, 
it is not guaranteed. Thus, the error in the total interaction energy of the system is size 
dependent. Therefore, the average error per fragment is a reasonable indicator, providing a 
sense of order of magnitude the errors across different systems.  

The accuracy of EFMO/RI-MP2 and FMO/RI-MP2 calculations, is assessed by comparing the 
energy of the system obtained using fragmentation methods with the RI-MP2 results for the full 
(unfragmented) system, when available. The error in the total energy per fragment for FMO2, 
FMO3, and EFMO is evaluated as 

|∆�| =
��������

���� − ������
�����

 (14) 

where ����� is the total number of fragments, �������
����  is the full RI-MP2 energy, and ����� is the 

energy of either FMO2, FMO3, or EFMO/RI-MP2. 
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Figure 1. Structures of a) adenine, b) a slice of MSN fragment, c) a pyrrolic NAC model, d) 16-
water cluster, d) �-alanine10, and e) �-alanine10 

 

Lastly, a hydrated MSN is modeled using EFMO/RHF/6-31G to demonstrate the scalability of 
EFMO up to nearly 1000 nodes on the supercomputer Theta at the Argonne Leadership 
Computing Facility (ALCF). The porous MSN contains 1738 atoms and is partitioned into 28 
fragments. Each MSN fragment contains 40-90 atoms. It has been previously demonstrated in 
FMO studies that smaller fragment sizes yielded poor results.41 However, such large fragments 
are very challenging for the I/O-based MAKEFP code, due to memory constraints and time limits 
on supercomputers.   

The calculations for a) standalone MAKEFP calculations on adenine and a partial MSN ring and b) 
EFMO calculations for the 16-water cluster and the polyalanines were performed on one and two 
AMD nodes, respectively, of the Iowa State University (ISU) High Performance Computing facility 
(Nova cluster). The full RI-MP2 calculations were also run on two AMD compute nodes. Each 
Nova AMD node has two 32-Core AMD EPYC 7502 Processors. The EFMO/RI-MP2 calculations for 
hydrated MSN were performed on the ALCF Theta supercomputer. The stand-alone MAKEFP 
calculation was carried out with pure MPI parallelization, and all EFMO/RI-MP2 calculations were 
parallelized using hybrid MPI/OpenMP. The xyz coordinates of the water cluster, polyalanines, 
and hydrated MSN are provided in the Supporting Information. 

 

V. Results and Discussion 

V.1. Validation of memory-based, parallel CPHF and TDHF solvers on the EFP-EFP energy 

b) a slice of MSN fragment

d) (H2O)16

e) �-ala10

f) �-ala10

a) Adenine c) pyrrolic NAC model
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The EFP potentials are generated by the MAKEFP procedure, including the static and dynamic 
polarizability tensors distributed over LMO centroids. These tensors are then used to calculate 
the polarization and dispersion components of the EFP interaction energies. Thus, to verify the 
correctness of the new memory-based MAKEFP code against the original I/O version, the 
polarization, dispersion, and the total EFP interaction energies are assessed. The mean absolute 
deviation (MAD) and the maximum absolute deviation (Max. AD.) of these three energies for the 
S22 dataset are determined. Since other EFP components (Coulomb, exchange repulsion and 
charge transfer) are not affected by the new CPHF and TDHF implementations, they are excluded 
from the assessment of the new MAKEFP in this work. The Max. AD and MAD presented in Table 
2 are all negligible, indicating that the memory-based MAKEFP calculations essentially reproduce 
those from the I/O-based MAKEFP. The tolerance value for converging the CPHF solutions has a 
marked impact on the convergence and timing of the CPHF and TDHF solvers as illustrated in 
Table 3. As expected, the tighter the tolerance, the greater the number of CPHF and TDHF 
iterations, thereby increasing the computer time. It is concluded from Table 2 that a cutoff value 
of 5 × 10��  is sufficient for a converged interaction energy, so this value was employed for 
subsequent results shown in this work. 

Table 2. The Max. AD and MAD (in Hartree) of the polarization, dispersion and the total 
interaction energies for the S22 dataset, with the static and dynamic polarizabilities computed 
with the new memory-based algorithm, compared against the original I/O-based algorithm. 

S22 dataset 
Energy difference between memory-based and I/O-based implementations (a.u.) 

Max. AD  MAD 
Convergence 

threshold 
Polarization Dispersion Tot. Int. E Polarization Dispersion Tot. Int. E 

5 × 10�� 2.49E-06 1.64E-06 3.63E-06 3.71E-07 5.60E-07 7.16E-07 
5 × 10�� 7.59E-07 5.28E-08 3.07E-06 1.45E-07 1.64E-08 2.85E-07 
1 × 10�� 8.85E-07 1.82E-08 3.26E-06 1.52E-07 4.55E-09 2.94E-07 
1 × 10�� 8.65E-07 1.64E-08 4.00E-06 1.50E-07 1.46E-09 3.25E-07 

 

Table 3. Total wall time for MAKEFP calculations for adenine using memory-based algorithms 
with various convergence threshold values.  

Convergence threshold Total wall time (min)a 
5 × 10�� 12.4 
5 × 10�� 17.2 
1 × 10�� 20.4 
1 × 10�� 39.1 

a The calculations were performed within 1 AMD node on Nova, using 32 MPI ranks. 
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V.2. Disk and Memory requirement for MAKEFP: I/O vs. memory-based approaches. 

One critical drawback of the I/O-based algorithm is that the memory requirement and the 
amount of disk space required to store the integrals grow steeply with the fragment size as the 
formal computational scaling of CPHF and TDHF is ~N5. Consequently, the size of fragment on 
which a MAKEFP calculation is feasible is limited. The new memory-based algorithm significantly 
reduces the memory requirement and eliminates disk I/O. The disk file sizes from the I/O-based 
algorithm, and the memory requirements of the I/O versus memory-based algorithms for three 
molecules of different sizes are summarized in Table 4. The memory requirement of the new 
memory-based algorithm is a small fraction of that of the I/O-based algorithm and the huge disk 
I/O is completely eliminated.  

   

Table 4. The disk file size generated for the I/O-based MAKEFP algorithm and the memory 
requirements for the I/O-based and memory-based algorithms (in GB) for three molecular 
systems: adenine, one slice of an MSN fragment capped with hydrogen and a pyrrolic NAC model 
(Figure 1a-c). The computations were performed using 1 AMD EPYC 7502 node.  

molecule # atoms # basis functions Disk I/O (GB) I/O-based 
(GB) 

Memory-based 
(GB) 

Adenine 15 500 7.1 6.27 0.04 
MSN fragment 123 841 921.8 23.10 0.16 
Pyrrolic NAC 42 1400 280.7 25.34 0.32 

 

V.3. Scalability of CPHF and TDHF solvers for MAKEFP: I/O vs memory-based approaches 

Having confirmed the good accuracy and robustness of the new MAKEFP implementation, the 
efficiency and scalability of the code is examined. In this section, MAKEFP I/O-based vs memory-
based algorithms are evaluated by performing stand-alone MAKEFP calculations using the 6-
311++G(3df,2p) basis set for adenine, the largest monomer in the S22 database.  

For small molecules (e.g., common organic solvents) using a small number of processors, the I/O-
based algorithm is faster, because the time-consuming computation of the ERIs in the AO basis 
and the transformation to MOs is done only once. However, the other critical drawback is that 
I/O-based algorithm is serial which means allocating more computational resources (i.e., 
increasing the number of processors) for a particular fragment does not result in a significant 
speed up of the CPHF and TDHF solvers in MAKEFP.  
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Table 5 compares the times required for the I/O-based and memory-based algorithms to 
calculate the static and dynamic polarizability tensors. The stand-alone MAKEFP calculation for 
adenine is carried out with the 6-311++G(3df,2p) basis set; the number of basis functions for this 
calculation is about 500. Since the MO-driven algorithm is utilized for the I/O-based MAKEFP 
code, the computational time for the integral transformation from the AO to the MO basis is also 
included. The memory-based or ‘direct’ version scales well as the number of MPI ranks increases, 
as illustrated in Figure 2. One can see in Table 5 that the direct approach is much more scalable 
as a function of the number of ranks, so that by 32 ranks, the wall time required for the direct 
method is considerably less than that for the I/O-based method. The comparison will increasingly 
favor the direct approach as the molecular size increases. Figure 2 demonstrates the strong 
scaling of the direct algorithm.   

Table 5. Adenine 6-311++G(3df,2p) wall times (s) for static and dynamic polarizabilities using 
I/O vs direct algorithms with various numbers of MPI ranks within 1 AMD EPYC 7502 node. 

Ranks 

Wall time (s) 
I/O Direct 

Int. Trans.a 
Static 
Pol.b 

Dynamic 
Pol.b Total 

Static 
Pol.b 

Dynamic Pol.b Total 

2 1326.15 63.96 810.71 2200.82 838.84 13081.78 13920.62 
4 692.66 64.21 811.92 1568.79 425.97 6631.04 7057.01 
8 460.20 64.19 816.14 1340.53 213.50 3314.83 3528.33 

16 325.70 62.52 806.91 1195.13 109.09 1686.48 1795.57 
32 267.11 66.28 811.72 1145.11 56.87 871.17 928.04 

a Integral transformation (Int. Trans.) is only calculated when using the I/O-based MAKEFP code. 

b CPHF and TDHF solvers are used to determine the static and dynamic polarizabilities, 
respectively. 
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Figure 2. Strong scaling of the CPHF and TDHF parts of MAKEFP for adenine with the 6-
311++G(3df,2p) basis set. 

 

The memory-based MAKEFP calculation for the MSN fragment using the RHF/6-31G basis set is 
significantly faster than the I/O-based version. The number of MSN basis functions using the 6-
31G basis set is 792. Table 6 demonstrates that the wall time of the I/O-based MAKEFP calculation 
scales poorly with respect to the number of ranks, especially at the TDHF step. The wall time of 
the I/O-based MAKEFP calculation using 32 MPI ranks is not included in Table 6 and Figure 3 since 
it cannot be completed within the 3-day limit on the local HPC cluster. For the sequential 
computation (i.e., using only one rank), the direct version provides almost a 10x speedup 
compared with the I/O algorithm. The speedups of the direct MAKEFP algorithm as a function of 
the number of cores is shown in Figure 3.  

Table 6. MSN 6-31G wall times (s) for static and dynamic polarizabilities using I/O vs direct 
algorithms with various numbers of MPI ranks within 1 AMD EPYC 7502 node. 

Ranks 

Wall time (min) 

I/O Direct 

Int. Trans.a Static Pol.b Dynamic Pol.b Total Static Pol.b Dynamic Pol.b Total 

1 1611.3 214.5 1528.0 3353.7 18.2 343.5 361.7 
2 810.2 138.1 1326.9 2275.2 9.2 173.1 182.3 
4 410.1 106.8 1319.7 1836.6 4.7 88.4 93.1 
8 219.5 100.5 1360.3 1680.3 2.5 45.7 48.2 

16 113.9 105.9 2681.3 2901.0 1.3 24.5 25.8 
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32c N/A N/A N/A N/A 0.8 13.6 14.4 
a Integral transformation (Int. Trans.) is only calculated when using the I/O-based MAKEFP code. 
b CPHF and TDHF solvers are used to determine the static and dynamic polarizabilities, 
respectively. 
c The wall time of the I/O-based MAKEFP calculation using 32 cores is unavailable as the 
calculation is over the 3-day time limit on the ISU cluster Nova.  

   

Figure 3. Strong scaling of the CPHF and TDHF parts of MAKEFP for the MSN fragment using 
RHF/6-31G  

 

V.4. Accuracy of EFMO calculations 

The excellent accuracy of the EFMO method has been demonstrated for noncovalently bound 
molecular clusters58 in terms of the average errors, relative energies, and binding energies; the 
quality of EFMO results is much better than that of FMO2 as EFMO includes the many-body 
polarization and in some cases, outperforms FMO3. However, for systems with covalently 
bonded fragments, only a few recent results have been published prior to this work. The need to 
compute dynamic polarizability tensors for the dispersion component with a serial, I/O-based 
algorithm may have contributed to this scarcity. With the new parallel memory-based 
implementation, it is important to establish the robustness and accuracy of the algorithm.   

In the EFMO method, if the distance between two fragments (���) is less than ����, the dimer is 
treated at the chosen QM level of theory. The larger the value of ����, the larger the number of 
QM dimers. For example, for the 16-water cluster, the three values of ���� (2, 1 and 0.3) result 
in 77, 31 and 0 QM dimers, respectively, out of a total of 120 dimers. The remaining (separated) 
dimers are EFP dimers.7,5458,59 
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Here, the EFMO accuracy is assessed for three systems, a 16-water cluster, representing weakly 
interacting molecular clusters, and two model polyalanine systems, �- and �-alanine10 (�-Ala10 

and �-Ala10, respectively), representing covalently bonded fragments. The total energies 
predicted by EFMO, as well as FMO2 and FMO3 are compared with the full system calculations 
using the RI-MP2 method. The impact of the choice of basis set and ���� is examined, and the 
errors per fragment are presented in Figure 4 (16-water) and Figure 5 (polyalanine). In FMO 
applications, the convergence of the monomer SCF in the presence of the ESP of other fragments 
when using diffuse basis functions is challenging. The SCF iterations often diverge or oscillate 
which essentially renders the use of diffuse basis functions impossible for covalently bonded 
systems. Therefore, FMO2 and FMO3 results for all of the basis sets used here are only shown in 
Figure 4 for water. Basis sets with diffuse functions are omitted from the FMO3 calculations on 
the polyalanine systems.  

16-water cluster: For FMO, ����=0.3 (grey bars in Figures 4a and 4b), for which the number of 
QM dimers is the smallest, always yields much greater errors than ���� =1 or 2, regardless of the 
basis set. This is particularly true for FMO3 (Figure 3b), for which the error is an order of 
magnitude larger than that for FMO2 and EFMO, making the Rcut=3.25 and 2 error (blue) almost 
invisible on the same plot. The large error is likely due to the approximate nature of the ESP, 
especially at long-range. Such large errors aggregate quickly for FMO3, outweighing the benefit 
of including explicit 3-body terms. Tables S1-S3 show the absolute error per fragment of the three 
fragmentation methods across various basis sets. 

In contrast, EFMO yields a per-fragment error within 1 kcal/mol across all basis sets and even less 
than 0.1 kcal/mol with the larger basis sets (shown in Figure 4c). For EFMO with ���� = 0.3, the 
largest errors occur for the basis sets that do not contain diffuse basis functions. For such a small 
value of ����, many dimers are treated as EFPs for which diffuse functions are critical for a proper 
accounting of dispersion and polarization interactions.   
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Figure 4. The absolute error per fragment (kcal/mol) relative to the full (non-fragmented) 
system. RI-MP2 calculations for the 16-water cluster using (a) FMO2/RI-MP2, (b) FMO3/RI-
MP2, and (c) EFMO/RI-MP2 with the following Pople basis sets: 6-31G(d), 6-31+G(d), 6-
31G(d,p), 6-31+G(d,p), 6-31++G(d,p), 6-311G(d,p), 6-311+G(d,p), 6-311++G(d,p) and 6-
311++G(3df,2p). All calculations use the cc-pVDZ-RI auxiliary basis set for RI-MP2. Three ���� 
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values are employed, 2.0 (blue), 1.0. (orange) and 0.3 (grey). An additional Rcut =3.25 (yellow) 
was included for FMO3.  

 

Polyalanines (�-Ala10 and �-Ala10): Figure 5 compares the error per fragment against the full-
system RI-MP2 calculations for the FMO3 and EFMO methods for the two polyalanines. While 
����=2 is the default for FMO2 and EFMO, the default ���� for FMO3 is 3.25. Therefore, a fourth 
���� =3.25 is used for FMO3, in addition to the three values (2.0, 1.0, and 0.3) used for EFMO in 
Figures 5a and 5b. Many of the trends observed for the 16-water cluster are present for 
polyalanines as well: (1) EFMO yields much better results than FMO3, an order of magnitude 
smaller error for �-Ala10. (2) FMO3 gives larger errors when smaller ���� values are used. On the 
other hand, the EFMO errors are comparable or smaller for the small ���� values, demonstrating 
the reliability of EFP for separated fragments. (3) augmenting a basis set with diffuse functions 
always reduces EFMO errors. The errors per fragment of �-Ala10 are always larger than those of 
�-Ala10 for the same basis set, because the fragments of spiral �-Ala10 are much closer to each 
other than those of linear �-Ala10. For �-Ala10, the errors at ����=1 are the same as those at 
����=0.3, as the number of QM dimers are the same for these two ���� values.  

 
Figure 5. The absolute error per fragment (kcal/mol) relative to the full system (unfragmented) 
RI-MP2 calculations for (a) �-Ala10 and (b) �-Ala10 using FMO3/RI-MP2 and EFMO/RI-MP2. 
EFMO/RI-MP2 calculations employed the following Pople basis sets: 6-31G(d), 6-31+G(d), 6-
31G(d,p), 6-31+G(d,p), 6-31++G(d,p), 6-311G(d,p), 6-311+G(d,p), 6-311++G(d,p) and 6-
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311++G(3df,2p), whereas basis sets containing diffuse basis functions were excluded from the 
FMO3/RI-MP2 calculations due to convergence difficulty. All calculations use the cc-pVDZ-RI 
auxiliary basis set for RI-MP2. Three Rcut values are employed for EFMO calculations, 2.0 (blue), 
1.0. (orange) and 0.3 (grey). An additional Rcut =3.25 (yellow) was included for FMO3.   

 

Overall, EFMO demonstrates excellent agreement (< 1 kcal/mol error per fragment) relative to 
the unfragmented systems, as long as sufficiently extended basis sets are used. Importantly, the 
use of diffuse functions in a basis set does not result in convergence issues in the EFMO 
calculations. EFMO generally outperforms FMO when using a small ���� value. Small ���� values 
reduce the computational effort by reducing the number of dimers (or trimers for FMO3) that 
are calculated with the ab initio method. 

 

V.5. Efficiency and Scalability of EFMO using new MAKEFP 

Within the FMO approach, the 3-body correction in FMO3 is necessary to obtain good accuracy, 
particularly for polar systems like water.60 Yet, the number of trimers grows rapidly and adds a 
significant computational cost. The FMO3 wall time could be longer than the respective full 
system calculations if the workload is not distributed among enough computing processes by the 
GDDI multi-level parallelization scheme.  

In contrast, it is demonstrated in Figure 6, that EFMO reduces the total wall time appreciably with 
respect to the full system RI-MP2 calculation, even with a relatively small number of processors 
(2 AMD EPYC 7502 nodes). For �-alanine10, using a relatively large basis set, EFMO yields an ~ 5x-
7x speedup compared to the full system RI-MP2 calculation. This speed-up is mainly attributed 
to the new parallel MAKEFP implementation which makes use of both MPI and OpenMP. Using a 
larger number of MPI ranks per node (rpn) provides better performance for both EFMO and the 
full system RI-MP2 calculations. For example, the full RI-MP2 wall time using 16 rpn with 2 
threads per rank is ~6x faster than using 2 rpn with 16 threads. It is possible that an out-of-
memory issue may be encountered when using a large number of ranks since MPI is a distributed 
memory model (i.e., distributes a copy of data to each rank).  
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Figure 6. Wall times (min) for full system RI-MP2 and EFMO/RI-MP2 calculations with 6-
311++G(d,p)/aug-cc-pVDZ-RI for �-Ala10 using various combinations of rpn and OpenMP threads. 
The calculations were carried out over 2 AMD EPYC 7502 nodes with the total processes divided 
into 4 groups. ����=2 is used for EFMO-RI-MP2 

 

To better understand the timings of the EFMO/RI-MP2 calculations reported in Figure 6, the total 
wall time is separated into the RHF, MAKEFP, and correlated (RI-MP2) calculations. The EFMO 
timing analysis is demonstrated in Figure 7. The RHF time includes both monomer and QM 
dimers, as well as the fragmentation scheme (GAFO). The RI-MP2 times include both monomer 
and QM dimers as well. The majority of the MAKEFP time is spent on solving the CPHF and TDHF 
equations for the static and dynamic polarizability tensors, respectively. Figure 7 indicates that, 
regardless of the (MPI rpn X OpenMP thread) combinations, the RHF and MAKEFP computation 
accounts for the bulk of the EFMO calculation, with the RHF step being slightly longer than the 
MAKEFP calculations. Using ����=2, the former would take about 50-60% of the total EFMO time 
whereas 40-50% of the calculation is associated with the MAKEFP step. (See Table S4 for detailed 
timings). The correlated RI-MP2 part only takes a small fraction (~1%) of the total time, and the 
EFP dimer and total polarization computation time is negligible.  
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Figure 7. EFMO/RI-MP2/6-311++G(d,p)/aug-cc-pVDZ-ri timing analysis for �-Ala10 at various 
combinations of rpn X OpenMP threads. The calculations are carried out over 2 AMD EPYC 7502 
nodes with total processes being divided into 4 GDDI groups. The time is broken down into 
three steps: RHF (blue), MAKEFP (grey), and RI-MP2 (orange. ����=2 is used for EFMO-RI-MP2. 

 

 

Figure 8. Timing analysis for EFMO/RI-MP2 calculations with different values of ���� 

 

Once the system is partitioned into fragments (by the user), the number of monomers and the 
total number of dimers (QM dimer + EFP dimer) are fixed. Consequently, the amount of 
computation for MAKEFP is fixed to the number of monomers. On the other hand, the numbers 
of QM dimers and EFP dimers are determined based on the ���� value. While ���� is 
demonstrated in Figures 4 and 5 to have relatively mild effects on the accuracy of EFMO total 
energies, it impacts the EFMO computational time significantly. In general, the smaller the value 
of ����, the fewer the number of QM dimers and the greater the number of EFP dimers. As a 
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result, the total computational time decreases dramatically, as the EFP-EFP calculations are much 
faster than the QM calculations. Figure 8 clearly shows the RHF (orange) timing and consequently 
the total wall time (blue) reduce noticeably as ���� decreases.  

Finally, the new MAKEFP implementation is assessed for a nanoscale model system, a slice of 
mesoporous silica nanoparticle (MSN) (1738 atoms) solvated by 4642 water molecules (total > 
15,000 atoms). The MSNs have facile surface tunability and high efficacy for heterogeneous 
catalysis for many applications including drug delivery, polymer upcycling and carbon capture 
and storage applications.61–65 Shown in Figure 9a is a section of an MSN ring modeled in the 
present work. The MSN is solvated by 4642 water molecules is depicted in Figure 9b. 

 

Figure 9. Front view of the MSN ring (a) and the structures of solvated MSN (b). 

The solvated MSN system is partitioned into 242 fragments, comprised of 28 MSN fragments and 
218 water fragments. Since the RI-MP2 scalability has already been demonstrated66, and its 
timing has been shown to be very small compared with the RHF and MAKEFP parts of the 
calculation (Figures 7 and 8), EFMO/RHF/6-31G calculations were performed in this work for the 
solvated MSN system on the Theta supercomputer. Due to the size of the MSN fragments, it was 
not possible to perform the EFMO calculation on this system employing the I/O-based MAKEFP 
algorithm if dispersion is included, because solving the TDHF equations and generate dynamic 
polarizabilities for MSN fragments is too computationally demanding for the I/O-based 
algorithm. 

Figure 10 demonstrates the strong scaling and the wall time of the EFMO/RHF/6-31G for the 
solvated MSN with nearly 1000 compute nodes on Theta with 8 rpn and 8 OpenMP threads per 
rank. The total number of processes are partitioned into 242 groups so that each fragment is 
assigned to a group. From the strong scaling plot in Figure 10a, the EFMO speedup starts to 
deviate from the ideal when using more than 500 compute nodes due to an insufficient workload. 
This is the first time EFMO calculations, including proper EFP polarization and dispersion 
contributions, has been achieved for such a large molecular system (> 15K atoms).  

 

~56 Å

(a)

(b)
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Figure 10. EFMO/RHF/6-31G calculations for hydrated MSN. This system is partitioned into 242 
fragments. 8 rpn and 8 OpenMP thread per rank are set. The processes is divided into 242 groups 
so that each group is assigned one fragment. (a) Strong scaling with respect to the total number 
of MPI ranks; (b) wall time in minutes as a function of physical nodes.  

 

V.6. Reaction profile on an MSN surface 

Having demonstrated the feasibility of a nanosized molecular model by EFMO single point energy 
calculations in Section V.5, the reaction profile of an aldol condensation catalyzed by an MSN 
surface silanol group is examined in this section to assess bulk solvent effects. The carbinolamine 
formation step in the amine-catalyzed aldol reaction, in the presence of silanol groups, has been 
studied previously67, and a pathway in which the silanol group participates by making bonds with 
reactants in the transition state is found to be the preferred mechanism. In the previous study, 
the FMO method was employed, and the effect of solvent was not explored.67 The reaction 
pathway was also studied with a molecular model in which a propylamine and an acetone react 
in the presence of silanol (SiH3OH) at the MP2/6-31+G(d,p) level of theory.67 The reactants, 
transition state and the product were located and verified with hessian calculations. The reaction 
pathway has been confirmed with the minimum energy path (MEP) method.  

In the present work, the single point energies of 10 molecular structures along the reaction 
pathway of the amine-catalyzed aldol condensation (Figure 11) were computed at the EFMO/RI-
MP2/6-31G/cc-pVDZ-RI level of theory. The 10 points include the reactants (r), transition state 
(ts), and the product (p), as well as three configurations between the reactants and transition 
state (r1ts, r2ts, r3ts), four configurations between the transition state and the product (ts1p, 
ts2p, ts3p, ts4p). In the molecular model, the acetone and propylamine are grouped into one 
EFMO fragment while silanol is in a different fragment. (See Figure S1 for the ten structures and 
their relative energies are in Table S5) 
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To account for bulk and solvent effects, the optimized molecular model is then incorporated into 
the MSN model in the previous section (Figure 9a), then solvated by 4597 water molecules. Figure 
12 depicts the incorporation of the molecular model on the MSN surface. EFMO/RI-MP2/6-
31G/cc-pVDZ-RI single point energies for these 10 points along the reaction pathway were 
evaluated (See Table S5 for their relative energies). For both the molecular and bulk models, the 
EFMO calculations used ���� = 1. 

 

Figure 11. The molecular reaction from reactants to transition state to product. The MSN is 
modeled as SiH3OH. The color scheme is carbon (black), hydrogen (white), oxygen (red), 
nitrogen (dark blue) and silicon (aqua). 

 

 

Figure 12. Reactants with the nano-sized MSN model as in Figure 9. The other nine points on 
the reaction pathway are constructed similarly.  
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Figure 13. Reaction profile predicted by the molecular model (blue) and the bulk model (orange). 
Both the molecular model and the bulk model were calculated with EFMO/RI-MP2/6-31G using 
Rcut=1.0.   

Compared to the molecular model, the barrier height of the bulk model is increased by about 10 
kcal/mol, which partly due to steric hindrance with adjacent silanol groups on the surface. The 
product is about the same energy as the reactants in the molecular model while it is lowered as 
much as ~ 20 kcal/mol in the bulk model. The exoergicity is attributed mostly to the MSN surface 
as a similar energy difference was observed in the previous FMO study (23 – 25 kcal/mol) without 
the presence of water.67 The solvent effect is anticipated to be enhanced when the solvated bulk 
model undergoes geometry relaxation, which is not done in the current study. 

 

V.7. General guidelines for EFMO calculations 

The efficiency of EFMO calculations can be influenced by many factors, including the size of the 
fragments, the ���� value, the optimal combination of MPI ranks and OpenMP threads for 
different theories or algorithms, the memory and I/O requirements, and the distribution of 
monomer and dimer workloads over available computational resources. The workload 
distribution can be finely controlled by GDDI, assigning different amounts of computational 
resources for different monomers and dimers, at different stages of the computation (e.g. 
correlation calculation) and different treatment levels (e.g. a multi-layer EFMO calculation). Such 
artful control requires users to be familiar with not only the chemical systems studied, but also 
understanding GDDI in some depth. A detailed analysis of load balancing in EFMO calculations is 
beyond the scope of this paper and will be topic of a future study focusing on offloading EFMO 
to GPUs.  
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Based on results presented in the current study, fragments that are larger than 500 basis 
functions would be too challenging and time-consuming for the I/O-based MAKEFP algorithm 
due to very large disk and memory requirements. Although the computational time of the 
memory-based algorithm is likely slower than the I/O-based version for medium-sized fragments 
(200-500 basis functions), it is a superior approach in large-scale ab initio calculations. For 
example, Figures 6 and 7 demonstrate that the memory-based algorithm allows parallelization 
within a GDDI group to use multiple MPI ranks efficiently. The memory-based algorithm is 
therefore recommended for large molecular systems. 

The optimal combination of MPI ranks and OpenMP threads depends on the requirements (e.g., 
memory) of the bulk of the computations. Usually, performance can be speeded up by including 
a greater number of MPI ranks. However, this may lead to an out-of-memory issue for correlated 
methods such as RI-MP2. In addition to increasing the memory for the calculations, an out-of-
memory issue can be minimized by increasing the number of OpenMP threads and reducing the 
number of MPI ranks per node, since OpenMP is a shared memory model, whereas MPI is a 
distributed memory model.  

VI. Conclusion and Future work 

The MAKEFP step is a major bottleneck in EFMO calculations as the codes to solve CPHF and TDHF 
equations were previously serial and I/O intensive. A new memory-based algorithm has been 
implemented to solve the CPHF and TDHF equations, and parallelized using both MPI and hybrid 
MPI/OpenMP. 

Overall, the I/O-based MAKEFP algorithm is computationally expensive in terms of time and 
computational resources. It requires ~1TB disk space and takes ~2-3 days to perform MAKEFP 
with the MSN fragment (142 atoms) with the 6-31G basis on one AMD EPYC 7502 node. Since 
MAKEFP is a crucial step for generating the EFP potential for EFP related calculations (EFP-EFP, 
EFMO, and QM-EFP), the I/O-based MAKEFP algorithm limits the practical application of EFP 
related methods to small-to-medium molecular systems (< 50 atoms per fragment). In the 
current work, the new memory-based implementation (1) eliminates massive disk requirements, 
(2) drastically reduces the memory usage in EFP-related methods, and (3) improves the scalability 
and performance, which boosts the time to solution of MAKEFP calculations. Consequently, the 
new MAKEFP implementation greatly expands the range of applications accessible by EFP and 
EFMO methods, enabling realistic modelling of chemical processes. 

Since the EFP potentials are computed on-the-fly by MAKEFP in the EFMO method, this work has 
presented an assessment of the consequent accuracy and efficiency of the EFMO method for 
both covalently bonded systems and noncovalent molecular clusters. The effects of basis sets 
and the key parameter ���� were also included. 
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Because EFMO evaluates the monomer energies in vacuo and does not need to iteratively 
converge the monomer energies in the electrostatic field of other monomers, it does not 
encounter challenging SCF convergence issues when diffuse functions are present in the basis 
set. In turn, the use of diffuse basis functions greatly improves the quality of the EFP potentials, 
especially for the polarization and dispersion interactions. In general, EFMO yields < 1 kcal/mol 
per fragment error for both bonded and noncovalent systems. A small ���� value, which 
corresponds to more EFP dimers, has mild to negligible impact on the accuracy, as long as a 
sufficiently large basis set with diffuse functions is used to generate the EFP parameters.  

The memory-based, parallel implementation of MAKEFP exhibits almost ideal strong scaling with 
respect to the number of CPU cores. The EFMO total wall time is significantly reduced compared 
with the corresponding QM calculation on the full system. Timing analyses confirm that the 
monomer and dimer RHF calculations and the MAKEFP calculation are the two most time-
consuming portions of the EFMO runs, and a smaller ���� value could reduce the RHF time 
considerably.  

With the new MAKEFP implementation, EFMO calculations on a realistic model system, a 
hydrated MSN (> 15,000 atoms and > 77,000 basis functions), have been successfully performed 
on up to 984 CPU nodes on the Theta supercomputer at ALCF. This is the first time that an EFMO 
calculation of this size, including proper polarization and dispersion interactions, was 
demonstrated to be feasible. The new implementation presented here makes EFMO viable for 
computational investigations of interactions that occur in both the bulk and in the presence of 
solvents, as demonstrated by the reaction profile of MSN-catalyzed aldol condensation. 

Porting the time-consuming parts of EFMO calculations (RHF, CPHF and THDF) to accelerators 
such as GPUs is another major effort to enhance the performance of EFMO. Accelerator 
implementations will be reported in the future. Having highly scalable and efficient 
implementations on both CPUs and GPUs will allow the EFMO method to exploit massively 
parallel, heterogeneous exascale supercomputing architectures.  

Supporting Information 

Absolute error per fragment for FMO2, FMO3 and EFMO methods of water cluster and 
polyalanines are provided in Tables S1-3. Table S4 shows the EFMO timing analysis using various 
combinations of MPI rpn X threads. The coordinates of a) a slice of MSN fragment, b) 16-water 
cluster, c) polyalanines and d) pyrrolic NAC model molecule are provided in .xyz format. 
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