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Abstract  

Over the past two decades, the US-DOE has funded multiple projects that rely on high-performance 

computing and exascale computing platforms to accelerate scientific discoveries and address grand 

scientific challenges, such as harnessing fusion energy. In this article, we review in detail one of these 

efforts aimed at enhancing our capability to model plasma-facing materials subject to plasma and high-

energy ion/neutron irradiation. The plasma surface interactions project has built a multi-scale modeling 

framework where many of the plasma- and high-energy ion/neutron irradiation-induced effects occurring 

in tungsten are explored. This knowledge is used to develop atomistically-informed, high-fidelity 

continuum and meso-scale models that can be validated against experiments. We review the 

developments within this project, with attention to experimental validation efforts, and specifically 

highlight activities associated with: helium bubble bursting and equation of state, and hydrogen-helium 

interactions in tungsten; atomistically-informed model development for beryllium-tungsten material 

mixing; coupling of scrape-of-layer plasma, sheath and material models; and coupling of stochastic 

cluster-dynamics and crystal plasticity models to address radiation effects in tungsten under stress. 

Finally, we present how the project is preparing for future computational architectures, for instance 

through efforts to adapt atomistic methods to exascale computing. 
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1. Introduction 

The demands placed on plasma facing components (PFCs), first wall and blanket systems during 

sustained operation of future fusion power systems require performance far beyond the capability of 

current materials. Consideration of the interfacial region where the edge plasma meets the material 

surface leads to the identification of a coupled spatial region that involves critical scientific issues for 

fusion power. The interaction region couples the boundary and scrape off layer (SOL) plasma to the 

material surface via the plasma sheath. PFCs respond to the extreme thermal and particle fluxes, causing 

changes in material surface properties due to gas implantation, erosion-redeposition, changes in 

temperature and irradiation by 14 MeV peaked neutron spectrum, among others. Gaining fundamental 

understanding of these interlinked plasma – surface interactions (PSI) is needed to solve critical scientific 

issues for the realization of commercial fusion power [1– 8]. 

Establishing a fundamental physics understanding and developing predictive capabilities of PSI and 

irradiation effects in structural fusion materials requires simultaneously addressing complex and diverse 

physics occurring over a wide range of length (angstroms to meters) and time (femtoseconds to years) 

scales. This requires development of not only detailed physics models and computational strategies at 

each scale, but also algorithms and methods to couple them effectively. Our bottom-up approach bridges 

the scales between high-fidelity atomistic/microstructural modeling and meso-scale simulations through 

the adaptation of hierarchical multiscale modeling frameworks. Specifically, ab-initio, atomistic and 

microstructural studies are used to develop the requisite knowledge to inform two cluster-dynamics (CD) 

models: the continuum CD PSI simulator Xolotl, and the stochastic CD model developed to address 

irradiation effects in materials. For instance, as presented in this paper, we use atomistic methods to 

understand material mixing (Be-W) and gas dynamics (He bubbles and H-He interaction) in tungsten, 

which provide a progressively more realistic and complex description of fuel retention in W plasma-

facing materials (PFM) that is incorporated into Xolotl. That is, these Crystal Plasticity and Cluster 

Dynamics methods have been informed by lower length scale first principles and atomistic simulations 

(MD using ML potentials fit to DFT results) within a scale-bridging multiscale approach. For brevity the 

figure demonstrating this approach is not included here, but the reader is referred to Figure 1 of Ref. [9] 

and Figure 1 in Ref. [10]. 

Xolotl [11] is a continuum CD code solving the time evolution of the concentration vector for the 

different clusters in an ion irradiated material, governed by the corresponding spatially dependent drift-

diffusion-reaction equations subject to the appropriate initial and boundary conditions. It uses a cell-

centered finite-difference implementation in which the grid along the depth direction has a variable grid 

size, with a finer grid resolution near the surface in order to better describe the near-surface physics. The 

PETSc solver [12] used in Xolotl allows for message passing interface (MPI) parallelism by splitting the 

grid across processors; the computations within a grid point can be accelerated with GPUs via the use of 

Kokkos [13] for portability. To aid with convergence, the grids used to solve the drift-diffusion-reaction 

and heat equations do not need to be identical but do use the same number of grid points. The temperature 

values are linearly interpolated between the two grids to be used in solving the clusters equations. In PSI 

studies, the simulated material is tungsten and we currently account for clusters of H, He, vacancies, W 

self-interstitials, and appropriate combinations. 

In some instances, capturing spatial and time fluctuations in defect populations requires solving every 

defect event explicitly. Other than atomistic methods, which are limited in spatio-temporal scales needed 

for damage accumulation, the most popular class of methods are 'event' and 'object' kinetic Monte Carlo 

(kMC) methods. KMC simulations are inherently stochastic and hence introduce numerically what 

otherwise occurs 'naturally', i.e. variations of defect processes in space and time. For long simulated 

times, or for very high numbers of defects, when the law of large numbers applies, kMC and continuum 

CD simulations converge to the same solution, but in most cases kMC simulations are limited in terms of 

the dose/timescales that can be achieved. While such kMC timescales are generally much longer than 

                  



 

molecular dynamics (MD), they are still much shorter than CD timescales. There is, however, a way to 

take advantage of the beneficial aspects of both classes of techniques. The partial/ordinary differential 

equation system can be solved within the mean-field approximation but treating each term in the 

coefficient matrix as if it was an event rate. Event rates are defined for a specific material volume as in a 

kMC simulation and matrix coefficients are obtained as for rate theory simulations. The result is a 'hybrid' 

method of sorts, which suppresses combinatorial explosion, introduces spatio-temporal correlations 

naturally, and is capable of reaching irradiation doses much longer than pure kMC simulations. This 

method is called Stochastic Cluster Dynamics (SCD) and is here applied to simulate damage by high 

energy ion/neutron irradiation. Further details on the basis and parameterization of this method can be 

found in [14–17]. 

This paper presents four case studies of our multi-scale modeling approach and code-coupling. The 

presentation of these case studies is structured as follows: in Section 2, we review atomistic studies of (a) 

Be-W mixing and (b) He bursting and H partitioning to He bubbles, and how these inform Xolotl; in 

Section 3, we present (a) the use of Xolotl in integrated PSI modeling, and (b) coupling of SCD to a 

crystal-plasticity model to address mechanical changes of materials under irradiation; in Section 4 we 

review efforts for improving performance and building a simulation capability for the exascale era. 

Finally, Section 5 summarizes our work, and highlights a number of opportunities for future progress. 

2. Atomistic simulations to inform meso-scale models 

2.1. Atomistic study of Be-W interactions to build and inform a continuum 

meso-scale model 

To study the complex surface chemistry that occurs at the plasma-material interface at the atomic-scale, 

robust and accurate interatomic potentials (IAPs) are needed. While classical IAPs are capable of 

capturing a lot of relevant physics, they are generally limited in their transferability or properties beyond 

the fitting regime. A new class of machine learning interatomic potentials (ML-IAPs) [18–21] offer more 

flexibility and higher accuracy [22] compared to classical IAPs. While classical IAPs are represented by a 

functional form with some inherent physics relevant to the application, ML-IAPs are instead trained to 

large datasets of density functional theory (DFT) data allowing for quantum accuracy with molecular 

dynamics (MD) scalability. That is, because ML-IAPs are fit to reproduce DFT training data, the accuracy 

in reproducing energies and forces of different structures is becoming much closer to DFT, hence the 

“quantum accuracy”. For example, a prior study [22] has shown that for a few different materials (i.e Ni, 

Cu, Li, etc.), ML-IAPs on average have energy and force errors about an order of magnitude lower 

compared to EAM potentials, even approaching the accuracy of DFT with energy and force errors as low 

as ~0.6 meV/atom and ~0.01 meV/atom. The benefit of having this level of accuracy in MD is the 

scalability: while DFT simulations are limited to a few hundred atoms, MD simulations can reach billions 

of atoms on modern supercomputers. As shown by Sikorski et al [23], in some instances, the time and 

length scales required to study material processes at high temperature are inaccessible with DFT but 

achievable with an ML-IAP in MD.  

For the case of Be-W, where the emphasis was on simulating the formation of complex intermetallics due 

to Be ion deposition/implantation, a spectral neighbor analysis potential (SNAP) [21,24] ML-IAP was 

developed. While one Be-W bond order potential exists [25] and reproduces many relevant properties, 

some key parameters such as intermetallic and defect formation energies needed improvement. While the 

Be-W BOP predicts many properties well, like the cohesive energies of the intermetallic phases and 

formation energy of Be-W molecules, the point defects and surface adsorption energies were not well 

reproduced. In general, the BOP underpredicts the defect formation energies and in some cases, these 

values have the wrong sign. Because we were interested in studying Be implantation in W, reproducing 

the correct behavior of Be on surfaces and as a defect in tungsten was critical and motivated the 

development of a new IAP. 

                  



 

The Be-W SNAP IAP was developed [26] from a dataset that included a variety of structures such as 

elastically deformed, liquid, surface structures for and defects in W, Be, and multiple intermetallic phases. 

The potential was fit to reproduce the elastic constants, defect formation energies, and cohesive energies 

for the pure phases and the formation energies for the intermetallic phases. The potential was initially 

tested by predicting the depth distribution for low energy Be implantation in tungsten. A series of Be 

implantation simulations were also performed to study intermetallic formation [27]. It was found that an 

amorphous mixed layer quickly formed (< 15 ns) in the near surface (< 2 nm) region, which exhibited 

some amount of ordering into known intermetallic phases. The Be-W potential was extended to include 

He and an additional set of simulations was performed to investigate the effect of Be on He bubble 

formation [28]. It was observed that bubble nucleation was suppressed in the presence of Be due to a 

large decrease in the He diffusion coefficient. These results are consistent with experimental findings of 

lack of W fuzz formation in Be-W intermetallics [29] and uncovers a mechanism for this nanostructure 

suppression.  

This SNAP model was re-optimized (compared with [26]) to better capture Be-W surface structures. We 

confirmed that the dense hexagonal Be structure and the complex sub-monolayer surface structures on 

W(110), proposed in recent DFT and experimental work [30,31], were energetically stable. Further 

validation was gained from the calculation of the BexWy convex hull where SNAP found the lowest 

energy Be-W intermetallic to be Be2W with a formation energy of 0.59 eV/atom below the Be/W end 

members agreeing with DFT calculations [32]. 

Using these SNAP potentials in additional MD simulations, we measure the rate of Be-W intermixing and 

the composition of the resulting mixed region. The simulation setup has lateral dimensions of 47.4 Å and 

17.7 Å with a 40 Å W slab in a (110) surface direction and 20 Å of Be on top in addition to a 40 Å 

vacuum-layer. These simulations were run for 50 ns at 1000 K. Initially, the interface between W and Be 

is simply the monolayer structure discovered in previous DFT work [30] with a (0001) HCP Be slab 

relaxed onto its surface. After 50 ns at 1000 K, we find no intermixing, in fact, there is the same ideal 

interface between W and Be at the end of the simulation. We surmise that there is a so-called, ‘interfacial 

stalemate’ between the metals. Even though there is a strong thermodynamic driving force for mixing 

there is no favorable kinetic pathway for its initiation. This is confirmed through a number of static 

climbing-image Nudged-Elastic Band (CI - NEB) calculations [33] which find that pathways to move Be 

under the W surface result in > 3 eV energy barriers, which are energetically unfeasible at temperatures 

and timescales simulated in MD. 

We observe that defect creation, including W vacancies at the Be-W interface and Be interstitials in W, 

immediately initiate intermixing at 1000 K, thus seemingly breaking this ‘interfacial stalemate’. In the 

context of fusion first wall conditions, re-deposited material is generally expected to impact at energies 

sufficient for implantation and there will always be sufficient surface roughness to initialize this 

intermixing due to surface imperfections and previously accumulated damage [34–37]. 

The previously described MD simulation was repeated with 5 W surface vacancies, initiating the 

intermixing. A 20 Å mixed region was formed and the composition measured by observing ~ 4 Å slices 

through it. We find that there is a convergence of the composition close to Be2W as anticipated due to the 

thermodynamics predicted by the SNAP potential. However, the resulting intermetallic is essentially 

amorphous with only small pockets of ordered Be2W structure. We surmise that this is due to the slow 

kinetics of ordering into the complex Be2W structure which could not complete during MD time-scales. 

  

                  



 

 
Table 1: defect formation energies for Be interstitials relative to HCP Be and effective energy barriers for diffusion of Be 

interstitials in different Be/W matrices. 

 

Bei Kinetics / 

Thermodynamics 

HCP 

Be 
Be12W Be2W 

MML:W 

Interface 

BCC 

W 

Effective Energy 

Barrier (eV) 
0.06 0.32 0.28 - 0.49 

Defect Formation 

Energy (eV) 
4.13 3.36 2.09 0.56 - 2.0 3.43 

During the intermixed layer growth, the transport of interstitial Be atoms through the mixed region to the 

W:Be2W interface was identified as the mechanism controlling continued growth. This implies that the 

rate of the mixed layer growth would indeed be controlled by the effective energy barrier of the 

associated interstitial migration pathways. Be interstitial diffusivity in the stable BexWy compounds was 

then calculated in MD simulations at different temperatures by collecting Mean-Squared Displacement 

(MSD) statistics. The results are summarized in Table 1. Additionally, we characterize the 

thermodynamics through the Be interstitial formation energies in BexWy compounds, shown in Table 1. 

We clearly see that there is a thermodynamic driving force for Be interstitials to move from pure Be into 

the intermetallic (regardless of the exact composition) and then to the intermetallic-W interface. These 

thermodynamics aided by fast Be interstitial diffusivity in these compounds control the rate of the 

progressive growth of the intermetallic region. 

These and other atomistic modeling results [38–41] have identified the following four steps as the rate 

controlling steps in the kinetics of Be-W mixing during Be deposition/implantation on W: (1) adsorption 

of Be on the W surface, (2) diffusion of Be atoms from surface to bulk, (3) bulk diffusion of Be in W and 

Be-W intermetallic phases, and (4) thermally enhanced loss of Be as identified in experiments by Baldwin 

et al. [42]. A good summary of the key atomistic 

steps, and their role in interpreting experimental 

results is presented in Ref. [43]. It is worth noting 

that, during implantation of Be in W, such as during 

plasma exposure in PISCES experiments presented in 

Ref. [42], the first two kinetic steps are irrelevant.  

Based on these insights, we have developed a 1D 

diffusion equation model, where Be migrates from the 

free surface to the bulk, coupled with mass and 

species conservation. In the model, two kinds of 

beryllium are present in the system – beryllium in the 

form of stoichiometric compounds (BexWy) and freely 

diffusing Be. Be is the diffusing species, and the 

diffusivity is strongly dependent on the local 

environment, i.e., the concentration of W, Be, and 

intermetallics at a given depth. The only source of Be is the deposited Be on the free surface, starting with 

a pure W slab. At present, no insight is available for the atomic rearrangement process of Be and W to 

form the three stable alloy phases – Be22W, Be12W and Be2W – in the equilibrium phase diagram [44], as 

that occurs beyond the MD time-scales. Therefore, our model assumes an instantaneous phase 

transformation from a Be-W mixture to a stoichiometric alloy. Further, the exact mechanism of thermally 

enhanced loss, sputtering or sublimation of Be, is yet not fully understood. Due to the high surface 

binding energy of Be on Be or Be-W intermetallics [45], we have so far neglected the loss of Be in our 

model. We have compared the predicted intermetallic layer growth by our model against the film 

 

Figure 1: Growth of the mixed Be-W layer predicted by the 

1D diffusional continuum model, at experimental 

conditions [42] and for different temperatures: 1023 K and 

1123 K. 

                  



 

deposition experiments reported in Ref. [42]. Our model predictions, shown in Figure 1, closely match the 

low-temperature diffusional growth of Be-W intermetallic layers observed in experiments [42], but the 

temperature dependence is not yet quantitatively captured. After the temperature dependence is correctly 

predicted and Be loss mechanism(s) are introduced in the continuum model, we intend to validate the 

model against PISCES experiments that revealed the formation of different Be-W compounds depending 

on the plasma conditions (ion energies and surface temperatures) [42]. The meso-scale nature of our 

model and its numerical approach are consistent with that in Xolotl for seamless integration with the 

simulator in the near future.  

The existing Be-W SNAP potential is currently being extended to include H interactions. The training set 

was expanded to include structures involving H on mixed Be-W surfaces or as a defect, as well as high 

temperature DFT-MD of H in both the pure phases and intermetallics. The potential is being fit to 

reproduce the additional properties of H defect formation energies and surface adsorption energies in W 

and Be as well as the H2 formation energy. Initial candidate potentials can reproduce these properties with 

moderate accuracy and can be used to simulate H implantation in the intermetallic phases including Be2W 

and Be12W. Early results indicate that the implantation depth profile for 75 eV H is shallower and the 

reflection rate is much lower in the intermetallics compared to W, implying that more H will implant in 

the intermetallics but much closer to the surface. 

2.2. Systematic atomistic investigation of helium bubble pressure 

evolution, growth and bursting along with H partitioning to helium 

bubbles  

Due to the importance of the over-pressurized helium bubble evolution in driving the initial surface 

roughening that is the precursor to tungsten fuzz, we performed two sets of systematic MD simulations to 

derive an equation of state (EOS) of He bubbles in W and a growth model of subsurface He bubbles [46]. 

The first set involved a single bubble in bulk W with various sizes and He/vacancy ratios (NHe/NV). For 

each condition, the bubble pressure was calculated using the Voronoi volume of the He atoms in the 

bubble, as described in Ref [46]. A volume model was derived to determine the bubble volume (V) as a 

function of NV, NHe/NV, and temperature. We also observed that the bubble pressure was considerably 

higher than what was estimated using an existing EOS of free He gas that was fitted to experimental data 

[47]. This was caused by a repulsion between He and W atoms, which was not accounted for in the free-

gas EOS. Thus, an EOS was derived for He bubbles in W, fitted to the MD data up to 2500 K, similar to 

that by Caro et al. for He in iron [48]. 

In the second set of simulations, the growth of a bubble near a W (100) surface was simulated as a 

function of nucleation depth and temperature. A self-interstitial-atom cluster (loop) can be emitted from a 

bubble (a loop-punching (LP) event) at any depth if the He/vacancy ratio (bubble pressure) is high 

enough. A considerable attraction exists between a loop and a free surface within ~29 layers (in units of 

W (200) layer spacing), causing a preferential loop emission towards the surface along one of the <111> 

directions. Thus, a bubble within this depth grows through successive LP events, each causing a shift of 

the bubble position towards the surface. A loop-punching model was derived by fitting the NHe/NV that 

triggers the LP events and the associated increase of the bubble size (ΔNV) as a function of NV and 

temperature. The shift of the bubble depth did not appear to depend on NV or temperature. When the 

bubble is close enough to the surface, it bursts. Thus, bubble bursting must satisfy two conditions: high-

enough NHe/NV and close-enough depth. A model was derived to describe the critical NHe/NV and depth as 

a function of NV and temperature. The LP and bursting models were parametrized in terms of NHe/NV and 

NV, as these quantities are typically tracked in mesoscale simulations. To obtain the pressure, the newly 

derived volume model and bubble EOS can be used. We showed that the LP pressures calculated with the 

bubble EOS and volume model agree well with the pressures calculated directly during the MD 

simulations of bubble growth. Future studies will explore the effect of surface orientation on bubble 

growth and bursting. 

                  



 

In the original He bubble bursting model 

implemented in Xolotl [49], helium release 

from over-pressurized bubbles was defined as 

a stochastic event, which depended on both 

the bubble size and its distance to the surface. 

The predicted He retention behavior was in 

good agreement with results from high-flux 

(5x10
27

 He m
-2

 s
-1

) MD simulations, although 

the size and depth distributions of the bursting 

bubbles did not completely match the MD 

results. Furthermore, when extrapolating to 

experimental plasma exposure conditions 

(with fluxes ranging from 2.5x10
20

 to 5.6x10
21

 

He m
-2

 s
-1

, and temperature from 527 to 1057 

K), Xolotl predictions of He retention differed 

from experimental measurements by up to 3 orders of magnitude without any modification of the model 

(better agreement was obtained by including an initial vacancy concentration serving as a proxy for 

material impurities, or increasing the helium diffusivity). In addition, due to each event resetting the 

solver time-step, these simulations were computationally inefficient. Thus, we implemented an updated 

model where bursting is described through a reaction rate constant that can be informed by well-defined, 

targeted MD simulations of bubble growth as described earlier in this section. The main advantages of 

this method is that the simulations are reproducible and converge better, reducing the simulation time by 

up to a factor 6 for experimental conditions. The updated rate of bursting is given by:                

                          with   the ligament thickness,   the depth,    and    fitting parameters 

representing the bursting frequency in s
-1

 and depth threshold in nm below the surface, beyond which 

bursting is not expected to occur, respectively. The effect of these tuning parameters, in comparison with 

large-scale MD simulations [50] and the original bubble bursting model in Xolotl, is shown in Figure 2. 

Uncertainty quantification methods are currently being applied to optimize the bursting model parameters 

against experimental results, as well as to find any possible hidden parametric dependencies, such as on 

temperature and flux.  

As initial studies of the H interaction with He bubbles in W, we performed MD simulations of thin 

tungsten films containing a free surface, in which a 2 nm bubble containing high pressure He at a density 

of 3 He/vacancy was initially centered 3 nm below the tungsten (111) surface [51]. The MD simulations 

also contained 0.5 hydrogen atoms per vacancy, with helium and hydrogen initially randomly distributed 

within the bubble, and were performed at 1800 K. At this He concentration and temperature, the bubble 

exceeds the loop punching threshold with the emission of prismatic dislocation loops that are rapidly 

attracted to, and annihilate at, the free surface in the form of adatom islands. Further, as shown in Figure 

3, the initially uniform hydrogen distribution within the high-pressure helium bubble rapidly migrates to 

the periphery of the bubble and remains trapped at the bubble - matrix interface for the entirety of the 

simulated timescale of 1 ns. As also shown in Fig. 3 (b – d), for thin tungsten films of 6 nm thickness, the 

initially high-pressure bubble rapidly expands toward the free surface as a result of dislocation loop 

punching. However, for the 12 nm thick film (Fig. 3 (e)), the bubble is not able to expand through 

dislocation loop punching. 

While it is possible that the observed hydrogen segregation is an artifact of the short-time, interatomic 

potential or high temperature of these MD simulations, the H segregation and trapping at the bubble - 

matrix interface is a robust conclusion that is identified in all MD simulations performed, including 

different surface orientations, different initial distributions of the hydrogen population, and those in which 

loop punching did not occur. Molecular Statics, as well as DFT simulations of hydrogen segregation to 

planar W - helium interfaces [52] have also confirmed the strong segregation and trapping of H to the He 

bubbles in the tungsten. These DFT calculations indicate that W-H covalent bonding occurs at the  

Figure 2: evolution of helium retention as a function of fluence for: 

large scale MD simulation with an incoming flux of 5 × 1027 He m-

2s-1 [50], Xolotl with the original stochastic bursting model [49] and 

Xolotl with the reaction based model with different values for f'.  

                  



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

standoff region of the interface due to hybridization that increases at higher densities of He, leading to an 

inverse relationship between the separation distance at the interface and the H binding energy. These 

simulations indicate that the H de-trapping energies are approximately 1.89 ± 0.25 eV across planar 

interfaces with (100), (110) and (111) orientations containing helium gas densities in the range from 1 to 

4 He/vacancy [52]. The phenomenon of hydrogen segregation and trapping at high-pressure helium gas 

bubbles below tungsten surfaces has been parameterized into the Xolotl code. As presented in Section 

3(a), integrated PSI simulations of ITER burning plasma conditions that include H and He in Xolotl 

predict strong hydrogen isotope trapping at helium bubbles in the near-surface of W and reduced H 

permeation into the bulk.  

Rigorous experimental validation of our model for W-He-H interactions requires detailed and systematic 

analysis of surface structures, pinhole bursting, etc., with wide parametric variation (He/H flux and 

fluence, surface temperature, ion energy…), which is currently not available in the literature. However, 

aspects of gas retention resulting from the W-He and W-He-H interactions have been experimentally 

validated, as detailed in Refs. [53,54]. 

Figure 3: Snapshots from a MD simulation of a W thin film (only 

surface atoms shown) at 1800 K with a (111) surface orientation 

and an initial 2 nm diameter bubble. a) The initial configuration 

with 3 He/vacancy and 0.5 H/vacancy randomly distributed 

within the bubble. Resulting configuration after (b) 100 ps and 

(c) 1 ns, in a simulation cell of 6x6x6 nm. Resulting 

configuration after 1 ns in a simulation cell of (d) 12x12x6 nm 

and (e) 6x6x12 nm. The inset images are slices through the 

middle of the bubble. The gray, magenta, blue and green spheres 

represent the original W surface atoms, W adatoms, He and H, 

respectively, as reproduced from Ref. [51]. 

                  



 

3. Integrating meso scale models to predict material response at 

experimental scales 

3.1. Coupling Xolotl to plasma and impurity transport models for a 

comprehensive description of PSI  

Integrating plasma and material models allows for a self-consistent and comprehensive description of PSI, 

and is therefore needed to build a predictive capability for evaluating the performance of PFM. In 

addition to the strategy presented in this section, integrated PSI simulations include, for example, the 

approach by Schmid and co-workers with the WallDYN code [55-57], which provides a computationally 

efficient, non-iterative solution of the coupled SOL plasma and material surface. WallDYN is based on 

parameterization of the plasma trace impurity migration model DIVIMP [58] and the surface dynamic 

model SDTrim.SP [59]. In contrast, our high-fidelity strategy couples a description of the boundary 

plasma, provided by the SOLPS-ITER package [60,61]; the plasma sheath resolved by the particle-in-cell 

code hPIC [62]; the transport of W impurities calculated by the Monte Carlo trace impurity code GITR 

[63]; near-surface processes resolved by the binary collision approximation code Fractal-Tridyn (F-

Tridyn) [64]; and the evolution of the surface morphology and sub-surface composition by the continuum 

cluster dynamics code Xolotl. While the boundary plasma model SOLPS is widely used and validated 

against experiments in many tokamaks, the workflow governing the data shared between these codes and 

in particular, the impurity transport code GITR, were all newly developed for the project. Therefore, 

GITR, as well as the coupling of the two codes used to describe the material response (F-TRIDYN and 

Xolotl), and integration (i.e., data exchange) of all these elements, was validated against linear device 

experiments, as described in Refs. [65,66]. The validated model has then been applied to interpret and 

predict PSI experiments in current and future tokamaks [67–71]. In this section, we highlight some of the 

most notable results from applying the integrated model to predicting the evolution of the ITER divertor 

during full-power burning plasma operations, considering a pristine W PFM, as well as W pre-damaged 

by He plasma. 

For an initially pristine W divertor and conditions predicted by the integrated model, Xolotl calculates 

that the near-surface peak observed in the depth profiles of T and D decreases over time. This effect is 

most noticeable in the locations closest to the strike point, where heat fluxes are highest. As the 

temperature increases due to heat fluxes, the solute concentration, as well as diffusion will follow the 

change in the temperature, and therefore the peak in depth-resolved T concentration will drop to take the 

value expected for the temperature at a particular time. It is worth noting that in this case, gasses generally 

are not trapped in vacancies, which are assumed to pre-exist in the material at an uniform concentration of 

10
-18

 V/nm
3
; or in He-containing clusters, as due to the small fraction of He in the plasma (~ 10

-3
), self-

clustering only happens later in the simulation (t>1s, as shown in Fig. 4a), well after the steady state has 

been reached for the temperature. With these low levels of damage, D and T diffuse faster as the 

temperature increases,  

 
Table 2: depth-integrated T content for an initially pristine W substrate (pre-exposure ‘none’), and for W pre-exposed to 75 V 

and 250 V bias voltage He plasma in PISCES. 

 

He pre- 

exposure 

T content 

[1020 T/m2] 

None 1.62 

PISCES 75 V 1.22 

PISCES 250 V 1.04 

                  



 

which increases outgassing and lowers the near-surface concentration. Further details regarding the 

integrated simulation set-up and other results are found in Refs. [66,67,69]. 

The integrated model has also been applied to assess how pre-damage by He affects the surface response 

to this ITER scenario [67,69]. Comparison of depth-resolve T concentrations for exposure to burning-

plasma operations of an initially pristine W substrate (Fig. 4 (a)), described above, and W pre-damaged 

by He plasma (e.g., during He plasma exposure in PISCES, Fig. 4 (b)) shows that He pre-exposure leads 

to higher near-surface concentrations of strongly bound T, but less diffusion into the bulk, resulting in 

lower depth-integrated T content, as summarized in Table 2. We also observe that, over longer timescales 

(blue lines “t = 10 s”, “t = 40 s ” and “t = 100 s” of Fig. 4 (a)), even small quantities of He can result in 

accumulation of T in the near-surface in areas with expected net W deposition. This is caused by He self-

clustering into small near-surface He bubbles, which burst, leaving small vacancy clusters (cavities) that 

are then refilled by the main plasma ions, namely D and T. Detailed discussion of these and other results, 

as well as the simulation methodology are provided in Refs. [67,69]. 

3.2. Crystal Plasticity - Stochastic CD coupling to address irradiation and 

deformation processes simultaneously 

The main thrust of coupling crystal plasticity (CP) with stochastic cluster dynamics (SCD) is to simulate 

the effects that irradiation has on the mechanical property changes of materials. In this way, irradiation 

(captured by the SCD code as described in the Introduction) and mechanical deformation (described by 

CP simulations) can be considered simultaneously, which allows to study mechanical property 

degradation of structural and functional materials during in-service conditions in fusion reactors. The CP 

model assumes an additive elasto-plastic decomposition in the strain and uses a Hookean constitutive law 

to relate elastic strains and stresses [15]. For its part, SCD solves the entire system of coupled differential 

equations representing defect species evolution using a stochastic solver. The coupling between both 

methods is bi-directional. In the present model, dislocation densities can change through multiplication 

processes due to deformation. This information is passed to the stochastic cluster dynamics code to update 

the sink strength of defect sinks. Similarly, SCD resolves the entire set of defect concentrations and sizes, 

which are used to inform a strengthening term in the CP model based on a disperse-barrier hardening 

submodel of irradiation hardening. Transformations in the dislocation population due to sustained 

irradiation defect absorption, which may lead to swelling and creep, are discussed elsewhere [72]. The CP 

models have been validated against experimental data for non-irradiated materials such as in W [73]. 

Validation in irradiated scenarios also has been partially achieved in polycrysalline ferritic alloy 

specimens [74]. 

(a) (b) 

Figure 4: T concentrations as a function of depth, during exposure to burning-plasma operations in ITER at the 

location of peak heat flux, for (a) an initially pristine W substrate, and (b) a W substrate pre-exposed to 250V 

biased He plasma in PISCES. Figure adapted from Fig. 6 of Ref. [67]. 

                  



 

Within this framework, the CP code can be used as a standalone module to evaluate the mechanical 

performance of unirradiated or (post) irradiated materials, while stand-alone SCD can simulate damage 

accumulation in pristine or pre-strained specimens. More importantly, the coupled CP/SCD model can be 

used to simulate defect accumulation and its synergies with mechanical property degradation of irradiated 

materials in real time, during irradiation or in-service conditions. To demonstrate these capabilities, we 

have carried out CP/SCD simulations to test and validate the models. 

SCD simulations were performed to mimic self-ion irradiation experiments in single crystal W specimens 

[75]. The irradiations consisted of 18 MeV W
6+

 ions with a dose rate of 4.3 × 10−5 dpa s−1 at temperatures 

of 300, 373, and 573 K. The SCD code uses a primary knock-off atom (PKA) distribution obtained from 

SRIM [76] simulations for experimental irradiation conditions. This distribution is sampled recurrently 

when the selected event in an SCD cycle is a full ion impact until all the ion energy is expended in a 

sequence of independent PKA events. PKA energies are then converted into defect distributions by 

recourse to built-in correlations based on MD databases. We track the evolution of vacancy and SIA 

clusters as a function of dose and temperature and then calculate the mechanical properties according to 

the CP module. 

Figure 5 (a) shows 

the temperature 

dependence of the 

yield strength, σY, 

for a range of 

loading 

orientations in 

single crystal W. 

Figure 5 (b) shows 

the amount of 

irradiation 

hardening, ΔσY, as 

a function of dose 

for two of those 

orientations. We 

find that ΔσY 

follows the classical square-root dependence with dose found in disperse-barrier hardening models. 

 

4. Exascale Computing Project/EXAALT for improving performance 

and building a simulation capability for the exascale era 

The space/time/accuracy reach of the atomistic simulation capabilities, e.g. discussed in Section 2, is 

intimately linked to the hardware available to run the simulations. In that respect, two broad trends have 

emerged over the last decade: 1) clock rates are no longer significantly increasing; instead speedup results 

from massive parallelism; 2) the accelerator model, where most of the computational power is delivered 

by specialized hardware such as GPUs, is becoming increasingly dominant. This translates into 

constraints on the space/time/accuracy simulation space accessible to molecular dynamics. First, 

conventional MD codes, such as LAMMPS [77], rely on domain decomposition to exploit parallel 

resources. This approach excels at weak-scaling, leading to ever larger simulations [78], but not to longer 

simulation times [79]. This is especially problematic for fusion applications where understanding slow 

(on sub-microsecond MD timescales) microstructural evolution is essential. Second, the massively 

vectorized nature of GPUs requires specialized implementations to extract good performance [80]. These 

(a) (b) 

Figure 5: (a) Temperature dependence of the yield strength for a rang of loading orientation for 

unirradiated W. (b) Variation of the magnitude of irradiation hardening ΔσY with irradiation dose 

in W. The dashed lines are visual guides based on a square-root dependence of the hardening with 

dose. Figures adapted from Ref. [15]. 

                  



 

architectures are however in principle ideally suited to sophisticated machine-learning based interatomic 

potentials with high arithmetic intensity. 

The ECP/EXAALT project targeted both issues by developing an integrated suite of computational tools 

with the aim of maximizing the space/time/accuracy simulation space accessible on leadership-scale 

computers. The timescale limitations are addressed using a parallel-in-time strategy called Parallel 

Trajectory Splicing (ParSplice) [81]. ParSplice 

assembles large numbers of independently-generated 

short MD trajectories into statistically-correct long-

time trajectories, enabling strong scaling that can 

approach the ideal limit (i.e., a wall-clock speedup 

equal to the number of MD instances) when the 

system evolves through sequences of rare events, 

leading to a dramatic extension of the available 

simulation times: a nearly 400x improvement on 

7000 Frontier (Oak Ridge Leadership Computing 

Facility) nodes. This timescale improvement in turn 

sheds light on the mechanisms of slow evolution of 

fusion materials [82–84]. 

The performance on GPUs was addressed through a 

comprehensive co-design approach using a proxy-

application model [80]. This process has led to 

dramatic performance improvements of around 25x 

for SNAP potentials [21] on a range of modern 

GPUs from different vendors (c.f. Figure 6). Taken together, these two capabilities enable simulations of 

fusion-relevant materials over unprecedented time and length scales using state-of-the-art ML-based 

interatomic potentials. 

5. Summary 

This paper has summarized a multi-scale modeling framework to predict plasma-surface interactions and 

irradiation effects in structural fusion materials. Our bottom-up approach relies on high-fidelity atomistic 

calculations that are used to identify key mechanisms and parametrize stochastic and continuum cluster 

dynamics methods. We have shown examples of comprehensive atomistic modeling of Be-W material 

mixing, and the effects of He in W, as well as synergies of He bubbles with H. We also describe a variety 

of ways in which the atomistic work can inform the cluster dynamics methods. These meso-scale models 

can reach experimental time-scales, allowing for robust experimental validation, and can also be 

integrated with other models, such as for modeling the interaction with the boundary plasma or material 

deformation. In particular, we present how our continuum cluster-dynamics model Xolotl is integrated 

with boundary plasma, sheath and impurity transport models to address the evolution of the ITER 

divertor. We also present the coupling of the stochastic cluster dynamic method to a crystal plasticity 

model to simultaneously predict change in mechanical properties (e.g. material hardening) under 

irradiation. Finally, in preparation for future computational architectures, we present how the EXAALT 

project is adapting atomistic modeling tools to exascale computing. The development and application of 

these exascale computing tools will allow efficient expansion of this multi-scale framework to better 

understand the complex interactions with dilute impurities necessary for plasma wall conditioning, such 

as B, Li and Si, or the role of neutron-induced transmutants in structural materials subject to 14-MeV 

neutron irradiation in fusion structural and blanket materials. 

Figure 6: Evolution of the computational throughput of MD 

simulations using SNAP potentials during the EXAALT 

project. Speedups on the order of 25x were observed on a 

range of different GPUs. Figure courtesy of Stan Moore, 

Sandia National Laboratories. 
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