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Abstract

Accurate classification of molecular chemical motifs from experimental measure-
ment is an important problem in molecular physics, chemistry and biology. In this
work, we present neural network ensemble classifiers for predicting the presence (or
lack thereof) of 41 different chemical motifs on small molecules from simulated C, N
and O K-edge X-ray absorption near-edge structure (XANES) spectra. Our classifiers
not only achieve class-balanced accuracies of more than 0.95, but also accurately quan-
tify uncertainty. We also show that including multiple XANES modalities improves

predictions notably on average, demonstrating a “multi-modal advantage” over any
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single modality. In addition to structure refinement, our approach can be generalized

for broad applications with molecular design pipelines.

Introduction

Artificial intelligence and machine learning (AI/ML), and more broadly data-driven meth-
ods, have made a huge impact in our society over the last decade, with exciting applica-
tions in image processing, self-driving vehicles and natural language processing using gen-
erative Al. The adaptation of AI/ML methods in scientific research has quickly spread to

1-6

a wide range of domains, from fundamental research in physics,'® chemistry,” biology '’

15,16

and materials science!'™'* to applications in drug discovery pipelines and autonomous

experimentation /self-driving laboratories. " 2

In the field of atomic scale modeling, of particular interest are AI/ML approaches that
allow for insights into the structure-property relationship, which is key to the understand-
ing of the fundamental physics that ultimately leads to practical applications. These can
take different forms, such as ML surrogates that predict molecular or materials properties
from the atomic structure, thus bypassing expensive quantum mechanics simulations (i.e.,
the forward problem),”?* ML classifiers that extract physical descriptors from experimental

11,24

measurements (i.e., the inverse problem), or autoencoders that can interpret the physical

meaning of latent space variables.?>%¢

In this study, we will focus on a specific type of the inverse problem, which extracts
local structural and chemical information from the near edge features of X-ray absorption
spectra, known as X-ray absorption near edge structure (XANES). XANES is a widely
used materials characterization technique that is element specific and sensitive to the local
chemical environment of the absorbing site (e.g., charge state, coordination number and

local symmetry). Recently, significant progress has been made in solving the inverse prob-

lem using ML techniques, including predicting the average coordination numbers of metal
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nanoparticles and the local chemical environment of materials (e.g., transition metal

11,12,28

and amorphous carbon

cations 29,30)

. In molecular systems, Carbone et al. performed
principal component analysis (PCA) of simulated molecular N and O K-edge XANES and
showed that the features in the reduced dimension has a strong correlation with the N and
O-containing chemical motifs.?! Tetef et al. used various unsupervised methods (including
PCA, variational autoencoders, t-distributed stochastic neighbour embedding, and the uni-
form manifold approximation and projection) on P and S K-edge XANES to quantify the
spectral sensitivity on the local chemical environment of organophosphorus and organosulfur
compounds.*>** They also showed that valence-to-core X-ray emission spectra can provide
similar chemical information in character and content.*? Despite this recent progress, an
accurate and uncertainty-aware XANES-based ML classifier of a broad range of molecular
chemical motifs has not yet been reported.

In this article, we focus on the classification of molecular chemical motifs using C, N,
and O K-edge XANES. Core-level spectral features of small organic molecules, including
electron energy loss spectroscopy (EELS) and XANES, have been a subject of research for
decades.**® Notably, Hitchcock and Macinini*’ developed a gas phase EELS database of
simple compounds. A comprehensive peak assignment was given by Cody et al.** based on
this database. In general, C, N, and O K-edge XANES of small organic molecules contains
low energy features derived from 1s — 7%, 1s — ¢*, and 1s — 3p/o* (hybrid ¢* and
3p Rydberg state) transitions, as well as very broad high energy features associated with

1.343% Detailed features in the low

highly delocalized states above the ionization potentia
energy region show strong correlation with chemical motifs and can be used to separate
various chemical motifs, e.g., aromatic carbon from aliphatic carbon, nitrile from amine, and
carbonyl from hydroxyl. 343

Inspired by the work in the literature, we show how uncertainty-aware neural network

classifiers can be used to predict 41 different chemical motifs to very high accuracy, using

multiple simulated XANES signals as input. Multimodal data should in principle, be of more



value than the sum of its parts to ML models,’ and are already being employed to great
effect in many domains,*"™** including the study of XANES spectra.***% The ML classifiers
we develop can have important applications in environmental chemistry,*” paleontology,*®

9 and space science.”” We also evaluate the effectiveness of the UQ

organic geochemistry,*
algorithms, and demonstrate a “multi-modal advantage”: the accuracy of the classifiers is
significantly higher when using multiple XANES signals from different absorbing elements

when compared to using only single modalities independently.

Methods

To construct our dataset, molecular carbon, nitrogen and oxygen K-edge XANES were com-
puted using the multiple scattering code FEFF9.°! Density Functional Theory-relaxed molec-
ular structures are sourced from the QM9 database,”® a subset of the GDB-17 chemical
universe.” Each molecule in the QM9 dataset (~134k small molecules) contains at most
9 heavy atoms (C, N, O and F). We partition the QM9 database into non-disjoint subsets
based on which atoms are present (and thus which XANES signals exist). For example, Dcn
is the subset of QM9 in which every molecule contains at least one C and one N atom, and
thus at least a C and N XANES signal. We use the same database as in Ghose et al.,”*

which is available open access.

Principal Component Analysis of XANES Spectra

First, we perform PCA of C, N and O XANES spectra (Dq, Dx and Do) separately in a
procedure similar to our previous work®! in order to identify the correlation between spec-
tral features and chemical motifs. Fig. 1(a) shows the PCA decomposition of D¢ (black-gray
density plot) overlaid with four chemical motifs, representing carbon single (quaternary car-
bons), double (alkenes), and triple (alkynes) bonds, as well as those with aromatic character.

Since carbon atoms are abundant in the backbone of small molecules in the QM9 dataset,
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Figure 1: (a) PCA decomposition of the D¢ spectral test dataset (black density backgrounds)
overlaid with density plots corresponding to spectra in which the indicated chemical motif
occurs at least once in the molecule: (i) quaternary carbons (carbon atoms bonded to four
other carbon atoms, largely serves as a proxy for saturated hydrocarbon chains); (ii) alkenes
(C-C double bonds); (iii) alkynes (C-C triple bonds); and (iv) aromatic compounds (4n + 2
electrons in a conjugated m-orbital system). (b) Corresponding spectra averages (thick lines)
of the overlaid plots in (a), as well as 10 random examples of molecular XANES from those
groups (thin lines).

the motif-specific structures are chosen such that the chemical motif occurs at least once
in the molecule. These chemical motifs can be roughly distinguished from the PCA plot:
quaternary carbons cluster in the lower left, alkenes in the lower right, alkynes at the top
and aromatic carbons on the right. The average spectra of each group together with ten
random spectra are shown in Fig. 1(b). From the average spectra, quaternary carbons exhibt
a o* peak at around 285 eV. The average spectra of the rest of the groups show a distinct
m* peak at low energy and a ¢* peak about 5 eV higher in energy, which is in qualitative
agreement with the peak assignment in the literature.”” As expected, the average spectra
of alkene and aromatic carbons are very similar to each other, which is reflected in the sig-
nificant overlap of their PCA patterns from (ii) and (iv). Aarva et al.”® and Kwon et al.”®
developed computational C K-edge XANES databases of amorphous carbon based on the
first-principles excited core-hole method. The analysis shows overall distinct spectral fea-
tures of carbon with different coordination numbers.”>°® The 7*/c* intensity ratio is found
to be an effective descriptor for differentiating sp from sp? carbon sites, with a higher ratio

for sp carbon.”® Our spectra yield a consistent trend, with a higher 7* /c* intensity ratio in

alkynes than alkenes and aromatic carbons. However, the contrast is weaker in our data,



due to different levels of theory in this study and Ref.”"
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Figure 2: (a) Density plot of the PCA-decomposed testing set spectra of Dy (first row) and
Do (second row) visualized as a 2-dimensional histogram. Similar to Fig. 1, the the z- and
y-axes correspond to the first and second principal axes, respectively, with selected chemical
motifs overlaid on the full PCA plots. Chemical motifs for N are (i) amines, (ii) amides,
(iii) nitriles (triple-bonded C-N), and (iv) heteroaromatic compounds (aromatic rings with
N or O in them). Chemical motifs for O are (v) alcohols, (vi) epoxides, (vii) carboxylic acid
or derivative compounds, and (viii) ketones or derivative compounds. Significant clusters of
data are highlighted using Greek letters, e.g. “a, 8, 4”7 and are discussed in the main text.
(b) Average and sample spectra corresponding to the selected chemical motifs, similar to
Fig. 1.

In Fig. 2(a), we plot the PCA decomposition of Dy and Do (grey area) overlaid with
four chemical motifs similar to Fig. 1. The only difference is that spectra corresponding
to chemical motifs are highlighted only if that molecule contains a single absorbing atom
(except in the case of carboxylic acid or derivative compounds in (vii), where the motif itself
has two absorbing atoms), allowing for easy deconvolution of chemical motif contributions to
the XANES spectra.®!' Within the same chemical motif, we further break down cases labelled
by Greek letters («, § and =) in which multiple clusters appear.

In Dy, different nitrogen-containing chemical motifs are well separated in the PCA de-

composition. For example, amine groups cluster in the top left. Region « corresponds to



tertiary amines, and [ to secondary amines. The amide region separates in to chemical mo-
tifs in which the nitrogen atom belongs a primary amine («) or otherwise (). Nitriles occur
in only one location due to their very strong spectral signature, as shown in Fig. 2(b)(iii).
Finally, heteroaromatic rings break down into three main regions. Region v corresponds to
generic nitrogen-substituted aromatic rings other than benzene, g to N-O in aromatic rings,
and « to nitrogen-substituted benzene.

In Dy, alcohol and epoxide spectra are clustered close to the center slightly towards the
upper left with significant overlap. This can be understood as the average spectra of alcohol
and epoxide (a cyclic ether) are quite similar to each other with a pronounced 3p/o* peak
near 534 eV as shown in Fig. 2(b), which is consistent with the similarity between measured
spectra of alcohol and ether.?® In contrast, ketones appear on the far right of the PCA plot.
The average spectrum of ketone exhibits a characteristic 7* peak near 530 eV and a broad
feature around 535 to 555 eV, in qualitative agreement with experiment.?® Interestingly,
carboxylic acids and their derivatives, shown in (vii), appear to break down into reduced
byproducts in region «, carboxylic acids themselves (or esthers) in region 5 and oxidized
derivatives in region «y. This suggests that the z; value of group (vii) could be used as a
descriptor of the oxygen oxidation state.

The PCA analysis results above reveal a clear trend that demonstrates distinct spectral
fingerprints of molecular chemical motifs in C, O, and N K-edge XANES, in line with the
domain knowledge from the literature.?* This strong structure-spectrum correlation suggests
that a ML model can be trained to successfully distinguish different chemical motifs from
their XANES spectra.

On the basis of PCA of single spectral modality, we further perform PCA on the multi-
modal spectra in Deno combining the spectra of C, N and O. From the visual inspection of
Fig. 3(a), multimodal spectral data are naturally clustered around different regions in the
reduced-dimensional space. We choose eight representative regions highlighted with open

circles and sample molecular structures, shown on the sides of Fig. 3(a). Samples of the



H(E) ]

Mﬁk ‘-

280 315 400 432 5 558 280 315 400 432 533 558
E[eV]

Figure 3: (a) PCA decomposition of a sampling of the Deno spectra (multimodal data
combining the spectra of C, N and O) are plotted as a 2D density plot (with the z- and
y-axes representing the first and second principal axes, respectively, and with axis spines
removed for visual clarity). Eight exemplary regions are highlighted using hollow markers,
with three example molecules from each region shown to the left and right. (b) Ten example
carbon, nitrogen and oxygen K-edge XANES spectra from each region.



corresponding XANES spectra are shown in Fig. 3(b). As an average of the backbone of the
molecule, carbon spectra overall can be characterized as a mixture of those of sp, sp? and sp?
motifs, and show less spectral contrast than nitrogen and oxygen. On the other hand, there
is a strong correlation between the clusters in the spectral PCA and the nitrogen and oxygen
chemical motifs or combination of motifs. For example, region (i) appears to contain nitriles
and aldehydes; (ii) nitriles and ethers; (iv) tertiary amines and carbonyls; (v) secondary
amines and keto groups; (vi) hetero aromatic rings with NC double bonds. However, this
correlation is not perfect, as PCA uses a linear kernel and thus has limited power to resolve
the complex, non-linear structure-spectrum relationship. This can be seen in, e.g., region

(vii) where secondary amines are mixed with oxygen motifs at various oxidation states.

Machine Learning Pipeline

As the goal of this work is inferring chemical information from XANES spectra, we choose
41 chemical motifs (see the Supplemental Material for their definitions), including many
common functional groups, as the target quantity for machine learning. Using SMARTS
pattern matching and Open Babel,”” each molecule is assigned a list of the chemical motifs
(alcohols, ketones, aromatic character, alkynes, nitriles, etc.) that it contains. For each
dataset, only chemical motifs that occur with frequency € [0.05,0.95] in the dataset are used
for training and evaluation.

Our workflow is shown in Fig. 4. The QM9 XANES spectra, u?, are used as inputs to
fully connected deep neural networks (DNNs), which are tasked with predicting the presence
(or lack thereof) of 41 chemical motifs. Each modality of XANES spectra (C, N and O) is of
length 200 on a pointwise grid (and, e.g., the XANES for Dcno is on a length 600 pointwise
grid). The target, y¥, is a binary vector, where y](-i) = 1 if at least one instance of chemical
motif j is present on training example i, and 0 otherwise (in principle, in experimental

measurements the number of absorbing atoms can be associated with the edge jump,”®

which would provide an additional constraint in e.g. the inverse problem). The last layer of
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Figure 4: Multimodal XANES spectra (C, N and O signals) are fed into individual neural
networks, which constitute a neural network ensemble (NNE) of E estimators, to predict a

binary vector, each entry of which corresponds to the presence (or lack thereof) of a specific
chemical motif.

each DNN is a sigmoid activation function, o(z) = 1/(1+e7*) € (0,1), and a mean squared
error loss is used to train the continuous neural network output, y®, to best predict the
binary targets. While this is formally a multi-task, binary classification problem, models
are trained using a regression approach and produce continuous outputs. Results are then
rounded during the prediction phase.

For the main results of this work, each dataset is partitioned into a training (72.25%),
validation/hyper-parameter tuning (12.75%) and testing (15%) split. We perform hyper-

parameter tuning using Optuna,”’

in which the dropout rate, neural network architecture
and initial learning rate are varied. All results in this manuscript are presented on the testing
set using the best model as evaluated on the validation set.

To quantify the performance of our models, we utilize the class-balanced accuracy (CBA)
scalar metric. The CBA is defined as the mean of the sensitivity, T /(T + F_), and speci-
ficity, T_/(T- + F), where T (FL) are the number of true (false) positives (negatives). In

the case of a model taking advantage of a highly imbalanced data (one class dominates in
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propensity and the model predicts that class almost every time), the CBA will reduce to
0.5 in the binary classification case (unlike the accuracy, which will be erroneously inflated).

This is important for this problem, as some chemical motifs occur with frequency only ~ 5%.

Uncertainty Quantification

The CBA score obtained from the testing set can be treated as a proxy for how well the
ML model will perform on unseen data. However, such models are not “uncertainty aware”,
i.e., they do not produce a measure of confidence on any given training example. As ML
methods are inherently interpolative procedures,® knowing when data drifts out-of-sample
is of key importance. Uncertainty quantification (UQ) is a set of statistical methods broadly
classified as predictive methods for estimating statistical uncertainty. UQ as applied to ML
includes a measure of model confidence in addition to the model output.

There are myriad UQ algorithms, each with different trade-offs. The common feature of
an uncertainty-aware model is that it has some quantifiable measure of the uncertainty in its
own prediction. For example, a popular choice to model aleatoric (or intrinsic) uncertainty

! where a model can explicitly learn a distribution

is that of the mean-variance estimator,®
for a prediction such that the negative log-likelihood is minimized. In this way, the model
can somewhat offset the penalty of a poor prediction by increasing the uncertainty at that
location. Gaussian Processes (GPs)% are popular choices due to their statistical rigor (GP
uncertainty is derived directly from a covariance kernel, and GPs themselves are properly
generalizations of the multi-variate normal distribution), and the ability to imbue them with
prior physical knowledge.® GPs have been widely adopted in autonomous experimenta-

9.17.22,646T a5 they are fast (assuming small datasets and limited numbers of features),

tion,
interpretable and easy to use. Other popular methods are ensembling (whether it be an
ensemble of decision trees or random forests), Monte Carlo dropout,® and Bayesian Neural

Networks.% These less statistically rigorous methods do not derive from fundamental sta-

tistical principles, and instead leverage the “wisdom of the crowd” principle™ empirically:

11



The more disagreement amongst largely independent estimators, the less certain you should
be of the prediction. Stated another way, the estimate of the aggregated opinion of a di-
verse set of estimators is more robust than any single estimator. For a complete review of
state-of-the-art UQ techniques, we direct the reader to Ref.” and the discussion in Ref.?*

In this work, we use neural network ensembles (NNEs), in similar fashion to previous
research by the authors,” to quantify the uncertainty in the model predictions. Twenty
individual estimators are generated by a combination of training set down-sampling and
architecture randomization. Starting from the scaffold of the best performing architecture
from the previous hyper-parameter search, the number of neurons in each layer is randomly
changed. In addition, a different random subset of the training set (5%) is removed for each
estimator in the ensemble. These two methods together create sufficient model diversity to
perform UQ sufficiently. Such NNEs are generally a more sensible option than any single
estimator for production applications.

We note that as with all ML techniques, UQ and the models’ ability to collectively
perform it are inherently dependent on the data and choice of model (as well as other
hyperparameters).” As such, it cannot be relied on “out of the box” and must be carefully

validated against ground truth results.

Results & Discussion

We first evaluate the CBA performance of single- and multi-modality models on the testing
set. Using Dcno, we execute the previously described pipeline (training, Optuna-powered
hyper-parameter tuning, and evaluation on the testing set) on only certain subsets of the
feature space. For example, we define DECI\]IO as the same dataset as Dcono (including the
same train/validation/testing splits) but only using the C XANES as input. For each

{Dg&o,Dg\{\]@,Dg\]@,DCNO} , an optimal model is found via hyper-parameter tuning, and

the results of the best model evaluated on the testing set. These results are shown in Fig. 5.

12
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Figure 5: CBA scores for each model of the three single-modality models and the multi-modal
model. Results are resolved by chemical motif and sorted (left to right) by decreasing multi-
modal advantage (“Adv”) as evaluated using the CBA metric. This advantage is defined
by the difference of the Dono result and the best performing single modality result. Open
circles represent cases in which the XANES signal originates from at atom not contained in
the corresponding chemical motif (e.g. an open blue circle for an alcohol).

Including additional modalities usually improves model performance (as graded by CBA),
and at worst simply does not improve over single modalities. For example, nitriles and
amides have distinct fingerprints in both the C and N K-edge XANES, and similarly alcohols
and carboxyl groups do in C and O K-edge XANES. We highlight that these results are
obtained independently from pure data analysis approach without domain knowledge, and
they reproduce the known correlation in the literature.®* These signals are all that are
necessary to perform accurate classification and thus including extra modalities does not
substantially improve CBA. On the other hand, 1,2-aminoalcohols are more complex motifs
(containing multiple absorbing atom types, multiple types of chemical bonds, etc.) that are
harder to resolve without inputs from all three modalities, and thus result in roughly a 5%
CBA gain over the highest-performing single modality.

The complementary information from the combination of multimodal XANES measure-
ments can be understood using a tight-binding picture. For a qualitative discussion, we

ignore many-body physics and map the atomic structure of a small molecule to a tight-
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binding Hamiltonian that contains on-site orbital energies and hopping integrals. To further
simplify the problem, we take the projected desnity of states of the unoccupied bands under
the quasi-particle picture as a proxy of the K-edge XANES spectra. The peak positions and
their intensities of the spectrum correspond to eigenvalues and the weights of p orbitals of the
absorbing atoms. Solving the inverse problem with single modality requires one to deduce
the matrix elements of the tight-binding Hamiltonian (e.g., on-site energies of atoms other
than the absorber and hopping integrals). Multimodal XANES signals supply more com-
plete information of the unoccupied molecular orbitals (i.e., with weights on multiple atom
types) and reduce the dimension of the parameter space (i.e., by knowing on-site energies of
multiple atom types). As a result, multimodal XANES analysis represents an advantage in
solving the inverse problem.

Furthermore, we highlight that all CNO models are incredibly accurate, with an average
CBA score of 0.99 across all examined chemical motifs, which is promising for future down-
stream applications such as targeted molecular refinement.® Finally, there are certain cases
where XANES signals originate from atoms not precisely contained in the given chemical
motifs, such as a signal from the N K-edge trying to predict an alcohol. These cases are
kept for completeness and shown as open circles in Fig. 5. Cases in which these signals
contribute positively to the accuracy of the models (in e.g. cases like tertiary carbon or spiro
ring compounds) are likely due to non-local correlations between different parts of the small
molecules, which may worth further investigation.

For future applications such as targeted molecular structure generation via structure
search algorithms, it is important that the confidence of model prediction can be quantified.
That way, an out-of-sample prediction can be confidently discarded, and confident predic-
tions can be trusted. Towards this end, we perform UQ in similar fashion to Ref.,”* using
an ensemble of 20 models built off of the scaffold of the best performing model from the
hyper-parameter tuning procedure. To evaluate the performance of the UQ procedure, we

analyze the CBA as a function of the “number of deviating estimators” (Ng): the number of

14



estimators that deviate from the aggregate. Consider N total estimators, where Ny — n
estimators predict g; = 0 (or 1), and n < Ney, — n estimators predict 1 (or 0). In this case,
n estimators have deviated from the majority opinion, and thus Ny = n. For example, in
an ensemble of 20 estimators, if 5 estimators predicted 0 and 15 predicted 1, then there are
5 deviating estimators out of a possible 10. N4 can also be regarded as an integral proxy
for the spread of the estimator predictions. Regardless, as Ny increases, it is intuitive that
CBA should decrease, since more disagreement would imply more uncertainty. Note that
when n = N /2, CBA will always be 1/2 according to its definition (when all estimators
disagree, the prediction will be 0.5, which is always rounded to 0. This means that only a

single class is predicted, and in this case, CBA is equal to 0.5).
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Figure 6: Neural network ensemble uncertainty quantification results on datasets (a) D¢, (b)
Dy, (¢) Do and (d) Deno- The weighted average of each chemical motif’s CBA is presented as
a function of the number of deviating estimators, Nq, where error bars represent the minimum
and maximum average values for a particular chemical motif. Note that 1,2-aminoalcohols
were excluded from the (b), as they are an extreme outlier. That result is presented as a
separate curve (“AA”, in purple). In the background, the frequency of occurrence of Ny is
shown on a logarithmic scale.

We plot the average testing set CBA results over the NNEs and chemical motifs in
Fig. 6. In this analysis, we treat the poor prediction of the 1,2-aminoalcohols (AA) motif
separately, as shown in Fig. 6(b), likely because the N-only model has difficulty distinguishing

this chemical motif from a lone amine. For all three single modalities as well as the CNO

15



multi-modal result, CBA decreases monotonically with Ng on average. In all cases, when all
estimators are in agreement, the models are essentially perfectly accurate. These cases also
constitute the vast majority of the data, as shown by the background histogram. As soon
as a single estimator begins to deviate, the CBA score drops. The minimum and maximum
performance as resolved by chemical motif are shown as the error bars. Critically, the lower
bound (worst case) decreases almost monotonically with Ny in all cases, allowing a user to
be confident that their model will be no worse than that value.

To further examine the advantage of utilizing information from multiple modalities in
more realistic situations, we performed a secondary study on the QM9 database, where
molecules with 8 or less heavy atoms were used for training/validation, and molecules with
9 heavy atoms were used for testing (henceforth referred to as the 8/9 split). This split tests
two hypothesis: whether or not the multi-modal advantage is still present in a case with
severely limited training data, and if these models can generalize to molecules slightly larger
than those in the training set. We find that these models are also performant, with a CBA
score of 0.95 across all chemical motifs, and that the same UQ trends in Fig. 6 are recovered.

These results are presented in detail in the Supplemental Material.

Applicability to Experimental Data

Our study established a proof-of-principle that various chemical motifs can be resolved from
simulated multimodal XANES spectra of small molecules using supervised ML models with
UQ. However, practical applications require ML models to make accurate predictions on
experimental spectra. Therefore it is important to understand the applicability of our ML
models to experimental data. Above all, a good model performance on experimental data
can only be obtained when they are sampled from the same distribution as their training
set made of simulated data.% Therefore, the outcome is dictated by the degree of agreement

between theory and experiment, which strongly depends on the level of theory and approx-
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imations used in the simulation, such as the treatment of the core-hole final state effects,
edge alignment and the finite temperature effects. A systematic study of these effects is
warranted, which is a non-trivial task.” In addition, the agreement between simulation and
experiment can be highly system-dependent. For example, ML classifiers trained on FEFF
have shown promising results on Pt nanoparticles (L-edge XANES)™ and Cu compounds
(L-edge XANES and EELS).™ But the performance of FEFF on a large organic molecule
space is not well understood. Finally, several technical details can also play an important
role, such as the broadening applied to training set'! and the choice of the featurization of
the spectra.”™

Given all the complexities, generalizing our ML model for experimental spectra of a vast
molecular space is beyond the scope of the current study. At the first step toward this final
goal, we validate theory against experiment by comparing FEFF spectra with experiment on
molecular systems, i.e., we examine whether or not our simulated FEFF data is “in sample”
with respect to experimental data. Specifically, we chose three exemplary N-containing
molecules and three O-containing molecules present in both our FEFF database and the
literature. These XANES spectra are shown in Fig. 7.

Although the qualitative trends of FEFF and experiment generally agree, there are no-
ticeable discrepancies between the two. First, although the spectra were vertically re-scaled
to aid in visualizing the peak locations, there is a significant peak intensity difference be-
tween FEFF and experiment, likely due to different degrees of broadening. Second, although
the edge onsets are roughly correct, they are not perfectly aligned (such as the N XANES
of pyrimidinecarbonitrile and the O XANES of cytosine). These differences are only exacer-
bated when comparing C XANES (not shown), where the difference in edge onset between
FEFF and experiment can be several eV. Finally, there are also discrepancies in the spectral
shape. For example, in the N XANES of pyrimidinecarbonitrile, the FEFF spectrum has
two pronounced peaks at about 400 and 412 eV, while experiment spectrum has multiple

low energy peaks between 398 to 401 eV and a shallow high energy peak at about 408 eV.
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Figure 7: Comparison between Nitrogen (left) and Oxygen (right) XANES between FEFF

and experiment. Experimental N spectra were sourced from Ref.,?” and experimental O from

Ref.?® No alignment was performed, except for pyrimidinecarbonitrile, in which the FEFF
spectrum was shifted left by 1.5 eV.

Due to these important differences between FEFF and experimental spectra, our ML
model trained on FEFF spectra cannot be applied directly to experiment. We identify the

following key steps to build the pathway forward, which are important topics for future work.

1. A standardized, experimental database of significant size (e.g. on the order of at least
100 samples, though this is highly problem-dependent, and in many cases, it is likely
that on the order of 100 is far too few) and structure diversity to provide the standard

for benchmarking simulation methods.

2. Benchmark studies of simulated XANES against experiment to assess the accuracy of

the simulation methods and identify areas for further improvement.

3. A transfer learning model that can learn the systematic mapping between simulated

and experimental data.
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Conclusions

We presented uncertainty-quantifying classifiers for predicting 41 different chemical motifs
in small molecules from K-edge XANES spectra. Our models not only perform exception-
ally well in the classification task, they are also able to accurately quantify uncertainty.
Although the QM9 dataset represents a limited chemical space and simulated XANES can
have discrepancies with experiment,'! our workflow is entirely general and can in principle
be applied to different levels of theory, more complex datasets, and experiment, if a large
number of labeled measurements are available. In summary, we demonstrate the usefulness
of uncertainty-quantifying models and multi-modal inputs and believe that both of them are

key to future progress in the field.
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