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Abstract

The installed capacity of renewables-based energy sources has been increasing in traditional power systems. In order to accom-
modate the increased variability and uncertainty associated with the deeper penetration of renewable sources like solar and wind,
adjusted amounts of dynamic reserve are needed. Although probabilistic dynamic reserve estimation methods have been previously
developed, most of them consider the uncertainty to be represented by parametric density functions that tend to perform poorly
under extreme events and, moreover, neglect uncertainty introduced by the forecasting model itself. Toward addressing these lim-
itations, this work presents, for the first time, a dynamic reserve estimation method for flexibility that incorporates non-parametric
density estimation and a machine learning based reforecasting to provide a day-ahead prediction of the mean and spread of uncer-
tainty around the base forecast. The prediction is, in turn, used to estimate the up and down reserve relative to the base forecast.
The present method takes various endogenous and exogenous features, including the calendar variables, as input to estimate the
day-ahead reserve. Using a combination of reforecasting and dynamic reserve estimation techniques, the method is shown to ad-
just better to the dynamic nature of reserve requirements providing only what is needed to accommodate the expected deviations.
Considering California Independent System Operator (CAISO) solar, wind and load data over an 18 month period, up to 67%
reduction in the amount of reserve capacity needed for a one day reserve and reserve penalty for solar uncertainty is demonstrated.
Additionally, the risk of reserve insufficiency in meeting the net demand is reduced by 20% with the proposed method.
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1. Introduction

One of the overarching imperatives in power system opera-
tion is to guarantee a secure supply of electricity by maintain-
ing a balance between the generation and the consumption of
power. The increasing penetration of intermittent renewables,
such as solar and wind, makes it challenging to maintain reli-
ability of operation and requires conservative operating plan-
ning of the reserves to address the power production variability
and uncertainty. When working with the ‘must take’ operat-
ing mode of the solar and wind generation, the net demand,
which is obtained after subtracting renewable generation from
total demand, has to be met by dispatchable generators. Any
deviation from forecasted renewable generation has to be ac-
commodated by ensuring an additional operating reserve above
and below the scheduled generation. Since it is not possible to
predict the generation of variable renewable sources with 100%
accuracy, reserves are needed to accommodate the deviations
that is unavoidably materialize in real-time.

Depending on the direction, the reserve can be classified as
an up reserve or a down reserve [1, 2]. When actual solar/wind
generation is less than expected, an additional reserve is needed
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to make up for its deficiency, which is called up reserve. The
down reserve is activated in the form of demand-side manage-
ment or massive load disconnects when solar/wind generation
is more than expected [3] under a severe operating condition, or
by reducing the power dispatch from conventional units under
normal operating condition. The determination of the operating
reserve can be made through various techniques: Determinis-
tic methods are the simplest methods that are based on empiri-
cal evidence and a statistical measure on the value of variation
[4, 5]; however, such methods cannot estimate the likelihood of
a particular scenario and would tend to overestimate or under-
estimate the requirement [6].

Probabilistic methods, on the other hand, are more reliable
from an economic perspective for an extensive scale power sys-
tem [6, 7, 8]. In probabilistic methods, the problem boils down
to finding the density function of error distribution at a time of
forecast. Such density distribution would inform about the risk
measure with a chosen commitment of units [9]. Depending on
the number of density functions, a method can be classified as
either static or dynamic [8, 10]. In static methods, each times-
tamp is assumed to follow an identical distribution which, in
most of the cases, is based on the error distribution of the whole
year [11, 12]. In dynamic methods, more than one, time adap-
tive, density function is considered [6, 10, 13], and there are
different dynamic methods depending on the number of density
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functions used [8, 10, 14].
A key aspect of probabilistic and dynamic methods, there-

fore, reduces to finding the density function, which are mod-
eled using either parametric [11, 12, 15, 16] or non-parametric
[17, 18] methods. Parametric methods assume a standard fam-
ily of distributions, such as Weibull, Gamma, Skew-Laplace,
etc. [19], and often result in a poor performance near the tail of
the distribution, which is the region of extreme events [20]. Of
all literature, many of them focus on parametric methods, and
only a handful of them deal with the non-parametric dynamic
reserve estimation methodology.

Jost et al. [10] proposed a probabilistic dynamic method
to quantify the reserve requirement considering the impact of
wind, solar, and power system uncertainty on hourly bases for
one day ahead. The authors used a kernel-based non-parametric
method to estimate the density function [21] and concluded that
their technique could halve the average amount of reserve com-
pared to the average amount using the static method. Bucksteeg
et al. [8] combined the work of Jost et al. [10] with clustering
to find the statistically equivalent data points for estimating the
density function. They resorted to unsupervised machine learn-
ing to find the number of groups of errors and used historical
point forecasts to obtain conditional kernel-based density func-
tions. It was concluded that the dynamic approach strongly re-
duces reserves compared to static reserve sizing, particularly in
off-peak periods with low photovoltaic feed-in and lower fluc-
tuations of the load.

While much work has been done in the literature on reserve
estimation, a limitation is that the available methods consider
only the base point-forecast for estimating the up and down re-
serve. The available models do not often consider uncertainty
introduced by the forecasting model itself, termed bias, in es-
timating the reserve for renewable generation and for the de-
mand. While bias itself is not desirable, the information con-
tained in the bias can be used to refine the base forecast dy-
namically for improved accuracy. However, there has been no
work on exploiting such dynamic bias structure of the forecast-
ing model.

Toward addressing the aforementioned knowledge gap, this
work presents, for the first time, a reforecasting-based approach
for reserve estimation, based upon the probabilistic and dy-
namic reserve quantification as presented in [8] and [10]. The
approach utilizes reforecasting [22, 23] to predict the mean of
the day-ahead uncertainty and a non-parametric density estima-
tion [24] for evaluating the probabilistic spread of uncertainty.
Reforecasting is an approach used in various applications to di-
agnose systematic bias, modify the error and model correct-
ness in real-time. The technique is adopted here, for the first
time, for dynamic reserve estimation. The model developed
is based on the decision tree based ensemble, which has been
shown to be highly efficient and accurate [25] in other machine
learning applications [26]. Specifically, the prediction of the
mean of day-ahead uncertainty is first obtained via an ensem-
ble of the Gradient Boosting Decision Tree (GBDT) [27], im-
plemented using the Light Gradient Boosting (LightGB) [28]
framework. The presented method uses information from the
historical trend of the uncertainty, day-ahead forecast of en-

ergy generation, and selected calendar variables to estimate the
mean of day-ahead uncertainty. The left-over residue from the
LightGB model is then converted into empirical probability dis-
tribution [10, 24]. The effects of data grouping by season, by
hour, and by year (which is equivalent to the static method) to
evaluate the empirical probabilities are assessed in detail. Ap-
plication of the present method to reducing the dynamic reserve
requirement as well as the demand balance violations is demon-
strated by considering CAISO 2019-2020 data on renewable
generation [29].

The article is organized as follows: The method of refore-
casting and estimating dynamic reserve is presented in Section
2, followed by the case-study on the CAISO dataset to deter-
mine the up and down reserve for various parametric cases in
Section 3. The key findings of the study are summarized in the
Conclusions section, Section 4.

2. Proposed Method

Figure 1 depicts the proposed method to get an accurate day-
ahead estimate of the up and down reserve, which is based
on two considerations: (1) extracting the structured part of
error (reforecasting), and (2) handling the unstructured part
through upper and lower bounds on probability density func-
tions (PDFs). The profile of actual production of renewable
power, exemplified by solar, and its base forecast, Fs(t + 288),
are depicted in Fig. 1a. Figure 1b shows the corresponding dif-
ference between the forecast and the actual production, and is
referred to as the base error. The time t is the time of ‘Fore-
cast’, at which the forecast is made for up to a one-day horizon,
which is at time t + 288. The dashed portions of the production
profile (dashed blue line in Fig. 1a) and the base-error profile
(dashed green line in Fig. 1b) suggest that these variations are
projections at the time of ’Forecast’, hence unknown at time t.
The base forecast is generally at a lower resolution than the ac-
tual production [29], which is represented as a step-wise profile
(orange colored line) in Fig. 1a.

The base-error, Fig. 1b, can be considered to comprise two
components, (1) structured error and (2) unstructured error, and
the goal is to predict the dashed portion of the green profile so
as to estimate accurately the up and down reserve. The predic-
tion of the structured error at the end of the forecast horizon,
ê(t+ 288), is made through a machine learning method, namely
LightGB model, as illustrated in Fig. 1c. The unstructured part
is essentially random noise, as shown in Fig. 1d, whose distri-
bution is estimated using the left-over residues from historical
data, that are grouped into clusters of empirical distributions by
different time intervals, such as by year (n = 1), by season (n
= 4) or by hour (n = 8760), as depicted in the far right part
of Fig. 1. As illustrated, the upper and lower bounds of the
distributions, eu;i and ed;i, i = 1 : : : n, are determined from the
cumulative density functions of the distributions based on target
reliability levels. With these errors determined, a reforecast is
obtained by adding the prediction of structured error, ê(t+288),
to the base forecast, Fs(t + 288), and the bounds around the re-
forecast are determined using the eu;i and ed;i appropriate for
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t + 288. The reforecasting method and the bounds determina-
tion are detailed in the following subsections.

2.1. Reforecasting: Extraction of structured uncertainty
In power system operation, the commitment of conventional

generators is a function of the day-ahead point forecast of the
renewable generation and system demand, often produced on
an hourly resolution [29], in which there is no visibility into
the intra-hour variation. Since no forecasting method is com-
pletely accurate, there is a possibility of an underlying bias in
the model/forecasting tool, which can be revealed through the
study of the auto-correlation and distributions of historical er-
rors [30]. If there is considerable auto-correlation, and the dis-
tribution is non-random, the prediction from such a tool can be
improved through reforecasting [23], which would help identify
the possible direction of deviation of actual production/demand
from their corresponding point forecasts. Reforecast also helps
in determining the intra-hour variation, which is often unavail-
able in the low-resolution base forecasts.

In the present study, various endogenous and exogenous fea-
tures (inputs) are used to predict the structured part of uncer-
tainty in the day-ahead forecast at a 5-minute interval. Mathe-
matically, the model may be expressed as:

ê(t + 288) = f
h
e(i|i ∈ t; t − 1; :::; t − 288);

Fs(t + 288);Rs(t + 288);
W(t + 288);H(t + 288);M(t + 288);
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288

!
; cos

 
2�t
288

! i
where t represents time at which a forecast is made, and each
timestamp is equivalent to 5 minutes, i.e, ’t+1’ means 5 minute
ahead, and ’t + 288’ is 1440 minutes (1 day) ahead; Thus, the
model takes historical errors of the preceding 24 hour period,
and the five other exogenous variables at the time of horizon
(i.e, t + 288) namely, the base forecasts of generation/demand
(Fs) and ramp (Rs), the month of the year (M), the day of the
week (W), and the hour of the day (H).

The structured part of the uncertainty in the day-ahead fore-
cast is predicted using the LightGB [31] framework of the
GBDT [27] algorithm. It is based on the principles of the en-
semble of weak learners in which multiple models are trained to
solve the same problem and combined to get better result, gra-
dient optimization to arrive at the optimum set of model param-
eters, and boosting which is a meta-algorithm to reduce the bias
[32]. The “greediness” of LightGB, however, could easily lead
to overfitting the training data. To make the LightGB model
more general, a systematic K-fold cross-validation study [33]
was conducted to determine the following hyper-parameters:
Nl, the number of leaves, D, the maximum depth, Ωs, the bag-
ging fraction, Ω f , the feature fraction, Λ, the lasso regulariza-
tion, and �, the ridge regularization. Of the various parameters,
Nl and D are among the most important that control the model
complexity—higher values of both would increase training ac-
curacy and the chance of overfitting. The regularization pa-
rameters, Λ and �, are used to introduce sparsity in the model:
Λ performs feature selection by setting the irrelevant features

to be zero while � determines feature weighting by assigning
smaller but non-zero weight to irrelevant features [32]. The
parameters, Ωs and Ω f address overfitting by randomly select-
ing the fraction of samples and features, respectively, for fitting
each learner. For further description of the parameters and the
LightGB and K-fold cross-validation methods, the reader is re-
ferred to [31, 33].

The goal of the hyper-parameter optimization study is to de-
termine the values of parameters so as to improve the gener-
alization of the model. In the present study, a five-fold cross-
validation was chosen in which the training samples were di-
vided into five groups. Each time, one of those groups is held
out as a testing set, and the model is trained on the remaining
four groups. The five-folds is generally an accepted number of
folds, which would lead to an adequate size of training and test-
ing set. Thus, for a given set of hyper-parameters, the mean of
the evaluation metric on the five testing set is sought to be min-
imized. The optimization of the mentioned performance metric
is achieved through the Tree-structured Parzen Estimator Ap-
proach (TPE) of Bayesian optimization [34], which has proven
to be more efficient than manual, random, or grid search opti-
mization. It would create a surrogate model describing the de-
pendency of one particular parameter with a performance met-
ric, which is easier to optimize. The search space for each of the
parameters are as follows Nl = unif.{50,500}, D = unif.{5,50},
Ωs = unif.(0.1,1), Ω f = unif.(0.1,1), Λ = unif.(0,100), � =
unif.(0,100). With the model parameters determined as above,
the model is used to obtain the structured part of uncertainty in
the day-ahead forecast, which can be used further for reserve
estimation, as discussed in the following subsection.

2.2. PDF estimation: Provision for unstructured uncertainty

The output of the reforecasting tool is based on the informa-
tion extracted from the structured non-random uncertainty for
a given set of inputs. The left-over residues, which primarily
comprise unstructured and random noise, have to be handled
through the PDF of the residues at the time of forecast horizon.
The PDF of the residues is considered to be non-parametric in
nature and is estimated from a piece-wise linear Cumulative
Density Function (CDF) which is fitted on a group of residues.
The present work explores three different grouping techniques
namely, by-hour, by-season, and by-year. It is worth mention-
ing that the term ’residues’ refers to the unstructured part of
the error presented in the base forecast. The different grouping
strategies would lead to n clusters of residues: n = 1 for by-year,
n = 4 for by-season, and n = 24 for by-hour, and the number of
PDFs to be handled equals the number of clusters. Each residue
for a given time-stamp is assigned to its associated cluster for
further analysis. Data points that fall within the same cluster
are assumed to be identically distributed whereby the PDF of
a particular cluster is estimated from the distribution of its data
points.

The present work uses a non-parametric linear CDF [24] for
each cluster, from which the upper and lower bounds of the
unstructured error can be determined based on a desired relia-
bility level (RL)[8], where RL = ’ is defined as the coverage of
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Figure 1: Schematic illustration of the proposed method.

’×100% of the area around the mode of left-over error distribu-
tion, such that an RL value of 1 refers to coverage of the whole
range of left-over errors in the PDF. Depending on the nature
of the CDF, the upper and lower bounds can either be symmet-
rical or asymmetrical, and are determined as: eu;i = F−1(RL),
and ed;i = F−1(1 − RL), where i represents ith cluster, F is the
CDF function, eu and ed are, respectively, the upper and lower
bounds.

The final result, which is up and down reserve, is obtained
by combining the two sub-parts, as discussed in the previous
section. The up reserve is estimated as Fs + ê(t + 288) + eu;i

and down reserve is estimated as Fs + ê(t + 288) + ed;i, where
i is the cluster associated with (t + 288) time-stamp. It is worth
mentioning that the value of the down reserve is truncated at
zero if the model output is less than zero.

3. Case Study

3.1. Reforecasting

As discussed in Section I, a LightGB model is developed us-
ing training data to forecast the day-ahead structured part of un-
certainty in the base forecast. The training data comprised the
base forecast and actual generation/production of solar power,
wind power, and load, respectively, of the year 2019 and the
first three months of 2020 in CAISO dataset. Three different
models are trained to handle solar, wind, and load, respectively,
on a component level. Several hyper-parameters govern the ac-
curacy and generalizability of the model. The objective for the
hyper-parameter optimization is decided based on the K-Fold
cross-validation [33], where five groups where formed such that
each group is kept in the hold out set 1 time and used to train
model 4 time during the five independent iterations. The opti-
mized hyper-parameters of these LightGB models, determined
from a systematic parametric exploration and TPE optimiza-
tion, are as follows: Nl = 50, D = 15, Ωs = 0.99, Ω f = 0.68,
Λ = 74.96, and � = 8.23. The bagging fraction, Ωs, being al-
most one suggests that the bagging strategy is not much effec-
tive for model generalization for this application. The other
attributes such as feature fraction, Ω f , and regularization pa-
rameters are seen to play a more significant role in the general-

Table 1: Top five features in Solar, Wind, and Load reforecasting models.

Rank Solar Wind Load
1 Base Forecast Base Forecast Base Forecast
2 e(t − 1) Ramp Forecast Month of the year
3 Month of the year Hour of the day Day of the week
4 Day of the week Month of the year Hour of the day
5 e(t − 288) sin(2�t=288) e(t − 1)

izability of the reforecasting model. The LightGB model with
the determined hyper-parameters are trained on three different
quantities—solar, wind, and load—separately to get three dif-
ferent models; each of the models is used for reforecasting the
corresponding quantities on a component level.

The effectiveness of the reforecasting models, which seeks
to extract the structured part of the uncertainty, can be assessed
via the autocorrelation of the left-over errors, as shown in Fig.
2. The abscissa represents the amount of lag between the errors
whose correlation coefficient is presented on the ordinate; 1 lag
is equivalent to 5 minutes in the figures. As seen from Fig. 2,
errors in base forecast of solar, wind, and load have a higher
amount of autocorrelation and follow a periodic pattern. The
periodicity of solar and load is clearly observed to be of one day,
which occurs at a lag of around 288, indicating a diurnal pattern
in the uncertainty. The reforecasting is seen to have captured the
structural part of the uncertainty in the base forecast, as verified
by the almost zero amount of correlation after few initial values
of lag. It is noted that the autocorrelation in wind does not reach
as close to zero as solar and load after reforecasting, which may
be attributed to the non-periodic nature of wind. This indicates
that the trained LightGB model could accurately extract the ma-
jority of the structured/non-random uncertainties which might
be introduced in the base forecast by any bias in the refore-
casting tool, particularly in solar-dominated areas. For wind-
dominated areas, the hyper-parameters of the LightGB model
may be similarly optimized through the TPE algorithm.

It is of interest to determine the importance of the features
used for predicting the desired quantity through the LightGB
model. Since the LightGB model is based on the decision tree,
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Figure 2: Autocorrelation of left-over residues before and after reforecasting.

the importance of a feature is determined based on the num-
ber of times that feature has been used to produce the split in
the trained version of decision tree. The greater the number
of splits, the more influence the particular feature has on the
model prediction. Table 1 summarizes the top five features for
the three different models. The reforecasting model of solar and
load shows a greater influence of the historical errors, which is
expected due to their diurnal pattern of uncertainty as per Fig.
2. The other exogenous features like calendar variables are seen
to play a considerable role in the model prediction. Regardless

Figure 3: Up and down reserve for a representative week from the whole
dataset before reforecasting.

of the reforecasting model, base forecast is seen to have the
highest influence on model prediction.

3.2. Reserve estimation
Based on the foregoing analysis, the trained LightGB model

was used for predicting ê(t+ 288) and, in turn, the up and down
reserve for each RL, as discussed in Section II. The effective-
ness of the proposed dynamic reserve estimation technique can
be evaluated in terms of two quantities: (1) the amount of re-
serve and (2) the amount of uncovered generation/demand—
both of which are sought to be minimized in the reserve es-
timation. The amount of reserve is, in turn, divided into two
portions: (i) up reserve and (ii) down reserve and correspond-
ingly, the amount of reserve penalty associated with the amount
of uncovered generation/demand is divided into two quantities:
(i) up shortage and (ii) down shortage. For illustration of the
effect of reforecasting, the up and down reserve estimates for
solar, wind and load, for by-season grouping with RL = 0.9 are
shown in Fig. 3 (without reforecasting) and in Fig. 4 (with re-
forecasting) for a representative week, Dec 21, 2019 through
Dec 27, 2019. In Figs. 3 and 4, the solid lines in the respective
colors denote actual generation (a,b)/demand (c), and the base
forecast is denoted by dashed-lines in the respective colors. It is
worth mentioning that the amount of up and down reserve with
respect to base forecast is the same throughout the presented
time period, Dec 21, 2019 through Dec 27, 2019, owing to the
by-season grouping and the dates being part of the same sea-
son. It may be argued that the present method is a special case
of a static reserve determination during the selected week, in
which the reference of estimation is the reforecast rather than
the base forecast used in traditional methods. It is expected that
the actual power production and demand should fall within the
bounds defined by the up and down reserve. As verified from
Fig. 3 and Fig. 4, most of the time, the actual output is seen to be
within the specified range except for a few instances, which are
highlighted with pink (shortage in the up direction for load, and
down direction for renewable production) and green (shortage
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