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Abstract. The NSLS-II network and computing infrastructure has been significantly updated
recently. The re-IP process in 2020-2021 enabled the NSLS-II network to be routable to the rest
of the BNL campus. Then, standardization of the operating systems and deployment procedures
helped to deliver a consistent environment to workstations and servers used by all NSLS-
II beamlines. In particular, the RedHat Enterprise Linux 8 was deployed to 700+ machines
using the RedHat Satellite infrastructure management product, and all critical services (IOCs,
databases, etc.) were migrated to the new OS. NFS users’ home directories are consistent
across all of the machines, which eliminates the need for the individual configuration of the
user environment on each host. The standard suite of software packages is available to the
beamline staff and users, which includes the system packages (deployed via RPM) as well as
the conda environments for data acquisition and analysis. Security measures were implemented
to comply with the industry standards, which include multi-factor authentication (using Duo),
secure screen lock for the beamline machines, and advanced access control to the experimental
data that is stored in shared central storage available on all hosts. These major enhancements
facilitated sharing the experimental data (currently for a number of selected beamlines, with a
plan to extend it to the whole facility in the nearest future) with the users via an externally
facing JupyterHub instance - https://jupyter.nsls2.bnl.gov. The beamlines keep using the
Bluesky data acquisition framework to orchestrate their experiments, and the new infrastructure
enabled them to use a next-generation data access library called tiled.

1. Introduction
The National Synchrotron Light Source II (NSLS-II), a U.S. Department of Energy Office of
Science User Facility is one of the brightest synchrotrons in the world. The facility consists of
5 beamline programs — Structural Biology, Imaging & Microscopy, Complex Scattering, Soft
X-ray Scattering & Spectroscopy, and Hard X-ray Scattering & Spectroscopy programs, and
counting 28 operating beamlines to date (Fig. 1). All the beamlines are served by the newly
formed Data Science and Systems Integration (DSSI) program, converted from the preceding
Controls program with the reconsidered structure to better support software and hardware
infrastructure. The DSSI has dedicated Assigned Support Teams (AST) with domain experts
serving each program with the EPICS integration, motion control, Bluesky integration, etc. To
deliver the best user experience, multiple components of the facility have been improved over the
last couple of years. Modern infrastructure helps to deliver the latest features of the software and
hardware stacks and to keep up with the latest security fixes and patches. The recent NSLS-II
network and computing infrastructure upgrade allowed for a few improvements including more
straightforward access to the experimental data with better access control, a more consistent

https://jupyter.nsls2.bnl.gov


Figure 1. NSLS-II beamlines map.

and reproducible software environment, and better security at the beamlines. In the following
sections, we will describe the updates in detail.

2. Software and Hardware Infrastructure Upgrades
2.1. Re-IP
The re-IP process started in 2020 and lasted for about a year. The goal was to make the NSLS-II
network for all beamlines and the accelerator routable to the rest of the BNL campus, whereas
in the past, there were conflicting IP ranges in the NSLS-II Controls network. This goal was
achieved with the consistent and centrally managed IP addresses and hostnames for various
devices on the experimental floor. As an additional benefit, the facility gained the ability to use
the computing and storage resources at the Scientific Data and Computing Center (SDCC) at the
Brookhaven National Laboratory, enabling access from NSLS-II to a variety of the campus-wide
services such as JupyterHub, BNL Box, etc.



2.2. Standard OS and Deployment Procedures Using RedHat Ecosystem
The DSSI teams performed standardization of the operating systems and deployment procedures,
which enabled a consistent environment for workstations and servers used by all NSLS-II
beamlines. The RedHat Enterprise Linux 8 was selected as the primary OS, that was deployed
to more than 700 machines using the RedHat Satellite infrastructure management product and
Ansible1 automation platform. Using these systems, all critical services (IOCs, databases, etc.)
were migrated to the new OS from the previously used Debian (versions 7 through 11). This
transition made the maintenance of the software environment and application of the security
updates more straightforward and coherent. As virtually all machines are running the same
OS now, it became much easier to replace a failed workstation or a server with a new machine
within a few hours. Such a sustainable approach is backed by the industry-standard RedHat’s
support, which provides regular security updates and well-tested new features.

2.3. NFS Home Directories
NFS users’ home directories got consistent across all the machines. In particular, each user
has their home directory in /nsls2/users/<user-name>/, that is mounted on all RHEL8
workstations/servers on the beamlines as well as RHEL8 office workstations for seamless access.
That approach eliminates the need for the individual configuration of the user environment on
each host.

2.4. Software Packages
The standard suite of software packages is available to the beamline staff and users via the system
packages deployed using RPM from an internal channel and via the conda2 environments for
data acquisition and analysis. For the conda distributions, the conda-pack3 packaging tool from
the Conda ecosystem is routinely used to distribute “frozen” conda environments built from the
conda-forge and other popular channels.

The conda environments are currently built in the cloud4 using the GitHub Actions
Continuous Integration (CI) platform. A conda environment is specified using a short
configuration file and an optional YAML file with the package specifications. The resulting
artifacts (.tar.gz archives and associated description and metadata files) are produced by the
CI, and are then uploaded directly from GitHub Actions to Zenodo5 for permanent storage (see
[1] as an example) and then used by the CI for integration testing6 of the beamline operations
code repositories that are managed independently by the DSSI members and beamline staff.
Those packaged, reproducible conda environments are synchronized with the NSLS-II internal
server, and then are used by Ansible roles for deployment to the NSLS-II infrastructure. The
advantage of such an approach is that the changes to the beamline operations code can be
validated in the cloud before they are applied to production data acquisition systems.

2.5. Cyber Security
The cyber-security aspect is taken seriously at NSLS-II and BNL. The following security
measures were applied to all NSLS-II computer systems: (i) the BNL Active Directory domain
accounts are used to authenticate at NSLS-II resources using the industry-trusted Centrify7

product, that allows for granular control of personnel and users’ access permissions to specific

1 https://www.ansible.com/
2 https://conda.io
3 https://conda.github.io/conda-pack
4 https://github.com/nsls2-conda-envs
5 https://zenodo.org
6 https://github.com/NSLS-II/profile-collection-ci
7 https://www.centrify.com
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systems; (ii) multi-factor authentication (MFA) via Duo8 is used everywhere for both logins and
permission elevations; (iii) advanced access control to the experimental data in shared central
storage (Lustre9) on all hosts; (iv) secure screen lock10 for the beamline workstations allowing to
observe the status of the software and hardware systems in the read-only mode, and to modify
the state of the systems after the screen is unlocked using the domain account and the MFA.

2.6. Documentation and Support
Extensive documentation, managed by DSSI, is available to the users and beamline staff after
authentication with their domain account11. The resource contains various topics that can help
users to set up their SSH and Remote Desktop connections, navigate through different tools,
etc. The Jira issue tracking platform12 is used to document tasks and issues, while GitHub
Enterprise13 is used to securely store internal software projects. The Slack messenger14 is used
as the main communication tool between DSSI personnel and beamline staff.

2.7. Remote Access
There are a few tools deployed at NSLS-II which support remote access available without a VPN.
One of them is Guacamole, which is a framework for remote desktop connection (backed by VNC,
RDP, etc.) via a browser, available for NSLS-II users via https://remote.nsls2.bnl.gov. The
beamline staff grants permissions for remote users of their beamline to remotely observe the data
acquisition process or even manipulate the beamline equipment. This approach allows for mail-in
experiments without user presence at some beamlines.

Another popular tool that is used at NSLS-II is Jupyter/JupyterHub. The tool is deployed at
https://jupyter.nsls2.bnl.gov and is accessible from the Internet. It provides an interactive
coding and visualization environment for flexible data access using a scientific Python software
ecosystem.

Guacamole is best suitable for remote data acquisition using Bluesky[2], while Jupyter’s niche
is mostly for data post-processing and analysis.

3. New Bluesky Projects
NSLS-II beamlines keep using Bluesky as their primary data acquisition framework [3, 4,
5]. The Bluesky software projects are community-driven, with multiple facilities (NSLS-II,
APS, LCLS, ALS to name a few) participating in their developments. The collaboration is
growing and now includes facilities from around the world. Development is coordinated via the
https://github.com/bluesky GitHub organization, with relevant software repositories. The
mature software packages — bluesky, ophyd, and databroker — are now accompanied by a few
new projects enabling better data acquisition and data access.

3.1. Bluesky-Queueserver and Bluesky-Webclient
The bluesky-queueserver project implements a server for queueing and executing bluesky plans.
It serves as a central place to submit plans via a ZeroMQ or HTTP API by local or remote users
using the command-line client (CLI), IPython, Qt GUI applications, or Web client applications,
resolving potential conflicts between independent simultaneously running bluesky instances that

8 https://duo.com
9 https://www.lustre.org
10 https://github.com/NSLS-II/xsecurelock
11 https://www.nsls2.bnl.gov/docs
12 https://jira.nsls2.bnl.gov
13 https://github.com/NSLS2
14 https://nsls2.slack.com
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Figure 2. A schematic diagram of the bluesky-queueserver ’s components and their relationships.

attempt to manipulate the same hardware. The administrators (usually beamline staff) can
control which hardware components and collection plans are accessible to the end-users via
remote API. A block diagram that shows the integration of the bluesky-queueserver and its
components into the data acquisition system is displayed in Fig. 2.

The central component of the Queue Server is Run Engine Manager, which is responsible
for maintaining and executing the queue of plans. Plans are executed in a separate process
(Run Engine Worker environment) by running bluesky ’s Run Engine — a core component of the
bluesky library that has been used for years for data collection at NSLS-II and other facilities.
The Run Engine worker process has direct access to the beamline devices and saves metadata
related to running experiments to the MongoDB database. User client applications may access
Run Engine Manager from the local network using ZeroMQ API requests or from the external
network using authenticated HTTP REST API requests. The authenticated access is performed
by connecting to bluesky-httpserver, which may also extend the available low-level API set by
implementing custom API requests by specific beamlines. The document streams created by
the Run Engine are published to Kafka message bus15 and may be consumed by the clients
and passed to various processing and visualization tools, including suitcase exporting tools16,
electronic logging systems, catalogs, and messaging systems.

The REST API exposed by bluesky-httpserver is used to provide access to RE Manager for
remote users. The bluesky-queueserver-api project implements a convenient Python API for
interacting with RE Manager using ZeroMQ and REST API. The Python API allows to easily
write applications and scripts that are expected to work both locally over ZeroMQ and remotely
using an HTTP connection. The web client application based on the ReactJS framework is being
developed (the bluesky-webclient project) that communicates with RE Manager using REST API

15 https://kafka.apache.org
16 https://blueskyproject.io/suitcase
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Figure 3. Bluesky-webclient ’s browser-based interface.

and displays the information about the active queue items, the currently running plan, and the
history of runs with a graphical representation of the data (see Fig. 3).

3.2. Tiled
Tiled is a data access service for data-aware portals and data science tools. Tiled has a Python
client and integrates naturally with Python data science libraries, but nothing about the service
is Python-specific; it also works from a web browser or any Internet-connected program.

Tiled ’s service can sit atop databases, file systems, and/or remote services to enable search
and structured, chunk-wise access to data in an extensible variety of appropriate formats,
providing data in a consistent structure regardless of the format the data happens to be stored
in at rest. The natively-supported formats span slow but widespread interchange formats (e.g.
CSV, JSON) and fast, efficient ones (e.g. C buffers, Apache Arrow, and Parquet). Tiled enables
slicing and sub-selection to read and transfer only the data of interest, and it enables parallelized
download of many chunks at once. Users can access data with very light software dependencies
and fast partial downloads.

The NSLS-II JupyterHub and the tiled ecosystems were used in [6] for fast experimental
access to the multi-gigabyte dataset.

Tiled was recently highlighted in the BNL news17, and readers are invited to learn more
about the project on the corresponding web page.

4. Conclusion
The described tools enable the next-generation data access, which will be used by the emerging
projects using AI/ML methods [7, 8, 9] for fast and scoped data retrieval needed for such tools
to make decisions on better adaptive data acquisition and more intelligent data analysis.

17 https://www.bnl.gov/newsroom/news.php?a=119260
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