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IEEE, Lalith Polepeddi, Szilárd Lipták, Member, IEEE, Raheem Beyah, Senior Member, IEEE,

and Deepak Divan, Fellow, IEEE

Abstract—As a large number of distributed devices are con-
nected to the modern smart grid, the traditional centralized
connectivity models fail to provide economic value. These models
have relied on sending data to the cloud for processing and
receiving commands to exert control actions, resulting in an
‘on-demand system’ with high bandwidth, low latency and an
overload of data on the cloud. For realizing a decentralized
system, there is a strong need to embed intelligence at the ‘edge of
the network’. These intelligent devices, capable of sensing, local
data processing and exerting control actions, report only action-
able information to the cloud, acting as an edge control node.
The system can then function autonomously, without constant
cloud inputs, tolerating longer delays in communication, making
the overall system ultra-low cost. The Global Asset Monitoring,
Management and Analytics (GAMMA) Platform is a novel ultra-
low-cost, secure platform that operates through a Bluetooth based
delay tolerant network. It relies on so-called ‘data mules’ to
bridge the last mile connectivity gap in an inherently secure
way. Due to this model, the platform requires no in-country
certifications, does not rely on a dedicated backhaul technology
and is immune to technology migration. This architecture also
addresses some gaps identified in traditional IoT-based solutions
in remote areas and sparse connectivity. A functional unit of the
edge computing node has been built, taking into account various
constraints like costs, customizations, data storage, cybersecurity
and power management. The platform has been built, deployed
and has demonstrated distributed smart grid applications like
power quality sensing, automated metering infrastructure and
utility asset monitoring.

Index Terms—Autonomous control, Bluetooth, cybersecure,
distributed assets, delay tolerant network, intelligent edge devices

I. INTRODUCTION AND MOTIVATION

THE power grid has been the driver of global development
and growth for the last 100+ years. Developed and

deployed at a time of electromechanical controls, with no elec-
tronics or microprocessors, the grid evolved as a centralized,
top-down system of thousands of interconnected generators,
transformers, transmission and distribution lines and loads;
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that worked through planning, design and switches/relays to
connect or disconnect entire circuits. The architecture and
basic operating principles of the grid have remained essen-
tially unchanged over the last 100 years. The advent of
sophisticated electronic components, such as microprocessors,
phasor measurement units, sensors, and communications de-
vices, have allowed the grid operators to have better visibility
and situational awareness, and to use advanced tools such
as state estimation, optimal power flow control and security
constrained economic dispatch, to better manage and optimize
the operation, reliability and economics of the power system.
However, their ability to effect change has, until recently, been
limited to relatively coarse and slow electromechanical control.

The rapid growth of exponential technologies, such as solar
PV, wind, energy storage, power electronics and microcon-
trollers, all following some version of a ‘Moore’s Law’ with
continually declining prices and improving performance; are
forcing a re-evaluation of what the future grid could look
like. A fundamental change in the operating paradigm, from a
centralized architecture with large generators being dispatched
to follow load, to a highly decentralized strategy, where highly
variable renewable energy resources (e.g. wind and solar)
are balanced in real time through the autonomous action of
millions of prosumers, using loads or local generation to
achieve this balance. The ability to sense across millions of
assets and source/load centers, to act locally, and to coordinate
and optimize at a global level, all at ultra-low-cost, poses a
tremendous challenge, one for which there seems to be no
solution that is currently available.

Electric utilities have to coordinate dispatch, manage their
larger critical assets and key interconnections and have been
using various communication technologies [1] - [12]. With
several elements at the bulk generation and transmission level
and coordination being important for system integrity and
stability, low-latency communication is important for this asset
base. Utilities have used private cellular networks, fiber and
microwave communications [3], [4] to manage their Energy
Management Systems (EMS). However, this is restricted to
a small number of assets, where the cost and complexity of
installing, operating and maintaining the communications and
security layer can be justified. This provides connectivity to
a few thousand expensive, critical assets and ensures security,
absolute control of their networks and priority. Fig. 1 shows
typical applications in each of the subsystems, with the re-
quirements for the communication channels at different levels.

As we move towards a distributed and decentralized world,
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Fig. 1. Issues with communications in electric distribution system. Compared
to generation & transmission systems the distribution network has significantly
higher number of assets. As each asset is lower in value, this reduces the
economic returns per connected node.

and begin to look at the electric distribution system, we
see millions of devices, including transformers, capacitors,
switches, PV inverters, loads, prosumers - all of which need to
provide data for situational awareness, and to coordinate their
own actions to support the grid and improve system robustness
and stability. Solutions that have traditionally worked for gen-
eration and transmission systems would not necessarily work
with distribution systems [8], as the asset class is significantly
different. Unlike for industrial plants, utility assets can be
located in remote areas with poor connectivity - making the
challenge of connecting millions of devices to their own cloud
very complex and expensive.

Fig. 2 shows a typical implementation of a modern distribu-
tion network including AMI, distribution management system
(DMS), distribution automation, Distributed Energy Resource
Management System (DERMS), connected smart devices,
which are capable of sensing, actuation, communication and
cloud based functions. Communication technologies used [13]
- [17], include (but not limited to) power line communications
(PLC) [18], Multiple Address (MAS) 900 MHz network,
meshed radio networks, private cellular backhaul, WiMAX
etc. The advent of smart meters and Advanced Metering
Infrastructure (AMI) has introduced yet another channel of
communications and a large fleet of field-devices to be man-
aged. Many electric utility assets like line-breakers, reclosers,
sectionalizers, in the sub-transmission or distribution network,
have been operated autonomously. Since these are controllable
assets, electric utilities have relied on cellular communication
to connect them to their control infrastructure for advanced
situational awareness.

In many ways, the task of managing millions of smart assets
in a decentralized smart grid looks like a variation on an
Internet of Things (IoT) application [13] - [17], with some
similarities and several key differences. Overall, ultra-low-cost
is required because of the large number of devices, the low
cost of individual assets and the low cost of energy delivered.
Autonomous control maybe needed at the edge, along with

Fig. 2. Electric distribution system with distributed assets. A variety of assets
communicate with the cloud for situational awareness.

broad central coordination. Energy management can have a big
impact on the cost, size and viability of these edge devices.
Intelligence and machine learning are key to getting local and
system level optimization. Connectivity of these edge devices
to the cloud is sometimes done using cellular modems, or more
typically using a remote terminal unit (RTU) [4] connected
to the cloud via a private network. However, cybersecurity is
a major issue for utilities and needs to be addressed. Rapid
technology migration in the telecom sector also creates a
major challenge [9], [10] for utilities that are accustomed
to designing their systems for 25+ years of life. Further,
the integration of these smart and connected devices with
their physical electrical network and with their transactional
processes (e.g., for smart meters), and the operational task of
managing a large fleet of such devices requires tremendous
customization effort, with resulting high cost. For instance,
the transition from Automated Meter Reading (AMR) to
AMI was due to the fact that AMI can serve as a platform
for distribution automation [11], however, very few utilities
have succeeded. This is in part due to the tremendous IT
(information technology) migration and customization effort
needed to ‘close the loop’ and achieve control capability
with existing AMI/AMR infrastructure. Besides, setting up
a dedicated backhaul for distribution automation system has
been proven to be expensive [12]. Vendors of these smart
systems also have to design different solutions for different
geographical regions, further adding to the cost.

The above discussion highlights the device to cloud connec-
tivity needs for a decentralized future grid. These needs are
seen to be quite distinct from typical IoT solutions used for
industrial applications and energy [13], which are generally
focused on collecting low-bandwidth information from low-
cost sensors, and transferring this information to the cloud -
often using local Wi-Fi networks. The information is processed
in the cloud, allowing feedback loops to be closed at some
time in the future. The solutions needed here have to operate
in rural areas with poor/no connectivity, and sometimes have
to operate in sub-cycle response to local events. Customization
of the solution is to be minimized to control costs. Some of
the desirable features of a ideal decentralized control system
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TABLE I
DESIRED ATTRIBUTES OF A DECENTRALIZED SMART GRID

Driver Attribute
With millions of assets, infrastructure (hardware, cloud system etc) should be able to scale rapidly, with costs

for connecting each device being minimal. Ultra-low cost & scalability

Distributed devices must be able to perform local sensing, computation & control actions according to a set of
(configurable) rules that can together achieve system level optimization and coordination. Autonomous end nodes

End nodes must be able to work without constant cloud input. Depending on the latency requirements on the
end application, end nodes may be designed with flexible communication pathways in mind: accommodating

on-demand connections when required, but also being able to tolerate higher delays.

Delay tolerant & flexible
communication

The system should be easy to set up in remote locations with sparse connectivity, without a huge upfront cost. Accessibility in remote locations
End devices must be immune to geographical constraints. These include climatic variations found across

different topographical locations or regulatory standards each physical device has to satisfy (e.g., RF
certifications in each country).

Immune to geographical
constraints

Each solution must undergo minimal customization (including hardware customization in the field/software
customization for setting up cloud/backend infrastructure etc). Minimal customization

For electric utility assets, time taken to install a device in the field adds to the cost. Installation times for
devices should be minimal. Minimal installation time

Ability to deploy new devices or applications with minimal IT overhead. Low IT infrastructure overhead
Many end devices could be constrained in terms of available energy. The end nodes must account for minimal

power draw and should be able to operate with energy harvesting and have the power conditioning integrated in. Low energy budget

End devices must be cybersecure by design. This includes cybersecurity and cyber-physical security. Cybersecurity

End devices must be compatible with changing generations of wireless technologies. Immunity to backhaul technology
migration

End devices must be designed to have a life span comparable to electric utility assets (25+ years). Long Life

are listed in Table I.
This paper proposes a novel method for operating a de-

centralized smart grid based on millions of autonomous edge
control devices. At the heart of the system - Global Asset
Monitoring Management & Analytics (GAMMA) Platform -
is the use of smart nodes that can connect a sensor or control a
device anywhere in the world to the cloud, with high security,
and at ultra-low capital and operating costs. Contributions of
this paper are:

� The novel approach of using ‘data mules’ for smart grid
has been proposed to bridge the last mile connectivity
gap in remote areas or locations with sparse connectivity.
This allows rapid deployment and ability to connect and
control globally dispersed assets to the cloud. Experimen-
tal results showing the feasibility of the data mule-based
opportunistic network have been presented.

� The use of Bluetooth allows for the global compatibility
of the platform. It makes the end nodes compatible with
smart phones, which make the ideal data mules, since
they are constantly online, updated and geographically
dispersed. The platform leverages any existing back-haul
to connect to the cloud, minimizing expensive customiza-
tion, certifications, IT developments, across geographical
borders. This makes the system low cost and immune
to technology migrations. Additionally, the system can
inherently encode locational information, allowing for
asset tracking.

� For a decentralized smart grid, there is a need to embed
intelligence in the end devices so that they can function
autonomously, without constant inputs from a centralized
cloud. An ‘edge intelligence node’ has been developed as
a building block for the proposed system.

� Due to edge intelligence, the overall system does not
need on-demand connectivity for achieving real time
response to local events. A delay tolerant communication

framework has been proposed which has enabled several
ultra low-cost decentralized applications in the smart grid,
for which no solutions currently exist. Evidence of the
viability of the approach has been presented through real
deployment scenarios.

� The edge nodes have been designed with the goal of
minimizing energy consumption and field installation
time (configurations and commissioning). This standard
interface enables fast application development, reducing
time to market and complex customizations in the field,
ensuring overall costs are low.

� For smart grid applications, cybersecurity is of utmost
importance. Security measures to defend against possible
attacks at each stage of the network have been presented.
The use of AES-128 bit encryption with unique keys per
device in addition to link layer and transport layer security
provide a full industry standard encryption for the end to
end security of the network.

The rest of the paper is organized as follows: Section II
discusses the shortcomings of related work done in this space.
Section III provides details on the system design, analytics and
cybersecurity. Section IV presents the framework for smart,
autonomous devices and discusses feasibility of the approach.
Section V presents a few pilot implementations. Some open
problems with concluding remarks are included in Section VI.

II. RELATED WORK

Significant prior work related to smart grids and energy
systems exists in the broader IoT space. Several communica-
tion architectures have been proposed and popularly adopted
for smart grid communications, especially for the electric
distribution system [2], [4], [13]. These include short range
radios like Wi-Fi [19], Zigbee [20], Z-wave [21], Bluetooth
[22] - [24]. With advances in the field of IoT, several machine-
to-machine (M2M) connectivity protocols have been deployed
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[25], [26]. Similarly, long range radios like Low Power Long
Range Radio (LoRaWAN) [27] or IPv6 over Low Power
Personal Area Networks (6LoWPAN) [28] can also achieve
M2M connectivity and a data aggregator is typically used to
connect to multiple device in the field and relay data back to
the cloud. These schemes rely on internet access points (AP),
usually in the form of wired (PLC, LAN or fiber-optic) or
wireless (cellular, Wi-Fi/WiMAX) transponders.

The traditional solution for ‘smart devices’, relies on high
bandwidth [29], low latency communications to push sensed
inputs to the cloud, use cloud computing to realize certain con-
trol action and then push commands back to devices to achieve
the desired response. Bandwidth and latency requirements are
dictated by the type of application [1], [2], [13].

Authors in [30], have proposed a consumer centric platform
that integrates sensors and communication architecture with
the smart grid infrastructure. The platform uses Zigbee and
an internet AP while residing in a consumer’s premises. The
work does not address how the system can be deployed for
other electric distribution applications or how the system can
operate in areas of sparse/no connectivity. In [31], authors
propose a decentralized control for achieving power flows
in distribution networks. With a multi-tier communications
and decentralized intelligence, better power flow control and
a reduction in data traffic has been achieved. However, the
communication network proposed suffers similar drawbacks
as mentioned above. In [32], authors propose an ad-hoc
network for controlling intelligent energy devices connected
to it. Based on system level parameters, the decentralized
controller can instruct connected devices to take appropriate
actions. In [33], authors have a similar approach with an
integrated WiMAX communications layer. In [34], an IoT
based smart home system has been proposed, that combines
intelligence, sensing from cyber-physical spaces to actively
control home appliances. In response to dynamic pricing, an
optimal scheduling is developed based on a users patterns
to minimize the overall cost. However, system is online, i.e.
actively communicates with a central server that is responsible
for computing and optimization and relays the information to a
gateway device that controls individual loads. Deploying such
a system in rural/remote areas would be challenging, since
neither Wi-Fi nor wired access points may be available. We
address these implementation issues in section V.

Authors in [35], propose a mechanism to connect and read
data from isolated smart grid devices, using a Zigbee enabled
reader device to bridge the connectivity between the device
in the field and the utility cloud. However, the utility has to
rely on custom hardware like the reader device, to bridge this
connection.

Most solutions developed in literature [1] - [7], [13] - [28]
have relied on the presence of a backhaul infrastructure to
connect the AP/gateway device to the cloud. However this
is a non-trivial problem while connecting devices in sparsely
populated areas where utilities might face poor ROI (return
on investment). Moreover, the assumption breaks down when
dealing with remote locations, which is a very common case
for electric distribution utilities. Similarly, scaling can also be
a major challenge when dealing with a variety of utility assets

in the distribution network. In summary, the work proposed in
literature fails to satisfy at least one of the desirable attributes,
listed in Table I.

III. GLOBAL ASSET MONITORING, MANAGEMENT &
ANALYTICS PLATFORM

Authors at Center for Distributed Energy at Georgia Tech,
are focused on developing distributed, decentralized solutions
to monitor and control the grid. The use of existing solutions
have resulted in numerous challenges, including the ones
detailed in Section I and II. As a result, a new approach
to achieve distributed, decentralized control, that satisfies
desirable attributes mentioned in Table I has been proposed.

GAMMA (Global Asset Monitoring, Management &
Analytics) platform is an ecosystem of smart end nodes
that can function autonomously (sense, compute, control)
with minimal cloud input. It uses a novel communication
architecture (delay tolerant network [36]), that solves the last
mile connectivity problem, through data mules. ‘Data mules’
are devices that physically relay the data packets between end
devices and the cloud servers [37]. Data mules typically are
special applications (apps) installed on smart phones, but they
could also be physical devices like drones, mobile phones in
service trucks, etc.

Any lineman, service truck, or customer who installs the
app automatically turns their devices into data mules. The end
devices or sensors are equipped with a Bluetooth transceiver
and can automatically connect to nearby data mules to send
or receive data packets. The choice of Bluetooth makes the
platform compatible with mobile phones, since Bluetooth (as
opposed to other popular short range radios like Zigbee, Z-
Wave, custom RF etc.) is a globally compliant technology
embedded in all smart phones. The data mule apps automat-
ically forward the packets to the cloud server without being
able to interpret or decrypt the data. The communication path
is encrypted end-to-end using 128-bit Advanced Encryption
Standard (AES-128), thus even if a data mule app gets hacked,
no sensitive information can be exposed.

The whole platform is delay tolerant, and is most suitable
for applications when on-demand connectivity is not required,
and higher latency can be accepted. Due to data mules, and the
use of a globally compliant standard, the need for additional
country-specific certifications is minimized.

In addition to the ecosystem of smart edge devices, the cloud
infrastructure is optimized for handling data from fleets of
devices thus scaling and accommodating design needs. The
cloud architecture supports the setting up of new applications
without having to customize or redesign software/IT schemes,
making it ideally suited for supporting millions of devices
in the electric distribution system. Looking at the fleet level
data, certain value streams can be derived by using specialized
algorithms that are important for system level optimization
of the electrical network (e.g., data regarding power quality
disturbances across the feeder can help understand & solve
systemic issues). Fig. 3 is a general depiction of the network
architecture.
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Fig. 3. Communication architecture of GAMMA Platform. GAMMA can work with short range radios available on smart phones (like Bluetooth). In some
cases, critical assets can have cellular modems for on-demand connectivity.

A. System Design

In this section, the assumptions, design constraints and
operation of all components (end node, data mule and cloud
server) of the communication platform have been briefly
described. Although GAMMA is designed around Bluetooth
Low Energy (BLE), without loss of generality, similar princi-
ples can be extended and applied to connections over Wi-Fi
ad-hoc networks, since Wi-Fi (WLAN, IEEE 802:11) is also
a globally standardized short range radio protocol available
in all smart phones. However, the advantage of BLE is a
lighter software stack (resulting in lower computation effort
and power consumption on end device) and lower hardware
costs. For example, compared to BLE, entry level Wi-Fi
transceivers are twice as expensive (Wi-Fi chips cost $7,
compared to $3 for BLE and RF front end [38], [39].), provide
the same radio characteristics (� �96 dBm receive sensitivity,
+18 dBm transmit power) and consume up to twice as much
power [40] in the active state (Wi-Fi 272 mA, BLE 160 mA
when transmitting at +20 dBm), and up to 50 times as much
power in the idle state (184 mA for Wi-Fi compared to 4
mA for BLE). Wi-Fi transceivers generally have a ‘network
processor’ subsystem, capable of implementing Wi-Fi and
internet protocols (like IEEE 802:11x, IPv4/v6 TCP/IP stacks,
DNS, DHCP etc) [38], which results in significantly larger
power consumption, software and code complexity, which may
not be required for lightweight ‘edge-of-network’ applications.
Similarly, if the application demands it, direct connectivity
from the device to cloud can be achieved through cellular NIC
(network interface cards), typically at higher costs.

Design criteria. While building the GAMMA ecosystem,
end nodes and data mules were designed with certain physical
constraints in mind:

� The end node is a low-cost, energy constrained device
(like a sensor or an actuator), without a dedicated internet

access module (e.g., Ethernet/cellular NIC). It needs to
communicate over BLE.

� Data mules refer to the smart phones equipped with
popular mobile operating systems (e.g., Android and iOS)
installed with the GAMMA data mule app. These phones
support BLE specified in Bluetooth 4.0 or later.

� A data mule moves around a region which overlaps with
one or more end node’s Bluetooth communication range,
and has coverage of a (cellular or Wi-Fi) network to
access the internet (and hence the app server). When
internet connectivity is unavailable at the time the data
mule connects to the end node, data can be temporarily
stored on the data mule.

� Data mule has accurate positioning method (e.g., GPS),
and its real-time location can be accessed by the app.

� The application server(s) can handle simultaneous com-
munication with multiple data mules. The number of
mules can expand rapidly and the server(s) can accom-
modate the scaling of system at a reasonable rate.

End Node. Since none of the end nodes have direct access
to the internet, the network structure seen by the end node
is a delay-tolerant network (DTN). The delay of a single trip
between an end node and the server could range from a few
seconds to several months depending on the availability of data
mules. Thus, the end node stores the measurement data locally
in an on-board flash memory, with a cyclic buffer to prevent
overflow and minimize data loss. When first commissioned
and when connecting to data mules the end nodes get UTC
time (coordinated universal time for local real time clock
updates), GPS coordinates and other configuration data from
the commissioning packets it receives from the server (also
relayed by data mules).

The end node acts as a peripheral BLE device and keeps
advertising itself. As a data mule passes by and receives its
advertisement, it establishes a connection with the end node.
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Because the end node does not have a pre-determined set
of mule devices which may be allowed to connect, it needs
to authenticate the mule device. The specific authentication
mechanism is explained in Section III-C. Once authenticated,
data are exchanged, with both the data mule sending encrypted
server data and commands to the end node, and vice versa.
The above procedure is visualized in Fig. 4.

Fig. 4. Communication timing diagram. Time represented on vertical line.
Since time between each step is non-deterministic, the entire network is delay
tolerant.

Data Mule. Data mules bridge the gap between the data
source (could be end node or server, depending on direction
of data flow) and data sink. Data mules are devices with
trusted partners (employees, linemen, contractors, etc.) that
the electric utility can rely on to gather data from the field.
The data flow between the source and the sink is enabled by
the data mule’s ability to access both the BLE domain and the
internet domain. Smart phones possess several advantages to
serve as data mules:
(1) Phones cover a large area, since people carry them ev-
erywhere. (2) A smart phone is equipped with more than one
network access technologies, e.g., Wi-Fi, 3G/4G, Bluetooth. It
can be a bridge between all these networks. (3) Smart phones
are equipped with various sensors like GPS etc., which allows
the smart phone to collect locational information.

The data mule app can run in the background once correctly
configured and when the user has been authenticated, so the
user does not need to open it. Fig. 5 illustrates the flow chart
for the app in terms of its communication pattern:

� Step 1: The app scans for location change of the data
mule using GPS.

� Step 2: Once a change is detected, the app sends a query
to the server with the data mule’s coordinates. If no
change is detected, the data mule either finds nearby
devices to connect (step 6), or loops back to step 1.

Fig. 5. Flowchart of the data mule app.

� Step 3, 4: If the server is inaccessible, it retries during
the next location update or when the internet connection
has been restored. Otherwise, the server processes the
query and searches for a set of end nodes near the data
mule, then responds to the data mule with the Bluetooth
MAC address, authentication information, and downlink
data for each nearby end node.

� Step 5: The app then stores the results locally and scans
for the advertisement from nearby BLE devices. It checks
the Bluetooth MAC address in each advertisement found,
and compares with the Bluetooth address received from
the server.

� Step 6: If no match is found, the app repeats the above
steps from the scanning until a timeout occurs. Once
timed out, the app goes back to step 1.

� Step 7: Otherwise, the data mule app will establish a
connection with the sensor node.

� Step 8: Once the Bluetooth link between end device and
data mule is disrupted (e.g. when the data mule moves
out of coverage area), the data mule app restarts from
step 1.

The next steps follow the corresponding part in the end
node’s network timing diagram depicted in Fig. 4. After the
data mule is disconnected with the end node, it keeps scanning
for other end nodes nearby, until it moves away from the region
and a new location change has been detected.

The choice of scanning (on data mules) and advertisement
intervals (on end nodes) can favorably impact overall system
throughput, however at the cost of higher energy consumption
(on both the end node and the data mule). The optimal choice
for these parameters is dependent on the application (e.g. [41]
shows how to adaptively adjust scan intervals to minimize
energy consumption). A detailed analysis of these parameters
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is out of the scope of this paper, and will be addressed in
subsequent publications.

Server. Despite the delay-tolerant nature of this network,
the data mule is analogous to routers in a traditional computer
network, and the server and end node are the two ends of an
application layer communication channel.

One layer below the server-end node application layer
is the direct link between the server and each data mule,
whether through Wi-Fi, cellular or other means of internet
access technologies. This part of the network is a classic
heterogeneous network. A large number of mature protocols
such as TCP and HTTP, can handle the communication with
relative ease. We use Google Cloud Platform [42] to manage
collecting, processing, and storing data from data mules.

The server is responsible for end node management, data
mule management, data cleansing, de-duplication and vali-
dating module and the actual data repository. The GAMMA
analytics engine runs on the data stored in the final repository.

B. Analytics Platform

GAMMA platform not only offers connectivity options, but
also offers application specific data analytics that run on the
server back end. The GAMMA end node has built-in software
that only reports important information or critical events, thus
the cloud does not get overloaded, the data packets are kept
small, and the data mule app remains very lightweight. The
cloud server automatically runs custom algorithms to extract
additional information. This cloud-based analytics enables
system level benefits to be realized. Additionally, several APIs
are provided, which can run customer-specific queries. The
specific details of the analytics platform is beyond the scope
of this paper, but will be elaborated in subsequent papers.

C. Cybersecurity

Cybersecurity is baked into the system by design.
Attacker Model. We assume there are two levels of attackers.
The weaker one is an outside attacker, who is not registered in
the system. The stronger attacker is registered as part of our
system (e.g., a data mule) but is malicious or compromised.
The attack surface for both attackers is limited to the end
node and mule app (and the link between them), but not the
server node. Note that the server is not being considered as
a possible attacking vector in our attacker model, as server
security is a well studied research domain [43], [44]. There
have been mature secure access technologies such as virtual
private network (VPN), firewall, encryption, etc. Therefore,
server security is out of the scope of this work. Fig. 6 shows
how the two types of attackers interact with the system.

Weak attacker. The weak attacker (denoted asW) intends
to eavesdrop the data sent by the end nodes without being
detected. All data sent between the end node and server
are encrypted with AES-128 to ensure end-to-end encryption
(E2EE). Each device has a unique encryption key. This could
prevent Man-in-the-Middle (MitM) attacks which W may
perform on some of the network links between the end node
and server that we cannot control (e.g., Wi-Fi hotspot, router,
etc.). The specific AES key length can be chosen depending

on the trade-off between power and performance constraint for
the end node and encryption strength. However, only E2EE is
not sufficient, as metadata such as message length, timing, fre-
quency, etc. may be obtained and used to deduce information
about the encrypted message. Additionally, we leverage SSL
(Secure Socket Layer) and/or TLS (Transport Layer Security)
between mule app and the server to provide full-fledged
industry-standard encryption. We believe the combination and
careful configuration of these protocols should prevent W
from obtaining non-trivial information in the system.

Strong attacker. The strong attacker (denoted as S) intends
to eavesdrop or tamper with the data transmitted between the
end node and server, or perform a Denial-of-Service (DoS)
attack. In the eavesdropping case, S does not hold advantage
over W. Although S may dump the Bluetooth data from the
app, it is still protected by the AES E2EE. It is possible for
an even stronger attacker who obtains metadata from multiple
sensors to infer status information of the grid and possibly
perform any related attacks with it. Such possibility can be
alleviated by setting the cost of creating multiple identities in
the system very high to deter potential attackers. To thwart
S from modifying the data at the app, we use a key-hashed
message authentication code (HMAC) in conjunction with
AES. Any change to the AES encrypted data without correctly
computing the HMAC will result in a corrupted message at the
receiver end and will be discarded. The attacker can also attack
by dropping the data at the app. This can be seen as a lost
packet scenario in our network model, which is compensated
with multiple mules. One might only cause disruption to
our system by dropping messages at massive nodes. This is
prevented by setting the cost of creating multiple identities in
the system very high.

A DoS attack from S can be defended using a digital
signature. A valid digital signature can be used to verify the
sender of the message is authentic and ensure the integrity
of the message. An HMAC can also replace the digital
signature if non-repudiation attribute is not needed, while still
maintaining authenticity and integrity with less computational

Fig. 6. Attacker Model of the System: Bluetooth link (shown in blue) has
link layer security, while cellular/Wi-Fi link (shown in green) has SSL (Secure
Socket Layer) and TLS (Transport Layer Security). Weak attackers W sniff
packets, while strong attackers S will try to infiltrate and impersonate.
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Fig. 7. GAMMA platform can enable an ecosystem of smart, autonomous devices that can perform control actions locally, while interacting with the cloud
in a delay tolerant fashion. This is achieved by embedding the GAMMA kernel in the end devices, making them compliant with GAMMA ecosystem.

overhead. By enforcing authentication at each node, we can
defend against DoS attacks by S.

IV. AUTONOMOUS CONTROL AND EDGE COMPUTING
FRAMEWORK

Partnering with National Electric Energy Testing, Research
& Applications Center (NEETRAC) and over 30+ electric
utilities, the authors have demonstrated several autonomous
edge control applications for smart grids, like distributed
power electronics [45], volt-var optimization [46], flexible
transformers for distributed control [47], power flow control
[48]. Similar concepts have been applied to other distributed
smart grid assets like AMI [49], where intelligent end devices
report only actionable information. By combining control ca-
pability, with local intelligence and delay tolerant networking,
a decentralized control strategy can be implemented for the
smart grid.

A. Edge Computing Node

GAMMA platform acts as a framework for smart, dis-
tributed, autonomous devices that can be deployed globally
and can sense, compute, and take appropriate control action.
A functional unit of the end (edge) node, called GAMMA
kernel has been designed and built, keeping in mind the
basic requirements for the ecosystem to work. The GAMMA
kernel integrates the BLE RF front end along with a Cortex-
M3 processor; memory to store data locally and a power
management and storage unit that can take a wide range DC
input. Fig. 7 shows a typical framework where GAMMA
kernel can be used. With a target BOM cost of < $4 in
volume of 1 million, the GAMMA kernel functions as the
low-cost smart edge device, that combines local intelligence,
sensing and actuation capabilities to enable a decentralized
smart grid, working with intermittent (delays upto several
weeks) connectivity.

Table II lists the GAMMA kernel specifications (like BLE
effective isotropic radiated power (EIRP), line-of-sight (LOS)
range, sensitivity etc) in detail. The GAMMA kernel can
be embedded inside a smart utility sensor or actuator (like

TABLE II
GAMMA KERNEL SPECIFICATIONS

Parameter Value

Form factor 7.2 cm � 3.9 cm
BOM Cost $4 in volume of 1 million
DC power in +3.5 V to +50 V
Average current consumption 6 mA @ +3.3 V
Supercapacitor runtime 20 min on full power
BLE EIRP +20 dBm
BLE sensitivity �101 dBm
Bluetooth range (LOS) >250 mtr
Data rate 1 Mbps
Analog inputs 0 to +3.3 V
Sampling Rate >3000 Hz
ADC specifications 12 bits, SAR ADC, 200 kS/sec
Memory 32 - 128 Mb, up to 1 year of data storage

AMI smart meter, smart inverters, power flow routers, volt-
var control devices etc) and can function autonomously. Based
on the parameters being sensed (e.g. voltage, current, power,
temperature), the GAMMA kernel can autonomously compute
control actions and actuate components to achieve necessary
responses within millisecond intervals, as required by smart
grid applications. Data mules can be used to slowly update
the set-points on the end nodes, or even send commands for
executing control sequences as desired.

GAMMA kernel has advantages of minimal customization
and software complexity, since sensing and control action
thresholds can be remotely set from the cloud through data
mules. This reduces significant software overhead and overall
effort involved in deploying an application in the field. With
integrated sensing and energy management, applications can
be rapidly developed around a set of constraints, resulting
in fast time to market. Since Bluetooth in smartphones is
backward compatible, Bluetooth 4.0 (BLE) offers immunity
to technology migrations. Upgrades to the data mule apps can
be centrally handled. If needed, firmware on end nodes can
be updated through the data mule apps, using an over-the-air
upgrade.




