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Abstract—Monte Carlo radiation transport (MCRT) methods
have been used to simulate radiation environments for many
decades by tracking individual particles through a model to
accumulate statistical information. MCRT geometry is histori-
cally formed using constructive solid geometry (CSG). Recently,
significant work has been performed to support simulations
using CAD-based tessellated surfaces to support highly complex
geometries. Ray tracing acceleration data structures from the
rendering and visualization community are applied to accelerate
particle tracking in CAD-based models. Despite these efforts,
CSG representations provide superior performance in surface in-
tersection operations during particle flight. Concurrently, pseudo
Monte Carlo methods have become prevalent in rendering
applications to support more realistic models for scattering
media, motivating innovations that are advantageous for MCRT
simulations. The authors’ work extends these innovations by
employing Intel’s Embree ray tracing kernel within a geometry
toolkit for Monte Carlo to improve simulation performance using
CAD-based models by factors of 1.5 to 2.

I. INTRODUCTION

The transport of ionizing radiation consisting of neutral
particles such as neutrons and photons can be described by
the linear Boltzmann transport equation:
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This equation describes the neutron flux, ¢, at any point
in space (r), angle of trajectory (), and energy (E) — the
phase space of the problem. The transport of particles from one
region of phase space to another is governed by the double-
differential cross section (2,) and the total cross section (X;).
A source of particles (S) is included to represent particles
introduced to the system such as fixed radiation sources or
neutrons generated by fission reactions.

Analytic solutions for this equation are limited to simple
geometries and materials and often involve discretizations or
approximations in one or more dimensions of phase space.
Numerical methods are often applied to model this equation
when applied to real-world problems including: discrete or-
dinates, method of characteristics, and Monte Carlo, with the
last of these being the focus of this work.

The Monte Carlo method employs random variables to
sample the Boltzmann equation and can be shown to converge
to the exact solution as the number of random samples ap-
proaches infinity. It can also provide answers with quantifiable
uncertainty via statistical accumulation of particle properties
during transport (reactions, flux, etc.) [L]. In Monte Carlo
radiation transport (MCRT), individual particles are tracked

throughout their time spent in relevant phase space. Random
variables are used to sample probability distribution functions
(PDFs) representing physical behavior of the particles. These
PDFs govern properties such as optical thickness, scattering
angles, energy reduction, thermal effects, fission products, etc.
While more computationally expensive than other methods,
MCRT is also the most accurate of the numerical methods
discussed above. Where other methods require one or more
dimensions of phase space to be discretized, the Monte Carlo
method is able to represent all dimensions of phase space in
a continuous manner.

Historically, constructive solid geometry (CSG) representa-
tions have provided enough detail to model fissioning systems
for which the MCRT method was developed. As this method
was extended to shielding applications for nuclear systems at
large, geometric detail became more important. While highly
detailed modeling is possible with CSG, it is incredibly time
consuming to correctly define, intersect, and orient the analytic
primitives using the text-based inputs common to MCRT
codes. Computer-aided design (CAD) tools provide a rich,
intuitive interface for model generation with interactive ren-
dering and real-time feedback for the designer. These systems
also support surface types that are not in the set of primitives
commonly found in CSG implementations — such as higher-
order Non-Uniform Rational B-Spline (NURBS) surfaces.

The Direct Accelerated Geometry Monte Carlo (DAGMC)
toolkit allows MCRT codes to track particles through CAD-
based geometry [2]. To do so, CAD surfaces are tessellated
into sets of triangle primitives and exported from Cubit, a
CAD and mesh generation tool, into Mesh Oriented datABase
(MOAB)’s mesh file format along with geometry topology
and metadata denoting the material properties to be applied
in simulation [3]], [4]].

In MCRT, particles advance by sampling the distance to the
next interaction with an atom in the material they are moving
through. This sampling is performed based on the following
PDF:

f(d) = $,e~Fede 2)

where d. is the distance traveled through a medium with a
total macroscopic cross-section (optical thickness) of 3J; in
cm~!. This results in the following sampling for the distance
to the next particle interaction (collision) in the medium:

—In(§)
Xy

where £ is a random number between 0 and 1. The distance
to the boundary of the current volume is then computed and
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the two are compared. If the distance to the interaction is less
than the distance to the boundary, then the interaction occurs
and the process is repeated. If the distance to the boundary
is less then the distance to the interaction, then the particle
crosses the surface and the value of ¥, is updated to match
the material of the new volume the particle is entering. This

process is depicted graphically in
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Fig. 1. Particle tracking flowchart for surface-to-surface tracking in MCRT.
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In CSG representations, computation of the distance to the
boundary is relatively straightforward. The distance to each
surface along the ray direction in the volume’s definition is
computed and the minimum distance is used. For surfaces
composed of 103-10° triangles, acceleration of this search
using ray tracing data structures is required. A bounding vol-
ume hierarchy (BVH) is applied for each volume to accelerate
the search for the closest intersection along the particle’s
trajectory.

II. MIXED-PRECISION RAY TRACING IN MCRT
A. Motivation

Profiling of simulations utilizing CAD geometry with
DAGMC shows that bottlenecks in performance compared
to models using CSG are concentrated in these ray tracing
processes. In order to reduce the computational cost of using
CAD geometry in MCRT, this work focuses on optimizing that
process using modern ray tracing methodologies that employ
hardware-accelerated techniques, namely those employed in
Intel’s Embree ray tracing kernel [3]].

Historically, DAGMC has used the purpose-built ray tracing
kernel available in MOAB. MOAB’s BVH employs double
precision, oriented bounding boxes. While oriented boxes
are able to bound primitives more tightly than axis-aligned
bounding boxes, transformation of the ray direction into the
local oriented axes of the box adds to the computational cost
when traversing the hierarchy.

In contrast, Embree employs axis-aligned bounding boxes
in single precision, requiring no local axes transformation and
faster floating point arithmetic. Embree is able to leverage
Single Instruction Multiple Data (SIMD) operations to vec-
torize ray-box intersection checks. The adoption of SIMD

vectorization motivates selection of higher BVH branching
ratios to match the amount of data that can fit into the
SIMD registers of the Intel CPUs. Embree vectorizes ray-box
intersection checks at a low level, with support for instruction
set extensions ranging from SSE2 to AVXS512. While Intel
CPUs do not contain hardware specifically for ray tracing,
Embree utilizes modern CPU designs in a similar manner
to developers writing software layers for such specialized
hardware. The combination of these factors motivated us to
explore and adapt Embree for Monte Carlo simulations. In
contrast, the use of double-precision values and added storage
of the oriented boxes’ local axes in MOAB prevents efficient
use of SIMD operations.

B. Challenges

We faced one clear challenge in implementing Embree’s
ray tracer in DAGMC: the conversion from single to double
precision for values going in and out of the Embree kernel. In
addition to its bounding boxes, Embree also stores primitives
and computes intersection distances in single precision while
nearly all MCRT codes operate in double precision. The
changes in round-off when converting from single to double
precision can cause what is referred to in MCRT as a “lost
particle” or a particle whose logical position (what volume
it resides in) becomes decoupled with its numerical posi-
tion. Lost particles are considered unrecoverable cases in the
tracking algorithm resulting in premature particle termination.
In high numbers lost particles can cause bias in simulation
results. Early implementations of Embree in DAGMC showed
that changes in particle position that are orthogonal to the
particle direction are particularly problematic [6] and occur
frequently enough to be of concern to analysts.

One possibility to overcome the aforementioned difficulty is
to convert Monte Carlo codes to single precision to maintain
a consistent floating point representation of the particle’s po-
sition between the ray tracing and physics kernels. It remains
an open question, however, as to whether or not MCRT results
will be significantly different when using single precision for
all values. The high number of intersections and interactions
a particle undergoes throughout its simulated lifetime has the
potential to cause accumulation of error that would be model-
dependent and difficult to detect. Additionally, this would
require the variety codes that DAGMC has been implemented
in to consider this conversion for efficient use of CAD-
based geometry. Due to these factors, the authors selected an
alternative methodology.

C. Mixed-Precision Approach

The methodology used to address the challenges outlined
above separates the process of BVH traversal from primitive
intersection at the leaf nodes of the hierarchy. Given that the
majority of computational operations in a ray trace are spent
traversing the BVH, performing these operations in single
precision has a high impact on performance. When candidate
primitives are reached at the leaf nodes of the BVH, primitive
intersection routines can still be performed in double precision

(as depicted in [Figure 2). Thus the ray tracing kernel can



greatly benefit from performing most operations in single
precision while returning the same numerical result from the
ray tracing query in double precision. This mixed-precision
approach has been adopted in various other works as well [7]
though this is the first time it has been applied in MCRT to
the authors’ knowledge.

BVH Primitive Intersection
Traversal

double
precision

single
precision

Fig. 2. Conceptual depiction of mixed-precision ray tracing in DAGMC.
Correct traversal of the BVH requires only that the set of bounding boxes
intersected in single precision contains the set of bounding boxes intersected
where those intersections performed in double precision. Intersections per-
formed on primitives are still performed in double precision.

The metric used here for a robust approach is that the
nearest intersected primitive and distance returned from the
ray trace is the same using the mixed-precision approach as
in the double precision case. This is possible so long as the
set of BVH nodes with positive ray-box intersections in single
precision contains the set of nodes with positive intersection
checks in double precision. To ensure that this is true, single
precision bounding boxes are extended by some value €. The
artificial expansion of these boxes is kept to a minimum,
only set large enough to maintain robustness in the kernel, to
avoid increasing the overlap of sibling bounding boxes and
superfluous intersection checks — a known issue that can
degrade the performance of BVH traversal [8].

We developed a lightweight, mixed-precision ray tracing
kernel to verify this approach for MCRT codes and study ef-
fects of different tree branching ratios, box splitting heuristics
during BVH creation, mixtures of axis-aligned vs. oriented
boxes, efc. presents a study on the extensions of
single precision bounding boxes and the trade-offs between
robustness and performance discussed above. We studied two
models here: a simple sphere and a sphere with slots cut into it
(shown in [Figure 3). In these tests, ten million rays were fired
from random points inside spheres with random directions for
each data point in the plot. At low values of € (< 1076), false
negative results in ray-box intersection checks result in rays
missing the surface of the spheres entirely. At high values of
€ (> 1071), ray tracing times begin to degrade due to the
increasing overlap of bounding boxes, eventually reaching a
plateau when every box in the hierarchy is visited.

Fig. 3. Slotted sphere model used in box extension experiments.
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Fig. 4. Ray tracing timings for a mixed-precision BVH with varying box
extension values.

Based on the encouraging results from the experimental
mixed-precision BVH implementation, a similar approach was
used to develop a more stable product leveraging Embree.
This decision was made in the interest of the longevity of
the project. As hardware architectures continue to evolve,
the authors judged that working with the dedicated team of
Embree developers is a better approach to continued benefit
for both groups. Embree is slated for support on Intel’s Xe-
HPG ray tracing hardware, for instance. The following section
describes the implementation of this method in DAGMC using
Embree.

D. Implementation with Embree

To apply the mixed-precision approach with Embree in
DAGMC, custom definitions of both the underlying geometry
primitives and ray definitions were required. First, user-defined
double precision primitives were generated with the triangles
from MOAB. With the understanding that the values of the
bounding boxes for each primitive would be interpreted by
Embree in single precision, the bounds are artificially extended
enough to ensure that any ray-box intersection that would



have occurred in double precision would also occur in single
precision, but not enough to degrade performance of the
BVH traversal due to large overlaps of sibling bounding
boxes. An € of 5x 1073 is sufficient to ensure robust ray
intersections without significantly impacting performance for
models typically analyzed in MCRT.
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Fig. 5. Extension of Embree’s RTCRay and RTCHit structures to contain
double precision duals. Double precision values are only used during inter-
section with primitives in leaf nodes of the BVH.
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To enable double precision ray definitions and intersection
distances in and out of the interface, a dual ray approach was
employed. This approach extends the RTCRay and RTCHit
data structures in Embree to include double precision duals
of the ray origin, direction, and intersection distance (see
Figure S).

During traversal, the single precision versions of the ray
origin and direction are used to traverse Embree’s BVH. When
a leaf node of the BVH is reached, the primitives of the leaf
are intersected in double precision using the same Pliicker
intersection test [O] that is used in MOAB to ensure the same
intersection distance (dt far) and primitive normal (dNg_x,
dNg_y, dNg_z) are returned. The single precision values
for the intersection distance (tfar) and primitive normal
(Ng_x, Ng_y, Ng_z) are also updated so that occluded
or distant branches of the BVH will not be traversed. Values
of the primID and geomID are updated as usual as the
intersected primitive is updated. These two values are used
to lookup the triangle and surface hit in the MOAB mesh.

III. RESULTS

We performed a number of comparisions between
DAGMC’s native ray tracing kernel and Embree’s ray tracing
kernel connected to DAGMC. First, a direct comparison of
the ray tracing times is presented for two relatively simple
volumes. Second, a serial comparison of simulation times is
presented based on an implementation of DAGMC in a widely-
used MCRT code. Finally, scaling of these simulations for
threaded parallelism is presented and the importance of these
results for MCRT simulations is discussed.

A. Ray Tracing Results

We selected two models for ray tracing timing tests. The
first is a simple sphere, 100 cm in diameter. The second model
(shown in [Fig 6| with dimensions) is a large volume from

the ITER CAD geometry representing the implicit comple-
ment, or all undefined, negative space.

Fig. 6. ITER implicit complement volume used for ray tracing timing tests.
This model spans 0 to 2,000 cm in the x dimension, -642 to 618 cm in the
y dimension, and -1,100 to 1,300 c¢m in the z direction.

We tessellated the selected models in Cubit using a range of
different faceting tolerances. The faceting tolerance places an
upper limit on the distance from any point on a triangle in the
tessellated surface to the analytic surface in the CAD repre-
sentation. As the faceting tolerance decreases, the number of
triangles required to represent the surface generally increases.
To conserve the volume of various regions in the CAD model,
this tolerance is typically quite low (< 10~* cm), resulting
in more triangle primitives per surface than would typically
be seen in similar geometries for rendering applications (see
model descriptions in [[1I-B).

We applied a test program directed to fire ten million rays
from the interior of each volume with random directions using
the DAGMC interface with both the MOAB and Embree
kernels. The average time per ray for the models, tessellated
with a faceting tolerance of 10~* are shown in
The results indicate that Embree provides a sizable increase
in performance with a factor of 5.5 to 6 decrease in ray
tracing times for both the sphere model and ITER implicit
complement volume.



Architecture | MOAB  Embree | Speedup
(ps / ray)
Sphere
i7-8650u 12.6 2.03 6.0
Xeon 8180m 8.5 1.3 6.5
Xeon 8260 9.0 1.5 6.0
ITER Volume
i7-8650u 14.6 2.48 5.9
Xeon 8§180m 12.6 2.27 5.6
Xeon 8260 12.4 22 5.5
TABLE 1

RAY TRACING TIMINGS FOR SELECTED MODELS, TESSELLATED WITH A
FACETING TOLERANCE OF 10—4 CM, USING MOAB AND EMBREE IN
DAGMC.

B. Serial Simulation Results

We selected several production models for comparison of
simulation timings between MOAB and Embree:

FNG
Surfaces: 1,063; Triangles: 1 million
The Frascati Neutron Generator (FNG) is a device used
to simulate a fusion source of 14.1 MeV neutrons for the
purpose of material testing and dose rate after shutdown
evaluations from radiation emitted by isotopes generated
by transmutation of atoms during device operation.

ATR

Surfaces: 28,008; Triangles: 5 million

The Advanced Test Reactor (ATR), located at Idaho Na-
tional Laboratory, is used to test experimental fuel and
reactor component designs in a controlled environment.
Its distinguishing feature is the serpentine fuel regions
in the inner core. While CSG models of this reactor do
exist, the complexity of these models makes insertion of
new components in experimental regions of the reactor
difficult.

ITER B-LITE

Surfaces: 69,812; Triangles: 50 million

The final model we tested is the ITER fusion reactor
currently under construction in Cadarache, France. It is
intended for burning plasma physics studies and power
output demonstration on a large scale with the intent
of approaching the longest and highest recorded fusion
power levels of 500 MW. This model is a one-ninth
radially symmetric section of the full device. A CSG
version of this model exists, but was not available to
the authors at the time these tests were performed.

These models increase in geometric complexity in order of
their listing, varying from ~1 to ~50 million triangles when
tessellated. They are all production models that have been
used to perform various analyses from neutron multiplication
factors in the fission reactors to tritium breeding ratios and

Fig. 7. Example image of an ITER model with a cutout of the piping behind
a first-wall shielding module.

radiation shielding calculations in the fusion devices. While
use of CAD models is valuable in modeling fission reactors
with complex geometries (such as ATR), geometric detail
is highly important in the shielding calculations of fusion
devices as the dose rates calculated outside of shielded regions
are highly influenced by the gaps or “streaming channels”
between components. Fusion devices also have a large amount
of irregular geometry in comparison to nuclear reactors (see
whose bundles of fuel and control rod cylinders can
be represented accurately using CSG.

Fig. 8. Image of the ATR CAD model.



DAGMC has been implemented in a number of production
MCRT codes. The timings presented here are based on the
implementation of DAGMC in OpenMC [10], [L1], an open-
source, community-developed MCRT code. OpenMC is writ-
ten in modern C++ and provides a Python API for both input
generation and in-memory interrogation/manipulation of sim-
ulations during runtime. OpenMC leverages both distributed
and shared memory parallelism, the latter of which is most
relevant to this work.

The models described above were run on a number of
different Intel architectures provided by the Joint Laboratory
for System Evaluation (JLSE) at Argonne National Laboratory
(ANL). The metric used for comparison here is particles/s
in each run. In all cases shown here, only neutrons are tracked
in the simulation.

Architecture CSG MOAB Embree
(particles/s)

FNG

Xeon 8650u 4221 533 1077

Xeon 8180m 6619 1073 1503

Xeon 8260 6659 1011 1567
ATR

Xeon 8650u 3139 407 593

Xeon 8180m 5458 525 941

Xeon 8260 4895 484 828
ITER

Xeon 8650u  N/A 1867 3747

Xeon 8180m  N/A 2874 5626

Xeon 8260 N/A 2885 4748

TABLE II

SERIAL SIMULATION PERFORMANCE OF SELECTED MODELS USING
MOAB AND EMBREE IN DAGMC

Simulations using Embree as the ray tracing kernel showed
increased particle rates by factors of 1.5-2x. While the CSG
models will provide better performance, the use of Embree
and the mixed-precision methods supplied here are a step
toward eliminating this performance gap. It is worth noting
that while two of the models studied here have equivalent CSG
representations, many models are either extremely onerous or
impossible to represent as CSG. As a primary alternative for
CAD-based modeling in MCRT, any performance improve-
ments are invaluable to any analysts relying on DAGMC.
Tallied results from these problems covering the entire domain
using both OpenMC'’s native CSG representation and DAGMC
have been examined and determined to produce statistically
similar results [11]. DAGMC simulations produce the exact
same numerical results using either MOAB or Embree as the

ray tracing kernel using the approach outlined in

C. Threaded Simulations

Lastly, we performed a series of threaded simulations. The
number of threads was varied from 5 to 100 in increments
of 5 threads. The number of particles in the simulation
was incremented as well at 5,000 particles per thread to
ensure that each thread had sufficient work to perform in the

simulation. We ran simulations with OpenMC using CAD-
based DAGMC representations as well as equivalent CSG
models when available. This analysis is particularly relevant
to DAGMC models due to the increased memory footprint
of the tessellated representation and data structures — one of
the tradeoffs of using DAGMC. The majority of DAGMC im-
plementations are not thread-enabled, meaning that distributed
memory parallelism models (i.e., MPI) have historically been
relied upon to increase particle rates in high performance
computing (HPC) environments. As depicted in
this has led to idle node resources in HPC runs due to fewer
copies of the model being able to fit in memory than there
are cores on a node. Thus, the alternative of shared memory
parallelism in which a single copy of the DAGMC model
resides in memory while multiple particles query the model is
desirable.
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Fig. 9. Depiction of memory constraint for DAGMC HPC simulations leaving
HPC node resources unused.

The results of the threaded simulations are shown in
The FNG runs showed similar scaling with number of
threads to the CSG model for both the MOAB and Embree
kernels. The ATR and ITER runs showed very limited scaling
for the MOAB kernel while the CSG and Embree kernels
maintained similar scaling behavior as the FNG runs. The
authors hypothesize that the FNG model having, relatively, the
lowest complexity of all the models discussed here results in
shallow BVHs, reducing thread contention in MOAB’s data
structures while traversing the hierarchy. As the complexity
of the models increases and the BVH becomes deeper, thread
contention increases and its scaling performance begins to de-
grade. An additional consideration is the ratio of collisions to
surface crossings when tracking a particle. Particles spending
more time in OpenMC’s physics kernels will decrease the
dependence of performance on the ray tracing kernel and the
chance of thread contention as well.

A notable decrease in performance is present for many of
the runs as the thread count increments from 55 and 60 threads.
The machine used for these simulations contains two CPUs
with cores 28, 56 hardware threads each. As the number of
threads exceeds the number of cores on one of the CPUs the
threads are more prone to move from one CPU to another,
incurring an additional cost for context switching. Settings
such as thread pinning or processor affinity can be used to
smooth this feature. Additionally, cache contention is expected
to increase as the number of threads exceeds the number of
caches on the CPUs.
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Fig. 10. Threaded scaling of the FNG, ATR, and ITER T production models
with OpenMC using CSG and DAGMC with both MOAB’s ray tracer and
Embree on an Intel Xeon Platinum 8180M CPU.

The scaling performance of the Embree ray tracing kernel
when using DAGMC models demonstrates that use of Embree
not only improves serial performance of MCRT, but also
provides an avenue for increasing particle rates in DAGMC
simulations with OpenMC without additional memory alloca-
tion.

IV. CONCLUSIONS

This work presents a robust, mixed-precision approach to
applying the hardware-accelerated ray tracing kernel, Embree,
in CAD-based radiation transport simulations using DAGMC.
It has been shown to decrease ray tracing times by a factor of
5.5 to 6 and decrease serial simulation times with OpenMC
by a factor of 1.5 to 2. While the gap in performance between
CSG and CAD-based geometry for serial simulations remains
significant, use of the Embree ray tracing kernel provides
threaded scaling similar to that of OpenMC’s CSG geometry.
These demonstrations of threaded scaling performance offer
new potential for the types of problems that can be approached
using DAGMC with OpenMC and will greatly increase the
efficiency of existing analysis workflows that rely on these
tools.

In the future, there is potential for use of this work and these
approaches in other types of scientific simulation as well. For
example, these methods have also been used in methods of
characteristics solvers to resolve the complex geometries that
DAGMC is capable of representing [12]. Additionally, Em-
bree’s development roadmap indicates support for dedicated
ray tracing hardware on Intel’s Xe-HPG microarchitecture.
Importantly, Intel has indicated support for custom primitive
intersection routines that make this methodology possible. The
authors are looking forward to exploring these opportunities
in the future.
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