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Abstract 

Second-order photon correlation measurements (𝒈(𝟐)(𝝉) functions) are widely used to classify single 

photon purity in antibunched quantum emitters, or to measure the multiexciton quantum yield of 

emitters that can simultaneously host multiple excitations, by evaluating the value of 𝒈(𝟐)(𝟎). 

Accumulating a sufficient number of photons to accurately calculate this value is time consuming, 

and could be accelerated by fitting of few-shot photon correlations. Here, we develop an uncertainty-

aware, deep Adversarial Autoencoder Ensemble (AAE) that reconstructs noise-free 𝒈(𝟐)(𝝉) functions 

from noise dominated, few-shot inputs. The model is trained with 1,000,000 simulated 𝒈(𝟐)(𝝉) 

functions that are facilely generated by Poisson sampling time bins. The AAE reconstructions exhibit 

higher accuracy and lower variance compared to Maximum Likelihood Estimation and Levenberg–

Marquardt least-squares fitting for simulated and experimentally measured few-shot 𝒈(𝟐)(𝝉) 

functions (~100 two-photon events) of InP/ZnS/ZnSe and CdS/CdSe/CdS quantum dots. The deep 

ensemble model comprises 8 individual autoencoders, allowing for probabilistic reconstructions of 
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noise-free 𝒈(𝟐)(𝝉) functions, and we show that the predicted variance scales inversely with number 

of shots, with comparable uncertainties to computationally intensive Markov Chain Monte Carlo 

sampling. This work demonstrates the advantage of machine learning models to perform 

uncertainty-aware, fast, and accurate reconstructions of simple Poisson distributed photon 

correlation functions, allowing for on-the-fly reconstructions and accelerated materials 

characterization. 

 

Introduction 

Correlating the intensities of photons impinging on two detectors in a Hanbury-Brown-Twiss configuration 

(Fig. 1a) allows for the construction of a second-order intensity correlation function, 𝑔(2)(𝜏) (hereafter 

referred to as 𝑔(2) for succinctness). This technique can be used to characterize photon statistics and 

determine whether or not the emissive species is a single quantum emitter by evaluating the value of 

𝑔(2)(𝜏 = 0). [1,2] For systems that can host multiple excitations and therefore emit multiple photons 

following a single laser pulse, like semiconductor quantum dots (QDs, Fig. 1b), 𝑔(2)(𝜏 = 0) for a single 

particle is instead indicative of its multiexciton quantum yield – which can be distinguished from emission 

by multiple particles by applying a time gate to the photon stream. [1,3] The most commonly considered 

multiexciton state is the biexciton, which can recombine radiatively or nonradiatively (e.g. via Auger 

recombination) to the exciton state (Fig. 1c). [4] Radiative recombination of both the biexciton and exciton 

creates a two-photon event triggered by a single laser pulse, contributing to the peak at 𝑔(2)(𝜏 = 0) in the 

absence of spectral filtering, and the ratio of this center peak area to a side peak (corresponding to a 

subsequent laser pulse) gives the biexciton quantum yield (BXQY). Examples of 𝑔(2) functions for the two 

core/shell/shell dots considered in this study – InP/ZnSe/ZnS and CdS/CdSe/CdS – are shown in Fig. 1d. 

The BXQY of QDs is an important parameter for their usage in high-flux applications like light-emitting 

diodes or lasers that can benefit from high BXQY. [5] In the domain of quantum optics, antibunched single 

photon emission requires QDs with near-zero BXQY, [6,7] whereas generation of polarization-entangled 

photon pairs via the biexciton-exciton cascade requires near-unity BXQY. [8,9] InP/ZnSe/ZnS QDs are 

emergent materials that are highly emissive and Cd-free, and have been used to make LEDs with external 

quantum efficiencies exceeding 20%. [10] Auger recombination is one performance limiting factor in these 

devices, [11] and so understanding multiexciton quantum yields of single QDs is imperative. 

CdS/CdSe/CdS QDs – also called colloidal quantum wells – are nanostructures that embed the emissive 

CdSe layer between and inner and outer shell of CdS, which increase the confinement volume of biexcitons 

and suppresses Auger recombination. [12] Cassidy et al. have recently shown that these CdS/CdSe/CdS 

dots exhibit the longest optical gain lifetime (>6 ns) yet reported for colloidal QDs to date. [13] 
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For weakly emissive species or optical configurations with low collection efficiency, the accumulation of 

a sufficient number of two-photon events or shots to construct a clean 𝑔(2) can take up to several hours, 

making the characterization of numerous single emitters a time-consuming process, or prohibitive for 

emitters that easily degrade under photoexcitation. [14] Experimental throughput could be accelerated via 

a denoising or signal reconstruction approach, whereby rapidly accumulated, few-shot 𝑔(2) data could be 

used to reconstruct the true underlying function (i.e. the well-accumulated 𝑔(2)). This can be done using 

fitting approaches like the Levenberg–Marquardt algorithm or Maximum Likelihood Estimation. Recently, 

Cortes et al. demonstrated that using Bayesian maximum a posteriori with a Poisson likelihood offered 

higher accuracy and lower variance for fitting 𝑔(2) functions of single QDs. [14] Kudyshev et al. have 

demonstrated the use of a convolution neural network to classify quantum emitters as single or not-single 

based on sparse 𝑔(2) data of diamond nitrogen vacancies, realizing a ~100-fold speedup compared to LM 

fitting. [15] Similarly, Ahmed et al. developed a conditional generative adversarial network to perform 

reconstructions in quantum state tomography, also achieving orders of magnitude in speedup. [16] In this 

work, we sought to further expand upon advances in statistical and machine learning by developing a 

probabilistic neural network model that could be used for signal reconstruction of the entire 𝑔(2) using few-

shot data as an input, and evaluating its performance against conventional methods like LM and MLE. 
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Figure 1. (a) A Hanbury-Brown-Twiss optical setup, where photons emitted from the sample are passed through a 

50:50 beamsplitter towards two single photon detectors in order construct 𝑔(2) functions. (b) Illustration of confocal 

microscope used to probe single QDs. A detailed description of the full optical setup can be found in the Supporting 

Information. (c) Biexcitons can recombine radiatively or nonradiatively (Auger) before emission of the remaining 

exciton, which determines the BXQY (height of the 𝑔(2)(𝜏 = 0) peak). (d) Experimental 𝑔(2) for single 

CdS/CdSe/CdS (BXQY = 43.4%) and InP/ZnSe/ZnS (BXQY = 6.3%) dots.(e) General architecture of the Adversarial 

Autoencoder Ensemble (AAE) network used in this work. (f) Simulated few-shot 𝑔(2) input with a 𝑔(2)(𝜏 = 0) peak 

of 0.5, true underlying function, and AAE reconstruction. The parameters used to generate this data were randomly 

sampled from the ranges given in Table S1. Negative and positive time bins are combined to create functions with 

fewer numbers of bins to reduce network size. 

  

At the core of our model is a denoising autoencoder architecture that takes noisy photon correlation spectra 

as input, projects it onto a latent, low-dimensional vector representation, and reconstructs the noise-free 

𝑔(2) function. Here, the encoding layers can be a fully-connected multilayer perceptron (MLP) or a deep 

convolutional neural network; in either case, each layer comprises weight multiplication, followed by batch 

normalization and application of a non-linearity. 

As our application often involves noise-dominated data, it is advantageous to consider model architectures 

that can reconstruct a multitude of reasonable reconstructions. Whereas conventional Bayesian estimation 

requires stochastic sampling to determine uncertainty in modeling parameters, probabilistic deep learning 

approaches offer performant and accurate means to infer uncertainty without the need for computationally 

intensive Monte Carlo simulations. Ensemble models in particular are conceptually well-grounded, and in 

the case of deep ensembles, comparatively straightforward to implement and train for uncertainty 

estimation. [17] In this approach, a set of equivalent models are trained to reconstruct the 𝑔(2) functions 

independently, and the predictions aggregated to yield the mean and variance of photon counts for each bin. 
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We note that random initialization of each submodel introduces sufficient variance to the ensemble, without 

the need to subdivide the training data, as is commonly done in the deep learning literature. 

Throughout the course of model development, it became evident however that the submodels fail to produce 

smooth 𝑔(2) functions on their own: to overcome this, we regularized the outputs of each submodel by 

including a self-supervised metric to minimize the distance between embeddings (i.e. each submodel 

encodes similar information), and by involving a discriminator model – which follows the same architecture 

as the encoder – that learns to distinguish between real 𝑔(2) functions and those produced by the model. 

This is done in the same fashion as those found in generative adversarial models, [18] which forces each 

decoder to reconstruct 𝑔(2) functions that are indistinguishable from analytic ones. While the process could 

be substantially simplified if one were to infer the 𝑔(2) parameters and reconstruct them using analytic 

expressions, the deep ensemble approach removes the need for model selection (i.e. which model is most 

likely attributable to the data) which adds another layer of complexity for noisy data. 

Finally, in order to improve the accuracy of the models, and to a certain extent improve the variance in the 

ensemble, we employed a cyclical annealing learning rate schedule: each successive cycle decreases model 

bias, as well as ensuring the submodel trajectories diverge sufficiently from their initialized points. [19] 

The deep learning stack was implemented using PyTorch [20] and PyTorch Lightning [21], with weight 

updates performed using the Adam optimizer; [22] code for the full data, hyperparameters, training, and 

evaluation pipeline can be found in the Github repository. Training was performed on an Nvidia 3080 GPU, 

while model evaluation and inference was performed on CPUs. Fig. S1 displays the training and validation 

loss for the ensemble, submodels, and encodings versus number of epochs. 

We begin by generating training data for our network by simulating 𝑔(2) functions that are similar to those 

we measured experimentally for two different kinds of QDs in this study, InP/ZnSe/ZnS and 

CdS/CdSe/CdS. These QDs exhibit lifetimes ranging from ~10 - 100 ns, and in the case of the 

CdS/CdSe/CdS, a single QD can exhibit two lifetimes. Here we consider the case where the QD is excited 

periodically by a pulsed laser. Accordingly, we use the following equation to generate our data, modified 

from the ansatz used by Cortes et al. to include two exponential lifetimes and amplitudes: [14] 

 𝑔(2)(𝜏) = 𝑦0 + 𝑎1 (𝑅 ∙ 𝑒
−|𝜏 𝑡1

⁄ |
+ ∑ 𝑒

−|
(𝜏−𝑛Λ)

𝑡1
⁄ |

𝑛≠0 ) + 𝑎2 (𝑅 ∙ 𝑒
−|𝜏 𝑡2

⁄ |
+ ∑ 𝑒

−|
(𝜏−𝑛Λ)

𝑡2
⁄ |

𝑛≠0 )  (1) 

where 𝑦0 is a constant flat background to capture correlations from random dark counts, 𝑎1 and 𝑎2 control 

the relative amplitude of the double-sided exponential peaks with lifetimes 𝑡1 and 𝑡2, 𝑅 is the coefficient 

the peak at 𝜏 = 0, representing the ratio of center-to-side peak areas or heights, and Λ is the repetition period 

of the pulsed excitation laser. This equation describes a series of periodic peaks, with the center peak at 
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𝜏 = 0 and the side peaks at 𝜏 = 𝑛Λ, where 𝑛 is an integer corresponding to the number of laser pulses that 

have passed between the first and second photon detection events. The equation allows us to include an 

arbitrary number of side peaks. In this work, for the sake of simplicity and proof-of-concept, the majority 

of our analysis will focus on datasets containing only the center peak and the first side peak. This is mainly 

to allow the benefit of a smaller number of time bins to represent the data, which correspondingly greatly 

reduces the overall size of the neural network. However, we do find that the model retains its superior 

performance when datasets with time ranges up to a third side peak are included (discussed later). To further 

reduce the number of bins required, we combine the 𝑔(2) bins at equivalent positive and negative times. 

𝑔(2) functions are typically reported as shown in Fig. 1d, where 𝜏 spans negative and positive times 

according to which detector is labelled ‘start’ and ‘stop’. These designations are artificial, and the data loses 

no physical meaning by essentially folding the 𝑔(2) data across 𝜏 = 0, reducing the number of bins required 

by half. Fig 1f shows an example of this folded 𝑔(2), and we use this form throughout the rest of this work. 

The experimental and simulated 𝑔(2) functions used in this work are constructed with 301 individual time 

bins, a laser repetition period Λ of 1 µs, and 𝜏 spanning 0 to 1.5 µs, giving bin size of ~5 ns. We found that 

changing the number of time bins between 300 and 1000 did not significantly affect the accuracy of the 

fits, and so kept the lowest number to minimize neural network size. An odd number of bins was preferable 

to be able to more consistently observe the sharply peaked double-sided exponentials. 

The parameters used to generate training data with eq. 1 were taken from 10 evenly spaced values between 

upper and lower bounds for each variable, whose values can be found in Table S1. This ensures that each 

combination of these parameters is seen once by the model. For generating training data, we set 𝑎2 = (1 −

𝑎1) in order to minimize redundancies. For 6 parameters gridded with 10 points each, this results in 106 

simulated 𝑔(2) functions in our training set. These clean functions have Poissonian noise added while 

batches are being loaded for the network training, by drawing a sample from a Poisson distribution for each 

individual time bin. To simulate different levels of signal accumulation, the clean functions (before Poisson 

sampling) are scaled by random factor between 1 and 1000: higher amplitudes will result in less uncertainty 

for the Poisson sampling at each time bin, simulating longer accumulation times. After adding noise, the 

functions are renormalized before being input into the model. 
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Figure 2. (a) Fits to a single simulated, few-shot (~100 counts) 𝑔(2) input from the set of 1000 using Maximum 

Likelihood Estimation (MLE), Maximum Likelihood Estimation with a Poisson likelihood (MLEP), Levenberg-

Marquardt (LM), and the Adversarial Autoencoder Ensemble (AAE). (b) Root Mean Squared Error of the function 

reconstruction (Recon. RMSE), absolute error of center-to-side peak area ratios (R Error), and the standard deviation 

of the R errors (R Error σ). (c) True versus predicted peak area ratios, linear regression, and r2 values for a dataset with 

~1000 counts in each histogram. The dashed grey box highlights the lack of clustering for the AAE. 

 

We first evaluated the performance of the AAE against three other fitting methods – Maximum Likelihood 

Estimation with a Normal Likelihood (MLE), Maximum Likelihood Estimation with a Poisson likelihood 

(MLEP), and Levenberg–Marquardt – on sets of simulated 𝑔(2) functions (see Methods sections for details 

about MLE/LM fitting and data generation). We generate sets of 1000 𝑔(2) functions with different fixed 

levels of accumulation, which are quantified by the total number of counts in the histogram, i.e. the total 

number of two-photon events in this time range. We chose 1000 to obtain good statistical averages, and to 

avoid long computation times of the least-squares fitting algorithms (which are much slower than the AAE 

reconstruction). These datasets are generated using variables randomly sampled from a uniform distribution 

bounded between the same range as used for training the neural network. Whereas the AAE was trained on 

a parameter grid of 10 different values per parameter, these simulated 𝑔(2) functions use parameters with 

values that can be in between grid points, meaning that the AAE here is tested on variations of 𝑔(2) functions 

not in the training set. The tolerance for the total number of counts when generated each 𝑔(2) was ±10% of 

the target number. Fig. 2a shows an example of reconstructions of sparse data with ~100 counts using the 

four different approaches under study. All approaches work well, and we see that the AAE is clearly able 

to accurately reconstruct the clean 𝑔(2) using inputs equivalent to few-shots of integration. 

We evaluate the average normalized Root-Mean-Square Error (RMSE) of the reconstructed functions 

versus the true function for all 𝑔(2) functions in the dataset (Recon. Error). We also evaluate the average 
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absolute error in the ratio, R, of the areas of the center peak and side peak, as well as the standard deviation 

of these errors across the dataset (R Error 𝜎). These errors versus average number of counts are shown in 

Fig. 2b. For 𝑔(2) functions with an average number of counts ≤ 1000, the AAE is able to generate 

approximations with lower overall reconstruction error and better estimates of R with less variance. These 

values are tabulated in Table S2. The superior accuracy and lower variance of the AAE versus the fitting 

algorithms is further exemplified by performing linear regression of the true versus predicted R. These plots 

are shown in Fig. 2c along with r2 values from linear regression. Here we show plots for the dataset with 

~100 counts on average (see Fig. S2 for similar plots with ~50 and ~1,000 counts). Of the four approaches, 

the AAE has the highest r2 value, and also avoids a clustering effect suffered by the three other approaches 

whereby a significant number of 𝑔(2) functions with R > 0.5 are erroneously predicted to have R ≈ 1.0. The 

AAE also exhibits a high computational speedup and performs reconstructions much faster, requiring ~0.35 

ms per 𝑔(2) (17.7 µs on a GPU), whereas MLE, MLEP and LM require ~260, ~280, and ~60 ms, 

respectively. We note here the distinction between computational speedup, which is the time it takes for an 

input to be reconstructed into a denoised output, and the experimental speedup, which is the amount of time 

required to accumulate enough shots to obtain reconstructions with a sufficiently high (low) accuracy 

(error). 

While these simulated 𝑔(2) functions were limited to only the center peak and the first side peak, extending 

the correlation time range to more side peaks will account for a greater number of two-photon events within 

the same acquisition time. We trained another AAE network that takes as an input 𝑔(2) data ranging from 

0 to 3.5 µs with 901 time bins, which results in correlations up to a third side peak and has approximately 

the same bin spacing as the datasets spanning 0 to 1.5 µs with only one side peak (Fig. S3). As expected, 

simulated 𝑔(2) data with 3 side peaks have approximately 3-fold more counts than the same function with 

1 side peak, given the same simulated acquisition time. Comparing the AAE versus MLE, MLEP, and LM 

for 3-peak 𝑔(2) datasets with 150, 300, 600, 1500, and 3000 average counts (corresponding to 50, 100, 200, 

500, and 1000 for 1-peak datasets), the AAE generally maintains it superior performance with decreasing 

counts, and the trends in reconstruction and R error are similar to Fig. 2b, but overall slightly lower owing 

to the increased number of counts. LM fitting gives lower reconstruction errors above 300 counts, but higher 

errors in R below 1000 counts. 

In practice, this 3-peak network should be more useful in rapid reconstructions of experimental 𝑔(2) data, 

but we reserve the remainder of our analysis on 1-peak data for the sake of simplicity and computational 

efficiency. In principle, more peaks and time bins could be included in the model to accumulate more shots 

in each 𝑔(2) without increasing acquisition time, but this greatly increases the size of the model and training 

data, and so was not pursed in this work. 
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Figure 3. (a) Full experimental 𝑔(2) functions with >10,000 counts and true distribution fit using MLE with eq. 1. 

The 𝑔(2)(0) values for each sample are given beside the center peak, and the remaining fitted parameters for each 

sample can be found in Table S3. (b) 𝑔(2) input with ~100 counts and AAE reconstruction, (c) reconstruction RMSE 

and (d) R error versus average 𝑔(2) counts for an InP single dot, an InP aggregate, a CdSe single dot and a CdSe 

aggregate. 

 

We next tested the performance of the AAE on experimental 𝑔(2) functions collected from four different 

types of emitters: a single InP/ZnSe/ZnS dot, a single CdS/CdSe/CdS dot, an InP/ZnSe/ZnS aggregate, and 

a CdS/CdSe/CdS aggregate. This combination of single QDs and aggregates allows us to test the model on 

a variety of different forms of the 𝑔(2) with different center peak heights – which vary with single QD 

BXQY and when multiple QDs are being probed simultaneously in the confocal area. The QDs under 

investigation are determined to be single or multiple emissive species by applying a variable time-gate on 

the emitted photon stream (Fig. S4). [1] 

The fully accumulated 𝑔(2) (>10000 counts) for each QD or aggregate are shown in Fig. 3a, along with fits 

using eq. 1, which we use as the ‘true’ function. This is in contrast with the simulated data, where the true 

distribution is known and used to generate the data. Here, using a fit derived from MLE to generate the 

‘true’ distribution, and then comparing MLE and LM least-squares fits with the ‘true’ distribution, may bias 
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the reconstruction error in favour of these algorithms over the AAE. We next use the full photon stream to 

generate 1000 partially accumulated 𝑔(2) functions with a target number of counts. This is achieved by 

correlating a subsection of the photon stream, the length of which is determined by dividing the target 

number of counts by the total counts of the full 𝑔(2) and multiplying this fraction by the length of the full 

photon stream array. The subsections of the photon stream are randomly chosen and correlated until they 

return a 𝑔(2) with the target number of counts (with a ±10% tolerance). 

Fig. 3b shows examples of reconstructions of experimental 𝑔(2) functions for each QD or aggregate with 

~100 total counts using the AAE. In all cases, the model is able to produce highly accurate reconstructions. 

The average reconstruction RMSE and R error for datasets with 100, 200, 500, and 1000 average counts 

are plotted in Fig. 4c and d (see Fig. S5 for R error 𝜎, which follows a similar trend to R error). We observe 

that the AAE reconstructions are less accurate in all but the CdS/CdSe/CdS aggregate sample, and performs 

worst on the CdS/CdSe/CdS single dot. It’s possible that the poor performance for this particular system 

results from insufficient exposure to 𝑔(2) functions with this form in training. However, despite poorer 

reconstruction errors than for the simulated data, the AAE generally performs best for estimating R and 

having the lowest 𝜎 for these estimates. The only exception is again the CdSe/CdS/CdSe aggregate, where 

the AAE performs slightly worse than MLEP but better than MLE and LM. As with the simulated data, the 

reconstruction time is orders of magnitude faster with the AAE. 

The reconstruction performance of the AAE using experimental 𝑔(2) inputs remains competitive with MLE 

and LM, and outperforms these algorithms in the estimation of R (BXQY), which confirms that the facilely 

simulated datasets – generating clean correlation functions and Poisson sampling at each time bin – serve 

as excellent training data for the model, suggesting that this methodology could be extended to other photon 

correlation spectroscopy or quantum optics experiments that rely on single photon counting with Poisson 

random noise. The poorer performance of the AAE on real experimental data in Fig. 3 compared to the 

simulated data in Fig. 2 is likely the result of two reasons: the first, as stated earlier, is that the ‘true’ 

distribution used to evaluate the reconstruction error is itself generated by a least-squares fit using MLE, 

which may bias the performance the MLE and LM algorithms over the AAE. The second possible reason 

is that the experimental data may contain subtle features that are absent in the training data. This limitation 

could be overcome by including few-shot experimental 𝑔(2) functions for QDs with varying lifetimes and 

BXQYs. 
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Figure 4. (a) Input data, AAE output average (𝜇), and two standard deviations around the average (𝜇 ± 2𝜎), (b) 

outputs from the 8 individual models within the ensemble, normalized and offset for clarity, and (c) Hamiltonian 

Monte Carlo average fit (𝜇 HMC) and 2000 fits drawn from the chain, plotted in gray with transparency (𝜎 HMC). 

 

We lastly explore the capability of the model to output uncertainties with its reconstructions. The 

comparisons made so far involve point estimates due to the nature of conventional methods; however the 

AAE model simultaneously predicts the ensemble mean and variance. Plots of the mean (𝜇) and the 95% 

confidence interval (+/- two standard deviations, 𝜎) of the AAE output are shown in Fig. 4a for simulated 

𝑔(2) functions with ~300 counts and ~10000 counts. For the probabilistic model to capture uncertainty 

correctly, the uncertainty in the output (denoted by the grey shaded area) should scale inversely with number 

of counts, which we observe. In other words, the ensemble reaches a consensus with increasing signal-to-

noise. By inspecting the individual sub-models in Fig. 4b, we can see how each sub-model reconstructs a 

good approximation of the 𝑔(2), and that the greatest variance appears to be in the estimated exponential 

lifetimes. The sub-models for the 𝑔(2) with higher counts are clearly more similar, resulting in lower 

variance. 

We compare the uncertainties of our model with uncertainties computed on the same sets of data using 

Markov Chain Monte Carlo (MCMC), implemented using the PyMC3 package for Python. [23] MCMC is 

a Bayesian approach that uses numerical sampling to estimate posterior distributions of parameters, 

conditional on the choice of prior and on the data likelihood, which may be intractable analytically. [24,25] 

It is therefore well suited to estimate uncertainty in parameters via their sampled posterior distributions. 
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With PyMC3, we use a variant of MCMC called Hamiltonian Monte Carlo (HMC) using the No-U-Turn 

Sampler, [26] which we use to generate posterior distributions for parameters and fits to 𝑔(2) data here. 

To perform HMC, we first estimate the parameter means using MLE. Then for each parameter prior, we 

use a normal distribution with a mean equal to the result from MLE, and with a variance equal to 0.25 of 

the mean value. We initially attempted to use uniform priors with the same upper and lower bounds as used 

for generating training data, but were unable to obtain a converged HMC output. With normal priors, we 

found that 300 counts minimum were required in order for the HMC to converge and generate reasonable 

posterior distributions and covariances for each parameter (Fig. S6, S7), noting some covariance between 

the amplitude and lifetime parameters. The mean outputs of the converged HMC runs for the 300 and 10000 

count 𝑔(2) data are plotted in Fig. 4c. We additionally plot 2000 fits from the converged chain to form the 

shaded gray area (each fit line is given some transparency), which is used to gauge the uncertainty of the 

fit from the HMC output. [27] Comparing the uncertainties from the AAE with HMC in Fig. 4 panels a and 

c, we see generally similar behavior, although the uncertainty in the HMC output appears to be lower; a 

likely consequence of overfitting, and/or over-constrained priors.  We note here that quantitative agreement 

between the HMC and AAE uncertainties is not required: the former depends on our choice of prior 

distributions and parameters, and is used here to provide a qualitative guide into the correct behavior going 

from noisy to noise-less data. 

Overall, our deep ensemble AAE model is able to perform reconstructions of few-shot 𝑔(2) functions with 

comparable reconstruction errors and better estimates of BXQY with lower variance when compared to 

MLE and LM fitting algorithms. The model performs these reconstructions orders of magnitude faster than 

the other algorithms studied here, and generates probabilistic outputs with uncertainties similar to HMC. 

These capabilities make the AAE model suitable for on-the-fly signal reconstruction, whereby 

accumulating 𝑔(2) data could be sent to the model for nearly instantaneous reconstruction and estimates of 

𝑔(2)(𝜏 = 0) with corresponding uncertainties. The AAE model begins to perform more poorly than LM 

and MLE with increasing counts, which could possibly be resolved by using a training set that exposes the 

model to more 𝑔(2) functions with higher counts, for example to a level at which a target uncertainty in the 

estimate of R is achieved. Despite the superior performance of our AAE model, and its ability to rapidly 

perform reconstructions compared to least-squares and gradient-descent, we were unable to achieve a 

meaningful speedup with respect to data acquisition time (e.g. to achieve a target uncertainty or error with 

the minimum number of accumulated shots), relative to LM and MLE fitting. We posit that this is due to 

the very simple form of the distributions that describe the data, which are easily fit by eq. 1. Nevertheless, 

it is promising that the AAE remains competitive with the fitting algorithms that are equipped with an 

equation that describes the actual true distribution (for simulated data). This works serves as a foundation 
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for probabilistic autoencoder models that can perform fast and accurate reconstructions of 1D photon 

correlation data, and is naturally extendable to other single molecule and quantum optics experiments. 

 

Data availability 

All the datasets that support the findings of this study are available from the corresponding author upon 

reasonable request. 

 

Code availability 

All code used to analyze data and support the findings of this study are available from the corresponding 

author and is also made publicly available at the Github repository. 
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