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Abstract

Semi-empirical methods like DFTB allow extensive phase space sampling, making
it possible to generate free-energy surfaces of complex reactions in condensed-phase
environments. Such a high efficiency often comes at the cost of reduced accuracy,
which may be improved by developing a specific reaction parametrization (SRP) for
the particular molecular system. Thiol-disulfide exchange is a nucleophilic substitution
reaction that occurs in a large class of proteins. Its proper description requires a
high-level ab initio method, while DFT-GAA and hybrid functionals were shown to
be inadequate, and so is DFTB due to its DFT-GGA descent. We develop a SRP for
thiol-disulfide exchange based on an artificial neural network (ANN) implementation in
the DFTB+ software, and compare its performance to that of a standard SRP approach
applied to DFTB. As an application, we use both new DFTB-SRP as components of
a QM /MM scheme to investigate thiol-disulfide exchange in two molecular complexes:
a solvated model system and in a blood protein. Demonstrating the strengths of the
methodology, highly accurate free energy surfaces are generated at a low cost, as the

augmentation of DFTB with an ANN only adds a small computational overhead.

Department of Energy will provide public access to these results of federally sponsored research in accordance
with the DOE Public Access Plan (http://energy.gov/downloads/doe-public-access-plan).



1 Introduction

1.1 Disulfide shu Ling

Disulfide bonds are crucial for the functionality of many proteins. They are formed between
two intra- or intermolecular cysteins and thus act as cross-links connecting secondary /tertiary
protein structures. Moreover, they direct protein folding, stabilize proteins, catalyze and
regulate enzymatic reactions, protect against oxidative damage and participate in electron
transfer processes across membranes and in the secretory pathway of proteins. In the recent
years, it has become more and more evident that disulfide bonds in proteins are not only static
and stable but can also be dynamic and labile, able to rearrange by intra- or intermolecular
thiol-disulfide exchange reactions.? A thiol-disulfide exchange is an Sx2 reaction between
a thiolate R1-S and a disulfide bond R2-S-S—R3 which results in the formation of a new
disulfide bond, either R1-S-S-R2 or R1-S-S-R3.? The attacking sulfur will be referred to
as Snuc, the attacked sulfur as Sc, and the leaving sulfur as Sj,. This type of reaction is
of great importance for many chemical and biological applications, motivating a variety of
experimental and theoretical studies aiming to uncover the mechanistic details.*™*

As for other Sy2 reactions, a hydrophobic environment is catalytic because the charge of
the sulfurs is more delocalized.!? In the gas phase, the charge is completely delocalized along
the three sulfurs when the molecules are symmetric (R1=R2=R3) and form a nearly linear
trisulfide complex.®!! In a polar environment, e.g. in water and/or a protein, the charge is
more localized. Consequently, the thiolate and the disulfide states are stabilized whereas the

trisulfide state is the transition state, as sketched in the energy scheme in Fig. 1.

1.2 Quantum chemical modelling

The mechanism of thiol-disulfide exchange is more complicated than it seems at the first
glance, and it turns out to be a major challenge for quantum chemical methods. A detailed

study, benchmarking 92 density functionals for the thiolate-disulfide exchange between a
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Figure 1: Thiol-disulfide exchange between a methylthiolate and a dimethyldisulfide (black
boxes). The trisulfide state (red box) is the global minimum in gas-phase and the transition
state in aqueous solution.

methylthiolate and a dimethyldisulfide, was presented by Neves et al.® A proper inclusion of
electron correlation is crucial for this reaction, as illustrated by the entirely different Hartree—
Fock and CCSD(T) energetics of the reaction. While the reference method MP2/aug-cc-
pVTZ yielded a linear structure with S-S bond lengths of 2.40 and 2.42 A (see the trisulfide
structure in Fig. 1), both LDA and GGA functionals showed deviations from linearity and
significantly longer bonds. The potential energy was compared in detail for the gas-phase
situation: Potential energy differences depend sensitively on the level of theory and the basis
set size. This is reflected by the energy differences (depths of the minimum) deviating among
the different methods: For instance, CCSD(T)/aug-cc-pVTZ yields an energy difference of

E = —2:13 kcal/mol in the gas phase, while E = —5:05 kcal/mol with MP2/aug-cc-
pVDZ, and E = —5:65 kcal/mol with B3LYP/TZVP. An error of up to 10 kcal/mol was
reported for the LDA functionals, while the GGAs still show errors of more than 5 kcal /mol
(e.g. 6.7 kcal /mol with PBE). Including the exact exchange improves the situation, however
the error of the widely used B3LYP functional is still ca. 3 kcal /mol. In fact, the performance

of hybrid functionals depends on the amount of exact exchange sensitively, and the optimal



amount was found to be 40-50%.

In solution, the symmetric conformation becomes a transition state with a significant
barrier: CCSD(T)/aug-cc-pVTZ shows a barrier of 9.28 kcal/mol, which decreases with de-
creasing basis set size and level of theory to 6.24 kcal/mol with MP2/aug-cc-pVDZ. These
energy estimates are based on continuum solvent models, which yield substantial contribu-
tions to the thermal free energy and zero-point energy of ca. 8 kcal/mol. Such free energy
contributions in solution can be taken into account in a straightforward manner by sampling
the configurational space using molecular dynamics (MD) simulations.

To study the reaction, hybrid quantum chemistry/molecular mechanics (QM/MM) ap-
proaches can be applied, describing the reactive part with quantum chemical methods (QM)
methods and the remainder of the system with classical force fields, as introduced by Warshel
& Levitt in 1976.12 However, using ab initio or DFT approaches for the QM region, sam-
pling is usually restricted and mostly done by searching reaction pathways, as done by
Neves et al.!® where two consecutive thiol-disulfide exchanges in the enzymatic reduction
of gluthathione disulfide by a disulfide isomerase protein were investigated. The reaction
profile was calculated using one of the best performing DFT functionals from the previous
study.? Barrier heights of 18.7 kcal/mol and 7.2 kcal/mol were estimated for the first and
second disulfide exchange reaction, respectively.

As an alternative, semi-empirical (SE) methods are capable of extensive sampling when
applied in suitable QM /MM frameworks. One of these methods is the Density Functional
Tight-Binding (DFTB) approach, which is derived from density functional theory by in-
troducing several well defined approximations to the formalism. This leads to a quantum
chemical method which is 2-3 orders of magnitude faster than the original DFT methods
when medium-sized basis sets are applied.'* Thus, DFTB is especially useful when an ex-
tensive sampling of the configurational space is important to the reactive process of interest,
such as chemical reactions in biological systems.!®

However, the lower computational cost of DF'TB comes at the expense of lower accuracy.
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DFTB approximates and neglects certain energy contributions,'® and the remaining ones
are obtained using the DFT-PBE functional. While geometries are reproduced very well in
most cases, the accuracy of reaction energies, barriers and vibrational frequencies is generally
lower than for DF'T methods. Hence, DFTB is far from chemical accuracy due to quantitative
errors. 14

However, there is yet another class of errors, qualitative errors, which impede a direct
application since they would result in a qualitatively wrong behavior of the investigated
systems. Examples of qualitative errors in DFTB are proton affinities of nitrogen bases,
which result in wrong protonation states; and P—O interactions in hypervalent phosphorus
species, which lead to instability of some phosphorus compounds and wrong description
of their transition states.'® Another example are the inaccurate transition states, as seen in
thiol-disulfide exchange reactions.!” This may be attributed to the use of the PBE functional
in the parametrization of DF'TB, which was shown to lead to overestimated distances in the
transition state, and an error of more than 5 kcal /mol for the energetics as discussed above.”

In order to deal with qualitative errors, special parametrizations of DE'TB for the partic-
ular reaction can be developed. Of course, this is not a satisfactory solution of the underlying
problem, which may require passing beyond the minimal basis set description. Rather, it is
an ad-hoc workaround leading to a surprisingly good description of the problem at hand. In
semi-empirical theory, such solutions are called specific reaction parametrizations (SRP). A
SRP is designed to solve the qualitative problem but not necessarily the quantitative prob-
lem. This can be seen on the example of the SRP for the P-O interaction:'® the overall
accuracy for a large set of reactions is comparable to standard DFT methods, but still not

reaching chemical accuracy.

1.3 Machine learning

Over the last two decades, a growing amount of research has focused on defining and rep-

resenting the potential energy surfaces (PES) of molecular systems using machine learning



(ML) techniques. Since Doren et al. used artificial neural networks (ANN) to fit a DFT
PES in 1995,!® ANN have attracted a lot of interest. They were shown to be useful in the
modelling of PES because of their ability to represent arbitrary functions.

The early work on ANN aimed to predict the PES from molecular spectra, but as time
passed, it has become more popular to predict the PES from structural information of the
system, where the energy is based upon the relative positions of the atoms.'® In 2007,
Behler & Parrinello presented an ANN framework where the total energy of the system is
constructed as a sum of atomic energies, and each atomic energy contribution is the output
of an individual ANN.20

SE methods are the simplest and most efficient quantum chemical methods containing
the information about chemical bonding, since they constitute a minimal-basis solution of
the Schrodinger equation. Therefore, it seems natural to explore the combination of SE
methods with ML approaches in the so-called -ML algorithms, where the ML is designed
to reproduce the difference of SE energies from higher-level quantum chemical data. The
chemical knowledge incorporated into SE methods may accelerate the learning process, and
avoids the fall-back of the ML to zero in cases where no data is available. These -ML
should be able to address both problems mentioned above, the qualitative and quantitative
errors.

Shen and Yang first combined the SE based -ML approach into a combined quantum
mechanics/molecular mechanics (QM/MM) approach, to study condensed phase protein
reactions.?! The potential energies predicted with the ANN are then used to correct the
free-energy profile obtained from the SE QM /MM simulation, to reach a result of ab initio
QM /MM quality.?? As QM-reference level, only a DZ-DFT method has been applied which
does not address the quantitative error. Still, it was shown that the qualitative error for the
nitrogen proton affinities can be corrected. DFTB also lacks accuracy when it comes to the
description of the PES involving dihedral angles, as occurring e.g. in the degrees of freedom of

polypeptides and proteins. Rotational barriers are predicted to be slightly underestimated.
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To accurately sample the distribution of peptide conformations in solution, the quantitative
accuracy needs to be improved, as has been pointed out in several publications.?® For such
applications, an ANN has been applied within a QM /MM framework, learning the difference
between DFTB to DFT PES of peptide building blocks. 2!

1.4 Aim of the work

In this work, we aim at developing a -ML based approach for the description of thiol—
disulfide exchange within a QM /MM framework. This approach is designed to correct both
quantitative and qualitative errors in the description of the thiol-disulfide exchange reaction.
As a reference, we use DFT and CCSD(T) data, aiming at chemical accuracy of a computa-
tional scheme, which at the same time allows for a sufficient sampling of the conformational
space in order to compute free energy surfaces. The approach is then compared to a tradi-
tional SRP methodology, where specific repulsive potentials are adapted to the reaction at
hand. With both methods we were able to improve the accuracy of thiol-disulfide exchange
reactions, with the -ML approach even up to CCSD(T) accuracy, with a computation time

that is 34 orders of magnitude faster than DFT-GGA.



2 Methodology

2.1 Artificial neural network for -learning

This work uses the -ML approach by Ramakrishnan et al.,?* following also the work by
Zhu et al.?® and Shen et al.?! on learning the energy difference between two levels of theory

of quantum chemical calculations,
E = Eab initio — EpFrs; (1)

with a Behler—Parrinello ANN.?° We aim to correct the DFTB level of theory to ab initio
accuracy, and implement the correction into the DFTB+ software,?¢ following the principle
of Eq. 1.

An ANN is a system of neurons, which are simply nodes in a graph-like structure, each
carrying input-output values X;j and y; that represent an arbitrary function. Neurons are
arranged in a sequence of layers, an input layer and output layer with an optional number
of hidden layers in between. The value of a neuron in a hidden layer and output layer is a

function of values of the neurons in the previous layer, shaped by the expression:

X
yi =T bj+  wij-X (2)
i=1
where T is the activation function, bj is the bias, and wjj are the weights on the corresponding
layer. b; and wjj are to be determined in the iterative process of learning.

When using the Behler-Parrinello ANN| the total energy of a molecular system is ex-

pressed as the sum of energy contributions Ej, assigned to all of the atoms separately,

i=1

where the E;j are predicted by individual ANNs using the concept of Eq. 2.
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In the -learning, the quantity to be predicted by the ANN is the difference of energies
obtained with two quantum chemical methods, as in Eq. 1. The training set of data would
consist of a set of molecular structures, for each of which the energy is calculated with both
DFTB and a reference ab initio method. With the Behler—Parrinello formalism, the quantity

E of a molecular system is expressed as the sum of atomic contributions E;j. Each of the
quantities E; is to be obtained from a separate ANN.

A question is what quantities should be considered for the neurons in the input layer to
achieve an appropriate representation of molecular structure. This work uses atom-centered
symmetry function (ACSF) descriptors, which are functions of distances Rjj and angles jjk
of the neighboring atoms up to a cut-off distance R¢. R is a hyperparameter, which needs to
be increased until all relevant interactions are included. ACSF of two kinds are considered:
First, a radial function is a sum of Gaussians depending on interatomic distances Rjj, which
are shifted by the parameter Rg.m:

WithigrRe
Girad — e (Ri; Rs,m)? (4)
atoms j&i
The width of the Gaussians is controlled by the parameter , and typically a set of values
is used to obtain a radial fingerprint of the environment. Due to the summation over all
neighbors in the cutoff spheres, the number of ACSFs is independent of the coordination of
each atom i, which is important since ANNs require a constant number of input descriptors
irrespective of the coordination number, which might change frequently in MD simulations.
Second, an angular function provides an angular fingerprint of the environment using the
angles jjk formed by atoms 1, j and k.

MO 2L 1+ cos i) 5
p (RY+RE, +R%) ()

ang _
G =
atoms j;k&i 7

The angular resolution can be controlled by the parameter , while = +1 defines the

10



positions of the extrema of the cosine function. The angular functions must be constructed
for all possible element combinations involved in the angles jjk.2%?1?>2" The set of such
radial and angular ACSFs provides a rotationally and translationally invariant description
of the environment.

The implemented feed-forward ANN consists of a two-layer sub-network for each atom
with the tanh activation function. The descriptors are defined by Eq. 4 and Eq. 5 as the
input parameter of Eq. 2. Each hidden layer consists of 15 neurons whose weights have been

initialized by the Nguyen—Widrow initialization procedure.

2.2 DFTB

The density-functional based tight-binding (DFTB) is a series of models based on DFT,
derived from the Taylor series expansion of the Kohn-Sham total energy with respect to

charge density fluctuations = — 0:28

E[1=E°[ J+E % J+E2 %( I+EY %( )+ (6)

In the lowest order (DFTB1), densities and potentials are written as superpositions of
atomic densities and potentials, the Kohn—Sham orbitals are expanded to a set of localized
atom-centred functions, which are obtained for spherical symmetric spin-unpolarized neutral
atoms self-consistently. The whole Hamilton and overlap matrices contain one- and two-
centre contributions only, calculated and tabulated in advance as functions of the distance
between atomic pairs. The density-independent contributions to DFTB1 are defined as a
sum of pairwise repulsive terms. The second-order (DFTB2) and third-order (DFTB3) terms
in the energy expansion correspond to a self-consistent representation, where the deviation

of the ground-state density from the reference density is represented by charge monopoles
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20 Qa.2? Within DFTB3, the total energy is given as
MR A XX XX o 1 DS aS X aS o
E= n; ¢ iciH +§ Ja qBAB+§ Ja OB AB+§ Vag
i AB 2A 2B AB AB AB

(7)
215 where n; is the occupation of the i-th molecular orbital (MO), ¢ j is the expansion coefficient
216 of atomic orbital (AO) in MO i, H? is the charge-independent Hamiltonian matrix in the
a1z AO basis, ap is an analytical function that describes the interaction of charge monopoles,
25 and ap is its derivative with respect to ga. Vap corresponds to the repulsive energy

210 parameters, an approximation of short-term pairwise interactions. '

20 2.3 Quantum chemical calculations

21 The DFTB energies for the training structures were calculated with DFTB3 employing the
222 30B parametrization, using the DFTB+ software package. 2®3° The energy of the methylthiolate—
223 dimethyldisulfide system at infinite separation was calculated as the sum of energies of the
22a  two isolated molecules, yielding a value of —9931:149 kcal/mol. This value was subtracted
225 to obtain the relative energies throughout the entire work.

226 Reference ab initio calculations of energies for the same set of training structures in gas
227 phase were performed at two different levels of theory, DFT-B3LYP and coupled clusters
28 (CC). B3LYP energies were calculated by TurboMole 6.5 using the aug-cc-pVTZ basis set. 3!
220 The sum of energies of reactans at infinite separation was —824854:937 kcal /mol. CC energies
230 were calculated by ORCA 4.2.13%33 with CCSD(T)3* at normal accuracy with the DLPNO
231 approximation and the aug-cc-pVTZ basis set.?! The sum of energies of reactants at infinite

232 separation was —823715:672 kcal /mol.

s 2.4 Implementation of ANN in DFTB+

3¢ The Behler—Parrinello ANN scheme for applying a correction to quantum chemical calcula-

235 tions was implemented in DFTB+ from scratch. This extension allows the evaluation of both

12



ACSF and ANN neuron values, as described above, and does not depend on any external
libraries. This new DFTB-+ module retains a modular character in an effort to make any
further extensions convenient. The software is available free of charge from Github.3?
Calculation of forces acting on atoms is also implemented, allowing for running MD
simulations. Forces are obtained as
atpens ACSFgQAtom i
Forre nn = Foers — . > @@()BE : @gim; (8)
m im

where  are Cartesian coordinates of the atoms, and Fperg is the force computed from
DFTB. Thus, two sets of derivatives are being calculated: derivatives of the ANN, QE=0G,
and derivatives of the ACSF, @0G=0 .

An additional ML module needs to be specified in the input file for DFTB+-, providing

the explicit ACSF hyperparameters and the path to the model files.

2.5 Test calculations

More detailed descriptions of the simulation setups and additional results and discussions
are presented in the SI.

Dimethyl disulfide and methylthiolate in water. We performed QM /MM meta-
dynamics of a system composed of a dimethyl disulfide molecule and a methylthiolate anion
with different QM methods/parameters to benchmark the reaction energies of thiol-disulfide
exchange. The methods are (I) DFTB3 with the parameter set 30B,'%3¢ (II) DFTB3/30B
complemented with the machine learned E corrections to B3LYP, (III) DFTB3/30B in-
cluding the SRP for the S-S interaction parametrized with a B3LYP /aug-cc-pVTZ unrelaxed
potential energy scan, (IV) DFTB3/30B complemented with the machine learned E cor-
rections to CCSD(T), and (V) DFTB3/30B including the SRP based on G3B3 data. For
better readability, method (I) will be denoted as DFTB/30B, method (II) as ML/B3LYP,
method (III) as DFTB/B3LYP, method (IV) as ML/CC and method (V) as DFTB/G3B3
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in the following. The SRP of the S-S repulsive potentials (IIT), created in this work, and
(V) are detailed in the SI. The distances between the sulfur atoms were used as collective
variables to drive the disulfide exchange reactions. All simulations were performed with
a local Gromacs 2020 version®” patched with Plumed 2.5.1%® and interfaced with DFTB+
19.1,2539 which itself was additionally modified for simulations using the ML corrections.
C4 domain of von Willebrand factor. We investigated the disulfide exchange reac-
tions in the C4 domain of von Willebrand factor (vWF)3 between Cys36, Cys78 and Cys79.

Three different 2D metadynamics setups were used to investigate the reactions:

S79 + S36-S78 ¥ S79-S36 + ST8
S78 + S79-S36 ¥ S78-S79 + S36

S36 + S78-S79 ¥ S36-S78 + ST9

In each setup, the sulfur atoms were aligned almost linearly, and the two respective distances
between the central and outer sulfurs were used as reaction coordinates. The potentials of

mean force (PMFs) were obtained with the previously described methods (I)—(V).

2.6 DFTB3 - special reaction potential for thiol-disulfide exchange

With DFTB3, the 30B set of parameters is most commonly used for organic and biological
systems. However, a limited transferability was found for some complex chemical reactions.
This led to incorrect reaction energetics, e.g. for phosphate hydrolysis reactions. An SRP
was proposed to improve the performance of DFTB3/30B in this case.?? The thiol-disulfide
exchange reaction is also one of the few special cases where the general 30B parameter set
exhibits considerable errors. To improve the performance, we reparamterized the sulfur—

sulfur pair repulsive parameters from Eq. 7, a detailed description can be found on the

SI.
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2.7 Training of ANN
2.7.1 Training set of molecular structures

The ANN was learned on a small system comprising a dimethyl disulfide and a methylthio-
late anion, i.e. 15 atoms in total, as shown in Fig. 2A. The complete data set was generated
from two different subsets which were obtained by different approaches. For the first sub-
set, the two molecules were considered in the gas phase, and were geometry optimized on
the BSLYP/TZVPP level of theory. Subsequently, an unrelaxed potential energy scan was
performed as described in Ref. 17, which yielded 5112 different structures. All obtained
structures are in a nearly linear S-S—S configuration and therefore this subset only covers a

small part of the configurational space of the two molecules.

Figure 2: (A) Exemplary structure of the methylthiolate and dimethyldisulfide (B) Exem-
plary structure of the 127* protein with the three cysteines at position 24, 55 and 32. Sulfur
atoms are depicted by yellow balls.

In order to obtain more, especially non-linear configurations we performed QM /MM sim-
ulations of a small protein consisting of the residues 20 to 65 of a mutated immunoglobulin
domain (I127*),%° compare Fig. 2B. The protein contains two disulfide-bonded cysteines and a
deprotonated cysteine anion, which were described quantum chemically with DFTB3/30B.

Covalent bonds between C and C were treated with the link atom approach, i.e. capped
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with hydrogen atoms. Hence, the QM region comprises a methylthiolate and a dimethyld-
isulfide, the same two molecules that were used for the unrelaxed potential energy scan.
To obtain a large number of different structures of the two system, thiol-disulfide exchange
reactions were enforced by employing a metadynamics protocol. The distances between the
three sulfurs were used as reaction coordinates, analogously to the setup described in the
SI for the thiol-disulfide exchange between the methylthiolate and the dimethyldisulfide
in aqueous solution. Snapshots of the QM region were extracted from the trajectories and
binned regarding the three sulfur—sulfur distance combinations. Only distances with a min-
imum length of 1.85 A, a maximum bond length of 6.95 A and a bin width of 0.15 A were
considered. This yielded 8436 bins, fewer than the theoretically possible number because not
all distance combinations are chemically feasible or present in the QM /MM metadynamics.
One structure from each bin was added to the second subset, and the complete training set

comprises 13,548 unique structures.

2.7.2 Training of the artificial neural network

It is advisable for the ANN to have a normalized distribution of data.! The histograms
of Ecc prre and Epgsyp prre, however, are skewed towards high values, and there is
a higher density of sampling over structures with no energy difference. In order for the
histograms to attain a shape closer to a normal distribution, the members of data sets with
E smaller than the corresponding average, were oversampled to increase the bias towards
this values. The final data set for Ecc prrs consisted of 21,238 structure—energy pairs,
and the Epgsyp prre data set had 15,173 structure—energy pairs. Both of them were split
into training, validation and test sets in the ratios of 80/10/10.
With the optimized ACSF descriptor obtained from the genetic algorithm procedure
(see below), the new ANN trained during six sessions using 80% of the structures with the
Adaptive Moment Estimation (Adam) optimizer. A descending learning rate of 0.01, 150

epochs and a decay rate of 0.001 were used as the training hyperparameters. 4243

16



The loss function fjess used to quantify the error after every session was defined as

1
1 XK 2
Tross = N% Epred —  Eref <9>
X=1

where L refers to the number of geometries, E'™ to the reference values of Ehigh — Elow
and EP™ to the energy difference predicted by the ANN. The adjustments of weights and
biases was performed on the validation set, targeting the minimization of the loss function.

After six sessions were completed, the final model was exported and evaluated on the

test set.

2.7.3 Optimization of the hyperparameters of symmetry functions

A genetic algorithm (GA) was employed to find optimal values of the hyperparameters of
ACSF. GA are randomized search algorithms that operate on sets of strings which evolve
through generations according to the rule of natural selection. In every generation, a new
set of strings is created, using parts of the fittest members of the old set. This step, known
as crossover, carries a mutation which is a random alteration of the value of a string’s po-
sition.** The initial strings are known as “population”, each solution from this set is called
“chromosome”; the chromosome is composed of “genes”, and the “genes” stand for the param-
eters to be optimized. In this work, the genes are the hyperparameters that construct the
symmetry function vectors for each element of the considered system, i.e. the cysteine side
chain elements: carbon, hydrogen and sulfur, compare Fig. 2A.

“Batch-NNs” with training, validation and test set splitting in the ratios of 60/20/20 were
initialized with a population composed of 20 strings. The fitness was defined as the root
mean squared error (RMSE) of the test set with a value of 0.75 kcal/mol. The implemented

workflow is shown in Fig. 3.
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Figure 3: The workflow of the genetic algorithm. The fitness is defined as the RMSE on the
test set; the best chromosomes will be the ones having a fitness towards 0.75 kcal/mol. If
the stop criterion of a RMSE < 0.75 kcal/mol is achieved, the GA terminates, otherwise a
new iteration is started.
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3 Results and discussion

3.1 Artificial neural network correction for DFTB

A GA trained with 60% of the samples was used to ensure the best use of descriptor features
in the neural network. The genes were selected according to the RMSE performance of
the test set of each generation, evaluated with the 20% of the data set. The best genes

constructed 144 symmetry function vectors for each atom, composed of 12 radial vectors

o N

taking into account a minimal distance of 0.2 A to a maximum of 5 A in Rsm = 5=
according to Eq. 4. The angular parameters were set as = [0:001;0:01;0:05], = +1 and
=[1;4;16] as in Eq. 5.

With the same molecular descriptor, two different NNs were trained with 80% of the data,
one for Egayp prre and the other for Ecc prrs (Fig. 5). The accuracy of the NNs was
evaluated with the Test Set showing that they are able to predict this difference between ab
initio methods and DFTB. The B3LYP training achieved a RMSE of 0.5 kcal/mol from a
range of values between —29:41 kcal/mol and 22.21 kcal/mol. The CC training achieved a
RMSE of 0.62 kcal /mol from a range of values between —62:78 kcal /mol and 36.39 kcal /mol.
The accuracy of the predictions when compared with the reference values on the test set can
be seen in Fig. 4. The model of each training was saved as a 27 kB text file containing the
values for weights and biases for each element.

Single point energies and forces were calculated for 2000 structures randomly selected
from the dataset of linear structures using the DFTB+ /ML implementation. Fig. 5 shows
the PES of the gas-phase system (Fig. 1) obtained with DFTB3/30B (A.1), B3LYP/aug-
cc-pVTZ (B.2) and DLPNO-CCSD(T) /aug-cc-pVTZ (C.3); note that one energy minimum
is expected on the gas-phase PES.

Visual inspection of the PES reveals that DFTB3/30B predicts much longer S-S bonds
than the higher-level references, and this correlates with the behavior of the DFT-LDA

and DFT-GGA approaches.? Being based on the PBE functional, DFTB thus seems to
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Figure 4: Test set fitting of the Neural Network with 2123 samples (10% of the dataset).

Table 1: Minimum energy on gas-phase potential energy surfaces.

Method Minimum energy [kcal /mol]
DFTB/30B -25.0
B3LYP -15.2
CcC -16.7

reproduce the DF'T-PBE errors. As shown in Ref. 9 further, DFT-PBE not only fails to give
an accurate description of structures, but also exhibits an error in energies of ca. 7 kecal /mol.
Therefore, it seems that DFTB/30B very much inherits the DFT-PBE problems. B3LYP
performs much better but still slightly overestimates the bond lengths in the minimum, with
an error of 3 kcal/mol. The B3LYP PES deviates from the CC PES, therefore, energy
differences of 3 kcal may be due to a comparison of single point energies for static structures
as done in Ref. 9, where a 1-dimensional energy scan has been performed. For the full
PES, the performance seems to be slightly better. Following the respective minimum energy
pathways for dissociation in Fig. 5, the differences between CC and B3LYP seem to be less
pronounced. Even though the overall PES shows some differences definitely, the largest
qualitative difference are apparent for high-energy structures (see Fig. 5C.2), which are
hardly relevant in typical applications.

The implementation of the DFTB+ /ML was evaluated for both methods, Ecc prrs

and Egsyp prTs, see Fig. 6 (top). Comparison with the differential PES in the data sets

20



o
[kcal/mol]

52 -10
’ =20

2.0
20 22 24 26 28 30 32
Distance 1 [4]

Reference AEg3ivp-pFrs

o
=
~
w
Y

w
o

Distance 2 [A]
>
[kcal/mol]
>
[kcal/mol]

Distance 2 [A]
N
>

2.6 2.8 3.0 3.2 2.0 2.2 2.4 2.6 2.8 3.0 3.2
istance 1 [A] Distance 1 [A]

C 1) 12 Reference AEcc - prrs Reference AEcc - g3iye Reference Ecc
. - (|

S
[kcal/mol]
Distance 2 [4]
~
>
S
[kcal/mol]
Distance 2 [A]
~
>
S

[kcal/mol]

\
= 2.0 - J
22 2.4 2.6 2.8 3.0 3.2 2.0 22 2.4 2.6 2.8 3.0 3.2 2.0 2.2 2.4 2.6 2.8 3.0 32
Distance 1 [A] Distance 1 [A] Distance 1 [A]

Figure 5: Gas-phase potential energy surfaces, representing the total energy as a function
of the two S-S distances in a linear S—-S—S configuration. Contour lines are drawn every
0.5 kecal /mol. Pathways of minimum energy are drawn as green lines for DEF'TB/30B, yellow
for B3LYP /aug-cc-pVTZ and purple for DLPNO-CCSD(T) /aug-cc-pVTZ. — (A.1) DFTB3
with 30B parameters, (Bl) EB3LYP DFTB, (B2) B3LYP/aug—cc—pVTZ, (Cl) ECC DFTB,

(C.2) Ecc BaLyp, (C.3) DLPNO-CCSD(T)/aug-cc-pVTZ. The minimum energy details can
be seen at Table 1.

(Fig. 5B.1 and C.1) as well as the comparison of the entire potential energies (Fig. 6 (center)
versus Figs. 5B.2 and C.3) shows that the ANN correction captures the energy differences
well. Overall, the ab initio and DFT surfaces are reproduced very well, as illustrated by the
small deviation of predicted differential PES from those in the data sets, see Fig. 6 (bottom).

Interestingly, the error of the respective fit is smaller than the difference between the ref-
erence methods B3LYP and CCSD(T). Therefore, it indeed makes sense to target high-level
reference methods, i.e. one can try to fit SE methods to reproduce high level ab initio results.

Therefore, such fitted SE methods in principle can outperform standard DFT methods not
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only in computational efficiency, but also in accuracy — within the limits they have been
parametrized for.
The computational cost of E does not depend on the level of correction. A single
point calculation took 41 + 2 ms on average, of which 7 % corresponds to the calculation of
E while the calculation of gradients according to Eq. 8 accounted for 42 % of the time.
Obviously, the calculation of gradients makes DFTB+ /ML calculations take twice as long as
a corresponding DFTB-only calculation. Still, when compared with CCSD(T) calculations
— even the extremely efficient DLPNO variant, which approaches the efficiency of DFT* —
DFTB+ /ML remains three orders of magnitude faster. It is interesting to see, however, that
the computational cost of the ANN is similar to DFTB3. Once again, this demonstrates
that SE methods represent chemical information in a very efficient way, which is hard to
outperform by data-driven approaches in terms of efficiency. Due to the similar computing
times involved, they may represent a very good combination of computational approaches

in terms of speed and accuracy.
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3.2 Benchmark — free energies of aqueous molecular systems

As discussed above, the PES of thiol-disulfide exchange for a solvated system differs signif-
icantly from a gas-phase system, and a transition state appears where there is a minimum
in the gas phase (compare Fig. 1). To investigate the performance of the DFTB+ /ML ap-
proach for solvated systems, we performed QM /MM metadynamics simulations of a dimethyl
disulfide-methylthiolate system immersed in water that was described by an MM force field.
The metadynamics setup was designed to sample all three disulfide bond patterns, i.e. S1-S2,
S1-S3, and S2-S3 with the respective third sulfur in a deprotonated anionic state. The free
energy profile of the exchange reactions is completely symmetric and therefore ideally suited
for comparing the different levels of theory.

Free energy profiles — convergence and transition state geometry. The 2D
representations of the three-dimensional free energy landscape, expressed as a function of
the S1-S2 and S1-S3 distances with the S2-S3 distance integrated out, are shown in Fig.
7 together with exemplary molecular structures and pathways. All PMFs are symmetrical
and show the three expected minima of equal depth. Moreover, the transition states within
the respective PMFs have the same energy, which illustrates the good convergence of the
simulations.

The PMF obtained with uncorrected DFTB/30B (Fig. 7A) shows two significant prob-
lems: (i) the bonds Syuc—Sectr and Se,—S) in the transition state geometries are too long with
ca. 2.8 A, and (ii) the transition state geometries exhibit shallow minima on the free en-
ergy landscape, rather than saddle points.!” As discussed above, the longer bonds in the TS
geometry may be related to the deficiencies of the underlying PBE functional.? Since PBE
shows a relative error of ca. 7 kcal/mol for the gas-phase structure, it can be assumed that
the same error also occurs in solution, and thus PBE would fail to describe the local bonding
structure of the S-S—S moiety. In fact, the barrier between the minima is about 7 kcal/mol
lower than in the calculations using the -NN corrections and the SRPs, as discussed in the

following.
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Figure 7: Potential of the mean force (PMF) of disulfide shuffling between a dimethyl disul-
fide and a methylthiolate in aqueous solution obtained with different QM methods — (A)
DFTB3 with 30B parameters, (B) DFTB3 with 30B parameters and a machine learned
energy correction E based on B3LYP, (C) DFTB3 with a reparameterized S-S repulsive
potential fitted to B3LYP data, (D) DFTB3 with 30B parameters and a machine learned
energy correction E based on CC, (E) DFTB3 with a reparameterized S-S repulsive poten-
tial fitted to G3B3 data. Contour lines are drawn every 2.5 kcal/mol. Exemplary pathways
are drawn as light blue lines.
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