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Abstract—Rare events are events that happen with very low
frequency. Estimating rare event probabilities using Monte Carlo
techniques is computationally expensive, often to the point of
intractability, and special methods are required. Importance
sampling (IS) is a well known technique that uses a proposal
distribution in place of a target distribution to lower the variance
of the estimator. Key to the success of IS methods is the choice of
a proposal distribution, or the parameters governing the distribu-
tion. Adaptive importance sampling improves the parameters of a
family or population of proposal distributions iteratively through
trials. We present a novel cross-entropy population Monte Carlo
algorithm, which adapts the parameters of proposals through
the cross-entropy method. The proposed method stands apart
from previous work in that we are not optimizing a mixture
distribution. Instead, we leverage deterministic mixture weights
and optimize the distributions individually through a reinter-
pretation of the typical derivation of the cross-entropy method.
Demonstrations on rare event examples show that the algorithm
can outperform existing resampling based population Monte
Carlo methods, especially for higher-dimensional problems. We
also demonstrate efficacy on a conjunction analysis problem.

Index Terms—Adaptive Importance Sampling, Cross-Entropy,
Rare Events

I. INTRODUCTION

ARE events are events that happen with very low fre-

quency. While the definition of low frequency is do-
main specific, the terminology is typically reserved for events
deemed disruptive and even catastrophic, in areas such as
structural reliability [1], conjunction assessment [2], climate
modeling [3], and epidemiology [4]. The rare event problem
involves estimating probabilities of a random variable x ex-
ceeding a level v of a performance function S(x). Assuming
x is distributed according to a probability distribution function
7(x) we are seeking to estimate

£ =P(S(x) > ) = Ex [[{5()>1}] -

where I is an indicator function. Estimating rare event prob-
abilities using Monte Carlo techniques is computationally
expensive, often to the point of intractability, and special
techniques are required [5]. One such technique is importance
sampling (IS), a ubiquitous Monte Carlo technique that draws
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samples from a proposal distribution and weights them ac-
cordingly to match expectations from a target distribution [6].
A proposal distribution must be chosen by the user, and a
poor choice will have the undesirable effect of producing high
variance estimates. In terms of the rare event problem and
given a proposal distribution with pdf ¢(x), the IS estimator
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where x;, are drawn from the importance distribution ¢ and
w(xy) = m(xp)/q(xy) are the importance weights. Central to
the effectiveness of IS is the choice of the proposal distribu-
tion. Many methods have been employed to iteratively adapt
the proposal distribution. Furthermore, rather than adapting
a single distribution, adapting a population of distributions,
q1, -+ ,qn, has spurred many adaptive importance sampling
(AIS) methods which are well-reviewed by Bugallo et al. [7].
An important advance in the weighting scheme of multiple
importance sampling (MIS) is the concept of the deterministic
mixture weight (DM-weight) [8]. In this weighting scheme
the samples are weighted as if drawn from the mixture of
distributions. That is, the importance weight for a sample is
given by

)

w(xg) = wg = &

S e
The advantage of this weighting scheme is that it will often
significantly reduce the variance of the IS estimators. The pop-
ulation Monte Carlo (PMC) algorithm [9] is an AIS algorithm
that can be used for estimating rare event probabilities or,
more generally, expectations with respect to a given target
distribution. At each iteration, a Markov transition kernel is
used to propagate a set of samples forward in time. Importance
sampling weights are attached to each propagated particle and
a new set of particles is sampled according to those weights.
At any stage, the weighted particles can be used to give
an unbiased estimator of the probability of interest. Several
other variations of the adapting family of proposals have been
proposed. Rewards based methods of adaptation, framing AIS
as a reinforcement learning (RL) problem, have been recently
proposed by El-Laham et al. [10]. The incremental mixture
importance sampler adds additional mixture components to
attend to regions of high posterior probability [11]. The
adaptive multiple importance sampler (AMIS) considers the
sequence of all samples through all trials to construct improved
importance functions [12]. The adaptive population impor-
tance sampler seeks to combine the strengths of AMIS and
PMC through both resampling and iterative estimates of mo-
ments [13]. Often, adaptation is achieved through resampling
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schemes. Local resample PMC (LR-PMC) adapts a proposal in
the family through multinomial resampling based on samples
produced from that proposal for all proposals independently. In
contrast, global resample PMC (GR-PMC) adapts all proposals
at once by performing multinomial sampling on all samples
produced by all the proposals [14], [15]. The gradient adaptive
population importance sampler (GAPIS) utilizes the target
distributions gradient and Hessian matrix to adapt proposals
[16]. The use of popular Markov chain Monte Carlo (MCMC)
techniques has also been studied recently to adapt proposals
e.g. Langevin based PMC (SL-PMC) [17] and Hamiltonian
AIS (HAIS) [18]. Further MCMC-driven IS techniques are
discussed by Martino et al. [19] and Llorente et al. [20]. An
important realization by Llorente et al. is that it is unknown
what distribution the MCMC methods should target. One
way of producing the best possible distribution to perform
importance sampling from is the cross-entropy method [21],
[22] which aims to minimize the Kullback—Leibler divergence
between the proposal distribution and the optimal sampling
density from a given parametric family using incremental
parameter changes. It should be noted that non-parametric IS,
that seeks to fit the optimal IS density has also been explored
[23].

Mixture distributions have previously been adapted via the
cross-entropy process [1], [24], and through an expectation-
maximization like procedure in mixture PMC [25] and D-
kernel PMC [26]. While our method utilizes the DM-weights,
we focus on adapting individual proposals as opposed to the
mixture of distributions, this eliminates update equations for
the weights of the mixture, which often result in complicated
dependencies between the parameter update equations. As
discussed below, the method in this paper involves gradients
with respect to the parameters of the proposal distributions,
which stands apart from GAPIS, SL-PMC, and HAIS which
require gradients of the logarithm of the target distribution.
This is especially helpful in the case of rare events which are
often posed in the form of satisfying an indicator function,
which creates discontinuities in the gradient of the target
distribution.

In this paper we give brief background on rare events,
importance sampling, and the cross-entropy method. We then
show how a reinterpretation of the derivation of the cross-
entropy method leads naturally to a population Monte Carlo
scheme and demonstrate its efficacy on several examples.

II. CROSS-ENTROPY METHOD

The cross-entropy Monte Carlo algorithm is a popular
method for combinatorial optimization tasks and rare event
simulation. An importance sampling proposal distribution,
indexed by parameters u, is selected, and optimal parameters
are sought through incremental changes. In particular, we
utilize a multi-level algorithm as described by DeBoer et al.
[27] which proceeds in two stages. The first stage involves
updating temporary performance levels +; to build up to the
desired performance . In the second stage, the parameters
of the proposal are updated from p(®) to p(*+1) . Specifically,
from step ¢ to step ¢ + 1 of the algorithm, samples {x; }5_,

2

are obtained from a proposal distribution ¢(-; () and the
performance function is evaluated on these samples. These
performances are then sorted and the (1 — p) sample quantile
of the performances is used to define a temporary performance
level. Samples that provide performance beyond the temporary
performance level are then used to update the parameters to
minimize the Kullback-Leibler divergence between the optimal
sampling density and proposal distribution. This results in the
optimization problem given by

W(Xk)t)) In q(xk; p,). (2)
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We describe the process with more detail in Algorithm 1.

Algorithm 1 Cross-Entropy Algorithm

Input: Quantile parameter p, initial importance sampling param-
eter (¥, number of values to be sampled K

Set ¢ = 0 and set 4 to be any value below ~.

while §; < v do

Sett=t+1.
sampling: Draw K samples from the importance sampling
density

(xS ~ g,

performances: Evaluate the performance function S(x) at
each sampled value and order the results to produce S(1) <
S@) < < Sk
sample quantile: Let §: = Sf1_,)k7 be the (1 — p) sample
quantile of the performances.
if 4 < v then
Solve the CE Update Equation (2) to obtain n®.
else
Set A = 7.
end if
end while

. ™)
Output: £ = 7>, I{S(x,(ct)

7(x
)27} (2l u®)’

III. CROSS-ENTROPY POPULATION MONTE CARLO

Following the typical AIS set-up, the proposed cross-
entropy population Monte Carlo (CE-PMC) method draws
samples from proposal distributions, weights them, and then
adapts the parameters of the proposals. The adaptation can be
explained as a modification of the derivation of the typical
cross-entropy method. We can obtain a stochastic program by
starting with the minimization of Kullback-Leibler divergence
between the optimal distribution p(x) = +(s(x)>)7(x) and
the proposals and employing an MIS approximation with the
DM-weights i.e.

min KL (9| Qu) = max [ p() (@i ) dx

I(3(x, 1) >9) T (Xn,k)

N
n=1k=1 % Zn:l Qn(xn,k,; Vn)

In (Q(Xn,k§ H))

1(5(x0,0)29) T (Xn.k)
N
n=1k=1 % Zn:1 qn (an,kQ Vn)

where we let ), briefly denote the family of proposals as
a mixture distribution. The first approximation is the MIS

lIl (qn (Xn,k; IJ’n)) ’
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approximation with the DM-weights taken from the previous
trial. The following equality comes from knowing that the nth
sample is drawn from the nth proposal distribution, so the pdf
applied to that sample is ¢,,. The stochastic program splits into
N individual optimization problems, one for each proposal
distribution. That is, for n = 1,...,N to adapt proposal
parameters between trials we do the following optimization

1o~ L(S(x0) 250 T (%n k)
max —

[t * 25:1 q(Xn k; Mgzt))
Intuitively, the parameters of every proposal distribution are
updated in a cross-entropy multilevel fashion with the DM-
weights in place of the the typical IS weights. Heuristically, the
denominator in the DM-weights promotes distance between
proposals distributions, as samples from a particular proposal
distribution will be weighted more heavily when further away
from the other proposals. The difficulty of solving the opti-
mization problem will vary based on the chosen distributions
however, when updating a natural exponential family the
stochastic program has a closed solution, see (4), (5) [27].
In Algorithm 2, we adopt the typical set-up for most PMC
methods—we set a number of proposals [V, number of samples
K, and number of trials 7. Fixing the number of samples
and trials is not a requirement of the CE-PMC method. In
some applications of the cross-entropy method rounds of
pre-sampling with a smaller number of samples are used to
find the importance region followed by a final trial with a
larger number of samples. Different stopping criteria can be
employed e.g. the one used in Algorithm 1-stopping when the
sample quantile exceeds the desired performance.

In (q”(xn,k; Mn)) . (3)

Algorithm 2 Cross-Entropy Population Monte Carlo

Input: Quantile parameter p, number of proposals N, number of

samples per proposal K, number of trials 7', and parameters of

initial distributions {p{}_ .

fort=1,---,7T do
sampling: For n =

proposal

1,...,N draw K samples from each

(xS ~ gn ().

weighting: Weight every sample with the DM-weight

t
w? — W(Xsl,)k)
n,k N t )N
X (= )
for n=1,--- | N using {xffy)k,wff’)k}f:l do

performances: Obtain S(;) see Algorithm 1.
sample quantile: Obtain ¢, see Algorithm 1.
adapt: Solve CE Update (3) to obtain uﬁf“)
end for
end for
Output: All samples and their respective weights
{X(t)

(t) \N.K,T
n,k’wn,k}

n=1,k=1,t=1

As the cross-entropy method should converge to the opti-
mal parameters, we consider the estimator that uses just the
samples produced in the final trial, which is given by

il v (T)
t= NK Z le(xm»,)wmk’

n=1k=1 ke

IV. NUMERICAL EXAMPLES

For each experiment we will adapt a family of Gaussian
distributions and compare the LR-PMC, GR-PMC, and CE-
PMC methods. The solution to update equation (3) for the nth
Gaussian proposal distribution with mean unt and covariance
ES) gives mean and covariance parameters for the next trial
as

K ) @®
t+1 2= I{S(Xff,)k)z%}wnvk Xk
2iem1 L 0,201 Uik

K t t
2= I{S(xif?k)z%}wv(u)k (5,0

— ), — )"

t)

2t+1 _
n - K (
2okt L8250 Wn b

&)

For a fair and consistent evaluation between the three methods,
we fix the number of trials 7', the number of proposals
N, and the number of samples per proposal K for each
example. Furthermore, we impose a few ad hoc conventions.
To make LR-PMC and GR-PMC methods able to adapt to
the rare event set-up we include the indicator function in
the importance weight, as suggested by Elvira et al. [28, Eq
5.1]. With this adaptation, proposals can often produce sets
of samples all with zero weight, thus halting any effort to
perform a multinomial resample. For LR-PMC the convention
when a proposal produced all K samples with zero weight, we
reweight the samples evenly with weight 1/K, and proceed
with the algorithm. For GR-PMC, the multinomial resampling
breaks down if all VK samples have zero weight, in which
case we reweight all the samples evenly with weight 1/NK
and proceed. In CE-PMC when updating the covariances of
a Gaussian distribution one or several dimensions may flatten
resulting in a singular matrix, especially when approaching a
linear function [29, Sec. 6.3]. We implement two operational
procedures to mitigate this problem, the first is to check if
the updated covariance matrix is singular, if it is we adopt the
covariance from the previous trial, the second procedure is to
only utilize the mean updating formula in the first half of the
trials, and update both the mean and covariance in the second
half of the trials, this is a version of scheduling covariance
updates [9, Sec. 3]. This adaptation proved necessary for suc-
cess on the variable dimensional problem, considered below.
More advanced techniques may be implemented to fix this
problem, for instance, the modified metropolis algorithm of
subset simulation [30] could be used to expand the covariance
in the directions of decay. We set the quantile parameter for
all experiments to be p = 0.1.

A. Structural Reliability Examples

We examine three examples taken from structural reliability
literature [1], [29]. The target distributions are all proportional
to Iis,(x)<y3m(Xx), where m(x) = m(xy,22) is given by
a standard multivariate Gaussian distribution, and S;(x) =
5— To — 0.5(5131 — 0.1), SQ(X) =5— To — 0.1(,%1) and Sg(ai) is
a minimum of the following expressions 3 + (21 — 22)%/10 4+
(1 + 22)/V/2 and +(z; — x9) + 7/v/2. We refer to the
problems respectively as S1, S2, and S3 the problems have
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TABLE I
RRMSE AND C.0O.V. (%) ON STRUCTURAL RELIABILITY EXAMPLES

Method/Problem | S1 \ 52 \ S3
LR-PMC 0.0798 (8.6) | 0.1215 (13.3) | 0.1009 (10.6)
GR-PMC 0.2284 (8.4) | 0.0956 (10.6) | 1.1900 (13.4)
CE-PMC 0.0232 (2.3) | 0.0318 (2.7) | 0.1789 (3.7)

Fig. 1. Top: Contour plots of the desired distribution for S1 (left), S2 (middle),
and S3 (right). Bottom: Example of contour plots of the estimated distribution
produced by CE-PMC.

the respective reference values 3.01e-3, 8.67e-7, and 2.22e-
3. We compare the performance of LR-PMC, GR-PMC, and
CE-PMC on these three examples, with N = 16, K = 50,
and T' = 20 over 1000 simulations. As shown in Table I, the
CE-PMC mostly outperformed the other methods with respect
to relative root mean squared error (RRMSE) while always
achieving a smaller mean coefficient of variation (c.o.v.),
values in parentheses. In Fig. 1 we see that the CE-PMC
algorithm is able to match complex regions of importance.

B. Variable Dimension Problem

We consider the problem Sy(z) = 5 — \/1—5 Zi’;l x; Where

x; are drawn from standard normal distributions [1]. This
problem is particularly interesting as the true probability is
¢ = ®(—p) regardless of dimension D, where ® is the
cumulative distribution function of the standard normal. This
allows for testing the methods response to changes in dimen-
sion. We set S = 5 so that the true rare event probability
is ®(—5) ~ 2.86e-7 and ran 100 independent tests with
N = 4, K = 4000,T = 32 for each dimensions 2, 5, 10,
20, 30, 40, and 50. The initial means of the distributions
were chosen by scaling, between —1 and 1, centered Latin
hypercube samples [31]. The initial covariances were isotropic,
E%O) = ¢%Ip with 0 = 1. The results of this experiment
are displayed in Fig. 2. The CE-PMC performs better than
LR-PMC and GR-PMC as the dimension increases (which
increases the c.o.v. for each method), due to the difference
in adaptation schemes: CE-PMC proposal means will move
closer to the limit state each trial while the other methods must
produce a sample beyond the limit state to have a meaningful
adaptation.

g
o
.

Probability
=
w

Truth
LR-PMC
GR-PMC
CE-PMC

0.5 A

Qo0

0.01

¥ T T T T T

0 10 20 30 40 50
Dimension

Fig. 2. Mean Probability over 100 Monte Carlo runs against increasing
dimension D.

C. Conjunction Analysis

A problem of importance in the space domain community
is that of conjunction analysis, which involves finding the
probability of an object in space passing nearby another object,
e.g., satellites and space debris. Consider a rogue object with
Gaussian uncertainty and isotropic covariance (5 meters in
position and 0.1m/s in velocity) at time t(, and the position of
a given sample z as a function of time denoted by r,(¢), we
are concerned with the probability that this rogue object comes
within 50 meters at time ¢ ~ to+9893.34s of two assets with
position denoted by aq(t) and ay(t) which are on the same
orbital plane 10,000 meters apart at to. We simulate the posi-
tions and velocities of all objects with Keplerian propagators.
Our performance function is S(z) = min; ||75 (1) — a;(¢1)]]2
and our goal is to estimate the probability that the rogue object
comes within 50 meters of the assets, { = Er [I{s(x)<50m}]-
Performing the CE-PMC algorithm with, for example, N = 16
Gaussian distributions, K = 500 samples per distribution, and
T = 20 trials we estimate ECE ~ 0.000111 with a c.0o.v of
3.8. As a computational comparison, 1 million crude Monte
Carlo samples produces an estimate of i ve = 0.000111 with
a c.o.v of 94.9.

V. CONCLUSIONS

Future explorations should consider how smoothing the
performance functions could allow for increased performance
of CE-PMC and the ability of gradient-based MCMC methods
such as HAIS and SL-PMC to be more applicable. There
are interesting paths of future work in path integral optimal
control and RL. Kappen et al. [32] have applied an impor-
tance sampling cross-entropy method to seek optimal control
parameters. CE-PMC may provide better exploration of the
parameter space. The use of surrogate models and Monte Carlo
methods with RL applications is well surveyed by Llorent et al.
[33], furthermore incorporating surrogate models into a cross-
entropy scheme is discussed by Moss [34]. Adapting CE-PMC
for use on surrogate models could be an effective tool for RL.
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