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Landmark-warped Emulators for Models with Misaligned Functional Response�

Devin Francomy , Bruno Sans�oz , and Ana Kupresaninx

Abstract. Many computer models output functional data, and in some cases, these functional data have similar,
but misaligned, shape characteristics. We introduce a general set of methods for building emulators
for computer models that output misaligned functional data when key values in the functional re-
sponse (landmarks) can be easily identi�ed. Our methodology has two main parts: modeling the
aligned (using the landmarks) functional data, and modeling the functions that map the misaligned
data to the aligned space (warping functions). As the warping functions are required to be mono-
tonic, we give special attention to modeling monotonic functional response data. We discuss how our
methods can be easily applied for a variety of typical emulators, such as Gaussian processes, Bayesian
multivariate adaptive regression splines, and Bayesian additive regression trees, and how sensitivity
analysis can be performed. We demonstrate our methods by building emulators for two applications:
(1) a high-energy-density physics computer model used to simulate inertial con�nement fusion ig-
nition experiments, where model outputs are highly misaligned, and (2) a multi-physics continuum
hydrocode used to simulate high-velocity impact experiments, where model outputs are only slightly
misaligned. (1) is a case where traditional methods cannot be applied, while (2) is a case where
traditional methods can be applied, but where the proposed methodology performs signi�cantly
better.

Key words. Emulator, functional data analysis, registration, warping, computer experiment, monotonicity

AMS subject classi�cations. 62P35, 62R10, 62J02

1. Introduction. When a computer model is expensive to evaluate, a fast statistical sur-
rogate model, or emulator, is often used if a large number of model evaluations is required.
The emulator is built by modeling the input-output relationship between a relatively small
(or easily obtainable) set of model runs. Assuming the emulator is su�ciently accurate, it can
be used in place of the computer model for calculations of interest in uncertainty quanti�ca-
tion, such as sensitivity analysis (Saltelli et al., 2008) and calibration (Kennedy and O’Hagan,
2001). The Gaussian process has been a popular emulator because it can be 
exible, it can
interpolate the training model runs, and its uncertainty away from training data is easy to
quantify (Santner et al., 2018). However, other approaches, such as Bayesian additive regres-
sion trees (BART) and Bayesian multivariate adaptive regression splines (BMARS) have also
proven useful for emulation in various cases (Pratola and Higdon, 2016; Chakraborty et al.,
2013; Francom et al., 2019).

Computer models frequently have highly multivariate response. When highly multivariate
data are indexed by a few variables, such as time and spatial location, functional data analysis
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methods can be useful for inferring quantities of interest, such as functional or non-functional
parameters. A simple, but typical, example is when the output from the model corresponds
to realizations of a curve that are used to infer a mean curve. It is sometimes the case
that curves have the same general shape, but that they are o�set, stretched or contracted
so that recognizable features of the curves occur at di�erent points of the indexing variable.
Taking the pointwise average of misaligned curves often results in a mean curve that is an
unreasonable representation of the average of the functional data. Functional data analysis
methods have adopted techniques to align curves (and higher dimensional objects) so that
inference methods are not biased by misalignment of data (for example, see Chapter 7 of
Ramsay and Silverman (2005)).

While these functional data analysis methodologies have primarily been motivated by
inference, our primary interest is prediction. We would like to be able to predict functional
data in its native, misaligned space, based on a number of non-functional inputs (or covariates).
Further, the applications we are interested in necessitate that this prediction be more 
exible
than traditional linear modeling. These applications focus on building fast statistical surrogate
models for expensive computer simulators used for understanding many domains of science
and engineering. In this paper we will focus in particular on two examples of computer models.

� The �rst is a high-energy-density physics computer model used to simulate inertial con-
�nement fusion ignition experiments that take place on the National Ignition Facility
(NIF) at Lawrence Livermore National Laboratory. The goal of these experiments is
to achieve nuclear fusion by compressing and heating a fuel capsule using high-energy
lasers. The simulator, called HYDRA, takes nine inputs describing the laser stimulus
(shape, amount, and timing) given to the capsule as well as the density of the fuel in
the capsule (Peterson et al., 2017). The simulator outputs many quantities, but we
are particularly interested in the energy production rate over time. Figure 1 shows the
log of the simulator output from �ve di�erent combinations of the nine inputs. The
goal is to use an ensemble of nearly 25000 such simulations to build an emulator that,
given a new set of inputs, can produce accurate predictions and quantify prediction
uncertainty. This problem is challenging because of the degree of misalignment of the
functional responses, the large number of curves, and the non-trivial number of inputs
(nine).
� The second is a multi-physics continuum hydrocode used to simulate high-velocity

impact experiments studied at Los Alamos National Laboratory. A frequent goal
of these experiments is to study the characteristics of a material sample as a shock
wave passes through it. For the 
yer plate experiment that we will simulate here,
the simulator, called FLAG, takes 13 inputs that are parameters to a strength model
describing properties of the material (Walters et al., 2018). The output is the simulated
velocity of a point on the plate over time, as the 
yer sends a shock wave through it.
Figure 4 shows the FLAG simulator output from �ve di�erent combinations of the
13 inputs. The goal is the same as the goal above, to produce an emulator that can
predict what the simulator output would be (with uncertainty) for a new set of inputs.
However, while this simulator still has a non-trivial number of inputs this problem has
less extreme misalignment and only 1000 simulations available.

Approaches to nonlinear modeling of misaligned functional responses based on covariates
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Figure 1: Five curves output from �ve runs of the HYDRA simulator with di�erent input
settings.

are limited. Hung et al. (2015) build a Gaussian process emulator, including the functional
response using a Kronecker covariance structure and handling the misalignment with missing
data methods. Missing data methods, where the functional response is imputed for the entire
range of possible functional responses, will not apply to the FLAG simulator, since those
simulations output functional responses on the same domain. Missing data methods are
also unlikely to be useful for the HYDRA simulator because of the large variability in the
misalignment of the responses, as shown in Figure 1. Most importantly, missing data methods
will not help to align important features of the functional response. Without such alignment,
even very 
exible models may not perform well, as the parameter relationship that leads
to the misalignment of features can be complex and di�cult to disentangle from parameter
in
uence on curve shape. Hence, other approaches center on registration, which is the process
of aligning functional data. When only the aligned functions are of interest, the data can be
registered as a preprocessing step, as in Bayarri et al. (2007). A model built from registered
data would be limited to prediction of aligned curves only, unless a registration model was
also built.

The prospect of combining an aligned functional data model with a registration model is of
interest to functional data analysis researchers more generally. For instance, Earls et al. (2017)
develop a model that, for a functional dataset without covariates, use Gaussian processes to
simultaneously infer the aligned mean curve and the warping function, which is the function
that maps the unregistered data to be registered (i.e., warps the misaligned data to an aligned
space). Telesca (2015) also considers, for the purposes of inference and not prediction, a linear
mixed model for both the aligned data and the warping functions. A good deal of attention
has been given to modeling of warping functions for inference purposes (Gervini and Gasser,
2004; Tucker et al., 2013), but attention has not been given to modeling warping functions
with covariates, especially in a nonlinear fashion. A warping function must be non-decreasing,
and modeling with monotonicity constraints can be complicated. Further, joint modeling of
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Figure 2: Piecewise linear landmark warping for the the �ve curves in Figure 1. Left panel:
warping with two landmarks. Right panel: warping with four landmarks. Dotted vertical
lines indicate the location of landmarks

the warped data and the warping functions (e.g., imagine amplitude and phase variability) can
lead to identi�ability issues, since over�tting of the warping functions (which represent phase
variability) is detrimental to the modeling of the warped data (which represent amplitude
variability).

In order to model misaligned functional data using covariates, we propose using a nonlin-
ear regression model for both the aligned functional response and the warping functions based
on the covariates. Monotonicity of the warping functions is enforced by �tting the uncon-
strained model and doing rejection sampling on the posterior predictive distribution. The key
innovation of this work is modeling the warping functions in terms of covariates, which, when
composed with the aligned data model, allows us to predict misaligned functional responses,
and hence, emulate many computer models of interest. We propose two particular modeling
strategies: (1) separately modeling the aligned data and warping functions and (2) building a
single model that uses a joint empirically determined basis to represent both the aligned data
and warping functions.

In order to align the functional responses, we obtain landmarks as a preprocessing step.
Landmarks are important functional traits, such as local maxima, minima, or in
ection points.
Landmark based warping (also known as landmark registration) consists of aligning functions
so that the landmarks occur together. Hence, landmarks correspond to important points
along the warping functions, meaning that landmarks can be used to learn and constrain
warping functions. In the case of the HYDRA simulations, there are a few clear landmarks
occurring in each curve. These are the start, end, global maximum, and point at which the
curve changes direction between the start and global maximum. Figure 2 illustrates the use
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Figure 3: Inverse warping functions for the �ve curves in Figure 1 piecewise linear landmark
warping.
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Figure 4: FLAG simulator output for �ve di�erent input settings. Left panel: Original curves.
Center panel: Aligned curves using four landmarks. Right panel: Inverse warping functions.

of warping functions that are linear between the landmarks. For comparison, we show the
resulting aligned curves using only the �rst two landmarks, as opposed to all four. Variation
near the excluded landmarks is likely to require the model for the aligned curves to be more
complex, and justi�es the inclusion of all four landmarks since they are easily identi�ed.
Figure 3 shows the (inverse) warping functions using four landmarks. A similar case can
be made for the FLAG simulations. Figure 4 shows the misaligned FLAG output, aligned
FLAG output, and the corresponding warping functions, all with four landmarks describing
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the beginning and end of two velocity jumps. While those two velocity jumps often occur in

yer plate experiments, it is sometimes the case that the shock wave moves so fast that the
two jumps are not distinguishable. This presents a complication in selecting landmarks that
occurs frequently in functional data: not all simulated curves in a given dataset have the same
shape, and thus, some curves do not possess all of the landmarks. In addition, identifying
some of the landmarks for individual FLAG simulations can be prone to noise. We will discuss
our approach to dealing with these issues in a practical manner in Section 5.

The proposed methodology, to build models for both the aligned data and the warping
functions, can be applied to handle misaligned functional data modeling in general, as it
is not dependent on the particular choice of nonlinear regression model used for emulation.
We will demonstrate the e�ectiveness of the proposed methods with Bayesian multivariate
adaptive regression splines (BMARS), Bayesian additive regression trees (BART), and local
approximate Gaussian processes (laGP). These models have been found to work well for
various large datasets (Francom et al., 2019; Gramacy et al., 2015; Pratola et al., 2014).
The purpose of this paper is not necessarily to compare these models, but to show that
they can each work under the proposed framework. In addition to scalability (a necessity
for our HYDRA application), these emulation techniques were chosen because they provide
some quanti�cation of the associated predictive uncertainty. They are also somewhat varied in
their modeling approach. BMARS adaptively builds a multivariate spline basis (Denison et al.,
1998), and we use the implementation in Francom and Sans�o (2020). BART adaptively builds
a sum of trees model (Chipman et al., 2010), and we use the implementation in McCulloch et al.
(2018). laGP �ts GP models to adaptively selected neighborhoods of points around predictive
locations (Gramacy and Apley, 2015), and we use the method of Gramacy and Haaland (2016)
implemented in Gramacy et al. (2016). Another bene�t of these three emulation techniques,
is their adaptive nature, so that they require very little customization for most applications.
Our approach to adapting these emulators for functional responses is generally applicable to
models with univariate responses.

In Section 2 of this paper, we describe general approaches for emulation with functional
response, including general methods for emulation with monotonic functional response. Our
description will focus on two commonly used approaches, that we refer to as the \augmentation
approach" and the \basis approach". In Section 3, we describe the methodology for utilizing
landmarks to emulate models with misaligned functional response. We will consider two
possible strategies: The \two independent models" strategy; and the \single model" strategy.
In Section 4, we build and evaluate the augmentation and the basis approaches using BMARS,
BART, and laGP emulators for the misaligned HYDRA computer model output. We also use
one of the emulators to perform a sensitivity analysis. This section highlights the utility of the
methods proposed in this paper for a variety of possible nonlinear regression models used in
the context of a di�cult emulation problem. In Section 5, we build and evaluate a collection
of BMARS emulators for the FLAG computer model output. For this example a traditional
(non-warped) emulation can be applied, so one of these BMARS emulators does not use the
landmarks. The idea is to highlight how our methods can improve emulation even when it is
possible to use traditional emulation. We present our conclusions in Section 7. The methods
outlined in these sections provide model building capabilities for complex data generating
processes that produce misaligned functional responses with clear landmarks. Our approach,
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which is to compose models for the aligned data and warping functions to emulate misaligned
data, is simple but has proven quite valuable, and, to our knowledge, such a contribution has
not been made in the literature to date.

2. Emulation of Models With Functional Response. There are two widely used ap-
proaches to building emulators for models with functional response. The �rst is to augment
the computer model inputs with the functional variable, and build a model for a univariate
output as a function of the larger collection of inputs. The second is to decompose the func-
tional response onto a set of basis functions, and model the basis decomposition coe�cients
as a function of the computer model inputs. Below, we describe each of these approaches
in more detail, after which we describe a simple approach to modeling monotone functional
responses.

Before describing the augmentation and basis approaches, two other notes are worth men-
tioning. First, the topic of function-on-scalar regression (FOSR) is of great interest in func-
tional data analysis generally (Morris, 2015), but emulation of complex computer models will
often necessitate more 
exible functional regression models than the most popular FOSR mod-
els, which are linear in the scalar covariates. Second, not all successful emulation techniques
with functional response will �t into the augmentation or basis approaches. For instance,
Gu et al. (2016) �t a separate GP emulator for each output that makes up the functional
response, each with �xed correlation length parameters that are estimated jointly. That be-
ing said, the methods we introduce in Section 3 are applicable to any functional emulation
technique applied to misaligned functional responses including, the approach of Gu et al.
(2016).

2.1. Augmentation Approach. The augmentation approach to modeling functional re-
sponses using covariates merely augments the covariates to include the variable that indexes
the functional response. Thus, if the functional response for model run i given covariates xi
is denoted yi(r), where r is the functional indexing variable, then the augmentation approach
would model the univariate response yij as a function of covariates (rj ;xi)0 where rj is the
discretized variable r. When the functional responses for di�erent model runs are given on
the same discretized grid, or could be put on the same discretized grid (i.e., r1; : : : ; rnr ), this
can be a popular choice for computational reasons. If the number of model runs is nx and
the number of covariates in x is p, the scalar response model has p + 1 covariates and nxnr
\model runs," which can be di�cult to handle if either nx or nr are moderately large.

However, assuming separability for the covariance function that de�nes the Gaussian
process, the computational cost can be lowered by leveraging the Kronecker product struc-
ture of the resulting covariance matrix. Nevertheless, separability can be a strong assumption
(Williams et al., 2006). Part of the draw of laGP and other approximate GP methods is that
scalability is achieved without the separability assumption.

When using BMARS to model functional responses on a common grid, signi�cant compu-
tational gains are achieved by recognizing that each basis function has a Kronecker structure.
This implies that the matrix of basis functions is a Khatri-Rao product (Francom et al.,
2018). It is unclear if substantial computational savings can be achieved when �tting BART
to functional responses on a common grid. Recent development of BART (Pratola et al., 2014)
improves scalability by exploiting parallelization in a single program, multiple data approach.
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One of the issues with the use of the augmentation approach in BART is that functional
responses from physical models are often smooth, and BART models do not provide smooth
functional response predictions. Starling et al. (2018) develop a targeted smoothing approach
where inputs that should have a smooth relationship with the response are not split on in
trees, but are included in GP models at the leaves.

2.2. Basis Approach. Instead of augmenting the input space, the basis approach reduces
the functional problem to that of considering several scalar response problems. This is achieved
by decomposing, for each available combination of inputs, the functional responses onto a com-
mon set of basis functions and to model the basis coe�cients using the covariates. Typically,
the projection onto basis functions K1(r); : : : ;Knr (r) satis�es yi(r) =

Pnr
l=1milKl(r), which

we rewrite as

yi(r) =
nkX

l=1

ml(xi)Kl(r) + ui(r)(2.1)

where often the number of basis functions, nk, is selected to be less than nr in order to achieve
dimension reduction. When nk < nr, the ui(r) term is included as a truncation error.

Higdon et al. (2008) use GPs to model ml(xi), a principal component (or empirical or-
thogonal function) basis for K, and an iid Gaussian error for ui(r). Bayarri et al. (2007) also
use GPs to model ml(xi), but uses a wavelet basis for K, and disregards ui(r). Francom et al.
(2019) use BMARS to model ml(xi), a principal component (or empirical orthogonal func-
tion) basis for K, and an empirical distribution for ui(r). They form the empirical truncation
distribution by uniformly sampling from the observed truncations (with replacement) for each
value of r. The number of elements to sample from for each r is the number of model runs
(there is a truncation error for each model run). Thus, this approach is sensible for emulators
built from a large number of model runs, since the truncation error is typically neither iid or
Gaussian and it allows for the coe�cient models to be �t completely in parallel.

2.3. Monotonic Functional Response. Many computer models have monotone functional
response, though the monotonicity constraint is typically not enforced in the emulator because
it is di�cult to do (for instance, the implosion model of Higdon et al. (2008)). In our case,
our warping function model will need to have monotone functional response, since changing
the order of the functional variable is not sensible. Below we discuss the approach we will use,
while some other possible approaches (and their downsides) are detailed in the discussion in
Section 6.2.

One approach to obtaining monotone predictive curves is to �t the unconstrained model
and do a correction after the fact. This has been a topic of study in other �elds, like quantile
regression and dose response modeling. For instance, Chernozhukov et al. (2009) show that,
in a quantile regression setting, swapping quantiles that are out of order improves estimates.
Lin and Dunson (2014) develop a projection of an unconstrained GP into a monotone space
which amounts to averaging non-monotone quantities, and show that this has empirical Bayes
properties.

An appealing approach that involves correcting the unconstrained model is to use rejec-
tion sampling to discard predictive curves that are not monotonic. Following Holmes and
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Heard (2003), let �(ynewjy; C) be the target posterior predictive distribution, where C is the
monotonicity constraint. We obtain samples of �(ynewjy; C) by sampling �(ynewjy) and re-
jecting the samples that do not satisfy C. This approach is simple, easy to implement for a
wide range of models (including both the augmentation approach and basis approach mod-
els from Sections 2.1 and 2.2 above), theoretically justi�ed, and is e�cient in many cases.
Speci�cally, this approach is e�cient when, given the unconstrained model, there are few, if
any, predictions that are not monotone. In cases where all or almost all posterior predictive
samples violate the constraint, this would not work. However, such a situation will signal
more signi�cant problems, as it is likely that the training data produce strong violations of
the constraint or the model is over�tting. For landmark informed warping functions, we will
not run into this problem unless there are landmarks that are quite close together that are
somewhat noisy. We discuss this situation more when we perform the analysis in Section 5,
and provide some practical suggestions.

While we generally opt to use Bayesian approaches in order to propagate uncertainty in a
coherent way, this approach could be applied to non-Bayesian models that provide predictive
distributions (like laGP and other non-Bayesian GP models). For these models, we apply the
same reasoning and use rejection sampling of the predictive distribution.

3. Misaligned Functional Response Emulation using Landmarks. Now that we have in
place the ability to build a model for a functional response in terms of covariates, as well as
a monotone functional response in terms of covariates, we will use these tools to build our
model for the misaligned functional response in terms of covariates.

Let yi(r) denote the output from the ith computer model run, for i = 1; : : : ; nx. The
output is a function of r, though r may have a di�erent range for di�erent model runs. We
model yi(r) as the composition of two random functions,

yi(r) = yi(r�) � wi(r);(3.1)

where yi(r�) is the aligned version of yi(r), and wi(r) is the monotone warping function that
maps the misaligned functional variable to the aligned scale. To be more explicit, let T be the
set of all possible values of r and let T � be the set of possible values of r�. Then wi : T ! T �,
yi(r) : T ! R, and yi(r�) : T � ! R. Since function composition is associative, and wi � w�1

i
is the identity function, we can rewrite Equation 3.1 as

yi(r) � w�1
i (r�) = yi(r�):

3.1. Two Independent Models Strategy. A simple way to get a model for the misaligned
data is to model the aligned data and the inverse warping functions independently,

yi(r�) = fy(r�;xi) + �yi(r�)

w�1
i (r�) = fw(r�;xi) + �wi(r�):

Using Equation 3.1, these can be combined to model the misaligned data. The aligned data
model fy and the inverse warping function model fw can each be built using the approaches
of Section 2, since each now has aligned functional response. Note that we model the inverse
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warping functions because they are aligned. Because they are one dimensional monotone
functions, they can easily be inverted.

In practice, the landmarks we identify are the only points for which we have realizations
of the warping functions, and hence, the only points we can use to train the warping function
model. The warping functions themselves will need to be evaluated at points between the
landmarks. If we did not have landmarks, the warping functions could be learned based
on how they improve the �t of the aligned data model, though it is di�cult to identify
whether variations in the functions ought to be modeled by warping or by changing the aligned
data model. Hence, regularization is often necessary to enforce a certain level of smoothness
of warping functions. Landmarks are bene�cial since they are realizations of the warping
functions, but the warping model �t to landmarks also ought to be smooth between landmarks.
We go as far as to adopt linearity between landmarks as a simple approach that works well in
our examples. Hence, we will not require our emulators to predict warping functions away from
the landmarks, though we note that the augmentation approach to BMARS would usually use
a linear prediction between the landmarks because of the form of the model. For theoretical
purposes, warping functions are often di�erentiable. However, we �nd no practical problems
using continuous but not di�erentiable warping functions.

In practice, we also have that r and r� are discretized. Say that r is discretized into
r1; : : : ; rnr with corresponding function values y1; : : : ; ynr so that yj = y(rj), and the curve
has associated landmarks L1; : : : ; Lq. Then we get the inverse warping function w�1 by lin-
early interpolating the x-y pairs (L�1; L1); : : : ; (L�q ; Lq), where L�1; : : : ; L�q are the (arbitrary)
new locations of the landmarks after alignment. Given monotone w�1 we can get a dis-
cretized r� by evaluating r�j = w(rj). Hence, x-y pairs (r1; y1); : : : ; (rnr ; ynr ) are aligned as
(w(r1); y1); : : : ; (w(rnr ); ynr ). The result can be put on an arbitrary grid ~r1; : : : ; ~rm by lin-
ear interpolation. We can go backwards (i.e., given aligned data, \unwarp" it back to its
misaligned space) using the same approach replacing w with w�1.

Put another way, let fa!b(x) be the function that (1) interpolates the curve made by
the pairs (a1; b1); (a2; b2); : : : and (2) evaluates the interpolated curve at the set of values
x. If r = (r1; : : : ; rnr )0 and y = (y1; : : : ; ynr )0 are the discretization of a curve y(r), and if
L = L1; : : : ; Lq are the landmarks of that curve (i.e., the values of r such that y(r) exhibits
some important feature), and if L� = L�1; : : : ; L�q are where the landmarks should be after
alignment, then fL!L�(r) represents the discretized warping function. Thus if r� = fL!L�(r),
then the pairs made from (r�;y) are the discretized version of y(r�), the aligned curve. Because
the landmarks and warping are speci�c to this curve, the values of r� will be di�erent for
di�erent curves, hence we often perform another interpolation ~y� = fr�!y(~r�), but the pairs
(~r�; ~y) are still a discretization of the same curve y(r�).

Thus, the discretized version of yi(r�) = yi(r) � w�1
i (r�) is calculated with r� = fL!L�(r)

and ~y� = fr�!y(~r�) for arbitrary ~r�. Similarly, the unwarping yi(r) = yi(r�) � wi(r) is
accomplished with r = fL�!L(r�) and ~y = fr!y(~r) for arbitrary ~r.

3.2. Single Model Approach. Treating the aligned data and the warping functions inde-
pendently could be justi�ed from a modularization point of view (Liu et al., 2009), where the
modeler thinks that the warping functions ought to only be in
uenced by the landmarks and
that the aligned data model ought to only involve the data aligned by the true landmarks.
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However, to condition on all the data (landmarks and aligned data) would mean that the
warping model ought to depend on the �t to the landmarks and the �t of the aligned model
according to the alignment from the warping model. This is di�cult to implement for large
datasets, since it requires warping the data many times.

A di�erent approach to jointly considering the aligned data and the warping functions
is to model the aligned data and the warping functions with a single functional (or multi-
variate) response model. This is because the misaligned functional response could really be
thought of as multivariate functional response, as for the ith realization we get two functional
responses yi(r�) and w�1

i (r�). In practice, this is further simpli�ed since r� is discretized and
w�1

i (r�) is completely determined by the landmarks Li
1; : : : ; Li

q. Hence, the ith model response
is
�
yi(r�1); : : : ; yi(r�m); Li

1; : : : ; Li
q
�
. With multivariate response like this, the basis approach of

Section 2.2 with empirical orthogonal functions (EOFs) is reasonable since those basis func-
tions need not be smooth, so a single basis function can encode the relationship between the
aligned data and the warping functions. This allows for correlations between the position of
the landmarks and the y-values of the functions to be captured in the basis.

It should be noted that with eigen-decomposition based bases like EOFs, care needs to
be exercised so that the empirical basis functions correctly describe variation is disparate
data types. The r and y units of the functional response of computer models are typi-
cally di�erent, and often have vastly di�erent scales. In our multivariate response, given by�
yi(r�1); : : : ; yi(r�m); Li

1; : : : ; Li
q
�
, the units of yi(r�1); : : : ; yi(r�m) are very di�erent from the units

of Li
1; : : : ; Li

q. Hence, standardization is necessary. Also, if one was to give equal attention
to the aligned data and the warping functions in the basis decomposition, the number of
discretized values of those functions need to be comparable or some kind of weighting needs
to be implemented. Hence, the modeler must decide the weight of yi(r�1); : : : ; yi(r�m) rela-
tive to the weight of Li

1; : : : ; Li
q in determining variance to be explained in basis functions.

Given a careful basis decomposition, the methods of Section 2.2 can be used to �t a single
model for both the aligned data and the warping functions, which can then be combined as
described in the previous section to provide predictions in the misaligned space. When we
use the \single model approach" below, we rescale the multivariate response so that we have�
yi(r�1)=pvy; : : : ; yi(r�m)=pvy; Li

1=
p
vL; : : : ; Li

q=
p
vL
�

where

vy = V ar(ffyi(r�j )gni=1g
m
j=1) m=(m+ q)

vL = V ar(ffLi
kg

n
i=1g

q
k=1) q=(m+ q)

in an e�ort to give equal weight to the aligned data and the warping functions.
After obtaining a model for the joint response, misaligned prediction proceeds just as in
Section 3.1, and follows Algorithm 3.1.
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Algorithm 3.1 Misaligned Posterior Prediction
Data: Given M posterior predictions of landmark vectors L1; : : : ;LM and discretized aligned

curves y�1; : : : ;y�M from either (1) two independent models or (2) a single model, pro-
duce misaligned posterior predictions ~y1; : : : ; ~yK .

Initialize k = 0
for m indexing MCMC samples do

if Lm not increasing then
next

else
k = k + 1
r = fL�!Lm(r�)

~yk = fr!y�(~r)

K = k

4. HYDRA Emulation. HYDRA is used by scientists seeking to simulate inertial con-
�nement fusion ignition experiments at the National Ignition Facility at Lawrence Livermore
National Laboratory (Marinak et al., 2001). We will focus on HYDRA’s simulation of energy
production rate over time as a function of nine inputs described in Peterson et al. (2017).
Eight of the inputs describe a laser stimulus (shape, amount, and timing) given to a fuel cap-
sule, and the ninth is the density of the fuel in the capsule. We utilize a pre-existing ensemble
of simulations consisting of 24440 completed model runs, which is a combination of two Latin
hypercubes where one is more concentrated than the other. A small percentage of the runs
failed because of errors during in-situ processing of the model output. We disregard the runs
that failed. Each functional output is discretized onto 100 points.

We use the log of energy production rate since each simulation of energy production rate
varies over many orders of magnitude, and we are interested in both small and large values.
The simulations of log of energy production rate over time exhibit some clear features. There
is an initial ramp up, followed by a slowing, another ramp up which eventually peaks, after
which we have a decrease. The landmarks that we align are (1) the start, (2) the point between
the initial ramp up and slowing, (3) the peak, and (4) the end, demonstrated in Figure 5. All
but the second landmark are trivial to identify. We identify the second landmark by �nding
the line between the �rst and third landmarks, transforming the log energy production rate
so that this line is the new x-axis, and �nding the new maximum.

4.1. Prediction Performance. Given the landmarks, we can proceed with the approaches
detailed in the previous section. We randomly sample 100 of the 24440 model runs to hold out
from emulator training. We show results for six emulators: (1) BMARS using the augmenta-
tion approach, (2) BART using the augmentation approach, (3) laGP using the augmentation
approach, (4) BMARS for EOF basis coe�cients, (5) BART for EOF basis coe�cients, and (6)
laGP for EOF basis coe�cients. For each of the models in EOF space, 10 EOFs are used, and
the truncation error is assumed to come from the empirical distribution of truncation errors as
in Francom et al. (2019). We use the single model approach of Section 3.2. Figure 6 shows the
predictions based on the augmentation approach emulators for each of three hold-out model
runs. Figure 7 shows predictions based on the EOF basis emulators. All of these emulators
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Figure 5: HYDRA simulation landmarks.

are generally able to predict well, as they can capture the general shape of the curves and
their position in time (note the di�erences in both the x and y axes for each holdout model
run). However, the augmentation approach tends to produce much more noisy sample paths
(grey lines in Figures 6 and 7), a property that is not supported by the smoothness of the
HYDRA output.

Figure 6 and Figure 7 are meant to provide intuition about each emulator’s predictions
rather than comparing emulator performance. Figure 8 gives more information for comparison,
including root mean squared prediction errors (aligned and warping models), 95% contour
sizes, and empirical coverages for the 100 holdout model runs. The standing of each of the
three holdout model runs shown in Figures 6 and 7 are also labeled in Figure 8. These
demonstrate, for instance, that the relatively poor prediction of laGP-EOF in holdout 3 from
Figure 7 is an outlier, and that laGP-EOF performs better in most of the other 100 holdout
predictions. Figure 8 also demonstrates that (1) there is not much di�erence in aligned model
prediction, though the EOF approaches are generally preferred because they have slightly
better RMSE but with much smaller uncertainty and similar coverages; (2) there is somewhat
more spread in the RMSE of the laGP and laGP-EOF warping models; (3) likely because of
(2), laGP has somewhat larger 95% contour areas and laGP-EOF has a large range of 95%
contour areas; and (4) all emulators tend to have good empirical coverage. The variance of
the laGP predictions could be decreased by allowing larger numbers of neighbors to be used
when building GP models.

Figures 9, 10, and 11 show more context for the predictions. Each �gure shows 25 holdout
model runs with emulator predictions, all with the same x and y axis limits. Figure 9 shows
these predictions for the BMARS-EOF emulator, Figure 10 shows the predictions for the
BART-EOF emulator, and Figure 11 shows the predictions for the laGP-EOF emulator. Each
shows a good ability to follow the changes in curve shape as well as the changes in curve timing.
The laGP-EOF emulator predictions show both the largest and smallest uncertainties, and
could again be re�ned by allowing for larger neighborhoods, at some computational expense.

Note that to use the augmentation approach to emulation we created a scalar model with
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Figure 6: A comparison of emulator predictions for three holdout HYDRA model runs. The
columns show three model runs. The rows correspond to emulation techniques. Plots obtained
using BMARS and BART approaches show posterior predictive samples, posterior predictive
samples of the mean, and their corresponding average. In the plots using laGP approaches,
GP means and samples are shown. In each plot, a 95% contour of the predictive samples is
shown as well as the holdout functional response. Note the changes in both the x and y axes
for each holdout model run.
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Figure 7: A comparison of emulator predictions for three holdout HYDRA model runs. The
columns show three model runs. The rows correspond to emulation techniques. Plots obtained
using BMARS and BART approaches show posterior predictive samples, posterior predictive
samples of the mean, and their corresponding average. In the plots using laGP approaches,
GP means and samples are shown. In each plot, a 95% contour of the predictive samples is
shown as well as the holdout functional response. Note the changes in both the x and y axes
for each holdout model run.
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Figure 8: An evaluation of emulator predictive accuracy and uncertainty for �ve emulation
approaches based on 100 held out HYDRA model runs. For each of the 100 predictions,
aligned and warping model RMSE are calculated as well as the area of the 95% contour and
that contour’s empirical coverage. The numbers on top of each boxplot show where the three
holdout predictions shown in Figures 6 and 7 stand.

10 inputs and 24440 � 100 samples. To �t the BART and BMARS models with more than
2.4 million points required the better part of a day for each. Contrast that with the basis
approach using 10 EOFs, which took the better part of an hour for each using 10 cores. The
laGP emulator does not do any training, so the expense is in prediction of the holdout data,
which was quite fast in both cases (a few minutes).

4.2. Sensitivity Analysis. We now demonstrate how a sensitivity analysis of the HYDRA
model could be conducted with an emulator for misaligned functional response. The goal of
sensitivity analysis is to understand how changing the inputs to a model will a�ect the output.
Functional ANOVA techniques like the Sobol decomposition (Sobol’, 2001) are often used to
partition the output variance based on the inputs and their interactions.
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Figure 9: Various holdout HYDRA predictions using the BMARS-EOF emulator shown with
the same axis limits.
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Figure 10: Various holdout HYDRA predictions using the BART-EOF emulator shown with
the same axis limits.
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Figure 11: Various holdout HYDRA predictions using the laGP-EOF emulator shown with
the same axis limits.

The Sobol decomposition is typically approximated with Monte Carlo methods. For expen-
sive models, emulators are often used as surrogates for computer models when using Monte
Carlo methods, as many evaluations of the model are required. While we could approxi-
mate the Sobol decomposition of any of the emulators we have introduced, the BMARS and
BMARS-EOF emulators have the advantage that the Sobol decomposition can be performed
analytically (Francom et al., 2018, 2019). Hence, we will illustrate the sensitivity analysis
with the Sobol decomposition of the BMARS aligned data model and the BMARS warping
model.

Figure 12 shows the functional sensitivity analysis of the BMARS aligned model. This
indicates that most of the variance in the early to middle warped time period is due to variation
in input three, which controls the density of the fuel in the capsule. There is a decrease in
the total variance about 75% of the way through the warped time (r� = 0:75), as many of the
curves overlap around that point. Variation after that point is due to changes in the shape,
timing, and amount of laser stimulus to the fuel capsule.

Figure 13 shows the functional sensitivity analysis of the BMARS warping model. This
shows that input six explains most of the timing variation, with some contribution from input
eight and a small contribution from input three for the initial timing.
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Figure 12: HYDRA - Functional pie chart of the Sobol decomposition and variance decom-
position for the BMARS aligned model.
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Figure 13: HYDRA - Functional pie chart of the Sobol decomposition and variance decom-
position for the BMARS warping model.

5. FLAG Emulation. The FLAG emulation problem is di�erent from the preceding exam-
ple, since each FLAG simulation produces functional response with the same domain. That
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Figure 14: FLAG simulation landmarks.

being said, the FLAG simulations exhibit some key features that are misaligned in time as the
parameters change. Walters et al. (2018) demonstrate calibrating the FLAG parameters to
three experiments. Because of the di�culty of emulating the velocimetry curves, they instead
select a few key features in each of the velocimetry curves to emulate, and the correspond-
ing features of the experiments are used for calibration. They disregard timing information.
We use the simulations from one of the experiments in Walters et al. (2018) to demonstrate
emulation. We also use the feature �nding approach presented there (an algorithm based
on Gaussian mixture modeling of the derivative velocimetry curves) to identify the features,
which we treat as landmarks. The �rst two landmarks are easy to identify, while the last two
are more di�cult to identify and are non-existent for some of the simulations. We exclude
the �fth feature from Walters et al. (2018) as it does not seem to add signi�cant information.
The four landmarks are shown in Figure 14.

Because landmarks three and four are di�cult to identify, they are prone to noise. Hence,
when building the emulator we modularize the aligned data modeling and the warping function
modeling, opting for the two independent model approach of Section 3.1. When a curve does
not have the third and fourth landmarks, we initially arbitrarily chose those close to the
second landmark. However, that approach leads to problems since it is more likely to produce
non-monotone posterior predictions. The emulator performs equally well when the third and
fourth landmarks are chosen arbitrarily some distance after the second landmark.

We will compare three di�erent emulators for the FLAG simulations, all of them based on
EOF basis representations: (i) a warped BMARS model using four landmarks, (ii) a warped
BMARS model that uses only the �rst two landmarks (since the last two landmarks are prone
to noise), and (iii) a BMARS model for the raw output (i.e., uses no alignment or landmarks).
For (i) and (ii), we modularize in each case, building independent models for the aligned
data and the warping functions. Note that, with di�erent numbers of landmarks, we will
have di�erent dimension reduction properties. Figure 15 shows the eigen values (squared
singular values) for the three EOF decompositions after mean centering. Accordingly, for (i)
we use �ve EOFs, for (ii) we use 10 EOFs, and for (iii) we use 20 EOFs. (i) and (ii) also
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have warping function models built with three and one EOFs, respectively. In each case we
disregard the truncation error. We use a Latin hypercube design of 1000 model runs, from
which we randomly select 30 to hold out as a test set.

Figure 16 shows posterior predictive samples for each of our three emulators, for three
hold out FLAG model runs. Notice that the emulator that does not use any warping has
two undesirable characteristics. First, it produces very noisy predictions prior to the jump o�
(�rst landmark) including something of a Gibbs e�ect (Gottlieb and Shu, 1997). Second, and
perhaps not as easily discerned, it is not as accurate at predicting the exact time and slope
of the jump o�. The posterior predictive means and samples for the two emulators that use
warping are much more physically sound. That being said, the emulator that includes the two
noisy landmarks induces a relatively large amount of uncertainty on the timing of those fea-
tures. The emulator that includes only the �rst two landmarks propagates much less warping
function uncertainty to its predictions. Figure 17 shows a comparison of the three emulation
techniques based on prediction of 30 held out model runs. RMSE (using the posterior mean),
region size, and empirical coverage are evaluated over the common domain of the three em-
ulators. While the two warped emulators have smaller RMSE than the emulator using the
raw FLAG output, the emulator with two landmarks has signi�cantly smaller uncertainty.
The aligned model using four landmarks is likely to be more accurate than the aligned model
that uses two landmarks, but the uncertainty from the inclusion of noisy landmarks makes
the region size for the four landmark emulator much larger than even the emulator that does
not use warping.

Using any of these emulators, we could perform a similar sensitivity analysis to the one
included in the analysis of HYDRA. This is excluded for space considerations.

6. Discussion.

6.1. Landmark Selection. While Gervini and Gasser (2004) point to landmark registra-
tion as one of the best ways to align functional data because it is reliable, the di�culty with
landmark registration is that landmarks can sometimes be di�cult to select. Hence, methods
that do not depend on landmarks are more common, though they rely on complex algorithms
to try to overcome the identi�ability issues (Telesca and Inoue, 2008; Telesca et al., 2012).
Recent work by Strait and Kurtek (2016) develops a method to estimate landmark placement
with uncertainty, which could be useful in a number of applications. Potentially interest-
ing extensions also include using elastic methods Tucker et al. (2013) in place of landmarks.
Overall, landmark selection can be the most di�cult requirement of our proposed method.

6.2. Monotonic Function Modeling. Below we discuss some other possible approaches
to modeling monotone functional responses, as well as the reasons that we did not use them.

A natural way to incorporate monotonicity is in the prior, so that models that yield non-
monotone predictions (or at least the predictive mean) would be given no posterior weight.
This requires the ability to check whether the model yields any non-monotone predictions,
perhaps by checking if the derivative of the model with respect to the functional variable is
positive. For instance, using the augmentation approach, it is easy to calculate the derivative
of the BMARS mean model with respect to the functional variable. The di�culty comes when
checking that the derivative is positive for a given model (with any combination of covariates,
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Figure 15: Eigenvalues for aligned FLAG simulations using zero, two, and four landmarks
(zero landmarks means the raw data with no alignment).

not just the ones we have seen) since we have a linear combination of such functions where
the coe�cients in the linear combination are a function of the other inputs. BART does not
yield continuous models, and so the concept of the derivative is more complicated. However,
if we were to use a smoothed or discretized version of the derivative we would face similar
complications as with BMARS, though calculations would be somewhat simpli�ed because
BART is additive in trees. Similar calculations for GP models have been explored, but have
their own complexities. There are methods that encourage (but do not necessarily require)
monotonicty in GPs by constraining the derivative process at a collection of virtual points
(Riihim�aki and Vehtari, 2010; Golchi et al., 2015; Wang and Berger, 2016), but they are
di�cult to scale to the data sizes we have in our applications.

Another approach is to incorporate monotonicity into the modeling framework so that
the response is monotone by construction. This can be done in a few ways. For instance,
we could model the log derivative of the functional response as log d

dryi(r) = f(xi; r) + �i,
perhaps obtained by di�erencing as in Earls et al. (2017), (note that we would also need
to model the constant lost when di�erentiating, y0). The problem with this approach is
that when we transform back to the original space, yi(r) = y0i +

R r
r0

expff(xi; t) + �igdt,
we get undesirable heteroskedasticity (variance increasing with r) in the functional response
predictions. This is because any error in the log derivative space (particularly a nugget term
like �) is compounded when integrating (or summing, when di�erencing is used to approximate
the derivative). Another way to build monotonicity into the modeling framework is to model
the functional response using monotonic basis functions with positive coe�cients. This is
common in one dimension (Bornkamp and Ickstadt, 2009; Shively et al., 2009), but cannot be
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Figure 16: A comparison of emulator predictions for three holdout FLAG model runs. The
columns show three model runs. The rows correspond to emulation techniques. Plots show
posterior predictive samples, posterior predictive samples of the mean, and their corresponding
average. In each plot, a pointwise 95% region of the predictive samples is shown as well as
the holdout functional response.

easily achieved when interactions between the functional variable and covariates are included,
as the basis coe�cients are functions rather than scalars. Projecting the monotone functional
response onto a set of monotone basis functions and modeling the log of the coe�cients is one
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Figure 17: An evaluation of emulator predictive accuracy and uncertainty for three emulation
approaches based on 30 held out FLAG model runs. For each of the 30 predictions we calculate
RMSE, average pointwise 95% interval length, and the corresponding empirical coverage. The
numbers on top of each boxplot show where the three holdout predictions shown in Figure 16
stand.

approach. Projecting onto I-splines (Ramsay, 1998) can result in a similar problem to the
case of modeling in the derivative space, where basis functions represent very local monotonic
jumps so that we get a similarly heteroskedastic result (variance increasing with r) when
combining them. Chipman et al. (2016) build monotonicity into BART by ensuring marginal
monotonicity of the functional response in each additive component, or tree. This leverages
the additive structure of BART, avoiding the problem of dealing with the monotonicity of a
linear combination.

6.3. Analysis Recommendations. We have performed various analyses in this paper:
1. HYDRA

(a) Two independent models, augmentation, BMARS/BART/laGP
(b) Single model, basis, BMARS/BART/laGP

2. FLAG
(a) Two independent models (4 landmarks), basis, BMARS
(b) Two independent models (2 landmarks), basis, BMARS
(c) Naive, BMARS

3. Synthetic example in supplement
(a) Two independent models, augmentation, BMARS
(b) Single model, basis, BMARS
(c) Naive, BMARS

Various other analysis combinations are possible. The remaining question is when to use
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which combination of analysis methods. Our suggestions are as follows:
� Given the availability of scalable and easy-to-use emulators, always try multiple emu-

lators, unless something about the analysis requires customization.
� If augmentation is too expensive, use the basis approach.
� If landmarks are noisy, consider excluding them.
� If there is signi�cant variation in either the aligned data or landmarks that the emulator

cannot explain, use the two independent models strategy so that the noise in one
dataset does not corrupt both models. If the single model is used in this case, it
is possible that a basis function that in
uences both the landmarks and the aligned
data will have a coe�cient that has large error variance, which can result in large
error variance for both the aligned data predictions and the landmark predictions.
This situation is likely discovered by �tting both the single model and the pair of
independent models and observing di�erences in prediction uncertainty (the case with
our FLAG emulator).

7. Conclusion. We have presented a general approach to modeling misaligned functional
data using covariates when landmarks can be identi�ed. The approach is general, so that
most nonlinear models that produce predictive uncertainty could be used. The key innovation
of this work is the general approach to modeling misaligned functional responses by utilizing
landmarks and monotonic warping models. Important secondary contributions are our general
framework for emulating models with functional and or monotone response. For instance, we
have not seen cases where BART and laGP have been used for modeling in EOF space, and
we �nd their functional response prediction of HYDRA is more accurate in EOF space.

We have demonstrated the e�ectiveness of our approach to emulate two complex computer
models with misaligned functional responses, one with more than 20000 model runs (HYDRA)
with extreme misalignment and one with 1000 model runs (FLAG) with a smaller degree of
misalignment. State of the art approaches to the HYDRA emulation may have emulated the
aligned functional response (Bayarri et al., 2007) only or some important feature or function
of the output (Walters et al., 2018). State of the art approaches to the FLAG emulation
would likely have proceeded without any warping. Our approach demonstrates a successful
way to emulate the full output of a computer model with misaligned output, in addition to
a sensitivity analysis of such an emulator. Further, we demonstrate that emulation including
landmark warping will improve emulation of misaligned data even when traditional emulation
can be applied.

This paper opens up the �eld of computer experiments for misaligned simulations. Fu-
ture research in this area, such as incorporating landmark uncertainty, using these emulators
for calibration, and applying the methodology to higher dimensional misaligned functional
responses, could provide interesting solutions to problems that emulator users often face. We
are actively pursuing some of these areas.
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Landmark-warped Emulators for Models with Misaligned
Functional Response � Supplement

Devin Francom (dfrancom@lanl.gov), Bruno Sansó, Ana Kupresanin

Introduction
In this supplemental material, we will demonstrate landmark-warped emulation for an synthetic example.
Our example simulator is

f(x; t) = �
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where � denotes the Gaussian density function, x denotes the vector of three inputs, and t denotes the
functional variable. We generate training and test datasets, �t the naive emulator to the misaligned data,
�t two versions of the landmark-warped emulator, and compare. The purpose of this supplement is to
demonstrate that landmark-warped emulation has great potential to improve emulator accuracy over the
naive approach, even for a relatively simple problem. We demonstrate using the BMARS emulator in all
cases, but the results generally hold for other emulators. With enough training data, some emulators can
handle misalignment for a simple function like this one, but at least for BMARS, BART, and laGP, the naive
emulator performs poorly with the limited amount of training data that we use, while the landmark-warped
emulators performs better.

Data Generation
Below, we generate training and test datasets. The training dataset will consist of 200 �model runs� with the
functional variable evaluated at 50 points for each model run. The plot shows the functional responses.
library(BASS)
library(lhs)
set.seed(0)
f <- function(x, t) {
dnorm(t, mean = sin(2 * pi * x[1] � 2) / 4 - x[2] / 10 + .5, sd = .05) +
x[2] � 2 + 10 * sin(t * x[3])

}
n <- 150 # number of training runs
p <- 3 # number of variables
ngrid <- 50 # size of functional output grid
ntest <- 1000 # number of test runs
x <- maximinLHS(n, p)
#x <- matrix(runif(n * p), ncol = p) # training inputs
xtest <- matrix(runif(ntest * p), ncol = p) # test inputs
func.grid <-
seq(0, 1, length.out = ngrid) # functional variable grid

y <- apply(x, 1, f, t = func.grid) # training outputs
ytest <- apply(xtest, 1, f, t = func.grid) # test outputs
matplot(func.grid, y, type = ’l’, main = ’Training Functional Responses’)
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Naive Emulator
The naive emulator does not account for the misalignment in the functional responses, and models the
raw data. Below we use the BASS emulator for its convenient way to handle functional responses, but the
conclusions of this analysis hold for various emulators that we tested. Below we plot the predicted versus test
data, and see that the prediction is poor. We increase the number of MCMC samples to allow the model
more time to converge.
mod.naive <-
bass(
x,
y,
xx.func = func.grid,
nmcmc = 30000,
nburn = 29000,
verbose = F

)
pred.naive <- predict(mod.naive, xtest, nugget = T)
pred.naive.hat <-
apply(pred.naive, 2:3, mean) # posterior predictive mean

plot(c(ytest), c(t(pred.naive.hat)), xlab = ’test data’, ylab = ’predicted’)
abline(a = 0, b = 1, col = 2)
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Landmark-warped Emulators

To use landmark-warped emulators, we must �rst obtain landmarks. We use the start point (which is zero for
all curves), the endpoint (which is one for all curves), the maximum, and a point two standard deviations on
either side of the maximum. This is a total of �ve landmarks. Note that we are using the empirical maximum
as a landmark, which is subject to some deviation from the true maximum of the functional response because
we are discretizing our functional response onto 50 points. This is a realistic situation, landmarks are often
chosen with some error. Also, we are using points on either side of the maximum that represent points at
which the bell shape in our functional responses start. We happen to know that these data were generated
using a Gaussian density function, so we can talk about these points in terms of standard deviations, but in
a more realistic scenario, we would have to work to get these landmarks. We also de�ne reference landmarks
that will determine the landmarks to which we will align. We plot the training inverse warping functions
below.

maxes <-
func.grid[apply(y, 2, which.max)] # get the index where the curve ' s max occurs

lmarks <-
cbind(0, maxes - 2 * .05, maxes, maxes + 2 * .05, 1) # +/- 2 sd as landmarks

ref.lmarks <-
c(0, .35, .5, .65, 1) # after warping, all the maxes happen at .5

matplot(ref.lmarks, t(lmarks), type = ' l ' , main = ' Inverse Warping Functions ' )
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Landmarks are points along the warping function. We interpolate the warping function based on the landmarks
(assuming linearity between landmarks), and evaluate the new functional variable grid through that function.
Notice that there is a di�erent warped functional variable grid for each model run. Below, we demonstrate
this for the �rst model run.

func.grid.warped <-
approx(lmarks[1,], ref.lmarks, func.grid)$y # interpolate to get new

# functional variable grid
plot(func.grid.warped, y[, 1])
rug(ref.lmarks, ticksize = .1)
points(func.grid, y[, 1], col = 2)
rug(lmarks[1,], col = 2, ticksize = .1)
legend( ' topleft ' ,

c( ' original data ' , ' warped data' ),
col = 2:1,
pch = 1)
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Note that the above warped data fall on an irregular grid. Below, we interpolate the warped data to fall on a
regular grid. The new grid here is a di�erent size.

ngrid2 <- 75
func.grid2 <- seq(0, 1, length.out = ngrid2)
plot(approx(func.grid.warped, y[, 1], func.grid2))
points(func.grid, y[, 1], col = 2)

Using the logic above, we can write general functions to warp and unwarp curves.

warp <- function (curve.x, curve.y, lmarks, ref.lmarks, grid) {
tt.warped <-

approx(lmarks, ref.lmarks, curve.x)$y # project using landmarks
approx(tt.warped, curve.y, grid)$y # put the warped curve onto new grid

}
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unwarp <-
function (grid, grid.y, lmarks, ref.lmarks, curve.x) {

# do the reverse of warp
tt.unwarped <- approx(ref.lmarks, lmarks, grid)$y
approx(tt.unwarped, grid.y, curve.x)$y

}

Below, we demonstrate how to use these functions. It is worthwhile to note the discrepancy we get from
warping and unwarping because of the discretization of the grid. We can minimize this discrepancy by
either using a �ner functional grid (func.grid and func.grid2) or using a more appropriate interpolator (e.g.,
cubic splines instead of linear). For this demonstration, we use linear interpolation and ignore the warping
discrepancy.

y1.aligned <-
warp(func.grid, y[, 1], lmarks[1,], ref.lmarks, func.grid2)

plot(func.grid2, y1.aligned)
points(func.grid, y[, 1], col = 2)
points(

func.grid,
unwarp(func.grid2, y1.aligned, lmarks[1,], ref.lmarks, func.grid),
col = 3,
cex = .5

)
legend( ' topleft ' ,

c( ' original data ' , ' warped data' , ' warped and unwarped data' ),
col = c(2, 1, 3),
pch = c(1, 1, .5), cex = .6)

Below, we warp all of our functional responses and plot the aligned data.

y.aligned <- matrix(nrow = length(func.grid2), ncol = n)
for (i in 1:n)

y.aligned[, i] <-
warp(func.grid, y[, i], lmarks[i,], ref.lmarks, func.grid2)

matplot(y.aligned, type = ' l ' , main = ' Aligned Curves ' )
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With aligned data and warping functions, we are ready to build emulators. We �rst demonstrate the �two
independent models approach� using augmentation to handle the functional variable. Then we demonstrate
the �single model approach�, which uses a single empirical orthogonal function basis to represent the functional
response and landmarks. We again use BASS, but various emulators can work here.

Two Independent Models Approach

The �two independent models approach� builds separate models for the aligned data and the landmarks.
Below, we �t these models by augmenting the inputs passed to BASS to include (a) the functional variable
for the aligned data model and (b) an index for the landmarks for the landmark model. Note, we do not
model the �rst and last landmarks, since those are the same for all curves.

mod.aligned <- bass(x, y.aligned, xx.func = func.grid2, verbose = F)
mod.lmarks <- bass(x, lmarks[, 2:4], xx.func = 1:3, verbose = F)

We can then generate predictions for each model using the test inputs.

pred.lmarks <- predict(mod.lmarks, xtest, nugget = T)
pred.aligned <- predict(mod.aligned, xtest, nugget = T)
pred.lmarks.hat <- cbind(0, apply(pred.lmarks, 2:3, mean), 1)
pred.aligned.hat <- apply(pred.aligned, 2:3, mean)

The warping functions need to be monotonically increasing. We did not build this constraint into our
landmark model, but instead will use rejection sampling of the posterior predictive distribution, rejecting any
non-increasing samples. Below, we see that there are no posterior predictive samples that need to be rejected.

bad.post.pred <- apply(pred.lmarks, 1:2, function (x)
any(diff(x) <= 0))

table(bad.post.pred)

## bad.post.pred
## FALSE
## 1000000

This will generally be a problem when landmarks are close to eachother or uncertain.

Finally, we can use the unwarp function to generate predictions for the misaligned emulator. We plot the
predictions versus the held out data below. These predictions are much more accurate than the naive emulator
predictions shown above.
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pred.unwarp1 <- matrix(nrow = nrow(xtest), ncol = length(func.grid))
for (i in 1:nrow(xtest))

pred.unwarp1[i,] <-
unwarp(func.grid2,

pred.aligned.hat[i,],
pred.lmarks.hat[i,],
ref.lmarks,
func.grid)

plot(c(ytest), c(t(pred.unwarp1)), ylab = ' predicted ' )
abline(a = 0, b = 1, col = 2)

Single Model Approach

The �single model approach� concatenates the aligned curves and warping functions, builds a single empirical
orthogonal function basis for the joint set of data, and models the basis coe�cients with BMARS The
bassPCA function from the BASS package accepts functional response data and builds the EOF basis and
BMARS models for coe�cients. The corresponding predict function gets the predictions of each coe�cient
and calculates the linear combination using the EOF basis to get functional data predictions. When getting
the EOF basis, bassPCA mean-centers by default, but we will also pass a vector of scales in order to make
the landmarks have more in�uence on the basis than they would nominally. Because there are 3 landmarks,
but 50 aligned data points, EOFs will be skewed towards explaining variation in the aligned data if the scales
of the two datasets are the same. For that reason, we rescale the landmarks so that there is equal amount of
variation in the aligned data and in the landmarks. This is somewhat arbitrary, but the user can decide on a
di�erent partition of variance if necessary.

v.aligned <- var(c(scale(t(y.aligned), scale = F))) * ngrid2 / (ngrid2+3)
v.lmarks <- var(c(scale(lmarks[, 2:4], scale = F))) * 3 / (ngrid2+3)
v <- c(rep(v.aligned,ngrid2), rep(v.lmarks,3))

mod.single <-
bassPCA(

x,
cbind(t(y.aligned), lmarks[, 2:4]),
scale = sqrt(v),
n.pc = 4,
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n.cores = 4
)

Again, we can predict under the single model and check for any monotonicity violations for the part of the
predictions corresponding to warping functions. Again, there are no violations.

pred <- predict(mod.single, xtest, nugget = T)
pred.hat <- apply(pred, 2:3, mean)

bad.post.pred <- apply(pred[, , ngrid2 + 1:3], 1:2, function (x)
any(diff(x) <= 0))

table(bad.post.pred)

## bad.post.pred
## FALSE
## 1000000

As before, we unwarp the predictions to obtain our misaligned predictions. In this particular case, the
predictions do not look far di�erent from the �two independent models approach�, and are much more
accurate than the naive emulator predictions.

pred.unwarp2 <- matrix(nrow = nrow(xtest), ncol = ngrid)
for (i in 1:nrow(xtest))

pred.unwarp2[i,] <-
unwarp(func.grid2, pred.hat[i, 1:ngrid2],

c(0, pred.hat[i, ngrid2 + 1:3], 1), ref.lmarks, func.grid)
plot(c(ytest), c(t(pred.unwarp2)))
abline(a = 0, b = 1, col = 2)

Comparison

We can also compare individual naive and landmark-warped emulator predictions, as shown below.

par(mfrow = c(5, 2), mar = c(3, 5, 3, 5))
for (j in 1:8) {

plot(func.grid, ytest[, j], ylab = paste( ' holdout ' , j))
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lines(func.grid, pred.unwarp1[j,], col = 3)
lines(func.grid, pred.unwarp2[j,], col = 4)
lines(func.grid, pred.naive.hat[j,], col = 2)

}
legend(

' topleft ' ,
c(

' held out data ' ,
' naive model prediction ' ,
' 2 independent models prediction ' ,
' single model prediction '

),
col = c(1, 2, 3, 4),
lty = c(NA, 1, 1, 1),
pch = c(1, NA, NA, NA),
bty = ' n' ,
cex = .5

)
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The plot above demonstrate the di�culty the naive emulator has in capturing the location and the shape of
the features in the functional data in this example. This is generally the case for many di�erent emulators.

Finally, we plot some of these predictions with their corresponding posterior predictive distribution. The
rows correspond to held out curves, and the columns are for our three methods.

par(mfrow = c(3, 3))
for (j in 3:1) {

matplot(
func.grid,
t(pred.naive[, j, ]),
type = ' l ' ,
col = ' lightgrey ' ,
ylab = ' y' , main = ' Naive'

)
lines(func.grid, ytest[, j], lwd = 3)

pred.unwarp.samples1 <- matrix(nrow = 1000, ncol = ngrid)
for (i in 1:1000)
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pred.unwarp.samples1[i,] <-
unwarp(func.grid2,

pred.aligned[i, j,],
c(0, pred.lmarks[i, j,], 1),
ref.lmarks,
func.grid)

matplot(
func.grid,
t(pred.unwarp.samples1),
type = ' l ' ,
col = ' lightgrey ' ,
ylab = ' y' , main = ' Two models'

)
lines(func.grid, ytest[, j], lwd = 3)

pred.unwarp.samples2 <- matrix(nrow = 1000, ncol = ngrid)
for (i in 1:1000)

pred.unwarp.samples2[i,] <-
unwarp(func.grid2, pred[i, j, 1:ngrid2],

c(0, pred[i, j, ngrid2 + 1:3], 1), ref.lmarks, func.grid)
matplot(

func.grid,
t(pred.unwarp.samples2),
type = ' l ' ,
col = ' lightgrey ' ,
ylab = ' y' , main = ' Single Model '

)
lines(func.grid, ytest[, j], lwd = 3)

}
legend(

' bottomright ' ,
c( ' held out data ' , ' posterior predictive samples ' ),
col = c(1, ' lightgrey ' ), lwd = c(3, 1), cex = .8

)
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The bene�t of using landmark-warped emulation is clear. However, the are small distinctions between the two
landmark-warped emulators. Those are more a function of the di�erence in the approach to handling functional
responses (augmentation versus EOF basis). The augmentation approach is homoskedastic, with separate
error models for the aligned data and the landmarks. The EOF basis approach allows for heteroskedasticity
based on the variation in the basis functions.
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