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Highlights

• Implemented a discretization of time dependent PDE model as a Neural Network.
• Back-propagation through this NN can automatically calibrate the model against data.
• Embedding domain knowledge, e.g. numerical stability and diffusion term positivity.
• Calibration of a turbulence model for real world data for multiple canonical flows.
• Balancing strategy for multiple loss functions and importance of real-world data.
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A B S T R A C T

We present a methodology for calibration of parametric ordinary and par-
tial differential equation models, using off-the-shelf software for back-propagation
in Neural Networks (NN). As a prototypical example, we consider calibra-
tion of a Reynolds-averaged Navier-Stokes (RANS) turbulence closure model,
against ground truth data from direct numerical simulations (DNS) of two dif-
ferent turbulent flows. Numerical time integration is represented as a cus-
tom NN, where only the RANS model parameters are trainable. A loss func-
tion is defined to quantify the mismatch between the NN prediction and the
ground truth over a predefined, finite time integration window. This loss func-
tion is then minimized using a gradient descent method utilizing the back-
propagation algorithm. This dynamic approach to training is to be contrasted
with a static approach, wherein a least square regression estimate for param-
eters is obtained in the limit of an infinitesimal time integration window. In
a first test of static and dynamic approaches against ground truth data gen-
erated by the model, the former proves to be significantly faster and more
accurate than the latter at recovering the parameters. When both calibration
approaches are tested against DNS data, for which it is known that the model
cannot achieve a perfect fit, the static approach yields a good prediction only
for short times, while the dynamic approach results in physical and stable pre-
dictions over the entire integration window. After optimization of the dynamic
approach for time step, spatial resolution, stability, and physics-based con-
straints, we obtain a 50% improvement of outcomes over those obtained from
the existing, manually calibrated set of parameters, demonstrating the merits
of this systematic and automated procedure.
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1 Introduction

Fluid flows can exhibit turbulent behaviour, characterized by the coupling of widely different length and time
scales, as well as coupling to other physics at multiple scales. This complexity in practical applications makes di-
rect numerical simulation (DNS) of these flows using the Navier-Stokes (NS) equations intractable in the foreseeable
future. One approach to improving computability is to use the class of models known as the Reynolds-Averaged
Navier-Stokes (RANS) models [4, 9, 18, 29] that consist of ensemble averaging the fluid flow equations. This av-
eraging leads to a set of coupled non-linear partial differential equations (PDEs) that need to be closed. A typical
RANS closure model consists of a parameterized system of partial differential equations obtained based on physical
considerations and closure approximations that are long-established within the community [18]. Once the form of the
model is established, tunable model parameters are introduced which reflect the inexact nature of modeling approx-
imations. These parameters of the model are then calibrated against simple canonical flows for which DNS data is
available. The process of manual calibration of parameters is highly laborious, often lasting on the order of months.
It involves multiple implicit decisions by the scientist, each potentially having a significant effect on the final set of
parameters. If the model is updated, for example, by modifying the functional form of the equations, introducing new
closure terms or modifying physics assumptions, the whole calibration process has to be repeated.

In the last decade there has been an explosion of work in the Machine Learning community, in large part driven by
the idea of a Neural Network (NN) as a flexible approximator, and back-propagation as the tool to evaluate gradients
of an objective (loss) function with respect to parameters of the NN, thus, allowing for an efficient gradient descent
type process to adopt NN to any well defined objective. The use of these ideas in recent years has been popularized by
the development of open source and efficient ML libraries such as JAX [5], PyTorch [17], TensorFlow [1] and others.

The usage of NN and back-propagation for representing PDEs can be traced back to the seminal work of LeCun et
al. [10] who proposed a framework for solving PDEs that have a variational formulation, i.e. the solution problem can
be stated in terms of minimization of a particular integral, and the problem can be solved using gradient descent. For
a short overview of PDE model discovery techniques see, e.g. the introduction in Wu and Xiu [30], where a number
of approaches to model discovery are mentioned. In [30, 19], the approach to model discovery can be compared to
a non-linear regression problem, as it considers an “over-determined” system of short sequences of evolutionary data
to recover the underlying governing equations, focusing on systems of ODEs. In Wu and Xiu [31], authors extend
this approach to the case of PDEs, where they consider projection of the solution on some modal, finite dimensional
space, and the step of learning a model in the form of a NN as an operator on that space. This approach still focuses
on short (in time) intervals of data and, therefore, can be classified as static.

Another work [20] proposed an approach that involves an auxiliary NN that is used to approximate reference data
at any point in space-time, and to calibrate the parameters in the PDE. The key idea exploited in [20] is that a NN
allows for automatic differentiation (AD) [3] with respect to its input variables. Thus, Raissi et. al. [20] used a NN
to approximate the ground truth data in space and time. Using AD of this NN, they are able to calculate each space-
time derivative term to evaluate the residual of the PDE.The objective function is formulated as a combination of the
mismatch of the NN with the observed data, and the residual of the PDE model with respect to the NN over the whole
space and time domain. The learnable parameters are the weights of the NN approximating the reference data and the
parameters of the PDE model. In this process, the learned NN plays only an auxiliary role while the main objective
is to estimate the parameters in the PDE model. The approach was tested on synthetic data (i.e. data generated by the
model) and synthetic data that was obscured with small Gaussian noise in the case of Burger’s equation. This work
could be viewed as a step away from static approaches to model calibration, towards a dynamic approach, due to the
fact that there is a single global approximation of the solution instead on many short sequences. Yet, this is not a fully
dynamic approach since models calibrated in such a way are not guarantied to produce the best fit to observed data.

In this paper we propose an approach for calibration of parametric ODE and PDE evolutionary models against
ground truth data that takes advantage of recent developments in ML and available of-the-shelf software for construct-
ing custom NN and performing back-propagation on them. For this work we use PyTorch [17], but similar tools are
available in TensorFlow [1] and others [5]. We express an explicit numerical time integration scheme of the underly-
ing ODE or PDE model as a custom NN. This NN has fixed user defined weights (hyper-parameters) associated with
time integration and representation of various derivative terms, while the weights associated with model parameters
are the learnable weights that are found in the process of training. The input for this NN is the state of the physical
system at a particular time and is taken from the ground truth data. The output of the NN is a prediction for the state of
the system at later times. The NN is assembled from a recurrent sub-network, corresponding to one time integration
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step, making this a residual convolutional NN. The objective (loss) function that is minimized is based on mismatch
between the prediction of the NN and the ground truth data at some later time within some time integration window.

In this study the prototypical example of the model is a RANS turbulence closure model called BHR [23], which
is a nonlinear system of coupled PDEs in 3D. In the case of homogeneous variable density turbulence (HVDT)
flow [22, 12], BHR reduces to an ODE model and the corresponding DNS data is taken from [2]. In the case of
Rayleigh-Taylor flow [26, 27, 6], BHR reduces to a one-dimensional PDE and the corresponding DNS data is taken
from [14]. Both differential equations provide a nonlinear description of evolution of closure quantities. The strategy
that we present is highly scalable, parallelizable, and adaptable to run on a variety of architectures. As a result,
with the proposed methodology, the calibration can be performed very quickly, processing data and tasks at scales
that can become daunting and time consuming if performed manually. To contextualize this, a calibration using
this methodology is significantly faster than manual calibration, involving up to tens of thousands of RANS model
simulation iterations. Further, as will be shown, automatically optimized coefficients produce about 50% improvement
over the manually calibrated coefficients, as indicated by the objective function.

There are some design considerations to be made for this methodology pertaining to various hyper-parameters as
well as physics imposed constrained on the parameter values. First, the resolution of spatial and temporal discretiza-
tions cannot be selected independently as the Courant–Friedrichs–Lewy (CFL) stability condition imposes an upper
bound on the temporal step that is proportional to the square of the spatial resolution. This means that at high enough
spatial resolution, number of time steps for a fixed time integration window becomes so large that the amount of
memory becomes insufficient for storing back-propagation graph. The solution to this problem is found in solving the
problem on a coarser mesh, which requires quadratically fewer time steps. Here one needs to strike a balance between
accuracy of the numerical scheme and available memory by performing preliminary convergence study of the method,
i.e. find coarse enough spatial resolution that results in acceptable numerical error when compared to high resolution
simulation. Second, one has to identify physical bounds on trainable parameters. For example, negative values of
viscosity lead to an ill-posed problem and should be avoided. Another example is enforcing positivity of select mod-
eled quantities (e.g. densities or length scales) can also be achieved through a restriction on model parameters. We
observed that the training itself based on gradient descent cannot enforce these conditions and can navigate model
parameters to unphysical regime where simulation blows up to violation of some physical constrains. Once the blow
up is observed the training cannot proceed further.

The paper is organized as follows. In Section 2 we introduce the BHR model equations [23] for variable den-
sity turbulence, and then present it in the reduced form corresponding to the canonical flows used here. In Section
3 we present the main ideas of the calibration approach and its implementation. We introduce the concept of time
integration window and the static and dynamic optimization approaches. The static (or instantaneous, terms used
interchangeably) approach can be viewed as the limiting case of an infinitesimal time integration window and can be
interpreted as a regression problem. We also present the dynamic approach based on a custom NN. We give a brief
introduction to NN, demonstrate how the time integration scheme is represented as NN, and introduce the calibra-
tion/training problem for a single and multiple flows. In Section 3.3 the stability condition on the time integration
step is introduced – a concept that is basic to numerical analysis, but generally does not have much coverage in NN.
We conclude Section 3 with a discussion on the scaling of the computational resources (memory and time) associated
with one forward and one back-propagation pass of the training algorithm as a function time and space discretization.
In Section 4 we verify the implementation of the static and dynamic approaches, and compare their performances.
In Sections 5 and 6 we present the training using DNS data for HVDT, and for HVDT and RT jointly, respectively.
Finally, we summarize the findings of this work and discuss the main observations in Section 7.

2 Closure model equations for variable density turbulent flows

Variable density turbulence (VDT) occurs when fluids of different densities mix so that the turbulent dynamics
itself is modified relative to single-fluid turbulence. Density differences are measured by the Atwood number,

A =
ρh − ρl

ρh + ρl
, 0 ≤ A ≤ 1,

where ρh and ρl are respectively the densities of the heavy and light fluids. Atwood number in variable density flows
characterizes a wide range of dynamics ranging from single fluid or homogeneous mixtures (A = 0), to Boussinesq
flows (A � 1), to larger values where the density variations can have a leading order effect on the dynamics of the
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flow. Typical studies of variable density flows consider, among others, homogeneous variable density configurations
as well as the classical Rayleigh-Taylor instability driven flow. These two flows are visualized in Fig. 1 and will be

(a) Homogeneous variable-density turbulence visualized at
initial (left) and mixed (right) states.

x1 x2

x3
g

(b) Variable-density turbulence generated by the Rayleigh-Taylor instabil-
ity, visualized at initial (left) and mixed (right) states.

Fig. 1: Two variable density turbulence flow simulations: (a) HVDT with 2563 grid-points and (b) Rayleigh-Taylor with 2562 × 383 grid-points.
Both images show visualization of the density with dark red indicating heaviest and dark blue indicating lightest fluids; intermediate colors indicate
intermediate mixed states.

our focus for this paper. For a comprehensive review of variable density turbulence, refer to [7, 11].

data set flow A ∆T ∆x
DH05 HVDT 0.05 0.2 N/A
DH50 HVDT 0.50 0.2 N/A
DH75 HVDT 0.75 0.4 N/A
DR75 RT 0.75 0.02 4.82 × 10−3

Table 1: Summary of available RANS statistics from DNS, compiled in data sets used to calibrate the BHR model. In the data set column, the
naming convention is such that D denotes DNS, H denotes HVDT, R denotes RT, and the trailing number corresponds to Atwood number. ∆T is
the time increment at which statistics are available and ∆x is the spacing of the RT statistics available in the vertical (mixing) direction. The N/A
in the rows corresponding to HVDT flows indicate that the BHR statistics for these flows have no space dependence.

Table 1 summarises the details of all the RANS statistics from DNS data that are used in this study, and the data set
naming convention is such that D denotes DNS, H denotes HVDT, R denotes RT, and the trailing number corresponds
to Atwood number.

The need for RANS closure models arises from our inability to solve the full set of governing equations at the
scales needed for practical problems. In this modeling approach, the NS equations are averaged over a notional
ensemble or flow realizations, which by ergodicity is equivalent to averaging along directions of spatial or temporal
homogeneity. As a result from averaging, nonlinear terms in the governing equations lead to statistical correlations
that are unknown, leading to the closure problem of the RANS equations. The evolution of the leading order statistical
correlations of the dynamical quantities of interest is used to approximate the flow dynamics. The so-called closure
problem that arises due to the non-linearity in the governing equation then requires approximations to close the
system of equations at some low (computable) order in the statistical hierarchy. Closure models are often developed
following various analytical and physical considerations. As a result, they typically contain parameters that need to
be constrained by theory or known phenomenology where possible [18], or calibrated against experiments or high
accuracy simulations [24, 23].

In what follows, we present the equations governing VDT flows, the BHR closure, and the reduced form that the
BHR model takes for HVDT and RT flows.

2.1 Favre-averaged equations
Favre-averaging, or density-weighted averaging, represented using a tilde, is used to construct the statistical de-

scription of VDT flows. In this approach, Favre-averaging a quantity q is performed as

q̃ =
ρq
ρ̄
, (1)

where ρ is density, and the overline represents a statistical Reynolds average. Based on the average flow quantities,
fluctuating quantities are defined as q′i = qi − qi and q′′i = qi − q̃i.



Boureima et al. / Journal of Computational Physics (2022) 5

Favre-averaging the instantaneous conservation equations for of mass, momentum, total energy and species mass
fraction, and using the BHR 3.1 model to close the system of equations [23], results in the following governing
equations for the statistical mean flow quantities,

∂ρ̄

∂t
+

(
ρ̄ ũ j

)
, j

= 0, (2)

∂ρ̄ũi

∂t
+

(
ρ̄ ũiũ j + P̄δi j

)
, j

= −
(
ρ̄ R̃i j

)
, j

+ ρ̄gi, (3)

∂ρ̄ c̃n

∂t
= (ρ̄ũic̃n), j =

Cµ

σc

(
ρ̄S T
√

Kc̃n
, j

)
, j
, (4)

where ρ is density, ui is velocity in direction xi, P is pressure, gi is the acceleration, S T and Cµ are a modeling length
scale and coefficient (to be discussed below), cn is the mass (not the volume) fraction of species n, and δi j is the
Levi-Civita permutation symbol, and the Reynolds stress tensor is given by

R̃i j =
ρu′′i u′′j
ρ̄

, (5)

and, in equations (3) it represents the conversion of momentum between the fluctuating and mean flows. The turbulent
kinetic energy is related to the R̃i j via

K =
R̃ii

2
. (6)

The mean density ρ̄ can be computed from the species densities ρn and their mass fractions c̃n. In the case of two
fluid, marked as heavy (h) and light (l), we have

ρ̄ = ρl + c̃h ρ̄

ρh
(ρh − ρl), which implies ρ̄ =

ρhρl

ρh − c̃h(ρh − ρl)
. (7)

At this stage, R̃i j and S T are unknown, and the system of equations (2-4) is not closed.

2.2 The BHR closure model
We use the BHR (version 3.1) model to close equations (2-4). For details on the derivation, we refer the reader to

[23]. The governing equations for the BHR variables are given by

∂(ρ̄R̃i j)
∂t

+ (ρ̄ũkR̃i j),k =

production︷                                        ︸︸                                        ︷
[aiP̄, j + a jP̄,i] − ρ̄[R̃ikũ j,k + R̃ jkũi,k]

−Cr1[aiP̄, j + a jP̄,i −
2
3

akP,kδi j] + Cr2ρ̄[R̃ikũ j,k + R̃ jkũi,k −
2
3

R̃mkũm,kδi j]︸                                                                                         ︷︷                                                                                         ︸
rapid distortion

+
Cµ

σk

(
ρ̄S T
√

KR̃i j,k

)
,k︸                  ︷︷                  ︸

transport

−Cr3ρ̄

√
K

S D

(
R̃i j −

1
3

R̃kkδi j

)
︸                          ︷︷                          ︸

return to isotropy

− ρ̄
2
3

K3/2

S D
δi j︸       ︷︷       ︸

dissipation

, (8a)

∂(ρ̄ai)
∂t

+ (ρ̄ũkai),k = bP̄,i − R̃ikρ̄,k − ρ̄akui,k︸                     ︷︷                     ︸
net production

+ ρ̄(akai),k︸   ︷︷   ︸
redistribution

+ ρ̄
Cµ

σa

(
S T
√

Kai,k

)
,k︸                 ︷︷                 ︸

transport

−CapbP̄,i + Cauρ̄akui,k︸                    ︷︷                    ︸
rapid destruction

−Ca1ρ̄

√
K

S D
ai︸       ︷︷       ︸

final destruction

, (8b)

∂(ρ̄b)
∂t

+ (ρ̄bũk),k = − 2(b + 1)akρ̄,k︸          ︷︷          ︸
production

+ 2ρ̄akb,k︸  ︷︷  ︸
redistribution

+ ρ̄2 Cµ

σb

(
1
ρ̄

S T
√

Kb,k

)
,k︸                    ︷︷                    ︸

transport

−Cb1ρ̄

√
K

S D
b︸      ︷︷      ︸

destruction

, (8c)
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∂(ρ̄S T )
∂t

+ (ρ̄ũ jS T ), j = −
S T

K

(
3
2
−C1

)
ρ̄R̃i jũi, j +

S T

K

(
3
2
−C4

)
a jP̄, j −

(
3
2
−C2

)
ρ̄
√

K︸                                                                          ︷︷                                                                          ︸
net production

+
Cµ

σs

(
ρ̄S T
√

KS T, j

)
, j︸                  ︷︷                  ︸

transport

, (8d)

∂(ρ̄S D)
∂t

+ (ρ̄ũ jS D), j = −
S D

K

(
3
2
−C1v

)
ρ̄R̃i jũi, j +

S D

K

(
3
2
−C4v

)
a jP̄, j −

(
3
2
−C2v

)
ρ̄
√

K︸                                                                              ︷︷                                                                              ︸
net production

+
Cµ

σ2s

(
ρ̄S T
√

KS D, j

)
, j︸                   ︷︷                   ︸

transport

. (8e)

The turbulent mass flux velocity is given by

ai = ũi − ui = −u′′i , (9)

and the density-specific volume covariance is

b = ρ′v′ = ρ̄v − 1 ≥ 0, (10)

which is a measure of turbulent mixing in the flow.
The dynamical importance of ai and b in VDT flows becomes clear in the above equations. The turbulent mass

flux velocity ai plays an important role in the production of R̃i j and on the rapid distortion term on the right hand
side of equation (8a). Similarly, b plays an important role in the production of ai. The transport length-scale S T is
important for modeling the turbulent transport terms in the above equations using a gradient diffusion model, and is
distinguished from the dissipation length scale S D in order to provide enough degrees of freedom to capture a wide
range of flow processes with a single set of coefficients (see [23] for a discussion). The dissipation length-scale S D is
used to model dissipation and destruction terms in the above equations. Each model used to represent unclosed terms
has a coefficient represented by C∗, as in e.g. Cµ in the diffusive transport model, and turbulent Schmidt numbers σ∗ in
the turbulent transport terms for their respective variables. These coefficients have no universal physical significance,
and they are constants that are expected to be O(1), since the models from which they arise are expected to capture
the process they represent, to leading order. As a result, the coefficients are calibration parameters used to adjust the
models to best capture processes that can be studied in isolation using carefully chosen canonical flows.

The governing equations for R̃i j, ai and b are obtained from first principles, using the averaged NS equations, and
then replacing unclosed terms with models. Therefore, the BHR model variables R̃i j, ai and b can be compared to
their corresponding quantities obtained from DNS and experiments. As a result, we use the latter as reference values
when calculating errors in BHR model calculations using a loss function. The governing equations for the dissipation
and transport length scales S D and S T , on the other hand, are obtained by scaling the kinetic energy equation using
dimensional arguments [18, 24, 23]. Hence the governing equations for S D and S T are highly empirical, and these
model length-scale quantities have to be interpreted with caution as they cannot be directly compared to their physical
analogues obtained from DNS or experiments. This makes it difficult to define a reference value for these model
length scales to be used as initial conditions or in evaluating the model using a loss function. In Section 2.2, we
provide a discussion of how these issues are overcome for the purpose of demonstrating the ML framework presented
here.

Using evolution equations for two characteristic length scales, the BHR-3.1 model separates the transport mech-
anism from the dissipation mechanism, and as a result is able to capture the magnitudes of turbulence statistics and
growth rates of the turbulent mixing layers in flows that are generated by several instability mechanisms, with a single
set of coefficients. This is an improvement over earlier versions of the BHR model [25, 24]. To achieve this, the
model was calibrated using data from the self similar regime of several instability driven flows, partly because the
models used for turbulent transport and for the various production mechanisms are representative of the dynamics in
the self-similar regimes of these flows, [23]. In addition to being able to capture turbulence quantities in instability
driven flows producing mixing layers, BHR-3.1 is able to qualitatively capture growth, peak and decay of kinetic
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energy in homogeneous buoyancy driven turbulence, which is itself a difficult task. For these reasons, in order to test
and demonstrate the framework presented here, the training data for calibration are taken from the growth, peak and
decay regimes of homogeneous buoyancy driven turbulence, and from the self-similar regime of the Rayleigh-Taylor
instability, as discussed in the remainder of this section.

As discussed above, the BHR model is a general model for 3D VDT. For the canonical flows used for calibrating
the coefficients, the BHR model equations can be reduced by removing directions of statistical homogeneity, i.e. di-
rections along which statistical quantities do not vary. The coefficients that were manually calibrated and documented
in [23] will be known henceforth as the default values and denoted by θdefault.

2.3 Homogeneous Variable Density Turbulence
Homogeneous variable density turbulence (HVDT) is a canonical flow consisting of two fluids of different den-

sities that are initially segregated and distributed in the form of random blobs inside a triply periodic cube, as was
shown in Fig. 1a. The fluids mix under the influence of buoyancy forces and develop into a fully turbulent flow.
The full VDT version of this flow, for arbitrary Atwood number, is described in [12, 13, 2]. The flow in HVDT is
statistically homogeneous in space, which greatly simplifies the BHR model equations (8) since all spatial derivatives
become zero. The result is a system of ODEs, as follows

dR̃22

dt
=

2
3

Cr1a3
P̄,3

ρ̄
−Cr3

√
K

S D

(
R̃22 −

2
3

K
)
−

2
3

K3/2

S D
, (11a)

dR̃33

dt
=

(
2 −

4
3

Cr1

)
a3

P̄,3

ρ̄
−Cr3

√
K

S D

(
R̃33 −

2
3

K
)
−

2
3

K3/2

S D
, (11b)

da3

dt
=

(
1 −Cap

) b
ρ̄

P̄,3 −Ca1

√
K

S D
a3, (11c)

db
dt

= −Cb1

√
K

S D
b, (11d)

dS D

dt
=

S D

ρ̄K

(
3
2
−C4v

)
a3P̄,3 −

(
3
2
−C2v

)
√

K. (11e)

In this work, we use RANS statistics data from three DNS of the HVDT from [2] at a resolution of 10243,
with Atwood numbers A = 0.05, 0.5 and 0.75 respectively, to obtain reference values for the BHR variables for the
automatic calibration of the BHR model.

2.4 Rayleigh-Taylor Turbulence
The Rayleigh-Taylor (RT) turbulent flow is initialized by a constant vertical acceleration, g, that results in mixing

of two fluids initially separated by a flat perturbed interface, with the heavy fluid on the bottom. This is illustrated in
Fig. 1b which depicts the two-fluid configuration in the (x1, x3) plane using density contours. The acceleration g is
directed along x3, and the flow is statistically homogeneous in x1 and x2 directions, reducing the BHR model to the
following system of PDEs

∂(ρ̄R̃22)
∂t

+ (ρ̄a3R̃22),3 =
Cµ

σk

(
ρ̄S T
√

KR̃22,3

)
,3
−Cr3ρ̄

√
K

S D

(
R̃22 −

2
3

K
)

−Cr2
2
3
ρ̄R̃33a3,3 + Cr1

2
3

a3P,3 − ρ̄
2
3

K3/2

S D
, (12a)

∂(ρ̄R̃33)
∂t

+ (ρ̄a3R̃33),3 =2
(
1 −

2
3

Cr1

)
a3P̄,3 + 2ρ̄

(
2
3Cr2 − 1

)
R̃33a3,3 +

Cµ

σk
(ρ̄S T

√
KR̃33,3),3

−Cr3ρ̄

√
K

S D

(
R̃33 −

2
3

K
)
− ρ̄

2
3

K3/2

S D
, (12b)

∂(ρ̄a3)
∂t

=(1 −Cap)bP̄,3 −
(
R̃33 + a3a3

)
ρ̄,3

+ ρ̄
Cµ

σa

(
S T
√

Ka3,3

)
,3
−Ca1ρ̄

√
K

S D
a3, (12c)
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∂(ρ̄b)
∂t

+ (ρ̄a3b),3 =2ρ̄a3b,3 − 2(b + 1)a3ρ̄,3 + ρ̄2 Cµ

σb

(
1
ρ̄

S T
√

Kb,3

)
,3
−Cb1ρ̄

√
K

S D
b, (12d)

∂(ρ̄S T )
∂t

+ (ρ̄a3S T ),3 =
S T

K

(
3
2
−C4

)
a3P̄,3 −

(
3
2
−C2

)
ρ̄
√

K +
Cµ

σs

(
ρ̄S T
√

KS T,3

)
,3
, (12e)

∂(ρ̄S D)
∂t

+ (ρ̄a3S D),3 =
S D

K

(
3
2
−C4v

)
a3P̄,3 −

(
3
2
−C2v

)
ρ̄
√

K +
Cµ

σ2s

(
ρ̄S T
√

KS D,3

)
,3
. (12f)

The RT flow has been extensively studied, the reader is referred to [33, 34] for a detailed review. In this paper, DNS
data for RT flow from [14] will be used to train the ML algorithm for automatic calibration of the BHR model.

3 Machine learning approach to the automatic calibration of closure models

Consider a parametric model in the form of a partial differential equation (PDE) that is first order in time,

d
dt

U ≈ G[U; θ] = G(U,Ux,Uxx; θ), (13)

where U is the vector of dependent variables, G() is a function of U and its spatial derivatives, and θ is a set of
parameters (e.g. coefficients) of this model. We note that higher order (in time) PDEs can be rewritten in the first
order form by introducing time derivatives as auxiliary variables.

We formulate the calibration problem as follows: given space-time reference data Û(t, x), typically on some
space-time grid, find the parameters θopt such that, if we start with the initial conditions U(t0, x) = Û(t0, x), obtained
from the reference data, and evolve the state U(t, x) over some time integration window 4T according to the model
(13) with θ = θopt chosen from among all permissible values of parameters, then, on average, U(t, x) gives the best
approximation of Û(t, x), i.e. U(t, x) ≈ Û(t, x). In the context of the BHR equations, the feature vector U(t, x) and the
parameters vector θ are composed of the turbulence dynamical variables and parameters

UHVDT =
(
R̃22, R̃33, a3, b, S D

)
and (14a)

θHVDT =
(
Cr1,Cr3,Cap,Ca1,Cb1,C4v,C2v

)
(14b)

in the case of the reduced form (11) of the HVDT flow and

URT =
(
c̃h, R̃22, R̃33, a3, b, S T , S D

)
and (15a)

θRT =
(
Cr1,Cr3,Cap,Ca1,Cb1,C4v,C2v,Cr2,C4,C2, σk, σa, σb, σs, σ2s

)
(15b)

in the case of the reduced form (12) of the RT flow. The parameter Cµ is set to 0.28 following [23] since it always
appears in the form Cµ/σ∗ where * is any of k, a, b, s, or 2σ.

We note that the only parameter of the full BHR closure model (8) that does not appear in both reduced forms
(12) of the RT flow, and (11) of the HVDT flow, is Cau. The latter would appear, for example, in a shear-driven flow
such as two-fluid Kelvin-Helmholtz, which we defer to a later study.

A special case of the calibration corresponds to using an infinitesimal time integration window 4T → 0. In this
approach, which we will refer to as the instantaneous or static approach, the system of equations (13) is reduced to a
large over-determined system of equations that are typically linear, which are solved using least squares. Following
this approach with the BHR model, the equations become decoupled, further simplifying the practical implementation
of the method and the analysis of the results. Details of employing this approach are presented in Section 3.1.

In contrast to the static approach, consider the case of finite time integration window 4T , where non-linear effects
become important. We refer to this as the dynamic approach. In this approach, the BHR model is expressed in the
form of a recurrent residual NN (Section 3.2.1), which, starting from a set of initial conditions at a time t0, predicts
the evolution of the dynamical variables U up to a later time tn = t0 + 4T . We minimize an objective loss function,
representing the difference between the network prediction and the statistics from the reference data, by adjusting the
BHR coefficients as in an optimization problem. To this end, we compute the gradient of the loss function with respect
to the model coefficients using automatic differentiation of the computational graph of the NN, and then use them to
adjust the model coefficients such as to reduce the loss function. This process is then repeated in an iterative manner
until an acceptable value of the loss function is reached, or until a maximum number of iterations is performed.
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3.1 Static Approach: Regression Problem

The static approach is the limiting case of the calibration problem with infinitesimal time integration window,
4T → 0. This approach is possible if reference data Û(t, x) is available on a fine enough time grid with spacing 4τ.
The static approach allows the dynamics of the state U(t, x) to be approximated as a linear interpolation of the form

U(t, x) = U(t0, x) + (t − t0)
∂

∂t
U(t, x) = Û(t0, x) + (t − t0)G[Û(t0); θ]. (16)

Therefore, the mismatch minimization problem is equivalent to enforcing the approximation

U(t0 + δτ, x) − U(t0, x)
δτ

≈ G[U; θ]. (17)

Thus, the problem can be written in the form of a linear regression problem

Aθ = B, (18)

which can be solved because A and B are fully determined by DNS statistics Û. Applying this method to a set of
reference data snapshots Û(t0i, x) at times t0i = t01, ...t0N results in an over-determined system of N equations of the
form (18).

For a snapshot at time t0, expressing the BHR equations for HVDT (11) in the form (18), we obtain

A =



4a3 P̄,3
3ρ

√
K

S D

(
R̃33 −

2
3 K

)
0 0 0 0 0

2a3 P̄,3
3ρ

√
K

S D

(
2
3 K − R̃22

)
0 0 0 0 0

0 0 bP̄,3
ρ

a3
√

K
S D

0 0 0

0 0 0 0 b
√

K
S D

0 0

0 0 0 0 0 a3
√

K
S D

P̄,3
ρ
−
√

K


, (19a)

θ =



Cr1
Cr3
Cap

Ca1
Cb1
C4v

C2v


, and B =



2a3 P̄,3
ρ
− 2

3
K3/2

S D
−

dR̃33
dt

dR̃22
dt + 2

3
K3/2

S D
bP̄,3
ρ
−

da3
dt

− db
dt

3
2

a3S D
K

bP̄,3
ρ
−
√

K − dS D
dt


. (19b)

Similarly, the BHR model equations for RT flow (12) take the form

A =



− 4
3 a3P̄,3

2
3 a3P̄,3 0 0

4
3 ρ̄R̃33a3,3 − 2

3 ρ̄R̃33a3,3 0 0
−ρ̄

√
K

S D

(
R̃33 −

2
3 K

)
−ρ̄

√
K

S D

(
R̃22 −

2
3 K

)
0 0(

ρ̄S T
√

KR̃33,3

)
,3

(
ρ̄S T
√

KR̃22,3

)
,3

0 0

0 0 −ρ̄a3

√
K

S D
0

0 0 −bP̄,3 0
0 0 ρ̄

(
S T
√

Ka3,3

)
,3

0

0 0 0 −ρ̄b
√

K
S D

0 0 0 ρ̄2
(

S T
√

Kb,3
ρ̄

)
,3



T

, (20a)
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θ =



Cr1
Cr2
Cr3
σk

Cap

Ca1
σa

Cb1
σb


, and B =


∂(ρ̄R̃33)
∂t +

(
ρ̄a3R̃33

)
,3

+ 2
3 ρ̄

K3/2

S D
− 2

(
a3P̄,3 − ρ̄R̃33a3,3

)
∂(ρ̄R̃22)
∂t +

(
ρ̄a3R̃22

)
,3

+ 2ρ̄K3/5

S D
∂(ρ̄a3)
∂t − bP̄,3 + ρ̄,3

(
R̃33 + a2

3

)
∂(ρ̄a3)
∂t (ρ̄a3b),3 + 2a3ρ̄,3 (b + 1) − 2ρ̄a3b,3


. (20b)

We thus have a system of N independent equations corresponding to the available DNS snapshots at t0i = t01, ...t0N ,
since the coefficients in these equations are decoupled. This makes it possible to treat each row independently and,
therefore, makes the implementation and execution efficient and embarrassingly parallel.

3.2 Dynamic Approach: Neural Network formulation

In the dynamic approach, we express the BHR model in the form of a residual NN used to predict a time series
of U given a set of model parameters, which is compared to a reference time series Û. This way, we can use ML
optimization tools to iterate on θ to obtain the best match between U and Û. In Section 3.2.1 we present a brief
overview of artificial neural networks before discussing the dynamic approach in more detail in Section 3.2.2.

3.2.1 Brief review of Artificial Neural Networks
Many approaches to supervised learning have been proposed in the literature [16], among which NN have been

gaining significant popularity in recent years. Neural networks process an input vector/tensor, referred to as a “feature
tensor”, through a connected and multilayered data pipeline of mathematical relationships resembling a network. The
feature tensor is ingested in the first layer of the network, called the input layer, then transformed through successive
intermediate “hidden” layers, to an output layer which contains the network prediction. During the training process a
scalar loss function is computed based on mismatches between the prediction and the ground truth. The loss function
is then minimized following a gradient descent type iterative procedure, where the gradients of the loss function with
respect to the trainable parameters is computed using the back-propagation procedure.

(a) Layer U (b) Transformation F(U).

Fig. 2: Depiction of the feature tensor U by a layer in (a), and its transformation by a linear or non-linear function F in (c).

Layers, depicted in Fig. 2a, are the building blocks of a NN, and they represent points of storage of the state of
the feature tensor U at different depths in the network. Transformations connect layers, and can change the state
of the feature tensor from one layer to the next. Figure 2b depicts the transformation F(U), where F can be any
combination and/or composition of linear or non-linear functions. The input layer contains the initial state of the
features tensor and the output layer contains the final state of the feature tensor. This flexible and modular structure
of neural networks makes them versatile in representing any type of function, consequently providing an interesting
tool for working with differential equations.
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3.2.2 Model representation in the form of neural network
In this section we describe how to represent the numerical time integration of the discretized model (13) as a

custom NN where the model parameters θ are trainable. For this purpose, each time-step in the numerical integration
is represented as a basic NN unit which is then combined into a larger NN representing the solution over a time
interval 4T . To construct the NN unit, we first discretize the derivative operators

D1[4x] : RN → RN , D1[4x](Un) j =
Un

j+1 − Un
j−1

2∆x
, (21a)

D2[4x] : RN → RN , D2[4x](Un) j =
Un

j+1 − 2Un
j + Un

j−1

[4x]2 . (21b)

Each of these operators represents a non-trainable convolutional NN, which we denote as Di, that takes as input the
whole state vector Un and outputs a vector of the same length. The exception to the convolutional kernel is only near
the boundary of the domain, which in 1D corresponds to the first and last elements of Un. For these elements, we need
to consider the boundary conditions. In the case of the BHR model applied to the flows considered here, all modeled
quantities are constant near the boundary, and therefore we use zero padding, which is akin to setting ghost cells such
that fluxes at the boundaries are zero.

We then construct a NN for the model function G[Un; θ] = G[Un,Un
x ,U

n
xx; θ], which takes in a vector state Un and

outputs the vector of the same size, usingD1 andD2 as

G[θ] : RN → RN , G[θ](Un) j = G(Un,D1Un,D2,Un; θ). (22)

This layer has trainable parameters θ.
For example, for a non-linear advection-diffusion equation

∂

∂t
u(x, t) = G[u; θ], where G[u; θ] = θ1u(x, t)

∂

∂x
u(x, t) + θ2

∂2

∂2x
u(x, t),

with unknown coefficients θ1 and θ2, the corresponding NN takes the form

G[θ](U) = θ1UD1(U) + θ2D2(U)

where θ = (θ1, θ2) are the only trainable parameters. We would like to highlight the fact that for any choice of θ1 and
θ2, the action of NN G[θ](U) by design approximates the model operator G[u; θ], and does not require training (nor
are there any free parameters to train).

Next, we use a residual NN to represent the time integration step

T IS [4t] : RN → RN Un+1 = T IS [4t]Un. (23)

For example, using explicit Euler method, also known as Runge-Kutta 1, results in the form

T IS 1[4t] : RN → RN , T IS 1[4t]Un = Un + 4tG(Un). (24)

The time-step 4t is a non-trainable parameter of the NN T IS 1 and it plays an important role in the contraction of the
full time integration NN. We discuss the selection of 4t in Section 3.3.

Instead of first order accurate time integration step T IS 1[4t] we can employ higher order explicit time integration
methods. For example, the network resulting from the Runge-Kutta 4 scheme has the form

T IS 4[4t] : RN → RN ,

T IS 4[4t] Un = Un +
4t
6

(
K1(Un) + 2K2(Un) + 2K3(Un) +K4(Un)

)
, (25)

where

K1(Un) = G (Un) , (26a)

K2(Un) = G

(
Un +

4t
2
K1(Un)

)
, (26b)
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Fig. 3: A two layer NN representing one cycle in the time integration scheme, equation (28), from cycle n to n + 1. The green layer in the NN
represents reference DNS data Û, when available.

K3(Un) = G

(
Un +

4t
2
K2(Un)

)
, (26c)

K4(Un) = G (Un + 4tK3(Un)) . (26d)

This is the primary time integration scheme we consider in this paper.
Thus, one step, or time-integration cycle, using the high order time integration scheme, is

Un+1 = T IS 4[4t]Un. (27)

A T IS 4[4t] network block is used repetively to construct a recurrent NN, where the output to one block is the input
to the next block, resulting in a time integration scheme

Un+m = T IS 4[4t]mUn = T IS 4[4t]T IS 4[4t]m−1Un. (28)

A cycle in the time integration scheme in (28) is represented in Fig. 3 as a two-layer NN, where the solution at time tn
is input to the network at the input layer (layer Un) and following the tensor product with the parameter tensor θi and
transformations G(), the network outputs the prediction at time tn+1 in the output layer (layer Un+1).

The neural network representing the time integration scheme (28) admits a number of classifiers. It is recurrent
due to the repeating one-time-step integration blocks T IS [4t]. It is residual due to the Un term in the RHS of (25). It
is convolutional due to the convolutional nature of the spatial derivatives (21a) and (21b).

3.2.3 Loss functions
For each of the flows with initial conditions Û0 we define a loss function based on the mismatch between the

observed data Û and the simulated data U = U(θ), that depends on the parameters θ. Let q stand for each of the
turbulence quantities in U as shown in (14a) and (15a), i.e.

(
R̃22, R̃33, a3, b, S D

)
in the case of the HVDT flow or(

R̃22, R̃33, a3, b, S T , S D

)
in the case of the RT flow. The loss for each quantity in the case of the reduced set of ODEs

for HVDT is

Lq =
1
m

m∑
n=1

(̂qn − qn)2 ≈
1
4T

∫ 4T

0

(̂
q(t) − q(t)

)2 dt. (29)
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For the case of the reduced set of PDEs for RT, the loss function is

Lq =
1
m

m∑
n=1

1
Nx

Nx∑
k=1

(̂qn
k − qn

k)2 ≈
1
4T

∫ 4T

0

1
L

∫ L/2

−L/2

(̂
q(x, t) − q(x, t)

)2 dx dt, (30)

where qn
k = q(xk, tn), m is the number of time integration cycles and Nx is the number of spatial points. The loss

functions quantify the departure of predicted quantities from the reference DNS statistics, and as such, they are given
by the discrete expressions in (29) and (30). These discrete expressions can be thought as representing, approximately,
the integrals in time, and in space and time, respectively, as shown.

The combined loss for all turbulent quantities q for one flow is defined as a weighted sum of individual losses Lq

as

Lflow =
∑

q

ωqLq. (31)

The weights ωq serve as a tool to emphasize importance of matching one over another turbulent quantity. One special
choice of weights is ωq = 1, which corresponds to the loss being the mean-square error. We refer to this choice
as the loss based on the absolute error. This choice of weights is non-physical when the quantities q have different
dimensions.

A choice of weights consistent with the above definition of the loss function that makes the loss function indepen-
dent of the choice of units of length, time etc. is

ω−1
q =

1
m

m∑
n=1

1
Nx

Nx∑
k=1

(̂qi
k)2 ≈

1
4T

∫ 4T

0

1
L

∫ L/2

−L/2
q̂(t, x)2 dx dt. (32)

This choice of weights is natural because substituting q(t, x) ≡ 0 in the definition of the loss (30) yields ωqLq = 1 for
every quantity q.

However, we elect to use the following alternative weights

ω−1
q =

 1
m

m∑
n=1

1
Nx

Nx∑
k=1

|̂qi
k |


2

≈

(
1
4T

∫ 4T

0

1
L

∫ L/2

−L/2
|̂q(t, x)| dx dt

)2

, (33)

because it assigns more weight to profiles with sharp peaks and we are particularly interested in capturing these
quantities.

3.2.4 Training of the time integration neural network for a single flow
Training the neural network (28) corresponding to the time integration of the ODE/PDE model is a three step

iterative process, which we illustrate in Fig. 4. Every iteration (i) (i in parenthesis) consists of a forward pass followed
by evaluation of the loss and a back-propagation pass.

The forward pass, depicted by a sequence of blue arrows in Fig. 4, consists of evaluating the NN prediction Um

at time tm based on the initial conditions U0 = Û0 from the ground truth at time t0 and the current values of the
parameters θ = θ(i).

Evaluation of the loss, as defined in section 3.2.3, is done at one or many points in time where there is a ground
truth data Ûm available.

During the back-propagation step the gradients ∂L(i)

∂θ(i) of the loss L(i) with respect to the parameter tensor θ(i) are
computed. This is accomplished using off-the-shelf automatic differentiation (AD) libraries such as PyTroch [17],
TensorFlow [1], or JAX [5]. The gradients indicate the direction in which to adjust the parameters θ(i) to reduce the
loss value L(i). The vanilla gradient descent approach corresponds to the following choice of NN parameters θ(i+1)

θ(i+1) = θ(i) − γ
∂L(i)

∂θ(i) , (34)

where γ is a hyper-parameter called the learning rate which controls how fast the parameters are adjusted during each
iteration. A hyper-parameter is a parameter chosen by the user, and it directly impacts the efficacy of the training
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Fig. 4: Schematic illustration of multiple time integration steps of the custom NN (forward pass), and the use of back-propagation to compute the
gradient of the loss with respect to model parameters, given the evaluation of the loss function using available data, as indicated.

process, not the network’s predictions. Selection of the learning rate is a delicate process and is typically problem
dependent.

It is important to understand the following distinction: the forward pass, represented by the sequence of blue
arrows in Fig. 4, is the process of time integrating the model, therefore a march in space-time coordinates. Back-
propagation, on the other hand, represented by the red arrow, is a navigation of the parameter space, in search of
the optimal point at which the network prediction is the closest to the ground truth. Such an optimal point is not
guaranteed to be unique because the loss function can admit multiple minima in the parameter space, and in practice,
such points are found when the loss L converges to some value. In a situation in which multiple minima exist, the
outcome of training is found to be influenced by the initial position θ(0) taken in parameter space, i.e. the initial guess
for θ, since the optimization algorithm typically converges to the closest local minimum.

3.2.5 Joint Training Strategy
We now discuss the strategy employed when training a model using data sets from different flows simultaneously.

We choose a modular design, where each data set is encapsulated, along with the matching NN architecture (e.g. for
HVDT or RT), in a self-contained block defined here as a container, as illustrated by the colored rectangular boxes in
Fig. 5. Every container is an independent unit and is at any given time run by only one compute unit (e.g. CPU, GPU,
ASIC, etc). Multiple containers can be run by the same compute unit, in which case they can communicate through
shared random access memory (RAM). Containers run by different compute units can communicate using message
passing interface (MPI) when on the same network (clusters), or using sockets communications when on different
remote networks. The resulting design is modular, scalable, and compartmental, which makes possible a flexible,
parallel, secure, and versatile collective joint training on diverse data sets.

Joint training is started (at iteration index i = 0) with an initialization of all containers (indexed with subscript k)
with the same initial value of the parameters θ(0). At each iteration, labeled with superscript (i), a forward integration
pass is made to evaluate the local loss L(i)

k = Lk[θ(i)] at each container k using equation (31). The global loss L(i)
glob is

obtained as a linear combination of the local losses L(i)
k as

L
(i)
glob = Lglob[θ(i)] =

Nc∑
k=1

αk

Lk[θref]
Lk[θ(i)], (35)

where αk is a weight assigned to the contribution of the k-th container, with
∑
αk = 1, Nc is the total number of

containers, the reference parameters θref in our study are taken to be the default values θdefault which are also selected
for the the initial guess, i.e. in this paper we take

θref = θ(0) = θdefault, thus, Lk[θref] = Lk[θ(0)] = L
(0)
k . (36)



Boureima et al. / Journal of Computational Physics (2022) 15

Fig. 5: Illustration of the information flow in the joint training scheme, where training sets are distributed among independent containers. The
communication relay is used to collect local gradients from the independent containers, and uses it to compute the global loss and, consequently,
the adjustment to the parameters.

The scaling by L(0) is to enforce order one contribution to the global loss from each container.
Since the global loss is a linear combination of the local losses, the same is true of the gradient of the global,

namely
∂

∂θ
L

(i)
glob =

Nc∑
k=1

αk

L
(0)
k

∂

∂θ
L

(i)
k . (37)

A communication layer, as depicted in Fig. 5, acts as a relay by determining the appropriate communication back-
ends (e.g. RAM, MPI, sockets, etc.) for each compute unit, and handling synchronisations and collective operations
like in equation (37). Each independent unit computes and relays its local gradients to all other units. The gradient of
the global loss ∂

∂θ
L

(i)
glob is then computed and broadcast to each compute unit, which subsequently updates θ to its new

value according to

θ(i+1) = θ(i) − γ
∂L(i)

glob

∂θ
[θ(i)]. (38)

This way, every flow simulation in each container in Fig. 5 uses the same parameters θ(i) during iteration i.

3.3 Stability of the neural network
One might expect that back-propagation alone will steer the NN towards good choices of parameters and away

from the bad ones We find that this is not the case in the context of the framework presented here. Instead, a key factor
to ensure reasonable outcomes is related to numerical stability and design restrictions associated with small ∆t have
to be put in place.

Stability conditions for a numerical discretization scheme restrict the time integration step 4t in terms of the
spatial resolution 4x and other problem parameters, ensuring that the numerical scheme is well-behaved, i.e. there
are no unphysical modes that grow unboundedly. For diffusion dominated equations such as the BHR model applied
to RT, the CFL stability condition restricts the maximum time step size to

CD4t
4x2 ≤

1
2

or equivalently 4t ≤ 4tmax =
4x2

2CD
, (39)



16 Boureima et al. / Journal of Computational Physics (2022)

where CD denotes a diffusion coefficient. In the BHR equations these coefficients take the form Cµ

σ∗
S T
√

K (where
* denotes k,..), among others. For BHR, the relevant values of CD are computed from these diffusion terms, which
represent turbulent transport in the model. The largest value of CD therefore determines the largest permitted time-
step.

The NN does not learn 4t and 4x, as they are hyper-parameters prescribed by the user, and only the coefficients
with diffusion terms are part of the learnable parameters. Under some circumstances, the gradient descent algorithm
can take the values of these coefficients into a regime where, for given values of 4t and 4x, the CFL condition is
not satisfied, producing large values and large oscillations in θ. To mitigate this, an adaptive time-stepping scheme is
implemented, such that dt is adjusted according to Eq. (39) as θ changes in each iteration.

As a consequence of the stability condition Eq. (39), a lower bound on the number of time steps m necessary for
the time integration window 4T can be obtained, resulting in

m ≥
4T
4tmax

=
2CD

4x2 4T or equivalently 4T ≤ m4tmax = m
4x2

2CD
. (40)

The condition in Eq. (40) can impose restrictions on the use of different back-propagation techniques, due to memory
requirements for storing the dynamic graph for back-propagation. Sufficiently small 4t will cause m to become big
enough, such that the resulting NN is not trainable with the available RAM per compute unit. When m becomes a
limiting factor, a reduction of the time integration window 4T may be necessary. Alternatively, the spatial resolution
4x can be increased, which quadruples the stable value of 4t, reducing the number of time steps m for the same time
integration window by a factor of four. However, we need to be careful to ensure that the new resolution (4x,4t)
provides sufficient accuracy of the approximation.

It is clear from the points made above that careful choices and considerations need to be made so as to reduce the
total number of time integration steps m as much as possible without violating the stability condition. In the following
section we demonstrate benchmark results and an error convergence study which help us identify the spatial resolution
∆x > 4xDNS to use for the numerical simulation.

3.4 Benchmarks and performance study

The DNS data for the RT flow has a spatial resolution of 4xDNS = 4.82 × 10−3 and the temporal spacing between
saved states of ∆TDNS = 0.02. Performing explicit numerical integration of the BHR model with 4x = 4xDNS would
require the maximum stable time step to be 4tmax ≈ 5.8 × 10−8, obtained from Eq. (39) with the largest value of of
CD ≈ 200 estimated as the maximum of the diffusion coefficients

Cµ

σk
S T
√

K,
Cµ

σa
S T
√

K, S T
√

K,
Cµ

σs
S T
√

K, and
Cµ

σ2s
S T
√

K (41)

in each of the equations in (12), using θde f ault and based on ground truth data (times a factor of 1.25 in case the
simulated dynamics of S T

√
K starts appreciably deviating from ground truth data). This means that the number of

time steps m required to integrate over time interval 4T = 4tDNS = 0.02 is m ≥ 4T/4tmax ≈ 3.44 × 104.
We conducted benchmark tests by running a number of BHR simulations of RT flow and measured memory usage

for different combinations of the number of time integration steps m and the spatial coarsening factors cf = 4x/4xDNS.
The memory dependence on the number of time steps m is seen to be linear for sufficiently large m (see Fig. 6a) for
various coarsening factors cf. For 10, 000 time steps and cf = 1, i.e. resolution of DNS, RAM utilization was
measured at 68.27 GB. Extrapolating the RAM requirements linearly for a NN with the same 4t and 4x as in the DNS
gives

RAMreq = (68.27 GB × 35000/10000) ∼ 239 GB > RAMavail = 128 GB,

where RAMavail is the maximum available RAM per compute unit1. Therefore, we need to coarsen the grid relative to
the DNS to find a resolution that is sufficient for our purposes but not too expensive.

Figure 6b shows the dependence of computational time required for a single iteration involving a forward pass
and a backpropagation step, on m for various coarsening factors. With this, an a priori estimate can be made of
run-time for one iteration given ∆x and the time step selected according to the CFL condition. In order to chose

1Compute node with two E5 2695v4 (2.1GHz, 18 cores, 45MB cache) processors and 128GB RAM
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Fig. 6: Benchmarks and convergence (a) RAM utlization as a function of number (m) of time-integration steps for various resolutions, (b) wall-
clock time, in seconds, per m time steps in one iteration for various resolutions, and (c) L2 error corresponding to discretization choices relative to
DNS. Linear trend is indicated with black dashed line of slope = 1.

an optimal spatial resolution, we proceed to analyze the numerical error introduced by coarsening of the numerical
mesh relative to the available DNS. To this end we use an explicit 4th order Runge-Kutta time discretization scheme
with a 2nd order central finite-difference spatial discretization scheme. The reference is taken as the solution obtained
from integrating the BHR model with the default coefficients, for time ∆T = 0.02 with time-step ∆t ≈ 1.25 × 10−7

computed from Eq.(39) for which CD ' 0.1 is sufficient to maintain numerical stability. Then, the mean squared
error between solutions obtained by gradually increasing ∆x by a factor of 2 and the reference solution is evaluated.
Figure 6c shows the relative numerical discretization error as a function of spatial resolution ∆x. From Fig. 6c it
was determined that 0.048 ≤ ∆x ≤ 0.077 which corresponds to 10 ≤ cf ≤ 16 introduces sufficiently small error
(< 0.1%) for the calibration process. We use this range of resolutions for the remainder of this work, depending on
the integration interval required.

4 Verification of the training algorithm

In this section, we verify the proposed approaches described in Section 3, by optimizing the model parameters
in the ideal case when ground truth data has been generated by the model from Equations (11) or (12). The goal of
this exercise is to verify that each approach is able to accurately recover a set of hidden coefficients, θhidden, used to
generate the training data Û. Data generated in this manner is referred to as synthetic data, and Table 2 summarizes
the HVDT and RT synthetic data sets used in the verification tests below. Training using the dynamic approach is
initialized using a different set of parameters θ(0) = 1 , θhidden, ensuring that the ML framework has no a priori
knowledge of θhidden. The choice of θ(0) = 1 is consistent with the expectation that the coefficients are likely to be
O(1), if the model terms are reasonably representative of the physics. To ensure relevance of the verification exercise
to the physics, the initial condition state Û0 is chosen from the DNS statistics, and the hidden parameters θhidden are
set to those identified in [23]. At the end of the training, we compare the parameters θfound, with the ones used to
generate the data, θhidden, and the test is deemed successful if θfound ≈ θhidden, which is measured with the error

ε = |θfound − θhidden|. (42)

The two approaches are first tested on each synthetic data set in Table 2, and the error individually obtained on
each HVDT data set is reported in Table 3.

The static approach was able to recover the hidden coefficients with error ranging between ε ≈ 10−16 and ε ≈
10−13 without relying on an iterative process, while the dynamic approach required thousands of training iterations to
converge to an error ranging between ε ≈ 10−7 and ε ≈ 10−2. A representation of the total distance, in the parameter
space, between each local minimum θfound and the target global minimum θhidden, can be expressed as

d =

√∑
ε2. (43)

By this measure, for the dynamic approach, the local minimum found for SH50 is closest to the global minimum with
d ' 6.23 × 10−6, while the local minimum for SH05 is farthest with d ' 7.87 × 10−2.
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data set flow A U0 θhidden θ(0)

SH05 HVDT 0.05 DH05 θdefault 1.0
SH50 HVDT 0.50 DH50 θdefault 1.0
SH75 HVDT 0.75 DH75 θdefault 1.0
SR75 RT 0.75 PR75 θdefault 1.0

Table 2: Summary of synthetic data sets used as ground truth for verification studies. In the data set column, the naming convention is such that S
denotes synthetic, H denotes HVDT and the trailing number corresponds to the Atwood number. In the column for initial conditions U0, the data
sets referenced are from Table 1.

θ θhidden
ε (SH05) ε (SH50) ε (SH75)

static dynamic static dynamic static dynamic
Cr1 0.3 3.12e-15 1.65e-03 1.80e-14 9.08e-07 2.19e-14 3.01e-04
Cr3 1.8 3.12e-15 6.62e-04 1.80e-14 2.05e-06 2.19e-14 8.25e-04
Ca1 2.8 3.72e-16 7.33e-02 5.74e-15 4.69e-06 9.54e-15 1.21e-03
Cap 0.1 3.72e-16 9.37e-03 5.74e-15 1.44e-06 9.54e-15 5.88e-04
Cb1 1.8 1.61e-16 2.65e-02 7.91e-15 2.93e-06 2.34e-14 8.40e-05
C2v 1.77 1.87e-13 2.96e-03 3.05e-13 1.06e-06 3.07e-13 1.09e-03
C4v 1.24 1.87e-13 4.57e-03 3.05e-13 1.48e-07 3.07e-13 9.88e-04

Table 3: Results of the verification test problem after training separately on the individual data sets SH05, SH50 and SH75. The difference ε
between θhidden and optimized coefficients θfound from both static and dynamic approaches, is shown.

Similar reasoning on the convergence of the dynamic approach to different local minima can be made from anal-
ysis of the local losses. In Fig. 7a we show the trajectories of the different local losses as defined in equation (31).
The losses are scaled by their respective initial values L(0) such as to reflect the relative improvement with respect to
the initial guess. The smallest loss LSH50

L
(0)
SH50
≈ 2.4 × 10−12, is obtained for SH50, and the largest loss LSH05

L
(0)
SH05
≈ 7.7 × 10−5

was obtained for SH05. These data sets also have the smallest and largest d, respectively, as discussed above. Thus,
the convergence of the local losses to different values can be interpreted as a convergence to different local minima,
while the value of the loss itself represents a relative measure of the proximity of the local minimum to the global
minimum.

The initial guess θ(0) and the global minimum θhidden represent two distinct positions in parameter space, and loss
functions can admit a number of local minima in the region between the two. The dynamic approach uses gradient
descent, which like most gradient-based optimizers is known to be vulnerable to local minima. Starting at the position
θ(0) in parameter space, gradient descent is likely to favor convergence of the loss to the closest minima, on the path
to θhidden, which explains why the local losses converge to different values.

Figures 7b-7d show the trajectories of model coefficients θfound obtained using the dynamic approach on SH05,
SH50 and SH75. They all show that the different coefficients have converged to stationary values, and have done
so along similar trajectories despite the losses having converged to different minimum values. Overall, the dynamic
approach arrives at outcomes for θfound that are within 10−7 ≤ ε ≤ 10−2 of θhidden, which improves our confidence that
the learning strategy arrives sufficiently close to the reference values.

It is possible to improve the convergence of the dynamic approach by restarting each training around the iteration
where it converged, and continuing training using a lower learning rate. This was helpful when training on SH50,
which was restarted around iteration 4000 where it initially converged, and lowering the learning rate γ as introduced
in Eq. (34), from 10−2 to 10−3. This change can be noted in the orange curve in Fig. 7a, and resulted in a decrease
of the loss from ∼ 10−10 to ∼ 10−12. We found that adopting a similar strategy to decrease the loss for SH05 and
SH75 requires an even lower learning rate γ ∼ 10−5 with which it would take many more iterations for the training to
converge. Ultimately, at these very low values of the loss, any further decrease in loss does not significantly change
the final outcome in terms of the error (proximity to θhidden).

The error obtained by both approaches on the synthetic RT data set PR75 is reported in Table 4. The static
approach yields a θfound at a distance d ≈ 2.28 × 10−11 of θhidden, while the dynamic approach finds one at a distance
d ≈ 6.01× 10−12, corresponding to a minimized loss of L

L(0) ≈ 1.42× 10−25. The convergence of the training is shown
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Fig. 7: Results of the parameter recovery test using the dynamic approach on individual HVDT data sets SH05, SH50 and SH75. Evolution of
local losses, scaled by their initial values shown in (a), and trajectories of the parameters obtained for SH05,SH50 and SH75, shown in (b), (c), and
(d) respectively.

by the convergence of the loss in Fig. 8a, together with that of optimized coefficients shown in Fig. 8b and 8c.
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Fig. 8: Results of the parameter recovery test using the dynamic approach on RT data set SR75. Evolution of the loss, scaled by its initial values
shown in (a), and trajectories of the parameters in (b)-(c).

We next test the dynamic approach on SH05, SH50, and SH75 simultaneously, which allows to test our imple-
mentation of the joint training described in Section 3.2.5. Table 5 shows the error as defined in Eq.(42), in the range
10−5 ≤ ε ≤ 10−2 which puts the final minima at a distance d = 1.85 × 10−2 from the target θhidden.

Figure 9a shows the trajectories of the scaled local losses as well as the global loss as defined in equation (37).
Recall from Section 3.2.5 that the global loss, which is a linear combination of the local losses, governs the back-
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θ θhidden θ(0) ε

static dynamic
Cr1 0.30 1.0 6.04e-12 2.61e-15
Cr2 0.60 1.0 6.04e-12 2.89e-13
Cr3 1.80 1.0 6.04e-12 9.24e-14
Ca1 2.80 1.0 5.64e-13 5.80e-12
Cap 0.10 1.0 5.64e-13 1.42e-12
Cb1 1.80 1.0 1.79e-13 1.83e-13
C2 1.77 1.0 8.72e-12 2.18e-14
C4 1.10 1.0 8.72e-12 3.04e-13
C2v 1.77 1.0 6.95e-12 2.50e-13
C4v 1.24 1.0 6.95e-12 3.05e-13
σk 1.00 1.0 6.04e-12 5.82e-13
σa 1.00 1.0 5.64e-13 6.41e-13
σb 1.00 1.0 1.79e-13 4.10e-13
σs 0.10 1.0 8.72e-12 6.25e-14
σ2s 0.6 1.0 6.95e-12 3.52e-13
σc 1.00 1.0 9.13e-13 1.70e-13

Table 4: Results of the verification test problem using synthetic RT data set SR75: comparing the difference ε between θhidden and optimized
coefficients θfound from both static and dynamic approaches.

θ θhidden ε

Cr1 0.3 3.32e-05
Cr3 1.8 1.21e-03
Ca1 2.8 1.73e-02
Cap 0.1 6.06-03
Cb1 1.8 1.27e-03
C2v 1.77 1.62e-03
C4v 1.24 5.91e-04

Table 5: Results of the verification test problem for HVDT, when training jointly on data sets SH05, SH50 and SH75. The table shows the difference
ε between optimized coefficients θfound obtained by the dynamic approach, and θhidden.

100 101 102 103 104

iteration

10 5

10 4

10 3

10 2

10 1

100

0

SH75
SH50
SH05
global

(a)

100 101 102 103 104

iteration
0.0

0.5

1.0

1.5

2.0

2.5
Ca1
Cap

Cr1
Cr3

C2v

C4v

Cb1

(b)

Fig. 9: Results of the joint training using the dynamic approach on HVDT data sets SH05, SH50 and SH75 simultaneously. Evolution of the losses,
scaled by their initial values shown in (a), and trajectories of the parameters shown in (b).
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propagation which in turn modifies the local losses. Comparison of the final values of the scaled local losses in Fig. 9a
with those from the individual training in Fig. 7a show that all local losses from joint training have converged to higher
values for than those from the individual training. For example, the scaled loss for SH05 (green curve in both figures)
went from ∼ 7.7 × 10−5 to ∼ 1.10 × 10−4, and similarly for losses for the other data sets.

The obtained global loss of ∼ 4 × 10−5 (black curve in Fig. 9a) is closer to the loss obtained for SH05 in the
individual training on SH05 (green curve in Fig. 7a). In upcoming training, we might then expect joint training to
have similar loss as the worst case in an individual training on the same data set. Finally, the trajectories of the
coefficients themselves shown in Fig. 9b are once again qualitatively very similar to those in Fig. 7, lending additional
assurance that the training scheme is internally consistent.

Overall, both static and dynamic approaches were shown to recover θhidden used to generate a synthetic data
which reflects the ideal case where the model is an exact representation of the physics in the training data. Thus, the
verification goals we laid out at the beginning of this section have been met. We now test the proposed approaches on
realistic DNS data sets in the remaining sections.

5 Optimization of the BHR model for HVDT flows

The relative utility of the static and dynamic approaches is now assessed with tests on real DNS statistics. If the
static approach could be used effectively in an unknown (to the training) system, its efficiency would make a strong
case to use it over the more expensive dynamic approach. Therefore we test both approaches on three HVDT data
sets separately. Later, we perform a joint training on all three data sets simultaneously using the dynamic approach
only, as we drop the static approach after finding its limited utility for long forward calculations.

5.1 Comparison of the dynamic and static optimization approaches
The BHR model for HVDT is optimised with the two approaches using DNS statistics from individual data sets

DH05, DH50 and DH75, listed in Table 1. The dynamic approach is initialize with θ(0) = θdefault, such as to measure
any improvement or degradation in the optimized model predictions, relative to those from the model obtained with
manually specified defaults.

θ θ(0) = θdefault
θoptimized (A = 0.05) θoptimized (A = 0.5) θoptimized (A = 0.75)

static dynamic static dynamic static dynamic
Cr1 0.30 0.59 0.43 -0.29 0.86 -1.67 -4.09
Cr3 1.80 1.98 2.5 0.56 0.50 -0.25 20.10
Ca1 2.80 4.41 5.12 1.99 5.28 1.06 4.32
Cap 0.10 0.36 -0.36 0.36 -1.02 0.59 -0.61
Cb1 1.80 1.85 1.39 1.02 1.32 0.76 1.20
C2v 1.77 0.82 1.17 1.45 1.31 1.52 1.34
C4v 1.24 1.08 1.15 0.92 0.10 0.84 1.01

Table 6: Comparison of optimized coefficients obtained using the static and dynamic approaches applied independently to the HVDT data sets
DH05, DH50 and DH75.

The optimized coefficients, θoptimized, obtained using both approaches are reported in Table 6. While minor dif-
ference are expected between the different θoptimized obtained for each data set because of possible convergence to
local minima, the difference between the θoptimized obtained for the different data sets is large enough to indicate an
over-fitting of the model to the different data sets. This can be fixed with a joint training which can find a single set
of coefficients that generalizes the model to all flows considered. The monotonic decrease of all losses in Fig. 10a
suggest a gradual improvement of model prediction by the dynamic training, relative to those from the model with
θdefault. The loss reduction ranges between ∼ 86% forLDH05 (green curve) and ∼ 50% forLDH75 (blue curve), showing
a reduced performance of the dynamic approach with increasing Atwood number of the HVDT flows considered.

The quality of the model’s prediction by each approach are shown in Fig. 11, by comparing the model predictions
of evolution of R33, R22, a3 and b using θoptimized against DNS statistics and the default predictions obtained with
θdefault. Each metric q (eg. q = R33) shown in this figure are normalized by the weighting factor √ωq (Eq. (3.2.3)) so
as to present all relevant variables on a comparable scale. In addition, the time axis is shown on a logarithmic scale for
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Fig. 10: Results of the training using the dynamic approach on individual HVDT data sets DH05, DH50 and DH75. Evolution of local losses,
scaled by their initial values shown in (a), and trajectories of the parameters obtained for DH05,DH50 and DH75, shown in (b), (c), and (d)
respectively.

clarity of the most variable regimes of the flow. Figures 11a-11c show poor agreement between the ground truth DNS
data and predictions of the model using θoptimized obtained with the static approach, particularly for higher A flows. It
is clear that the static approach optimizes for very short term dynamics of the model. It does not take into account
the accumulated nonlinear effects associated with inevitable deviations from the ground truth data over many cycles.
In the ideal case where the ground truth data is generated by the model, as used for verification in Section 4, it was
possible to avoid these non-linear effects because there was a set of coefficients that provided a perfect match of the
model simulation to the training data. In real world scenarios, as we are describing in this section, this is typically not
the case.

Figures 11d-11f show that the predictions obtained using the dynamic approach are in good agreement with the
ground truth DNS data at all times, for all variables and for all three data sets. The notion of good agreement here is
relative to predictions obtained using the set of manually calibrated coefficients as indicated by reduced loss function
in Fig. 10a. In particular, the dynamic approach captures very well the qualitative features exhibited in the DNS data,
as is evident by the location of the peaks of the curves.

From these results, we can infer that when the model does not exactly capture the underlying physics of the
ground truth data set, the static approach will approximate the reference DNS data reasonably well only for very short
times (instantaneous limit) of the dynamics. On the other hand, the dynamic approach is capable of approximating
the reference data well for much longer times. The static and dynamic approaches are instances of a priori and a
posteriori model evaluation, respectively. These results highlight the need of a posteriori evaluation of models, i.e.
evaluating prediction in time using a model implementation, which accounts for the effects of numerical discretization
and non-linear interaction of model terms. In a priori evaluation of models, on the other hand, individual terms or
parts of the model are evaluated independently at an instant in time, and can lead to unstable and/or noisy predictions
in time [28]. Consequently, we can conclude that the dynamic approach is better suited for the calibration task when
the model is not exact and is intended to be integrated over significant time intervals.
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Fig. 11: Time evolution of BHR variables R33 (blue), R22 (orange), a3 (green), b (red), scaled by their weighting in the loss function. DNS data
is plotted in solid lines, predictions using default coefficients are shown in dotted lines, and predictions using optimized coefficients in dashed
lines. Results obtained from the static approach for the data sets DH05, DH50, and DH75 are respectively shown in (a), (b) and (c), and the those
obtained from the dynamic approach for the same data sets are respectively shown in (d), (e) and (f).

In what follows we will perform a dynamic calibration over all the HVDT data simultaneously so that a range of
Atwood numbers is represented in the optimized coefficients.

5.2 Dynamic Training on all HVDT flows simultaneously

The BHR model is now calibrated using all three HVDT data sets (DH05, DH50, and DH75) simultaneously,
and we only consider a dynamic training due to results obtained above in Section 5.1. We refer to this type of joint
training as a uniform training since the same set of coefficients is used and optimised for each flow (stored in different
containers). Training is initialized with θ(0) = θde f ault, for the same reasons explained above in Section 5.1, and
the obtained optimized coefficients, θoptimized, are reported in Table 7. All optimized coefficients except for Cr3 are
interestingly close in magnitude to the default values. Cr1 and Cap could have been forced to be positive during
training if there was a physical justification for doing that.

The joint training finds an optimal set of coefficients that generalizes the model for all considered flows, by
minimizing a global loss obtained from a weighted sum of three local losses for each of the three flows using equation
(35). A democratic consensus is adopted by choosing an equal weight αk = 1

3 for each container (flow). The
trajectories of the the global loss and different local losses are shown in Fig. 12a. Unlike in the individual training
scenario in Section 5.1, where all losses were monotonically decreasing in Fig. 10a, only the global loss is guaranteed
such a monotonic decrease in joint training. Note the increase of the local loss obtained for DH50 during the first
hundred iterations, indicating a disagreement with the general consensus dictated by the majority formed by the two
other flows which have their local losses decaying. This is an outcome of choosing an equal weight αk = 1

3 , resulting
in the majority dictating the direction of decent in parameter space. Ultimately a full consensus is gained indicated
by the decrease of the local loss for DH50 which now agrees with the chosen direction of descent in parameter space.
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θ θdefault θoptimized

Cr1 0.3 -0.2231
Cr3 1.8 4.9039
Ca1 2.8 2.5578
Cap 0.1 -0.1545
Cb1 1.8 1.0171
C2v 1.77 1.5784
C4v 1.24 1.3405

Table 7: Optimized coefficients obtained for the BHR model using the dynamic approach jointly on HVDT flows data sets DH05, DH50 and DH75,
compared to the default coefficients obtained manually.

Consensus is maintained until convergence of the training indicated by the convergence of all losses, and confirmed
by the convergence of the different coefficients shown in Fig(12b). Of course, the outcome of the training would have
been different, if we had chosen a different set of αk (different consensus) for the three containers. αk is a hyper-
parameter which should be chosen based on the user’s understanding of the model’s fidelity to the training data,
otherwise, the user could try hyper-parameter optimization techniques, see Luo [15] for a detailed review, which can
simultaneously optimize the choice of αk while optimizing θ.
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Fig. 12: Results of the joint training using the dynamic approach on HVDT data sets DH05, DH50 and DH75: Evolution of the global loss (black)
and different local losses scaled by their initial values (blue, orange, and green) in (a), and trajectories of the different coefficients in (b).

The decay of the scaled losses in Fig. 12a indicates a reduction of the model’s prediction error with respect to
using the default parameters. After training, the prediction error over all data sets is reduced by more than half, as
indicated by the reduction of the global loss (black curve) by ∼ 56%. Locally, we obtain a loss reduction of ∼ 74%
for LDH05 (green curve), one of ∼ 47% for LDH50 (orange curve), and a slightly lower reduction of ∼ 47% for LDH75
(blue curve), which is consistent with the observations in Section 5.1, of an increase of prediction error with flows
Atwood number.

In Figs. 13a-13c we show the model predictions using the optimized set of coefficients θoptimized (dashed lines)
compared to those obtained using the default values θdefault (symbols) and compared to the ground truth DNS data sets
DH05, DH50, and DH75. Qualitative comparison against reference DNS confirms a better match with predictions
obtained with θoptimized for every turbulence variable and on each data set. Just to put in perspective the qualitative
improvement due to a reduction of ∼ 47% of the scaled local loss obtained for LDH75 (blue curve in Figs. 12a), note
how the small difference between final values ofLDH50 andLDH75, can translate into noticeable qualitative differences,
as seen for the plots of variables R33, R22, and a3 in Fig. 13b and 13c.
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Fig. 13: Time evolution of BHR variables R33 (blue), R22 (orange), a3 (green), b (red), normalized by the weights in (33), for HVDT at different
Atwood numbers, as indicated. Values from DNS data are plotted in solid lines, predictions using default coefficients are shown in dotted lines,
and predictions using optimized coefficients obtained from the uniform training in dashed lines. Results obtained for the data sets DH05, DH50,
and DH75 are respectively shown in (a), (b) and (c).

6 Optimization of the BHR model using joint training on HVDT and RT data

We now tackle the main challenge of simultaneous training across multiple flow configurations to obtain a single
set of parameters. This is illustrated in the most general framework shown in Fig. 5. In the previous section we
have partially shown this capability by performing training simultaneously on three HVDT flows modeled by an ODE
reduced form of BHR, presented in Section 2.3. In this section, we add the BHR model for RT flow, which is a system
of PDEs in 1D, as described in Section 2.4. Thus, the training performed in this section considers two different
reduced forms of the BHR model, an ODE form and a PDE form, wherein the latter retains dependence on several
parameters that are not present in the former. Joint training on several flows, in this case HVDT and RT, illustrates
how calibration using this framework is effectively a trade-off between the fits to different flows.

Table 8 summarizes the four data sets used in this training, consisting of the same three HVDT data sets used in
the uniform training in Section 5.2 (DH05, DH50, and DH75), with an additional data set, PR75, which corresponds
to RT flow data of Atwood number A = 0.75 in the self-similar regime. PR75 is post-processed from self-similar
scaling of DNS data, DR75 and all post-processing steps are discussed in Appendix A.

name flow A U0 θ(0)

DH05 HVDT 0.05 DH05 θdefault
DH50 HVDT 0.50 DH50 θdefault
DH75 HVDT 0.75 DH75 θdefault
PR75 RT 0.75 PR75 θdefault

Table 8: Summary of data sets used as ground truth for joint training on multiple flows.

The global loss function is defined as

Lglob =
1
2
LRT +

1
2
LHVDT, where (44a)

LHVDT =
1
3
LDH05 +

1
3
LDH50 +

1
3
LDH50 and LRT = LPR75. (44b)

The choice of weights in (44) establishes equal balance between physical phenomena that may be specific to HVDT
and RT flows as well as provides an equal distribution of weights among different HVDT flows.

We consider two training scenarios, which illustrate the complexities and uncertainties of defining the turbulent
length scales S T and S D, which are not physically observable quantities, as discussed in Section 2.2 and in Appendix
A. Both these scenarios consider a minimization of the global loss based on the average of local losses. The local
losses for the HVDT flows are the same as defined in Section 3.2.3. The losses for the RT flow are slightly different
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between the two training scenarios. First, in Section 6.1, we exclude S T and S D from the loss function, and then in
Section 6.2, we include S T and S D mismatch into the loss function.

6.1 Training excluding S T and S D mismatch from the loss function
Consider first joint training with the global loss defined in (44), where the local loss for the RT flow is taken to be

LRT = ωR22LR22 + ωR33LR33 + ωa3La3 + ωbLb + ωcLc, (45)

where ωq are the weights defined in (33).

θ θdefault θoptimized

Cr1 0.30 -0.0698
Cr2 0.60 1.8416
Cr3 1.80 4.9559
Ca1 2.80 1.2737
Cap 0.10 0.6056
Cb1 1.80 1.0166
C2 1.77 -18.6404
C4 1.10 -3.2774
C2v 1.77 1.5809
C4v 1.24 1.3457
σk 1.00 14.3492
σa 1.00 0.3870
σb 1.00 1.4625
σs 0.10 0.0025
σ2s 0.6 0.0025
σc 1.0 2.2703

Table 9: Training excluding S T and S D from the loss function – optimized coefficients obtained for the BHR model from the heterogeneous training
procedure compared to the default coefficients obtained manually.
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Fig. 14: Training excluding S T and S D weights from loss function – evolution of the local and global loss functions (a) and the BHR parameters
(b) and (c) as a function of the training iteration number.

The trajectories of the loss functions and of the coefficients are shown in Fig. 14, and the optimized coefficients
obtained in this scenario are reported in Table 9. The decrease of all losses in Fig. 14a indicate a maintained consensus
on the direction of descent in parameter space over the first thousand iterations, during which most of the minimization
of Lglob occurs. In the next thousand iterations,a trade-off is made, the consensus is lost, and the direction of descent
is dictated by LPR75, with its large weight, α = 1

2 , as indicated by the small increase of LDH05, LDH50, and LDH75
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while LPR75 and Lglob decreased. Over the last 30k iterations, all losses slowly stabilize around their terminal values,
while coefficients including Cr3, C4, C2, and σk are changing significantly as seen in Figures 14b and 14c, suggesting
an insensitivity of Lglob to those coefficients. Interestingly, LDH05, LDH50, and LDH75 settle to higher values than their
respective minima, but close to the values obtained in uniform training (Section 5.2). This is once again indicative of
the fact that a compromise or consensus must be reached by the training across different flows under the constraint
that it is the global loss that must be decreased at each iteration.
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Fig. 15: Training excluding S T and S D in the loss function. Time evolution of BHR variables R33 (blue), R22 (orange), a3 (green), b (red),
normalized by their weights in (33). Values from DNS data are plotted in solid lines, predictions using default coefficients are shown in dotted
lines, and predictions using optimized coefficients in dashed lines. Results obtained for HVDT compared to the data sets DH05, DH50, and DH75
are respectively shown in (a), (b) and (c). Prediction of RT profiles of R33, a3, and b, compared with PR75 are respectively shown in (d), (e) and
(f). Solid black lines indicates the initial conditions, solid blue lines show predictions of the profile by DNS at later time, orange dashed lines show
the predictions obtained using the model with the optimized coefficients, and the symbols show the predictions obtained using the model with the
default coefficients.

In Figures 15a-15c we compare the model prediction of various dynamical variables for HVDT using θoptimized, to
DNS statistics and to predictions obtained with θdefault. Once again we find that predictions with θoptimized are better
than those with θdefault. The same is true for RT for all dynamical variables except S T and S D as shown in Figs.
15e-15f. Indeed the profile of S T predicted by the optimized model becomes oscillatory, and yields negative values at
the edges of the mixing layer (not shown) when integrated over longer times ∼ 3 × ∆T .

This result can be explained by the terms involving the C2 coefficient. From (12e), this term is

−

(
3
2
−C2

)
ρ̄
√

K. (46)

When C2 <
3
2 the first expression in (46) is negative and effectively acts like a destruction term that allows for non-zero

destruction even when S T is close or equal to zero, and as a result it drives S T to be negative.
The results from this optimization scenario, though not suitable for practical use, illustrate the importance of phys-

ical considerations in model calibration. This can be achieved by imposing the constraint C2 ≥
3
2 , or by introducing a
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loss term that penalizes negative values for S T .
Note that C4 < 0 is not problematic, as the term it is involved in, from (12e), namely(

3
2
−C4

)
S T

K
a3P̄,3 (47)

becomes positive and effectively acts as a production term in S T . Conversely, C4 > 0 is also permitted. When
C4 > 3/2, the term in (47) is negative and acts like a destruction term that can drive S T to become zero, and after
S T = 0 it becomes inactive.

Given the above unphysical issues with this particular choice to exclude S T and S D from the loss function, the
lesson remains that physics and realizability remain important considerations in designing a particular automated
approach, and assessing its utility.

6.2 Training including S T and S D mismatch into the loss function

Now, consider joint training where the global loss function is defined in (44) with

LRT = ωR22LR22 + ωR22LR33 + ωa3La3 + ωbLb + ωS TLS T + ωS DLS D , (48)

which includes the mismatch-based loss for turbulent length scales S T and S D, unlike the training scenarios (45) in
section 6.1. As before, three HVDT flows with Atwood numbers A = {0.05, 0.5, 0.75} and one self-similar RT flow
with Atwood number A = 0.75 are used. To achieve this, in Appendix A we describe how self-similar data was
generated for S D and S T , which are not directly observable from DNS.
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Fig. 16: Training including S T and S D in the loss function – evolution of the BHR parameters (a) and the local and global loss functions (b)
depending on the training iteration number.

The results of the training by optimizing the loss in (48) are presented in Fig. 16. As in section 6.1, a trade-off

in loss functions is observed in Fig. 16. This training also results in convergence of the global loss to a minimum, as
is evident from the fixed values of the local and global losses and the model coefficients. As in the training scenario
(45), both C2 and C4 grow to much larger values than the rest of the model coefficients, but unlike in the previous
scenario they both settle with positive values. Now the term involving C2 in (12e), shown in (46), is a net production
term. Table 10 lists the final set of coefficients obtained from this joint training.

For RT flows, the rate of growth of the turbulent mixing zone (TMZ) is an important quantity. We define the
thickness of TMZ, following [23], in terms of the mass fractions c̃h and c̃l as

W = 4
∫ +∞

−∞

c̃hc̃l dx3 = 4
∫ +∞

−∞

c̃h(1 − c̃h) dx3. (49)

In Figure 18 we compare the growth of the TMZ for DNS data as well as for BHR predictions using the default
and the newly calibrated coefficients for A = 0.75. We highlight the fact that the evolution of the TMZ is shown
for a time interval 5 times longer than that used during the training. As is evident from Figure 18, the BHR model
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Fig. 17: Training including S T and S D in the loss function – time evolution of BHR variables R33 (blue), R22 (orange), a3 (green), b (red),
normalized by the weights in (33). Values from DNS data are plotted in solid lines, predictions using default coefficients are shown in dotted lines,
and predictions using optimized coefficients in dashed lines. Results obtained for the data sets DH05, DH50, and DH75 are respectively shown in
(a), (b) and (c). Prediction of profiles of R33, a3, and b, for PR75 are respectively shown in (d), (e) and (f). Solid black line indicates the initial
conditions, solid blue line shows prediction of the profile by DNS at later time, orange dashed line show the predictions obtained using the model
with the optimized coefficients, and the symbols show the prediction obtained using the model with the default coefficients.

Fig. 18: Prediction of the evolution of the turbulence mixing layer for the RT flow, by the BHR model obtained with the optimised vs. the default
coefficients, compared to DNS prediction over a time period five times longer than was used in the training.

using newly calibrated coefficients produces a significantly better match for the TMZ evolution to the ground truth
DNS data versus the BHR model using the default coefficients. This comparison can be viewed as an independent
validation of the calibrated coefficients and is consistent with the improvement quantified by the loss function.
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θ θdefault θoptimized min4θ
{
δ2
4θL(θi)

}
max4θ

{
δ2
4θL(θi)

}
max−min

min
Cr1 0.30 0.03 9.45e-01 9.45e-01 1.64 %
Cr2 0.60 1.62 1.55e-02 1.55e-02 2.18e-04 %
Cr3 1.80 4.52 3.38e-02 3.41e-02 0.65 %
Ca1 2.80 1.33 2.96 3.03 2.27 %
Cap 0.10 0.58 1.69e+01 1.69e+01 0.20 %
Cb1 1.80 1.03 1.23e+01 1.26e+01 2.26 %
C2 1.77 2.07 1.54e-02 1.54e-02 8.10e-06 %
C4 1.10 0.74 1.73e-01 1.73e-01 5.47e-03 %
C2v 1.77 1.58 5.95e+01 6.29e+01 5.55 %
C4v 1.24 1.34 1.76e+02 2.37e+02 34.93 %
σk 1.00 15.57 4.52e-06 4.65e-06 2.84 %
σa 1.00 0.43 1.80 1.84 2.31 %
σb 1.00 1.67 1.47e-02 1.51e-02 2.73 %
σs 0.10 0.25 2.33e-01 2.38e-01 1.97 %
σ2s 0.60 1.28 2.23e-03 2.29e-03 2.60 %
σc 1.00 1.12 1.52e-03 1.56e-03 2.73 %

Table 10: Training including S T and S D in the loss function, showing the values of the optimized coefficients and sensitivity of the loss function to
small perturbations of these values as measured by finite difference estimates (50) of the second derivative with 4θ selected in the range between
1% to 10% of the value of θi.

In order to assess the robustness of the final outcomes, we perform a sensitivity analysis of the loss function to
small perturbations of the values of optimized parameters. Since θoptimized was found as the steady state of a gradient
descent process, we immediately can say that the first derivative of the loss L with respect to the model parameters
evaluated at θ = θoptimized is zero, ∂L

∂θ
(θoptimized) = 0. A measure of the sensitivity of the loss functionL to perturbations

at the next order of accuracy is the second order derivative ∂2L

∂θ2
i

(θoptimized). We estimate these derivatives for the i-th

parameter θi using a central finite difference δ2
4θL(θi) as

∂2L

∂θ2
i

(θi) = δ2
4θL(θi) + O(4θ2). where δ2

4θL(θi) :=
L(θi + 4θ) − 2L(θi) +L(θi − 4θ)

4θ2 . (50)

Estimates (50) of the second derivative based on finite difference, with 4θ in the range between 1% to 10% of the value
of θi, are reported in Table 10. Larger values of second derivative correspond to deeper concavity implying greater
sensitivity of the loss to perturbations in the parameter; providing better confidence in the value of the optimized
parameter. The estimates of the second derivative increase monotonically with increasing ∆θ (not shown).

The variability of the second-derivative can be separated into two groups. The first eight parameters Cr1 through
C4 and the σ∗ vary in the second derivative by less than 3%. The most extreme variability of 5.5% and 35% is
observed for C2v and C4v, respectively, both corresponding to the turbulent length scale S D.

In combination, these results imply that the loss function, with positive second-order derivative, is stable with
respect to infinitesimal perturbations in all parameters, and the robustness of the second derivative estimates implies
that the domain of convergence extends at least to 10% neighborhood of the optimized parameter value.

The final set of coefficients we have presented in Table 10 are an improvement, as measured by the loss function,
over the default ones, but this is dependent on many choices made to get to this point – a suitable loss function, time
integration window, the flows used to calibrate the data and the weighting balance between them. More important than
the actual values of the parameters is the demonstration of capability of this methodology for automated calibration
for real world problems and possibly a starting point for efficient model development through augmentation and model
form selection.

7 Summary

We have developed an approach for calibrating parametric models that describe evolutionary processes in a dif-
ferential equation form. Our approach uses machine-learning to train model parameters to obtain optimal solutions
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against available ground truth data. We utilize off-the-shelf back-propagation schemes available from modern Ma-
chine Learning libraries by representing the numerical time integration as a custom Neural Network (NN) and re-
quiring the minimization of an objective loss function defined as a weighted mismatch between the ground truth and
predictions obtained using the model. The weights of this NN corresponding to the time integration are fixed, while
the weights corresponding to the model parameters are learned in the process of training of the model. This NN can
be classified as residual (due to individual time integration steps), recurring (due to multiple repeating time integration
steps) and convolutional (due to the need for spatial discretization and spatial derivatives). We refer to this approach
as the dynamic approach, to be contrasted with the static approach. The latter does not require time integration of the
model at the approximation stage, and reduces to a least squares regression problem.

The BHR closure model for turbulent flows serves as a prototypical parametric differential equation model in this
study. DNS of canonical variable density turbulence flows, namely homogeneous variable density turbulence [2] at
three Atwood numbers, and Rayleigh-Taylor instability [14] provide ground truth training data. These flows span a
range of values in the Atwood number parameter space, covering a wide range of variable density flow conditions.
Thus, the exercise of adjusting the model parameters to represent such a wide range of dynamics is no trivial task.
Further, more flows spanning a wider range of dynamically important parameters can be added as discussed below,
e.g. flows with shear driven instabilities, shock driven instabilities, etc.

We compare the static and dynamic approaches for two different classes of ground truth data. For the first, a
verification exercise is performed with what we are calling synthetic data, wherein ground truth data is generated by
the model with unknown parameters. In the second, a validation study is performed approaching real world settings
where the model is only an approximation of the phenomena that produced the ground truth data, in this case DNS,
and thus, cannot achieve a perfect match as in the case of synthetic data. In the ideal setting with synthetic data
the static approach is superior to the dynamic one, both from the point of view of computational expense as well
as accuracy. On the other hand, when training against DNS, which more closely approaches real world settings,
the performance reverses and the dynamic approach becomes superior to the static one in capturing evolutionary
physics. This observation suggests the importance of testing calibration techniques not just on synthetic problems,
where the learned lesson may be misleading (e.g. advantages of the static over the dynamic approach), but also on real
world problems. Further, these results highlight the need of a posteriori evaluation of models, i.e. evaluating a model
implementation, which accounts for the effects numerical discretization and non-linear interaction of model terms and
resolved terms, to make a prediction in time, as opposed to a priori evaluation of models, whereby individual terms or
parts of the model are evaluated independently at an instant in time. Nevertheless, the static approach remains useful
for real-world data since it could provide a quick estimate of a reasonable starting point for training using the dynamic
approach.

In the process of evaluating the dynamic approach we realized that one cannot treat the custom NN as a self-
adapting tool that will navigate all challenges through the learning process and produce the optimal solution in the
end. It remains important to retain physical and numerical considerations. For instance, the numerical stability con-
dition is a restriction on the time integration step and cannot be easily remedied by adjusting the model parameters.
Another observation was that in some instances the learning process could result in unphysical parameters, e.g. neg-
ative diffusion, which resulted the numerical integration blowing up, i.e. becoming unstable. Once the blow-up is
observed the learning process can no longer continue. This behavior had to be addressed by placing bounds on certain
coefficients, consistent with the known physics.

Analyses of computational efficiency revealed that the dynamic approach presented limitations related to numeri-
cal stability and growing memory requirements to store gradient information for back-propagation. Data coarsening
was used as a means of reducing the number of time integration steps and therefore the amount of memory necessary
to store gradient information, thus allowing for longer integration times.

We considered a number of training scenarios performed independently and jointly for ODE and PDE reduced
models. We proposed several approaches for composing the global loss function based on a weighted combination
of losses for individual flows. The linear definition of the global loss finally chosen was important for the parallel
computation of the gradients of the global loss with respect to model parameters. Finally, optimal parameters are
highly sensitive to the choice of the scaling weights for models that cannot achieve an exact match to the data (which
is true of most practical models). Therefore, the choice of these weights represents an important modeling step
requiring input from domain experts and will depend on the intended application of the calibrated model.

With the current choice of the global loss function, we observed an improvement of roughly 50% for the joint
training for four flows of two types (three HVDT and one RT, see Fig. 16c), over the default values, as measured
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by the loss function (see Fig. 17). This is an appreciable and measurable improvement over the manually calibrated
choices. We expect this measure would change again once more flows are added, or if a different weighting of the
local losses is used. In the end, we are constrained by the fact that the RANS model is not a perfect representation of
the underlying physics and, therefore, no amount of machine learning can force a physically consistent outcome that
is not permitted by the equations themselves. The main goal of this paper was not to proclaim some highly improved
set of model parameters, but to demonstrate the ability to utilize machine learning techniques to do optimizations of
parametric PDE models quickly and efficiently. This tool can be used for rapid re-calibration as models improve and
more training data becomes available.

The automated calibration procedure currently takes on the order of hours to complete, with no human intervention
or input during the process. This is already a huge improvement over the several months it takes to manually calibrate
the model, requiring continual oversight and choices by individual practitioners. The training timescale of a few hours
is determined by the slowest component of the training which in our case is the back-propagation for the PDE system
for RT flow; the training of the ODE system for HVDT flow, by contrast, takes a mere few minutes. The bottleneck
in efficiency posed by the PDE system suggests that further optimization of the back-propagation could be pursued.

Calibration of model parameters, a procedure that is normally quite labor-intensive, is an ideal task for automation
using machine learning. Automation in this way makes model updates and recalibration routine and efficient, sys-
tematically reliant on formal quantitative metrics. With different metrics, the procedure could be used to investigate
the effects of prioritizing different aspects of the flow in the loss function. This methodology could also be used to
efficiently interrogate model forms and is adaptable and scalable to training over arbitrarily many flows. Since the
training is done in different containers and can thus be efficiently parallelized, adding more flows does not increase
the cost in time. The approach we have described here has been applied to a RANS model for turbulent flows but
is amenable to any parameterized PDE-based model. These advances will be critical to rapid development of future
models and modeling applications.
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Appendix A Data set for self-similar RT flow

The ground truth data for the RT flow used here is based on RANS statistics from DNS simulations [14], which
are saved every dT on a 1D spatial mesh with ∆x = 4.82 × 10−3. In this data, R̃i j, ai and b are diagnosed directly,
unlike turbulent length scales S T and S D, for the reasons discussed in section 2. A dissipation length scale `D can be
estimated as

`D ≈ K3/2/ε, (A.1)

where K is kinetic energy and ε is the kinetic energy dissipation. The estimate for `D in formula (A.1) cannot be
used as a direct estimate of S D, and, in addition, it requires correction due to the fact that outside the mixing layer
the ratio is ill-defined as both K and ε go to zero. S T is a non-observable modeling variable and does not have a
direct estimate. One of the practices for initializing BHR simulation has been to set S T = S D and have them evolve
to different profiles in the process of simulation.

In light of the above challenges, we developed a solution based on relaxation of profiles for the self-similar regime
of the flow, where S D and and S T are initialized using a corrected version of (A.1)

S T [0] = S D[0] = K3/2/(ε + sεmax), where s = .01 (A.2)

and evolved according to the BHR equations (12f) and (12e) in time, with profiles for R̃i j, ai and b held constant
at values obtained from DNS data. We call this a quasi-static approximation of S T and S D. This approach to
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initialization of the dissipation and transport length scales is well justified in the self-similar regime of the flow as
self-similar state of the flow in self-similar coordinates is a limit of some governing PDEs. If the BHR model were an
exact representation of the DNS statistics, the profiles for S D and S T obtained this way would be a limiting state of the
BHR equations. The benefits of quasi-static initialization of S T and S D include the virtual independence on the value
of small parameter s in the approximation (A.2), having different initial conditions for S T and S D , smoothness in these
initial conditions due to diffusive nature of the BHR equations (12f) and (12e), and consistency with self-similarity.

Memory limitations associated with stability constraints lead to model simulation time windows ∆T that are
smaller than the time interval between available snapshots in DNS of RT flow. Here, we describe how we obtain a
data set for RT flows that has an arbitrary time frequency and a desired spatial resolution, allowing us to have reference
data within a simulation time window ∆T for training.

The fully developed turbulent mixing layer in late stage RT flows is known to have a quadratic growth [33] of
the form W(t) ∼ αAgt2, where W(t) is the width of the mixing layer, and α its growth rate. Also, in this late stage
of evolution, most turbulence quantities are known to evolve self-similarly. Using the mixing layer width W(t) as a
characteristic length scale, and a characteristic time scale τ = t

√
Ag/L0, one can obtain a characteristic velocity with

V =
√

AgW(τ).
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Fig. A.19: (a) Profiles of tensor component R33 for RT flow of A=0.75 from the raw DNS data set plotted at different time, (b) same profiles plotted
in self-similar coordinates where R33 is scaled by V2 and x3 by W, overlayered by their mean value plotted in black; (c) smoother processed data
set satisfying self-similarity generated from the mean profile are plotted at different times.

Self-similar scaling for turbulence quantities of interest is such that Ri j scales with V2, ai scales with V , S D and
S T scale with W(τ), and b and c are dimensionless and do not require scaling. The self-similar scaling is illustrated in
Fig. A.19a-A.19c, where we plot the profiles of tensor component R33 for an RT flow with A = 0.75 at different times
in Fig. A.19a, and the same profiles are shown to collapse in Fig. A.19b, when scaled by V2.

Self-similar scaling is used to generate data at arbitrary temporal and spatial resolutions. To this end, we compute
α from a linear fit of the form W(t) f it = αAgt2 + βt + γ, of W(t) obtained from DNS statistics of RT flow. For the
data set of Atwood A = 0.75 and constant acceleration g ≈ 10.156, and we obtain α ≈ 0.286

Ag ≈ 0.035, consistent with
[32, 8, 21]. Note that α is independent of A, but can depends on many flow properties such as flow Reynolds number
or initial perturbation power spectrum [8, 14]. Next, we use the mean profile, from averaged profiles in self-similar
coordinates, with the appropriate inverse self-similar scaling, to generate profiles at arbitrary times. The mean profile
(black line) obtained for R33 is illustrated in Fig. A.19b, and fidelity of the generated R33 profiles (solid lines) is shown
in Fig. A.19c through comparison with DNS statistics of R33 (dashed line) at various times. A smooth generative curve
is important for it helps mitigate two major issues: First, it helps reduce the noise levels in the reference data sets,
as one can see in the profiles of R33 in figure (A.19a), which produce high oscillations capable of destabilizing the
model simulations used for training. Second, a smooth generative curve can be interpolated to a much coarser grid
with minimum loss of profile quality.
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