20

High Bias Machine Learning for Antineutrino-Based Safeguards for Small
Reactors

Matthew Dunbrack?, Christopher Stewart®, Anna Erickson®*

“Department of Mechanical Engineering, Georgia Institute of Technology, Atlanta, 30332, GA, USA
bDepartment of Nuclear Engineering, University of California, Berkeley, 94720, CA, USA

Abstract

The statistical methods used for antineutrino detection will need to be improved to effectively monitor the inventory
of next-generation nuclear reactors. In this sensitivity study, we evaluate machine learning models compared to
previously used statistical approaches to identify diversion scenarios in a simulated Advanced Fast Reactor (AFR)-
100. A chi-square goodness-of-fit technique, which individually compares the simulated antineutrino yields to the
expected antineutrino yield, resulted in precise but low diversion detection probability. Various support vector machine
(SVM) models were applied with diverse training datasets to evaluate the robustness of the method towards unexpected
or “unseen” diversion scenarios. Our results indicate that while the SVM models significantly improved the detection
probability of near-field antineutrino-based safeguards, up to a probability of ~ 0.04, for the simulated small reactor,
the detection system still needs improvements to reach the 0.2 detection limit established by the International Atomic
Energy Agency.
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1. Introduction
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guarded from nuclear diversion. Through continuous,
non-intrusive monitoring, antineutrino detection sys-
tems could offer a possible option to add to IAEA suite
of verification methods [Bowden (2008)].

All nuclear fission reactors produce decay products,
emitting a series of antineutrinos. While the exact prod-
ucts of each individual reaction are unknown, the dis-
tribution can be predicted based on the isotope under-
going fission producing a unique signature known as
antineutrino yield as a function of energy, as seen in

Antineutrino energy [MeV]

Figure 1: Isotopic antineutrino yield per fission per MeV.

Figure 1. The issue, however, remains that some an-
tineutrino detection systems can only detect around 10°
antineutrinos per year for low power nuclear reactors
[Christensen et al. (2013)] due to the low probability of
inverse-beta decay, the main mechanism of antineutrino
detection within many near-field antineutrino detection
systems [Stewart et al. (2019)].
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Rather than relying on the direct number of antineu-
trino counts to isolate fission products and identify the
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isotopic composition of a core, expected antineutrino
yields can be precomputed from simulations. The fuel
inventory can then be verified by comparing the actual
antineutrino yield to the simulated yield, This system
of verification will be referred to as the Reactor Eval-
uation Through Inspection of Near-field Antineutrinos
(RETINA) system. Similar to how a retinal scan com-
pares unique blood vessels within an eye to a stored
copy, the RETINA system collects an antineutrino spec-
trum and relates that spectrum to a stored copy from a
simulated database [Stewart et al. (2019)].

One of the challenges associated with comparison
of precomputed and measured signatures is the total
rate of detection of antineutrino signal. For example,
a small reactor nominally producing just a few hundred
detectable counts at a suitable counter positioned near
the core (17-20 m) may not yield a sufficient change
in antineutrino rates following an assembly diversion.
This is a particularly interesting observation for small
modular reactors (SMR)—reactors producing less than
300 MWe [TAEA (2014)]—which are becoming a pop-
ular design choice for the next generation development
of reactors. SMRs generate a relatively low antineutrino
flux based on their low power rating; however, there is
considerably less special nuclear material (SNM) within
the core as compared to larger reactors, with power
ratings on the order of magnitude higher. Thus, if a
significant quantity (SQ) of plutonium, or 8 kg, was
removed from a small reactor, this would represent a
much larger percentage of the total overall SNM inven-
tory in the core. This quantity is defined as "the approx-
imate amount of nuclear material for which the possi-
bility of manufacturing a nuclear explosive device can-
not be excluded [IAEA (2002)]." A smaller core volume
also would allow for the detection system to be closer to
the core, such as the case for the Advanced Fast Reactor
(AFR)-100 reactor design, where the detection system
is expected to be 17 meters away [Stewart and Erickson
(2015)].

To study the capabilities and limitations of a RETINA
system applied to SMR, we selected the AFR-100 re-
actor design due to its size, fast spectrum and sodium
coolant. The AFR-100 is a small, fast reactor with a
power rating of 250 MW;;, [Grandy et al. (2014)]. Com-
pared to a previous RETINA study involving the Ultra-
long-life Core Fast Reactor (UCFR)-1000 [Stewart et al.
(2019)] the AFR-100 has a significantly lower power
rating and antineutrino source strength. Figure 2 de-
picts the variations in detector event rate by antineu-
trino source based on detection system, modeled after
PROSPECT [J. Ashenfelter et al. (2019)] and reactor
characteristics.
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Figure 2: The estimates of PROSPECT AD-I background due to cos-
mogenic fast neutrons was used to approximate the background for
antineutrino safeguards applications as described in J. Ashenfelter et
al. (2016). Figure from Stewart (2016).

2. Antineutrino Flux Simulation

2.1. Reactor Modeling

A simulated RETINA system was applied to the
AFR-100 design. The general layout of the reactor is
illustrated in Figure 3. Using the method outlined in
Stewart et al. (2019) REBUS-3 [Toppel (1983)] soft-
ware was used for general neutronic computation with
MC2-3 [Henryson et al. (1976)] periodically updating
the effective microscopic cross sections. These updates
were necessary to account for shifting burnup regions
and Pu-239 generation throughout the fuel cycle.

The reactor design was simulated under regular op-
erating conditions as well as three diversion scenarios.
Diversion scenarios were selected based on attractive
assembly locations in which 8 kg of plutonium was rea-
sonably accessible, as depicted in Figure 4. The near-
center assembly (Figure 4a) is a proliferation concern
based on the earliest accessible assembly with a signifi-
cant quantity of plutonium. If an adversary is willing to
pull from multiple assemblies, however, they could pull
from the periphery of the core and still collect one SQ
of plutonium. The periphery of the core is preferable for
plutonium extraction based on the Pu-239 isotopic frac-
tion, as seen in Table 1. The second and third diversion
scenario locations, as seen in Figures 4b and 4c, respec-
tively, were chosen to take advantage of the more pure

85

90

95

100

105



110

115

120

125

Inner Core (30)

Middle Core (48)

‘ Outer Core (72)

“ Control (10)
(J
“ Secondary Control (3)
[ J
“ Reflector (48)
0 “ ‘ Shield (54)
8, oo0c0e o
00000000 Total (265)

Figure 3: AFR-100 core layout with the numbers in parentheses cor-
responding to number of assemblies in a particular core region. For
more details on the design of the AFR-100, refer to Grandy et al.
(2014).

plutonium isotopic composition. Diversion scenarios
were also selected for varying replacement fuels, such
as natural uranium or low enriched uranium (LEU). The
natural uranium replacement fuel was simulated to be
enriched to 0.71% while the LEU enrichment level was
based on the average enrichment of the removed assem-
bly. Diversion scenarios will be labeled by diversion
scenario locations (1, 2, and 3) as well as fuel replace-
ment composition (a and b). So, for example, replacing
the assembly marked in Figure 4a with natural uranium
will be labeled as diversion scenario 1a.

Table 1: Plutonium Isotopic Composition for Various
Diversion Scenarios

Plutonium | Scenario | Scenario | Scenario
Removed la,1b 2a,2b 3a,3b
Pu-238 0.31 0.15 0.08
Pu-239 93.93 97.00 98.15
Pu-240 5.55 2.80 1.75
Pu-241 0.20 0.05 0.02
Pu-242 0.01 <0.01 <0.01

These diversion scenarios along with the reference
scenario were simulated using MC?-3 for effective cross
sections and DIF3D/REBUS-3 for whole-core neutron-
ics and burnup calculations. Initially, MC? was used
to perform lattice cell calculations for 12 macro-zones
across the AFR-100 simulated core. These macro-zones
grouped together the material compositions and temper-
atures across the core to save computational resources
while still retaining accurate effective cross-section in-
formation. The effective cross sections were also de-

(a) Diversion assembly location for scenarios 1a and 1b in which 8 kg of
plutonium per assembly was removed from the core.

(b) Diversion assembly locations for scenarios 2a and 2b in which 4 kg of
plutonium per assembly was removed from the core.

(c) Diversion assembly locations for scenarios 3a and 3b in which 2.67 kg
of plutonium per assembly was removed from the core.

Figure 4: Locations and quantities of diverted plutonium for the sim-
ulated AFR. Figures adapted from Stewart. Stewart (2016)

pendent on the fissile inventory of the core. The MC2-
3 cross-section libraries were updated every 3 Effec-
tive Full Power Years (EFPY) with isotope composi-
tion as determined by REBUS-3 burnup calculations
(which were applied every 1/4-year) [Stewart and Er-
ickson (2015)].

The only simulation uncertainty needed for this work
was the uncertainty associated with the isotopic fission
rates during diversion and reference scenarios. Since
antineutrino energies and counts were dependent on the
isotope undergoing fission, as described in the intro-
duction section, it was important to predict the possible
variance that was reasonable if this method were applied
to a real reactor core. A Monte Carlo method was ap-
plied to build an isotopic fission rate covariance matrix
from sampled histories with varying effective cross sec-
tions and reactor thermal power. More information on
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this simulation and uncertainty method can be found in
Stewart and Erickson (2015).

2.2. Detector Translation

Once the fission rates were calculated using the
whole-core simulation, the expected antineutrino spec-
tra were generated from isotopic fission rates for the dif-
ferent scenarios. The aggregated antineutrino yields for
each isotope along with their relative uncertainties were
provided by Huber (2011) and grouped into 0.5-MeV
energy bins. The expected antineutrino counts and en-
ergies for each diversion scenario were calculated based
on these antineutrino yields and simulated fission rates.
The uncertainties were weighted and compounded to
propagate them forward based the antineutrino yields
and the isotopic contribution for that event.

The detector event rates were calculated using the an-
tineutrino spectra and Equation 1. In this equation, the
event rate for a given burnup, n,(¢), was found with the
number of target protons in the system’s scintillator, Ny,
the detector’s distance from the core, L, the inverse beta
decay cross section for the energy bin, 67, the intrin-
sic efficiency of the detector, &, the antineutrinos gener-
ated for the given burnup step and energy bin, Sj(¢), and
the background antineutrinos expected for the energy
bin, B;. While some of these values were dependent on
the scenario, others are characteristics of the detection
system. Since the detector used in the RETINA system
is expected to have many similarities to the AD-1 detec-
tor used for the PROSPECT program, those systematic
characteristics were applied in this work [J. Ashenfelter
et al. (2016)].

Na 18D
2

nb(t)=4n_L o, &Sp(t) + By (1)

3. Diversion Detection Methods

3.1. Chi-Square Goodness-of-Fit

The final antineutrino counts and energies for each
scenario were used to quantify that the spectra were
diversion scenarios rather than unlikely cases of the
normal-operation scenario. One possible way of com-
paring a spectra to the expectation was through a chi-
square goodness-of-fit test. The chi-square test summed
the relative deviation for every antineutrino energy bin
since any deviation in counts over an energy bin might
indicate a diversion scenario.

A reactor operator has potential to mask the diver-
sion scenario by manipulating the reactor power once
Pu-containing assembly is replaced with an equivalent
with LEU or natural uranium. Given that plutonium

O Nominal reactor power
0.31 A Manipulated reactor power
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Figure 5: Oscillation effect from goodness-of-fit function minimiza-
tion for diversion la.

had a different antineutrino yield than uranium, the re-
actor operator could attempt to mask the diversion by
adjusting the power level to best fit the spectra expected.
As the reactor power deviates more from expectations,
there is a greater chance of that it is a diversion sce-
nario. For this work, only two power-oriented scenarios
were be tested: one in which the power was not manip-
ulated in the slightest, and one in which the theoretical
reactor operator optimized the power manipulation pa-
rameter, x, to minimize the chi-square value, xz. The
final chi-square statistic, Equation 2, included n,, the
number of antineutrinos counted in bin b over a given
count integration period, 7}, the expected number of an-
tineutrinos counted in bin b, and G,,,,, the propagated
uncertainty throughout the process up until this point.
The goodness-of-fit variations for the scenario la can
be seen in Figure 5 for a count integration period of 3
months.

np — x)n)? X
b

np Onorm

Chi-square values were used to determine the detec-
tion probability, or the probability that the RETINA sys-
tem correctly labels a diversion scenario. Initially, a
distribution, Equation 3, was generated from these di-
version scenario chi-square values based on Blennow
et al. (2014) where Tp is the x> value with an associ-
ated distribution, 7. Assuming that the null hypothesis
is the reactor under normal conditions, the false nega-
tive rate, 3, should be as small as possible while also
not exceeding the false positive rate, ¢, of 0.05 estab-
lished by the IAEA for safeguards [TAEA (2002)]. The
B value was minimized through Equation 4, in which &
is a cumulative distribution function and 7%, is a critical

threshold set for the false positive rate of 0.05. Lastly,

195

200

205

210

215

220



225

230

235

240

245

250

255

260

265

the actual detection probability was defined by minimiz-
ing the false negative rate (Equation 5). The detection
probability needed to exceed 0.2 to reasonably detect
low-probability diversion scenarios [[AEA (2002)].

T ~N(Ty,2 /Tp) (3)

TS —Ty
— (I) crit 4
B=a(5t ) )
Detection Probability =1—3 (5)

3.2. Support Vector Machine Models

This statistical method does not incorporate complex
bin-to-bin analysis for diversion detection. As seen in
Figure 5, while manipulating reactor power mitigated
the relative deviation between each individual antineu-
trino energy bin and normal operation conditions, it
created an oscillation where bins of similar energies
overcompensated the antineutrino counts while others
undercompensated. This trend occurred at the energy
level, with the most prominent antineutrinos counts for
the system, at about 4 MeV. Since the chi-square ap-
proach only penalized each individual bin relative to
normal operation conditions, this oscillation was likely
to be overlooked through statistical means.

An alternative method for analyzing the antineutrino
spectra complexities is with a machine learning ap-
proach. To use machine learning, we sampled the sta-
tistical representation of the antineutrino counts and
distributions into a dataset and preprocessed to filter
out excessive information. From the statistically aver-
age antineutrino counts, »;, antineutrino count samples,
si, were generated to maintain the normal distribution,
N(n;, \/n;), expected from counting statistics. To en-
sure only relevant deviation information was processed
in the machine learning model, the standard score, de-

fined as Y‘%n; with oy being ./s;, was taken for the an-
tineutrino counts for each bin (Figure 6).

Since there are numerous possible variations of di-
version scenarios, it is likely that the RETINA system
would be expected to detect acts never considered for
model training. By training from a wide variety of sce-
narios, the final model becomes robust to difference
variations in diversion parameters. To test the impact
of model generalizing, four training/test variations were
applied.

The first group consisted of training and testing 12
models for individual scenarios (referred to as ”Individ-
ualized Models”. This version reflected the expected
detection probability if an adversary perfectly matches
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Figure 6: Low variance sampled points from antineutrino count dis-
tribution (a) and high variance sampled points from antineutrino stan-
dard score distribution (b).

a prepared diversion scenario. The second training/test
group, “Power-Ignorant Models,” involved training 6
models with unknown power manipulation and testing
these models against the 12 scenario variations. This
version reflected the expected detection probability if
an adversary replaced plutonium from the core as ex-
pected, but manipulated the power of the reactor in some
unexpected way. The final two model variations were
designed to test how a single, robust model could detect
a diversion scenario never considered for training. The
third variation, ”Unseen Models,” consisted of a model
trained from every diversion scenario except for one
scenario excluded for testing (11 training datasets and
1 testing dataset). This model design was shuffled for
every scenario variation. The fourth variation, "Power-
Ignorant Unseen Models,” followed the same design as
the third model variation but excluded two scenarios at
a time (the scenarios identical except for power manip-
ulation).

From the previously described sampling method,
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only antineutrino counts for each energy bin were pro-
vided in the feature space. Each seen diversion sce-
nario would be trained against reference spectra for the
15.75,21.25, and 13.25 EFPY steps if only training one
model. However, for actual applied diversion detection,
each diversion scenario and reference spectra could only
happen at a specific, known burnup step. An extra time-
stamp feature was applied for the unseen models to ac-
count for this additional relevant knowledge. The time-
stamp feature was represented as the burnup step nor-
malized by all diversion burnup steps being considered.

The support vector machine model was chosen for
diversion classification based on its good soft-margin
generalization properties and popularity in many fields
[Qi et al. (2017)]. There are many model variations,
however, that could be customized to maximize statis-
tical inference [Singla and Shukla (2020)]. For this
work, special consideration was given to the kernel type,
f(x;), as well as the regularization hyperparameter, C.
Squared hinge loss and L2 regularization were chosen
for the loss function and penalty function (Equation 6)
[Hastie et al. (2001)]. respectively. Without knowing
the general shape of the feature space, various kernel
types (including linear, 2" and 3™ polynomial degrees,
radial basis function, and sigmoid) were applied to a
few sampling sets of the scenario most likely to have
a well-defined feature space, the individualized model,
diversion scenario la. The kernel with the highest av-
erage resulting detection probability was chosen for the
model squared hinge function.

rr&n[C*):ﬁy:]max(O, 1—L(y, f(x;)))* + %||W||2] (6)

The models were prone to converging slowly based
on a high misclassification rate [Bottou and Lin (2007)]
from the diversion spectra closely reflect reference spec-
tra. To counteract this trend, a high bias low-variance
regularization hyperparameter, C, was applied to the
loss function to make the models more robust to classifi-
cation errors from sampling variations [Rossi and Villa
(2006)]. Bias refers to how each individual value devi-
ates from the average prediction while variance refers
the adaptability of the model to fit these values. Typ-
ically, there is a tradeoff—the Bias-Variance Trade-
off—in which the more robust models (high bias) over-
generalize and underfit the data. For this study, since
the samples are likely to be inconsistent, we applied a
high bias to the function to ensure comparative detec-
tion probability for each diversion scenario [P. Mehta
et al. (2019)]. To find a reasonable value for C, vari-

ous powers of 10 scaling from 10~ to 10° were ap-
plied to a few sampling sets from the 12 unseen power-
ignorant diversion scenarios. The C value resulting in
a high, consistent, detection probability was chosen for
the model regularization hyperparameter.

The hyperparameter selection method was contingent
on determining the detection probability from SVM
classification values. The classification value distribu-
tion for diversion samplings were typically similar to
the classification value distribution for reference sam-
plings. Both of these distributions resemble a normal
distribution, as seen in Figure 7. With known mean, (.,
and known standard deviation, ©.,, a similar method
as described in the chi-square goodness-of-fit process
was used to determine the false negative rate (Equation
7). While the chi-square distribution accounted for both
the diverted and reference distributions, however, the
machine learning approach classifies both distributions
separately (Equation 8). This difference was translated
by determining the excess detection probability for the
diversion scenario compared to the detection probability
for expected operation (Equation 9).

TS ... —
ﬁcv:cp(icv,cr;—t ‘uw) (7)
cv
Tof it év
B, = (-t K ®)
cv

Detection Probability = Probability., — Probability.,

= ﬁclv - Bcv
©

4. Results

A majority of the chi-square values converged to non-
zero detection probabilities, as seen in Table 2. As chi-
square values increase, the cumulative distribution func-
tion, Equation 4, approaches a value of 1. Cumulative
distribution functions, restricted by the floating-point
precision limits of computational methods,nare approx-
imated to be a value of 1 for exceptionally large chi-
square values. We selected that detection probabilities
lower than 107'6 are zero due to calculation floating-
point precision limits.

While the chi-square approach leads to an exact solu-
tion, half of the results are lower than the 10710 preci-
sion of the software and therefore considered zero. Most
of these low-detection probabilities are for the manipu-
lated power scenarios, in which the power is shifted to
minimize the overall antineutrino count deviation from
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Figure 7: Histogram (a) and normal fit (b) of SVM classification val-
ues from individualized model diversion 1a sampling.

Table 2: Detection Probabilities through Chi-Square approach

Chi-Square
la Nominal 221x 1072
la Manipulated | 2.52x 101
1b Nominal 8.56x 10~%
1b Manipulated | 6.34 x 10~ 12
2a Nominal 5.63x 10712
2a Manipulated 0
2b Nominal 0
2b Manipulated 0
3a Nominal 469x 102
3a Manipulated 0
3b Nominal 0
3b Manipulated 0

expectations. The benefit for this method, however, is
that these detection probabilities are exact solutions and
can be easily applied to safeguards limits set by the
TIAEA. But, even without masking through power ma-
nipulation, all of these solutions are extremely low com-
pared to the 0.2 IAEA low-probability limit.

For the SVM models, a few preliminary samples were
applied to determine the kernel that best represented the
feature space as well as the C value that led to optimal
convergence. Diversion scenario la, the linear kernel
led to the highest detection probability consistently. For
the C parameter applied to samplings from all unseen
power-ignorant scenarios, there was little variation seen
for the overall detection probability with varying C val-
ues. For the number of iterations required to converge,
however, as the C parameter decreased, the number of
iterations also decreased. As an example, a C value
of 10° would typically required over 1000 iterations to
converge while a C value of 10~'? took about 5-10 it-
erations depending on the diversion scenario. Any C
value lower than 10~!2 typically led to a small shift in
iterations, so this value was set as the C parameter for
the model, as seen in Equation 10.

mwgn[lo—12 « N max(0,1—y;w!'x;)? + %||w|\2} (10)

An extremely small C hyperparameter, correlating to
a high bias, is optimal for computational speed with-
out the cost of final detection probability. This trend
is expected based on the robustness required to ignore
large variations in sampling. A small C hyperparame-
ter corresponds to the model focusing primarily on the
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data points furthest away from the decision boundary.
By orienting the model around these fewer, more mean-
ingful points, we are able to significantly decrease the
iterations required for convergence without sacrificing
the fit of the model. Although low C values are known
to underfit datasets, in this work, the high bias and mis-
classification tolerance leads to a generalized detection
probability that is needed to reach such small precision
values from a wide distribution [Hastie et al. (2001)].

The SVM model method was first applied to the
distributions with individualized models and power-
ignorant models. The results after generating 10° sam-
ple points per model with an 80/20 train-test split for
100 iterations can be seen in Table 3. While the chi-
square approach had a minimum value of O for low-
detection probability scenarios, it was possible for the
SVM model approach to lead to negative detection
probabilities. For cases in which the diversion scenario
distribution is virtually identical to the reference distri-
bution, the stochastic nature of the sampling method
could lead to a larger reference detection probability
than the diversion scenario detection probability. As
seen in Equation 9, this would be interpreted as a nega-
tive value. Since a negative detection probability is not
realistic and it implies that the detection probability is
lower than our model precision, 0 was set as a lower
limit for the detection probability results. The unseen
models and power-ignorant unseen models were then
generated with the same hyperparameters and placed in
Table 4.

5. Conclusions

For all scenarios, the individualized models are the
best at predicting diversion scenarios. Not only are all of
the correlating detection probabilities higher than previ-
ously determined, but they are near-exact after 100 iter-
ations. While the best SVM-derived detection probabil-
ity almost doubles the best chi-square-derived probabil-
ity, significant results are seen for the manipulated sce-
narios in which the probability was previously consid-
ered zero. With all relative probabilities known with lit-
tle error, we conclude that the RETINA system is better
prepared for scenarios in which (1) plutonium is pulled
from fewer assemblies and closer towards the center of
the core, (2) plutonium is replaced with natural uranium
rather than LEU, and (3) the power of the reactor is
not manipulated. While these conclusions are expected,
there are now results to support these claims.

Once the power-varying training data are grouped to-
gether, i.e., power-ignorant models, the detection prob-
abilities decreases. For nominal reactor power scenar-

ios, this decrease is typically less than 1 x 1073, while
for manipulated reactor power scenarios this decrease is
typically more than 1 x 1073, indicating that the signif-
icance of antineutrino count oscillation (as seen in the
manipulated power scenarios) is overshadowed by the
general energy-bin-specific count deviation (as seen in
the nominal power scenarios). Even with these lower
detection probabilities, however, the probabilities still
exceed those from the chi-square approach.

The third SVM model variation, grouping all scenar-
ios for training except for one, unseen, testing scenario,
has generally lower detection probabilities compared to
the models that include the test scenario for training.
This is expected since the model was not optimized for
the scenario and relies on the general trend of other
scenarios to draw the decision boundary. This model
variation also leads to a few zero-detection probabilities
based on precision limits of this method.

The power-ignorant unseen models shows significant
improvement compared to the unseen models. The
likely reason for this improvement is the robustness of
the model variation. Since a specific power scenario is
excluded from training, the model gives either too little
or too much attention to antineutrino count oscillation.
For example, if the model trained from nominal power
and not manipulated power, it would not prepare the
decision boundary for oscillation. Alternatively, if the
model trained from manipulated power and not nomi-
nal power, it would draw the decision boundary to max-
imize oscillation detection, which the nominal power
case does not have. So, since the power-ignorant unseen
model variation excludes both nominal and manipulated
powers from training, the model has no oscillation bias
toward setting the decision boundary for a given times-
tamp.

Compared to the power-ignorant model variation, the
power-ignorant unseen model variation generally has
higher detection probabilities. Similar to the previous
reasoning, the power-ignorant unseen model variation
is likely an improvement because of its robustness. By
adding so many scenarios to training, the model pre-
dicts from general trends rather than fitting the specific
samplings in a given case. While most of the values are
an improvement compared to values from the power-
ignorant model variation, a few detection probabilities
exceed the lower precision limit and are set to zero.
Since the method utilizes 10° data points per sampling
set, which remained constant regardless of how many
scenarios were sampled, the test scenarios do not have
as many points to fit in these models. With a smaller
sample set to fit, the safeguards precision decreases,
thereby pushing the hardest-to-detect scenario past our
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Table 3: Detection probabilities through SVM model approach

Individualized Models Power-Ignorant Models
la Nominal 428x 1072 £694x 1078 421x1072£351x107%
la Manipulated 208x 1072+ 1.04x 1077 1.38x 1072+ 1.08x 1073
1b Nominal 3.63x 102 £694x 10713 352x1072+£637x 1074
1b Manipulated 228x1072+0 1.82x1072£1.08x 1073
2a Nominal 1.26x10°2£520x 10" 8 124x10°2£126x 1073
2a Manipulated 3.82x107°+0 278x 103 £1.37x 1073
2b Nominal 1.01x1072+£0 9.49x 10> £1.38x 1073
2b Manipulated 270x 107 £0 9.63x 10°* £ 1.42x 1073
3a Nominal 893x10°4+0 8.19x 103+ 1.48x 1073
3a Manipulated 346x10°+0 1.97x 1073 £1.59x 1073
3b Nominal 6.65x1073£0 562x 103 £1.31x 1073
3b Manipulated 147x103£0 583x10°* £1.36x 1073

Table 4: Detection probabilities through SVM model approach for unseen scenarios

Unseen Models Power-Ignorant Unseen Models
la Nominal 3.84x 102 +£6.10x 107% 405x 1072 £438x10°%
la Manipulated 1.34x 1072 £1.26x 1073 1.72x 1072 £1.02x 1073
1b Nominal 355x 102 £641x10°% 3.62x 1072 £581x10°*
1b Manipulated 140x 1072 £1.15x 1073 1.46x 1072 £ 1.11x 1073
2a Nominal 1.18x 1072 £1.32x 1073 1.18x 1072 £127x 1073
2a Manipulated 327x107° £1.31x 1073 341x103+1.63x1073
2b Nominal 0+1.77x1073 0+1.45x1073
2b Manipulated 0+1.38x1073 0+1.38x1073
3a Nominal 791x10° £1.33x 1073 8.05x103+1.28x 1073
3a Manipulated 254x107° £1.33x 1073 243x107° £1.44x 1073
3b Nominal 0+1.75x 1073 0+1.81x1073
3b Manipulated 0+1.51x1073 0+1.64x 1073

threshold. Based on these results, we conclude that,
while individualized models are ideal for determining
detection probabilities, general and diverse models can
reasonably detect diversion scenarios. Even with these
improvements, however, this work indicates that small
reactors are too weak of an antineutrino source term to
reach the 0.2 TAEA low-probability limit through the
current RETINA system design.

For future work, this methodology could be extended
to fit different reactor core designs and diversion sce-
narios. Specific to the SVM models, the kernel and C
hyperparameters are chosen for the AFR feature space
and for well-hidden diversion scenarios. If the core de-
sign or scenario simulated shifts the antineutrino spec-
tra, these values will likely need to change or risk under-

fitting the data. Through fast-pace sampling the feature
spaces, the parameters can be quickly optimized by the
system regardless of the scenario.

We demonstrate that some diversion scenarios are
harder to detect than others and are best prepared for
by using individualized models. Alternatively, unseen
diversion scenarios remain a risk and require more gen-
eralized, robust models to effectively identify them.
To ensure the number of scenario simulations are well
distributed between individualized, well-hidden scenar-
ios and diverse, unexpected scenarios, a reinforcement
learning (RL) agent can be applied to the diversion sce-
nario selection process. After setting limits to the RL
decision process, scenarios can be modified by the sys-
tem to further test the sensitivity limits. However, by
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adding scenarios that the RETINA system would oth-
erwise be unprepared for, the system actually adapts to
these challenges. The final system would include the di-
version scenarios most likely to remain hidden as well
as the lowest safeguards sensitivity possible for a given
reactor design. While this new RL approach could be
applied to the AFR-100 design, it will be more useful in
cases that do not exceed the sensitivity precision limits
of the RETINA system.

Data Availability
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