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Abstract

Coarse-grained modeling can be used to explore general theories that are indepen-

dent of specific chemical detail. In this paper, we present cg_openmm, a Python-based

simulation framework for modeling coarse-grained hetero-oligomers and screening them

for structural and thermodynamic characteristics of cooperative secondary structures.

cg_openmm facilitates the building of coarse-grained topology and random starting con-

figurations, setup of GPU-accelerated replica exchange molecular dynamics (REMD)

simulations with the OpenMM software package, and features a suite of post-processing

thermodynamic and structural analysis tools. In particular, native contacts analysis,

heat capacity calculations, and free energy of folding calculations are used to iden-

tify and characterize cooperative folding transitions and stable secondary structures.

In this work, we demonstrate the capabilities of cg_openmm on a simple 1-1 Lennard-

Jones coarse-grained model, in which each residue contains 1 backbone and 1 sidechain
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bead. By scanning both non-bonded and bonded force field parameter space at the

coarse-grained level, we identify and characterize sets of parameters which result in the

formation of stable helices through cooperative folding transitions. Moreover, we show

that the geometries and stabilities of these helices can be tuned by manipulating the

force field parameters.

1 Introduction

Foldamers, oligomeric molecules which form secondary structure in solution due to non-

covalent interactions amongst nonadjacent residues, show great promise for a multitude of

applications including therapeutics,1 antimicrobials,2,3 catalysis,4,5 molecular sensors,6 and

nanostructured materials.7,8 In the past few decades, many research studies have elucidated

and characterized new backbone and sidechain chemistries leading to secondary structure

formation.9–19 In order to design foldamers exhibiting stable, tunable tertiary structures,

which remains a formidable challenge but a necessary step in achieving the structural speci-

ficity required in many applications, it is important to first gain a solid understanding of the

design principles for secondary structure formation.

Due to the challenges associated with the synthesis and especially the characterization

of potential foldamer molecules, molecular dynamics (MD) simulations are a vital tool for

searching broad chemical spaces and efficiently exploring folding properties such as stabil-

ity and cooperativity. Moreover, MD simulations provide a direct atomic-level (or coarse-

grained particle-level) view of secondary structures. Recent progress in enhanced sampling

methods,20,21 statistical analysis techniques,22,23 sheer computing power, and the quality of

both atomistic and coarse-grained force fields have paved the way for increasingly accurate

simulations of molecular folding.24

Previous experimental and simulation efforts of foldamers have largely focused on biosim-

ilar molecules resembling proteins, DNA, or RNA. Yet, biological foldamers represent only a
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miniscule fraction of chemical space, and their chemical sequences have been constrained by

evolutionary pressure to perform specific biological functions in a specific biological environ-

ment. Without these constraints, carefully designed foldamers with non-natural backbones

can have several advantages—for example, they can be more chemically resilient, especially

with regard to resistance to hydrolysis, or exhibit superior mechanical and electrical proper-

ties not possible with a peptidic backbone.

Knowledge-based approaches to modeling proteins and biosimilar molecules, such as

Rosetta,25 have benefited greatly from a wealth of experimental crystal structure data avail-

able in the PDB databank26 and elsewhere. The scarcity of experimental data of any kind

for non-biological foldamers, in contrast, has hindered the development of new chemically

specific non-biological foldamer models. Reasons for this lack of data include the generally

tedious nature of synthesizing sequence-defined hetero-oligomers, and that techniques for

characterizing the sequences of non-biological hetero-oligomers lag behind those for biologi-

cal hetero-oligomers such as proteins and nucleic acids.27

Many biologically important foldamers, as a key part of their function, are also only

marginally stable. Achieving the correct balance between entropy and enthalpy is frequently

beyond the limits of accuracy for classical atomistic force fields, requiring careful refinement

of force field parameters and/or the consideration of more complex energetic terms such as

atomic polarizabilities.28 Thus, rather than using bottom-up approaches based on quantum

level simulations to develop an accurate atomistic force field for a specific foldamer system,

we take a different approach, choosing to develop a coarse-grained simulation framework for

studying non-chemically specific behaviors of categories of foldamers.

Coarse-grained molecular models, in which atoms are grouped together into effective

interaction sites, allow for larger time and length scales to be accessed, and the reduced

degrees of freedom compared to all-atom models lead to a smoother energy landscape. Nu-

merous studies spanning more than four decades have investigated different ways of param-

eterizing coarse-grained models intended to predict or reproduce the secondary structure
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of biomolecules.29,30 Most coarse-grained models of proteins or foldamers are either 1) in-

herently biased towards specific targeted structures (such as Gō-type models and elastic

network models), or 2) parameterized to chemically specific atomistic simulation and/or ex-

perimental data. In Gō-type coarse-grained protein models, nonbonded interactions are

restricted to native contact pairs, artificially stabilizing secondary structure. Nonethe-

less, Gō-type structure-based models have contributed valuable insight into protein fold-

ing mechanisms.30,31 Chemically specific coarse-grained models are typically parameterized

using systematic coarse-graining techniques including iterative Boltzmann inversion,32 force-

matching,33 relative entropy methods,34 or more recently, by machine learning techniques.35

This work is intended to improve understanding of foldamer behavior at a more funda-

mental level through the use of generic coarse-grained models free of chemical specificity. A

reduced force field parameter space allows for efficient parameter scanning and optimization

when searching for foldamers with novel characteristics. Coarse-grained modeling also en-

ables efficient investigation of overall forces driving oligomer secondary structure formation,

such as stiffness of the backbone and sidechains, interaction strengths between backbone

and sidechains, and size of the sidechains. Our non-specific approach is inspired by the

sizable progress made by “minimalist” coarse-grained models, both on and off-lattice, in

understanding protein biophysics even without atomistic detail.30,36–38

In this work, we introduce cg_openmm, a Python-based framework for setup, execution,

and thermodynamic analysis of coarse-grained foldamer replica exchange molecular dynamics

(REMD) simulations, and analyze_foldamers, a companion Python package for structural

analysis of coarse-grained foldamers. These software packages serve as the foundation of a

broader effort to understand heteropolymer secondary and tertiary structure formation as a

function of molecular parameters.

To demonstrate the utility of these tools for exploring the structural and thermodynamic

properties of oligomers that exhibit secondary structure, we use an illustrative example of

a helix-forming Lennard-Jones homo-oligomer containing 1 backbone bead and 1 sidechain

4



bead per residue throughout this work. Specifically, we use the term homo-oligomer through-

out this work to describe small chains composed of identical, covalently bound residues

(monomers). Using initial estimates of nonbonded (Lennard Jones 12-6) and bonded (bond

stretching, bond-bending, and periodic torsion) parameters derived from a pre-designed helix

structure, we systematically vary sets of force field parameters and analyze their effects on

helix stability, geometry, and cooperativity of folding. Additionally, we investigate the effect

of chain length on these properties.

In the subsequent section, we discuss our minimal coarse-grained homo-oligomer model

and the setup of REMD simulations. Then we describe in detail the capabilities of our ther-

modynamic analysis tools, including heat capacity and free energy of folding calculations,

and structural analysis tools, including bonded parameter distributions and native structure

determination from structure-based clustering. Next we present the results of scanning the

sensitivity of helix stability and cooperativity on sets of bonded and nonbonded parameters.

Finally, we discuss future work enabled by the cg_openmm framework, including the poten-

tial for discovering novel non-canonical secondary structures, designing stimuli-responsive

foldamer systems which transition between multiple stable secondary structures, and gain-

ing a deeper understanding of the principles governing folding through rapid hypothesis

testing.

2 Methods

2.1 Coarse-grained model
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Figure 1: Illustration of the topology and bonded parameters of a 1-backbone, 1-sidechain
(1-1) homo-oligomer containing 4 residues.

Figure 1 depicts the topology of the minimal coarse-grained homo-oligomer model used

throughout this work, containing one backbone bead (blue) and one sidechain bead (black)

per residue. Our model draws inspiration from the minimal coarse-grained protein model

of Tozzini39 in which the standard � and  torsional angles of atomistic oligopeptides were

mapped to effective coarse-grained angles and pseudotorsions. In our model, bond distances

between backbone-backbone and backbone-sidechain beads are labeled as rB�B and rB�S,

respectively. �B is the effective bond-bending angle defined by three consecutive backbone

beads and �S is the effective bond-bending angle of two backbone beads and a sidechain

bead. �B is the backbone pseudotorsion angle defined by the positions of four consecutive

backbone beads. Other pseudotorsion angles involving sidechain beads are not depicted in

Figure 1 for simplicity.

The bonded potential functional forms used throughout this work are given in eqs 1-3.

Bond-stretching and bond angle-bending potentials are harmonic functions, and torsions

are given by a periodic function, in which n is periodicity, kt is the force constant, and �t

is the phase shift. Torsions with a periodicity of 3 represent the familiar rotational energy

landscape with 3 minima, typically for gauche+, gauche-, and trans states. A periodicity of 1

corresponds to a single minimum, with �t being strongly disfavored. Such a potential applied

to the backbone beads can favor the formation of helices.40 At the atomistic level, such

asymmetric pseudotorsion potentials could arise from steric interactions amongst neighboring
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residues. In this work, only periodic torsions with n = 1 are considered. While we have

chosen these relatively simple potentials in this initial study, nearly arbitrary custom bonded

potential functions may be specified in OpenMM.41

Ubond = kb(r − ro)2 (1)

Uangle = ka(� − �o)2 (2)

Utorsion = kt[1 + cos (n�− �t)] (3)

Nonbonded interactions are described by a Lennard-Jones 12-6 function with no cutoff, due

to the small size of the foldamer systems studied in this work.

Unonbond = 4"

���
r

�12

−
��
r

�6
�

(4)

Nonbonded interactions for 1-2 and 1-3 bonded neighbors are excluded, and 1-4 interactions

are given full weight. Nonbonded interactions between unlike particles are described by

standard Lorentz-Berthelot mixing rules:

�ij =
�ii + �jj

2
(5)

"ij =
√
"ii"jj (6)

Highly customized nonbonded potentials can be defined in OpenMM, allowing for future

studies of complex foldamer systems. Coulombic interactions are not explicitly considered

here at this time, as we are using a coarse-graining philosophy where Coulombic interactions

can usually be treated as averaged out for neutral molecules.42

Throughout this work, reduced units for distance and energy are used: the base unit for

length is the sigma parameter of the backbone bead (�B), and the base unit for energy is

the epsilon parameter of the backbone bead ("B).
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2.2 Overview of cg_openmm
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Figure 2: Illustration of the flow of data within different modules of cg_openmm and
analyze_foldamers. Input parameters are represented as a rounded rectangle, pro-
cesses as rectangles, and data as parallelograms. Structural analysis is performed within
analyze_foldamers, as indicated by processes in the blue shaded region.

The flow of data in the cg_openmm and analyze_foldamers Python packages is illus-

trated in Figure 2. First, the user specifies parameters, or ranges of parameters to scan, of

the oligomer system. These include particle definitions, monomer topologies, oligomer length

and residue sequence, bonded force field parameters, and nonbonded force field parameters.

Initial particle coordinates may be either supplied from an existing file, or generated using

a self-avoiding random walk algorithm. All of the above information about an oligomer sys-

tem is stored in a CGModel class object. When initially constructed, the CGModel class

generates an OpenMM topology object, which contains the model’s bond, angle, and torsion

definitions, and an OpenMM system object, which contains the model’s force field parame-
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ters. The CGModel, in combination with the energy and trajectory coordinate files generated

by OpenMM, is used to perform subsequent thermodynamic and structural analyses.

The actual dynamics are run using the OpenMM molecular mechanics simulation API,

which includes all of optimized energetic and dynamical functions necessary for achieving

high-efficiency MD simulations. cg_openmm facilitates the setup and management of coarse-

grained oligomer simulations, and performs post-processing analyses.

2.3 Replica Exchange Molecular Dynamics Simulations

To overcome the slow sampling at thermodynamic states near or below the folding tran-

sition temperature, a common strategy in foldamer and protein simulation literature is to

perform replica exchange molecular dynamics (REMD) simulations.43–46 In REMD, simula-

tions are run concurrently in separate simulation boxes, with configurational swaps between

boxes attempted periodically. Typically, the parallel simulation cells differ in temperature

(parallel tempering). These swaps are either accepted, in which the configurations of the

two simulation boxes are switched, or rejected, in which the configurations stay the same, in

accordance with a Metropolis acceptance criterion:

Paccept (i; xi; j; xj) = min

�
1;

exp [�iUi(xj) + �jUj(xi)]

exp [�iUi(xi) + �jUj(xj)]

�
(7)

In eq 7, the subscripts denote state index, x represents the configuration, U is potential

energy, and � = 1=kBT . Upon an accepted swap the system can escape metastable states

at local energy minima, and more effectively navigate to the global energy minimum.

The efficiency of replica exchange simulations depends greatly on the temperature states

used, as well as the frequency at which exchange attempts are made.47 It is now generally

accepted that exchange attempts should be made as often as possible,48 but this should be

balanced with the computational overhead of the exchange moves. Logarithmically spaced
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replica temperatures have been shown to provide roughly equal acceptance ratios in par-

allel tempering simulations of systems which have constant heat capacity.49 However, in

systems which undergo structural changes with a significant free energy barrier (such as

folding/unfolding), a bottleneck for the migration of replicas can occur near the transition

when logarithmic spacing is used.50 A number of solutions for improving sampling near the

folding transition have been proposed.50–52 One strategy, which we have adopted in this

work, is to optimize the spacing of temperatures such that the entropy change between all

adjacent states is equal.51 If heat capacity data as a function of temperature is available

(i.e., estimated from a preliminary simulation with logarithmic spacing), temperatures can

be selected such that all adjacent pairs Ti and Ti+1 satisfy the following integral equation:

Z Ti+1

Ti

CV (T )

T
dT =

�S

N
(8)

In eq 8, CV (T ) is the temperature-dependent constant volume heat capacity, N is the total

number of replicas, and �S is the constant entropy increase (CEI) across all states. Key

metrics for assessing the sampling efficiency of replica exchange simulations include the

number of transits between the lowest and highest temperatures over a given time period,

and the transition matrix of acceptance probabilities.47,53,54

The replica exchange simulations in cg_openmm are executed using the GPU-accelerated

openmmtools multistate framework54–57 in the canonical ensemble. Even for the small sys-

tems considered here, we have found that GPU acceleration provides a dramatic speedup

compared to running in parallel with 1 CPU/replica. In this work, 12 replicas were used

in all cases, spanning a reduced temperature range of 200 K(kB="B) to 600 K(kB="B). A

Langevin integrator with a collision frequency of 5 ps-1 and timestep of 5 fs was used. We

chose this slightly conservative time step to avoid instabilities that may arise when explor-

ing wide ranges of force field parameters. Replica exchange moves were attempted between

neighboring temperature pairs after every 200 timesteps (1 ps), which we found to provide
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a good balance between computational efficiency and replica sampling efficiency. It should

be noted that openmmtools supports a variety of other integrators, including Metropolized

variants, in which the molecular dynamics segments are themselves subject to acceptance

or rejection.58 In a preliminary replica exchange simulation 50 ns in duration, logarithmic

temperature spacing was used. We then applied the constant entropy increase method as

outlined above to the preliminary heat capacity data to refine the temperature spacing for a

200 ns production REMD simulation. To solve for the constant entropy increase temperature

spacings, the CV

T
data was splined such that arbitrary definite integrals could be accurately

evaluated. The temperature spacings were then optimized59 to minimize the standard devi-

ation of the entropy increases, with the constraint that the temperature range be the same

as the original. A comparison of replica exchange transition matrices from simulations with

logarithmic temperature spacing and optimized CEI spacing is shown for an example system

in the supporting information (Figure S1).

Unless otherwise stated, for both the preliminary 50 ns log-spaced simulation and the 200

ns CEI-spaced simulation, the first 20 ns is discarded as an equilibration period, and potential

energy time series data for each thermodynamic state is decorrelated using the pyMBAR

timeseries module.22 Running on one NVIDIA® Tesla® V100 GPU, these combined 250

ns of REMD simulations (totaling 3 �s over all replicas) took approximately 8 hours to

complete. In general, the energy decorrelation times for each thermodynamic state vary

significantly, with states near the folding transition exhibiting slower decorrelation than low-

temperature folded states. To estimate an overall energy decorrelation time to apply to

all states, we fit the individual decorrelation times to a normal distribution, and chose the

time which yields a cumulative probability distribution value of (2nreplica − 1)=(2nreplica).

For 12 replicas, this corresponds to 1.73 standard deviations above the mean decorrelation

time. The decorrelation of replica exchange time series data remains an active topic of

research and will be revisited in future work. We used the physical_validation Python

package60,61 to confirm that the replica exchange simulations sample from the canonical
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Boltzmann distribution (for further details, see supporting information, Section S2).

In the following sections, we describe the analysis tools included in cg_openmm and

analyze_foldamers for screening thermodynamic and structural properties of foldamer can-

didates.

2.4 Heat capacity

Heat capacity curves as a function of temperature are a simple probe for determining

whether and where a folding transition takes place. The melting point of a foldamer ap-

pears as a peak in heat capacity because thermodynamic work is required to break/make

the native non-covalent interactions. With a fixed size simulation box, constant volume heat

capacity (CV ) is computed from the derivative of decorrelated potential energy with respect

to temperature using a finite difference scheme. The Multistate Bennett Acceptance Ratio

(MBAR) method22 is used to compute the expectation value of heat capacity at temper-

atures of interest, including arbitrary intermediate temperatures not sampled during the

replica exchange simulation. By reweighting the reduced potential energies from a replica

exchange simulation to the temperatures of interest, the energies of each uncorrelated con-

figuration sampled at each thermodynamic state can be leveraged in the computation of

CV at all states of interest, provided that there is sufficient configurational overlap between

the thermodynamic states. Moreover, MBAR provides an asymptotically unbiased estimate

of uncertainty at both sampled and unsampled states. In this work we have utilized the

MBAR implementation in the Python package pymbar.22 An example heat capacity curve

calculated using MBAR with 3 unsampled states inserted between each sampled state is

shown in Figure 3.

For all expectation calculations of thermodynamic observables, including heat capacity,

native contact fraction, and free energy of folding as functions of T, uncertainties can also be

reliably calculated using bootstrap resampling.62 Uncertainty in detailed features of the heat
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capacity curve, such as melting point and full-width half maximum, can also be computed

in this way. In this work, we implement a variant of standard bootstrapping in which the

initial reference frame for slicing decorrelated time series data is also randomly selected in

each bootstrap trial. This effectively allows all data points to be utilized in the calculation,

leading to smoother mean values.
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Figure 3: Example of a heat capacity (CV ) expectation curve and a native contact fraction
(Q) expectation curve, with 3 unsampled states between each sampled state included in
the MBAR calculation. The temperature at which heat capacity is at a maximum closely
correlates with that at which Q is maximally decreasing. All quantities are given in a reduced
units system, in which "B is the base energy unit. Uncertainties are estimated as the standard
deviation over all bootstrap trials. The specific force field parameters used are as described
in section 3.5, with ka = 100=rad2 and kt = 2:0.

2.5 Native state from clustering

A challenging but critical aspect of studying novel foldamers is identifying the native

configuration in the folded state(s), without any prior knowledge or expectation. Key pa-

rameters defining the native state are the specific pairs of particles which are in proximity to

one another, and the distances separating these native pairs. The fraction of native contacts

is an important metric for classifying each conformation in a simulation trajectory as ‘folded’

or ‘unfolded’, which is necessary for computing the free energy of folding and other related
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thermodynamic quantities.

One approach to estimating the native state is by clustering configurations from a replica

exchange simulation. In general, clustering methods aim to optimize the placement of data

points into groups (clusters) based on their similarity to one another. Applied to molecular

simulation trajectory data, clustering methods can identify groups of similar structures rep-

resentative of frequently visited conformations.63 The cluster with the most similar members

is likely a candidate for the native structure, whereas other clusters may represent metastable

states.

In analyze_foldamers, we have implemented clustering based on two different metrics:

root-mean-square deviation (RMSD) of particle coordinates, and distance of the vector of

backbone torsion angles. In the full coordinate RMSD approach, structures from all uncor-

related frames in the trajectory are first superimposed to an arbitrary reference frame using

a rotational and translational optimization scheme.64 For each pair of frames, the coordinate

RMSD distance matrix is the following:

dRMSD(i; j) =

vuut 1

n

nX
k=1

(xi;k − xj;k)2 (9)

in which i and j are the frame indices, x represents the Cartesian coordinates of particle k,

and n is the total number of particles in the molecule. In the torsion clustering approach, the

distance matrix is composed of distances in the space of backbone torsion angles, between

each pair of frames:

d�(i; j) =

vuutN�2X
k=1

(�i;k − �j;k)2 (10)

In the above equation, �i;k is the kth backbone torsion angle in frame i. In a chain with

N backbone particles, there are a total of N − 2 backbone torsions. Note that periodic

boundary conditions must be applied in each dimension.

In a typical trajectory set from REMD simulations of a potential foldamer, structures
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above the melting temperature will be characterized by large distances between data points,

especially in the case of particle coordinate RMSD, and structures well below the melting

temperature will be tightly distributed. Density-based clustering methods, which identify

clusters of high density and discard low density regions as ‘noise’ points, are well suited to

this application. In particular, we have chosen to use the Density Based Spatial Clustering of

Applications with Noise (DBSCAN) method65,66 implemented in the scikit-learn Python

package.67 DBSCAN is highly efficient in that only one pass through the data is performed,

and it does not require that the number of clusters be known a priori. This is in contrast to

center-based methods such as K-means clustering, which aims to minimize the intra-cluster

sum of squares against the cluster mean, or K-medoids, which aims to minimize the sum

of distances between cluster member data and the medoid in each cluster. In general, the

number of metastable states of a foldamer system is not known, making it necessary to

repeat K-means or K-medoids clustering several times with different numbers of clusters

to find an optimal number of clusters. DBSCAN uses two key parameters—the number of

minimum samples (nmin) within the radius (�) required to classify a data point as a ‘core

point’. Points that lie within � of a core point, but do not satisfy the core point criteria, are

non-core cluster members. Any point that lies beyond � of a core point is classified as noise.

One disadvantage to density-based clustering methods is that there is no direct analog to the

‘centroid’ or ‘medoid’ structures, as are returned by K-means and K-medoids, respectively.

However, by constructing a similarity matrix (Sij) for each cluster, a representative structure

of that cluster can be estimated:

Sij = exp

�
− di;j
dscale

�
(11)

medoid index = argmax

 X
j

Sij

!
(12)

In eq 11, dscale is a scaling factor set as the standard deviation of the distance matrix. To

improve efficiency when dealing with large datasets containing primarily unfolded, “noisy”
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structures, we have implemented a pre-clustering filtering function, to remove data points

from the distance matrix which have few near neighbors. The fraction of data passing

through the density filter is specified by the user, and a neighborhood scan radius parameter

and minimum number of neighbors within that radius are optimized to achieve the specified

filtering criteria. As a result, only relatively high-density data points are input into the

DBSCAN algorithm, allowing the use of a smaller � parameter to identify distinct structures

more precisely. A similar density filtering pre-clustering step has been successfully used to

identify protein-ligand binding sites in a noisy trajectory dataset.68

2.6 Native contact fraction calculation

Once the native structure(s) are established, native contact pairs are identified as particles

which are less than a distance cutoff ccut from each other. Then, the pairwise distances

between native contacts in the native structure (rnative) are used to compute the fraction

of native contacts (Q) of each uncorrelated frame in the replica exchange trajectory set.

A multiplicative tolerance factor (ctol) is applied when scanning the trajectories for native

contacts. Thus, a pair is considered a native contact if 1) it is a native pair defined in the

native structure, and 2) the distance between two particles is less than or equal to rnativectol.

Using MBAR, the expectation of Q as a function of temperature is computed from the

reduced energies evaluated at all thermodynamic states of interest and the corresponding

native contact fractions (for example, see Figure 3). In a well-defined foldamer system which

transitions from a disordered state to a single folded state, the Q vs T data is well-described

by a sigmoidal hyperbolic fitting function:

Q(T ) =
Q0 +Q1

2
− Q0 −Q1

2

�
tanh

�
T − T0

d

��
(13)

in which Q0 is the native contact fraction at the low-temperature limit, Q1 is the native
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contact fraction at the high-temperature limit, and d is a sigmoid width parameter which

describes the temperature range over which the folding transition occurs. The d parameter

is thus a measure of the cooperativity of the transition.

In general, ccut and ctol are varied in a 2D optimization scheme to maximize Q1 − Q0

(i.e., maximize the distinction between the folded and unfolded states). A similar result

may be achieved by minimizing the sigmoid width (d) parameter (i.e., maximize observed

cooperativity).

Figure 4: Illustration of native contact pairs (indicated by dashed lines) along the helical
backbone for an (i to i+ 4) helical foldamer.

For helices, as is the case for all examples considered in this work, we have also im-

plemented a simplified native contacts optimization scheme in cg_openmm. The average

distances between all backbone-backbone bead pairs in the nonbonded interaction list are

computed as a function of the number of bonds separating them (i to i+ 3, i to i+ 4, etc.),

and native contacts are chosen to be the set of pairs (i to i + n) exhibiting the shortest

average distance. As an example, the helical backbone native contacts for an (i to i + 4)

helix foldamer are shown in Figure 4. All instances of the optimal pairs are considered na-

tive contacts. Next, the distance tolerance ctol for the trajectory scan is varied to maximize
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Q1 − Q0. Further details regarding the native contacts optimization are given in the sup-

porting information (Section S3). Over a wide range of both nonbonded and bonded force

field parameters of helical foldamers, we have found that ctol is generally approximately 1.3

(Figures S3–S4). For simplicity, we therefore set ctol = 1:3 for all examples in Section 3 of

this work to minimize the need for optimization of the native contact definitions.

2.7 Free energy, entropy, enthalpy of folding

To compute the free energy change associated with molecular folding, the conformational

states (i.e., “folded” and “unfolded”) must first be given definitions by the researcher perform-

ing the calculation. If most conformational states are very clearly either folded or unfolded,

i.e., in the case of a strongly cooperative foldamer with a single folded state, the free energy

difference between them will be relatively insensitive to the precise definitions of the folded

and unfolded states. However, if there is a not a clear division between the folded and un-

folded states, different definitions of the conformational states may dramatically affect the

results of the free energy calculation.

For the simple test systems considered in this study, we define the folded state as any

structure which has a native contact fraction greater than (Q0+Q1)
2

, using the optimized Q vs.

T sigmoid fitting parameters. Conversely, any structure which has a native contact fraction

less than or equal to (Q0+Q1)
2

is considered unfolded.

To compute free energy of folding as a function of temperature, given replica energy

time series, replica trajectories, and corresponding native contact fractions, each frame in

the trajectory is first classified as folded or unfolded. In general, classification criteria for n

conformational states can be used in cg_openmm. Next, MBAR is used to compute the prob-

ability expectations 〈Pi〉 at each temperature that a structure will be in each conformational

state. The free energy change upon folding �Gij(T ), or generally upon any conformational
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state transition, can then be computed from the following relation:

�Gij(T ) = −kBT ln

�
〈Pi〉
〈Pj〉

�
(14)

We note that in the systems considered in this work, the volume of the simulation cell is

not specified, and so �G is equivalent to the change in Helmholtz free energy (�A), and

�H is equivalent to the change in internal energy (�U). Uncertainty in �Gij(T ) can be

computed from the covariance matrix returned by pymbar, or by the bootstrapping scheme

implemented in cg_openmm. From the free energy data as a function of temperature, entropy

change of folding (�S) and enthalpy change of folding (�H) are computed by evaluating

the derivative of a cubic spline fit to the �G vs T curve:

�S = −
�
@�G

@T

�
P

(15)

�H = �G+ T�S (16)

Uncertainty in �S and �H is computed using the bootstrapping scheme described above.

Example plots of free energy, entropy, and enthalpy of folding curves for a helix-forming

homo-oligomer system are shown in Figure 5.
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Figure 5: Example free energy of folding, entropy of folding, and enthalpy of folding curves
for a helical foldamer system, with uncertainties estimated as the standard deviation from
bootstrapping the native contact fraction expectations. All quantities are given in a reduced
units system, in which "B is the base energy unit. The specific force field parameters used
are as described in section 3.5, with ka = 100=rad2 and kt = 2:0.

2.8 Structural distributions

The analyze_foldamers package is equipped with routines for computing bond length,

bond-bending angle, and torsion angle distributions given a CGModel object and trajectory

file(s). All types of bond, angle, and torsion particle sequences for an arbitrary hetero-

oligomer are detected automatically from the topology in the CGModel, histogrammed, and

saved to figure files. Of particular interest are the changes in bonded distributions over a set

of replica exchange trajectories at different temperatures.

In addition to 1D histograms, analyze_foldamers contains a tool for plotting
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Ramachandran-like 2D histograms of backbone pseudotorsion angle and backbone bond-

bending angle, similar to the Ramachandran plots Tozzini and coworkers mapped from the

atomistic �/ angles to the coarse-grained �-� space.39 2D histograms of any combination

of two bonded parameters can also be generated in analyze_foldamers to investigate cor-

relations amongst them throughout the folding transition.

2.9 Workflows with Signac

To streamline the workflow of running replica exchange simulations, post-processing to

decorrelate time series data and write replica/state trajectory files, and performing structural

and thermodynamic analysis operations, we have provided templates in cg_openmm for setting

up Signac69 flow projects. Signac is a Python-based workflow manager, which allows the

user to specify project operations and their dependencies using Python decorators. Ranges

of force field and model parameters of interest are specified in a project’s init.py script,

and Signac manages the parameter scan directory structure, job data, and job submission

on high-performance computing (HPC) clusters with minimal human input. Moreover, the

Signac framework is highly scalable to very large parameter scans.

2.10 Helical modeling

To obtain initial guesses for force field parameters of a minimalist 1-1 homo-oligomer

model which folds cooperatively into a helix, we developed a simple helical modeling tool

which optimizes helical radius (r), pitch (2�c), and the spacing between Lennard-Jones

particles (�t) placed along a helix, given the number of backbone particles (nB) and Lennard-

Jones � and " parameters. The spacing between backbone particles is assumed equal, such

that the �t parameter fully defines the particle positions for a given radius and pitch. The

objective function to minimize is the total energy of the particles placed along the helix,
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considering only the untruncated Lennard-Jones 12-6 function and no bonded terms nor

exclusions. The helix is represented by the following parametric equations:

x = r cos t (17)

y = r sin t (18)

z = ct (19)

Sidechain particles are placed normal to the helix, at a distance from the corresponding

backbone particle equal to the Euclidean distance between adjacent backbone particles at

any given iteration (i.e., enforcing equal equilibrium bond lengths for B-B and B-S bonds).

In this simplified model, sidechain particles impart no additional degrees of freedom to the

system, but sidechain-sidechain and sidechain-backbone interactions are included.

The optimization is carried out using the differential_evolution solver in the SciPy

package,59 which can more effectively navigate to the global energy minimum than gradient-

based approaches. Using the positions of the energy-minimized helix, the values of all bonded

parameters for a given � and " can be estimated and tested in replica exchange MD simula-

tions. The equilibrium bond distances, backbone bond-bending angle (�B;o), and backbone

torsion angle (�B;o) in particular can be expected to closely match the values obtained from

a full replica exchange MD simulation, provided that the corresponding force constants are

adequately high. Given the constraint on the sidechain positions, however, parameters in-

volving the sidechain are expected to require refinement. In future work, we aim to include

more energy terms in the helical model, specifically bonded terms and the 1-2, 1-3 nonbonded

exclusions, to provide even more accurate estimates of helix-stabilizing bonded parameters.
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Figure 6: Illustration of optimized backbone (magenta) and sidechain (green) particle posi-
tions spaced equally along the helical line (blue). All axes are in units of� B .

3 Results and Discussion

3.1 Helical design

To obtain a set of reasonable force �eld parameters forming the basis of various scans

of nonbonded and bonded parameters, we �rst applied the helical modeling tool described

above to a 1-1 model with 24 residues. The LJ 12-6� parameter was set to a value of 1

for both sidechain and backbone particles, e�ectively de�ning the base unit of length in the

system. The" parameters for each bead type were similarly set to 1. In the case where all

particles have the same LJ parameters, the optimized geometry of the helix is not a�ected

by the value of " . The helical parameters determined from the global energy minimization

described in Section 2.7, with sidechain particles �xed normal to the helical line, are listed
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in Table 1, below, with distance units given in multiples of� . For reference, in an� -helix,

� B;o � 92� , � B;o � 52� , and there are 3.6 residues per turn.29 The optimized helix model

in this work has a wider backbone bond angle and smaller backbone torsion angle than the

literature � -helix, corresponding to a larger radius, smaller pitch, and more residues per

turn.

Table 1: Results for helical optimization (� = 1)

Parameter Value
rB � B = rB � S 1.08
� B;o (degrees) 105.5
� B;o (degrees) 16.7

radius 0.86
pitch 0.96

residues per turn 4.73

The geometry of the optimized helix provides estimates of equilibrium bond distance,

bond-bending angles, and torsions angles. It does not, however, provide insight into the force

constants or energetic parameters which stabilize the helix. Additionally, the constraint on

the sidechain bead positions leads only to approximate positions, and this constraint should

be removed in the MD simulations.

Before moving on to scanning the force �eld parameters to study stability and coopera-

tivity of the designed helix, we make several simpli�cations to reduce the parameter space:

1) the backbone sigma parameter (� B ) is �xed at 1 (base distance unit), 2) the backbone-

backbone and backbone-sidechain equilibrium bond lengths (rB � B , rB � S) are �xed at a value

of 1.08 determined from the positions of the optimized helix, 3) harmonic bonds are nearly

rigid with a dimensionless force constant of 506.25, and 4) all torsions involving sidechain

beads are switched o� for the sake of simplicity, such that the relevant 1-4 pairs interact

only through the nonbonded potential. The masses of both particle types are �xed at 100

AMU, which only a�ects the dynamics, not the thermodynamics. Explicit sidechain torsions

are expected to play an important role in facilitating folding, and will be revisited in future

studies.
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3.2 E�ect of varying sidechain nonbonded parameters

We �rst examine the e�ect of the sidechain Lennard-Jones parameters on helix stability

and cooperativity through a series of REMD simulations. These e�ects are assessed by

analyzing the plots of heat capacity and average native contact fraction as functions of

temperature. We will hereon refer to the plot of average value of native contact fraction

versus temperature as simply �native contacts curve�. A foldamer's melting point is a measure

of stability, indicative of the level of resistance to thermal denaturation. The sigmoid width

parameter (d) of the native contacts curve and full-width half-maximum (FWHM) of the

heat capacity curve are each measures of folding cooperativity. A more cooperative foldamer

undergoes the folding transition over a narrower temperature range.

In a 2D grid of REMD simulations, we varied the sidechain energetic parameter"S and

sidechain size parameter� S. In each case, results were generated from 200 ns trajectories with

constant entropy increase temperature spacing, as described above, following a preliminary

50 ns simulation with logarithmic temperature spacing. In addition to the �xed parameters

speci�ed in Section 3.1, the following bonded parameters were used, based on the geometry

of the energy-minimized helix and reasonable estimates of force constants from preliminary

simulations: ka = 100=rad2, kt = 3:33, � B;o = 105:5� , � S;o = 127:5� , and � B;o = 16:7� . This

value of � S;o was chosen to satisfy the symmetry constraint� B;o + 2� S;o = 360� .

Tuning the sidechain Lennard-Jones parameters allows for �ne control over the foldamer

melting point (stability), height and width of the heat capacity curve (cooperativity), and

even the helix geometry itself (pitch, radius). Figure 7 shows a representation of the en-

semble of folded structures, determined from DBSCAN clustering, for three di�erent values

of � S and with "S = 4. Further details on the DBSCAN clustering protocol and cluster

statistics are provided in the supporting information (Section S4). The heat capacity curves

and corresponding native contacts curves for various combinations of� S and "S values are

presented in Figure 8, and Figure 9 shows 1D representations of key features of the heat
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capacity and native contacts curves in Figure 8.

Figure 7: Representative samples from the folded clusters for"S = 4 and varying � S illustrate
changes in helical pitch with� S. Structures are aligned with respect to the cluster medoids.

Figure 8: Top: the melting point (stability) computed from heat capacity increases with"S

and decreases with� S. Increasing"S generally results in a largerCV peak height and nar-
rower CV peak width (higher cooperativity). Data for "S = 4 corresponds to the structures
shown in Figure 7. Bottom: native contact fraction expectation curves provide an alternative
view of folding transition behavior using structural data rather than purely thermodynamic
data. Trends in melting point (sigmoid center) and cooperativity (sigmoid characteristic
width) are in excellent agreement with the heat capacity curves. Uncertainties represent the
standard deviation from bootstrapping.
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