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Abstract

We propose a novel approach to model viscoelasticity materials, where rate-dependent and non-linear
constitutive relationships are approximated with deep neural networks. We assume that inputs and outputs of
the neural networks are not directly observable, and therefore common training techniques with input-output
pairs for the neural networks are inapplicable. To that end, we develop a novel computational approach to
both calibrate parametric and learn neural-network-based constitutive relations of viscoelasticity materials
from indirect displacement data in the context of multiple-physics systems. We show that limited displace-
ment data holds sufficient information to quantify the viscoelasticity behavior. We formulate the inverse
computation—modeling viscoelasticity properties from observed displacement data—as a PDE-constrained
optimization problem and minimize the error functional using a gradient-based optimization method. The
gradients are computed by a combination of automatic differentiation and implicit function differentiation
rules. The effectiveness of our method is demonstrated through numerous benchmark problems in geome-
chanics and porous media transport.
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1. Introduction

Viscoelastic materials exhibit both viscous fluid and elastic solid characteristics [1]. Examples of vis-
coelastic materials include skin, memory foam mattress, wood, polymers and concrete [2]. In general, all
materials exhibit viscoelastic behavior to some extent. Therefore, accurate models of viscoelastic properties
are very important. The viscoelasticity makes the behavior of material rate-dependent; that is, the mate-
rial’s response to deformation or force may change over time. This rate-dependent behavior makes viscosity
modeling unique and challenging compared to its counterparts, such as elasticity.

Inverse modeling of viscoelasticity relies on observed data to infer the viscoelastic constitutive relation
of a material. Typically, the strain and stress tensors in the constitutive relations are not directly observable.
Therefore, we need to leverage the conservation laws—usually described by partial differential equations
(PDEs)—and conduct inverse computation using indirect data, such as displacement data from sensors lo-
cated in a material. The observed data can also be a result of multiple-physics systems, such as those in
coupled geomechanics and multi-phase flow models.

In general, there are two types of hypothetical constitutive relations:

1. Parametric models. In parametric models, the forms of the constitutive relations are assumed but the
physical parameters in the models are unspecified. This setting leads to a parameter inverse problem.

Email addresses: kailaix@stanford.edu (Kailai Xu), alexandre.tartakovsky@pnnl.gov (Alexandre M.
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2. Nonparametric models. In these models, the forms of the constitutive relations are unknown or only
partially known (for example, a physical parameter in a parametric model may be a function of state
variables). This setting leads to a function inverse problem.

In the first case, the inverse modeling problem can be formulated as a PDE-constrained optimization prob-
lem [3, 4, 5, 6], where the objective function (also known as the loss function) measures the discrepancy
between the predicted and observed data, the conservations laws are the constraints, and the unknown phys-
ical parameters are the free optimization variables. However, this optimization formulation is inapplicable
to the function inverse problem because the function space is infinite dimensional. We propose deep neu-
ral networks as surrogate models for the unknown functions because deep neural networks are promising
to approximate high dimensional and nonsmooth functions [7, 8, 9, 10], which are quite challenging for
traditional basis functions, such as the radial basis functions and piecewise linear functions. Neural net-
work approaches have been demonstrated to be very effective for constitutive modeling in recent work
[11, 12, 13, 14, 15, 16].

Inverse modeling for viscoelasticity has been studied extensively in science and engineering. Some
applicable examples include: [17] uses transient elastography to measure the viscoelastic properties of a
homogeneous soft solid from experimental data; [18] proposes a Fourier method with eigenfunction expan-
sion to identify memory kernels in linear viscoelasticity; [19] develops a three dimensional finite element
model to simulate the forces at the indenter and uses the Levenenberg-Marquardt method to update new
parameters in the viscoelastic and hyperelastic materials; [20] uses measured acoustic pressure amplitudes
in the fluid to quantify both elastic and viscoelastic material behaviors. [20] combined a surrogate model
optimization strategy and a classical random search technique for finding global extrema; [21] proposed
a new inverse technique for characterizing the nonlinear mechanical properties of viscoelastic core layers
in sandwich panels by planning the experiments and response surface techniques in order to minimize an
error functional; [22] determined elasticity and viscoelasticity parameters of an isotropic material by a hy-
brid numerical/experimental approach using full-field measurements. However, existing methods generally
focus on a specific parametric viscoelasticity model and do not consider the coactions of multiple-physics,
partially due to difficulties in extracting strain-stress pairs for fitting parametric viscoelasticity models and
lack of an expressive model suitable for fitting general viscoelasticity models.

Here, we propose a novel inverse modeling approach for calibrating parametric viscoelastic models
and learning neural-network-based constitutive relations using reverse-mode automatic differentiation (AD)
techniques [23, 24] in the context of multiple-physics systems [25]. AD is used to compute the gradients
of the objective function in the PDE-constrained optimization problem. With the advent of deep learning,
plenty of highly efficient, robust and scalable AD software have been developed in the context of machine
learning and scientific computing [26, 23, 27, 28, 29]. However, a simple AD implementation can only
compute the derivatives of explicit functions, for example y = f(x). Instead in numerical schemes we of-
ten encounter functions that are defined implicitly as the solution of some non-linear equation, for example
F (x, y) = 0 [30]. Therefore, we supplement the standard AD with the so-called physics constrained learn-
ing, proposed in [31], to enable automatic differentiation through implicit functions. The inverse modeling
procedure that integrates AD and physics constrained learning is shown in Figure 1. The physics constrained
learning is essential to inverse modeling of viscoelastic models because solving the PDE systems usually
require an implicit solver for stability and efficiency.

In this work, we present extensive numerical results to demonstrate the effectiveness of our method. We
divide the numerical examples into two categories according to the governing equations: the geomechanics
equation, and the coupled geomechanics and single-/multi-phase flow equations. In both categories, we con-
sider parametric viscoelastic models and neural-network-based models. We show that we can use a unified
framework for solving inverse modeling problems in different geometry or governing equation settings. The
code for this work is available at
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Figure 1: Flow chart for inverse modeling procedure. The gradients of the loss function are computed using AD or physics
constrained learning. These gradients are used in an off-the-shelf optimizer for updating the parameters, i.e., physical parameters
or neural network weights and biases. The outer loop repeats until the discrepancy between the predicted and observed data are
sufficiently close.

https://github.com/kailaix/ADCME.jl

2. Mathematical Models

2.1. Conservation Laws and Constitutive Relations

To introduce constitutive models in coupled geomechanics and multi-phase flows, we start with a relative
simple linear elasticity model. In the linear elasticity model, the governing equations are described by
two components: the conservation law and the constitutive relation. Along with the boundary and initial
conditions, the governing equations describe the deformation of linear elastic materials in the form of linear
momentum conservation law:

divσ + ρg = 0 (1)

where σ is the stress tensor, ρ is the mass density of the material, g is the gravity vector, and div is the
divergence operator.

As an example, the following constitutive relation describes the mapping between the strain and stress
tensors in an isotropic linear elastic material:

σ(u) = 2µε(u) + λ(∇ · u)I ε(u) =
1

2

(
∇u + (∇u)T

)
(2)

where I is the identity tensor, and λ, µ > 0 are the Lamé coefficients, which are related to the Young’s
modulus E > 0 and the Poisson’s ratio ν ∈ (−1, 0.5)

λ =
ν

(1− 2ν)(1 + ν)
E, µ =

1

2(1 + ν)
E (3)

The strain ε is the Cauchy strain

ε =
1

2
(∇u + (∇u)T )
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Both the strain and stress tensors are 2× 2 tensors,

σ =

[
σxx σxy
σxy σyy

]
ε =

[
εxx εxy
εxy εyy

]
Using the Voigt notation for the strain and stress tensor, we can rewrite Equation (2) in the matrix formσxxσyy

σxy

 = H

 εxxεyy
2εxy

 H =

λ+ 2µ λ 0
λ λ+ 2µ 0
0 0 µ

 (4)

2.2. Viscoelasticity
For viscoelastic materials, the strain-stress relationship has the form

σ = σ(ε, ε̇) (5)

Here the dot denotes the time derivative and ε̇ is called the strain rate. Viscoelastic materials—or in general
viscous materials—are rate-dependent, i.e., the strain-stress relation is dependent on the rate at which the
strain is developed.

There are various empirical models of viscoelasticty. Springs and dashpots constitute building blocks
for many simplified viscoelasticity models [32]. For example, the Kelvin-Voight model, the Maxwell model,
and the standard linear model are obtained based on connecting springs and dashpots with different config-
urations [33]. In this work, we generate observation data using the Maxwell model, but our methodologies
are applicable to other models as well. The Maxwell model has the following form [34]

σ̇ij +
µ

η

(
σij −

σkk
3
δij

)
= 2µε̇ij + λε̇kkδij (6)

When µ, η, and λ are independent of ε and σ, Equation (6) is a first order linear partial differential equation.
In numerical simulations, we discretize Equation (6) using an implicit scheme—backward Euler’s method—
and obtain the following the semi-discrete equation

σn+1
ij − σnij

∆t
+
µ

η

(
σn+1
ij −

σn+1
kk

3
δij

)
= 2µ

εn+1
ij − εnij

∆t
+ λ

εn+1
kk − ε

n
kk

∆t
δij (7)

Here ∆t is the time step size and n is the time index. We use this scheme because it relaxes the requirement
on the size of step sizes ∆t and is more numerically stable than forward Euler’s method, which is particularly
important in our cases because a deep neural network based constitutive relation can lead to a very stiff
system during the optimization phase (see Remark 1 for more discussions).

A major focus of this paper is to propose an approach that allows fitting a constitutive relation such
as Equation (5) from indirect data. Specifically, we model the viscous relations from limited subsurface
displacement data, which are dependent on the coupled system of geomechanics and single-phase flow.

In Appendix D, we present some commonly used coupled geomechanics and flow equations, which we
apply our inverse modeling method to in our numerical experiments.

3. Inverse Modeling Methodology

In Section 2, we introduced linear elasticity and viscoelasticity models. Particularly, we introduced
the rate-dependent viscous constitutive relations. In this section, we consider how to calibrate the model
parameters or train neural networks based constitutive relations from limited displacement data.
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3.1. Physics Constrained Learning

The basic idea of calibrating model parameters or neural network using observation data is to formulate
the inverse modeling problem as a PDE-constrained optimization problem. In the optimization problem, the
objective function measures the discrepancy between observation and prediction. The physical constraints,
which are described by PDEs, serve as the optimization constraints. Solving the PDEs (numerically) pro-
duces the prediction for the observation data. The free optimization variables are the model parameters or
the neural network weights and biases. The optimal values for these parameters are found by minimizing
the objective function. In this work, we use a gradient descent method to minimize the objective function;
more specifically, throughout the paper we use the L-BFGS-B [35] optimization method. For L-BFGS-B,
we use the line search routine in [36], which attempts to enforce the Wolfe conditions [35] by a sequence of
polynomial interpolations. Note L-BFGS-B is applicable in our case since the data sets are typically small1,
otherwise we should resort to first order optimization methods or gradient-free methods [37] to satisfy the
limited memory.

Mathematically, the PDE-constrained optimization problem has the following representation

min
θ

Lh(uh) (8)

s.t. Fh(θ, uh) = 0

where θ are the unknown physical parameters, Fh is the physical constraints (discretized PDEs and boundary
conditions), uh is the numerical solution to the PDE system Fh(θ, uh) = 0, and Lh is the loss function that
measures the discrepancy between predicted and observed data.

Time-dependent PDEs are special cases of Equation (8) by replacing uh with

u
path
h = (uh,1, uh,2, . . . , uh,n)

Here the second subscript denotes time steps. Fh is a system of equations, where each equation is a step in
a time marching scheme (e.g., forward Euler’s methods). We refer readers to Example 4 in Appendix C for
a concrete example. In what follows, we focus on a static problem because the time-dependent case can be
treated in a similar way.

In this work, if we observe values of u(x), i.e., {ui}i∈Iobs , at location {xi}, we can formulate the loss
function with least squares

Lh(uh) =
∑
i∈Iobs

(uh(xi)− ui)2

Penalty methods. One way to solve Equation (8) is by treating the constraints as a penalty term and solving
an unconstrained optimization problem

min
θ,uh

L̃h,λ(θ, uh) := Lh(uh) + λ‖Fh(θ, uh)‖22 (9)

where λ ∈ (0,∞) is the penalty parameter.
In terms of implementation, the unconstrained optimization problem does not require solving the PDE,

which can be expensive. The gradients ∂Lh,λ(θ,uh)
∂θ and ∂Lh,λ(θ,uh)

∂uh
are computed via automatic differentia-

tion, which is available in many scientific computing and machine learning packages. Upon calculating the
gradients, the objective function and the gradients are provided to an optimization algorithm, which seeks
the optimal values of the parameter θ.

1To give a flavor of how small the data size is, in our benchmarks, usually we only have around 400 scalar observations (scalar
observations at 20 locations and 20 times steps) for each training set. We use 1 ∼ 5 training sets.
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Despite the simple and elegant implementation of the penalty method, this method does not eventually
satisfy the physical constraints, and thus can lead to a spurious solution that deviates from the true physics.
Additionally, [31] shows that for stiff physical problems, the penalty method is much more ill-conditioned
than the PDE itself for the PDE-constrained optimization problem. The intuition is that the penalty method
treats uh as an independent variable. The set of added independent variables can be very large in time-
dependent problems because solutions at each time step are included in the set. We refer readers to [31] to
a more comprehensive treatment of the stiffness problem.

Remark 1. “Stiffness” has two meanings under two scenarios:

• For static problems, which are formulated as solving a linear system or solving multiple linear systems
iteratively, the coefficients matrices are ill-conditioned, i.e., the condition numbers are large.

• For time-dependent problems, we need to use small step sizes for explicit schemes or the linear systems
that need to be solved in an implicit scheme are ill-conditioned.

In our problems, because DNNs are involved, we typically need to use step sizes that work for stiff problems.
Take the heat equation for an example,

ut = ∇ · (κθ(x)∇u)

Here κθ(x) > 0 is a DNN with weights and biases θ. Assume we use forward Euler’s method to solve the
PDE. During the course of optimization, if no bound is imposed on κθ(x), κθ(x) may get very large because
with no knowledge of the ground truth θ, the optimizer will search in a large parameter space. Therefore, to
ensure that numerical solvers do not break for those θ such that κθ is large, we need to use very small step
sizes.

Physics constrained learning. Therefore, instead of using penalty methods, we apply another method,
physics constrained learning, proposed in [31], to find the optimal parameter θ. In what follows, we give
a summary of the main idea of physics constrained learning but leave a comprehensive description to this
technique to Appendix B and Appendix C.

The basic idea of physics constrained learning is to first solve the PDE system and obtain a solution
uh = Gh(θ), s.t.,

Fh(θ, Gh(θ)) = 0

The new loss function becomes
L̃h(θ) = Lh(uh) = Lh(Gh(θ)) (10)

Note that we never need to know the analytical form of Gh(θ). Gh(θ) is computed with a numerical solver
and expressed as a sequence of numerical operators, such as linear solvers, in a computational graph. Once
we know how to back-propagate the gradients through each operator in Gh(θ), we can invoke automatic
differentiation to calculate the gradients of the loss function with respect to θ.

To simplify our discussion, we now treat Gh(θ) as a single operator instead of a sequence of operators.
The discussion of a sequence of operators is left to Appendix C.

The challenge here is how to compute the gradient L̃h(θ)
∂θ in the context of numerical PDE solvers. The

reverse-mode automatic differentiation is suitable for explicit functions, such as functions with analytical
derivatives, e.g., cos, sin, or compositions of these analytically differentiable functions. However, for a
function that defines its output implicitly, which usually requires an iterative algorithm to numerically find
the solution, the application of reverse mode AD is complicated. For example, consider the differentiation of
an implicitly defined function f : x 7→ y, where y satisfies x3−y3−y = 0. The idea of physics constrained
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learning is to apply the implicit function theorem [38] to extracts the gradients/derivatives. For the example
above, let y = y(x) depends on x, and take the derivative with respect to x on both sides, then we have

3x2 − 3y(x)2y′(x)− y′(x) = 0⇒ y′(x) =
3x2

1 + 3y(x)2

Applying the same implicit function theorem to Equation (10), we obtain [31]

∂L̃h(θ)

∂θ
= −∂Lh(uh)

∂uh

(∂Fh(θ, uh)

∂uh

∣∣∣
uh=Gh(θ)

)−1 ∂Fh(θ, uh)

∂θ

∣∣∣
uh=Gh(θ)

(11)

The key observation in physics constrained learning is that we can leverage the reverse-mode automatic
differentiation to compute Equation (11) efficiently. The procedure is shown in Algorithm 1. The physics
constrained learning can be integrated with the original AD framework to calculate the gradients.

Algorithm 1 Physics constrained learning (PCL) for computing the gradients of implicit functions

1: Input:uh, θ, ∂Lh(uh)
∂uh

2: Output:∂L̃h(θ)
∂θ

3: Compute ∂Fh(θ,uh)
∂uh

∣∣∣
uh=Gh(θ)

. In some cases, this quantity is also required in the forward computation.

In such cases, we can cache this quantity for PCL.
4: Solve for x the linear system(∂Fh(θ, uh)

∂uh

∣∣∣
uh=Gh(θ)

)T
x =

(
∂Lh(uh)

∂uh

)T
5: Compute the following expression (a scalar), assuming that x as an independent variable (independent

of θ)
g(θ) = xTFh(θ, uh)

6: Treating x independent of θ, compute the gradient using automatic differentiation

∂L̃h(θ)

∂θ
=
∂g(θ)

∂θ

3.2. Neural-Network-based Viscous Constitutive Relations

In this work we mainly solve two types of inverse modeling problems:

1. In the first type of problems, we calibrate the model parameters in the constitutive relation, assuming
the form of the relation is known. For example, we want to estimate µ, η, and λ in Equation (6) from
the horizontal displacement data on the top surface of the domain.

2. In the second type of problems, the form of the constitutive relation is unknown, or only partially
known (for example, η is an unknown function of strain or stress in the numerical example in Sec-
tion 4.3, although the viscoelastic model is Equation (6)). This case is usually known as the function
inverse problem, where the unknown is a function instead of a parameter.

The solution to the first case using physics constrained learning is straightforward, where the unknown
physical parameters serve as the free optimization variables in Equation (9).

7



In the second case, we propose replacing the unknown function y = f(x) by a neural network y =
NN θ(x), where θ are the weights and biases of the neural network. Alternative functional approximators,
such as radial basis functions and linear basis functions, are also possible. However, the unknown function
is usually a high dimensional mapping and may be nonsmooth. These properties make the application of
traditional basis functions very challenging. Once we “parametrize” the unknown function using a neural
network, the inverse modeling problem is reduced to the first case, where the free optimization variables θ
are the weights and bias of the neural network. The same optimization technique as in the first case can be
applied.

Form of the Neural-Network-based Viscous Constitutive Relations. It is important that we design neural-
network-based constitutive relations so that certain physical constraints are satisfied in order to generalize
the constitutive relations to broad contexts and new data. When we have no prior knowledge on the form of
viscous constitutive relations, we propose to model the viscosity part using a neural network and approxi-
mate the constitutive relation using the incremental form

∆σn = NN ∗θ(σn, εn) +H∆εn (12)

where
∆σn = σn+1 − σn ∆εn = εn+1 − εn

Here θ are the weights and biases of the neural network, H is a symmetric positive definite matrix so that
∂σn+1

∂εn+1 = H � 0, and the symmetric positive definiteness of the tangent stiffness matrix H ensures that the
strain energy is weakly convex. The weak convexity is beneficial for stabilizing both training and predictive
modeling [39]. Equivalently, Equation (12) can be written in the following form

σn+1 −Hεn+1 = NN θ(σn, εn) := NN ∗θ(σn, εn) + σn −Hεn (13)

Equation (13) implicitly encodes the strain rate for constant time steps. We will only consider constant time
steps in this work, but the form Equation (13) can be generalized to varying time steps by interpolating the
strain and stress data.

In Equation (12), both θ and H are optimizable variable. To enforce symmetric positive definiteness of
H , instead of optimizing H , we optimize its Cholesky factor L ∈ R3×3.

H = LLT , L =

l11 0 0
l21 l22 0
l31 l32 l33


Here lij are optimizable parameters. The initial guess is

lij =

{
1 i = j

0 i 6= j

so that the initial guess for H is an identity matrix.

Training the Neural Network with Input-Output Pairs. Besides the form of the neural-network-based vis-
cous constitutive relations, the training method is also very important for stability and generalization. In the
case we have access to all strain and stress data, we can train the neural-network based on the input-output
pair

(
(σn, εn, εn+1),σn+1

)
by minimizing

min
θ

∑
n

∥∥σn+1 −
(
NN θ(σn, εn) +Hεn+1

)∥∥2 (14)

8



Training the Neural Network with a Time Integrator. The second approach is to generate a sequence of
hypothetical stress tensors using the neural-network-based constitutive relation

σ̃n+1 = NN θ(σ̃n, εn) +Hεn+1, σ̃1 = σ1 (15)

Note Eq. (15) is a time integrator of σ̃, in which we sequentially compute σ1, σ2, . . . , σn+1 using this
recursive relation, while in Eq. (14) we do not need to advance σk from k = 1 to k = n in time to obtain
σn+1.

Thus σ̃n is a function of θ, εn εn−1, and σ̃n−1. We train the neural network by minimizing

min
θ

∑
n

‖σ̃n(θ)− σn‖2 (16)

The first approach based on Equation (14) is more computationally efficient because terms in the summation
are decoupled. The second approach (Equation (16)) mimics the structure of recurrent neural networks [40],
where σ̃n serves as the hidden states. This form is expensive to train due to the sequential dependence of
σ̃n but retains history as contextual information.

As an important finding, in Section 4.4 we demonstrate using experimental data that training using the
first approach leads to a nonphysical and instable solution, but training using Equation (16) leads to a much
more generalizable and robust neural-network-based constitutive relation.

Moreover, in practice, the stress and strain tensors are not available in the training dataset. The lack of
input-output training pairs make the first approach inapplicable. The second approach can still be applied,
except that it must be coupled with the conservation laws to extract hypothetical displacement data for
computing an error functional (loss function). The coupling makes the implementation more challenging
but the generalization and robustness in predicting processes makes it a better candidate for constitutive
modeling.

3.3. Assessment

There are many hyperparameters or settings that we can use to control the optimization process. For
example, the hyperparameters we consider in this work include the stop criterion of optimizers, the archi-
tectures of neural networks, and the initial guesses. Eventually the estimated parameters (or neural network
weights and biases) converge to certain values according to the stop criterion (e.g., the relative error is
smaller than a certain threshold). However, the convergence does not guarantee that the solution is optimal;
therefore, we need some approaches to assess or validate our methods.

In this work, to validate our method, we generate synthetic data with known parameters and use these
data to solve the inverse problem to obtain estimated values for those parameters. We then compare the
estimated values and true values. For convenience, we call this approach the direct method.

In some cases, the model used in the synthetic data does not have the same form as our employed model
in the inverse problem. For example, the actual material that we want to model may have complex micro-
structures, and high fidelity simulation requires employing a multi-scale model. However, viscoelasticity
models may suffice to fit the data and provide enough accuracy for engineering applications. In this situ-
ation, the direct method is inapplicable because of the difference in scales between the high-fideliy model
and our coarse-grained visco-elastic model. We propose the reproduction method, which uses indirect
representative quantities to estimate the error.

The last two approaches serve as tools to verify our method on synthetic data. In reality, the true physical
relation may not have the same form as our employed model in the inverse problem. For example, we use
a Kelvin-Voigt model to characterize the viscosity, while the true constitutive relation may be much more
complex. In this case, we use the train-test method. The idea is as follows. If we have multiple observation
data derived from different inputs, e.g., different boundary conditions or source functions, we can split the
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dataset into training set Tt and testing set Te. The set Tt is used to estimated the optimal parameters θ∗. The
calibrated parameters are provided to the PDE solver to generate the prediction uh(θ∗), which are compared
with the corresponding data in the testing set Te. The train-test sets method follows the general training
and testing philosophy in machine learning and serves as a good indicator for the generality of the learned
model. The method requires multiple sets of data and implicitly assumes that the training and testing data
sets are from the same distribution [41].

Example 1. To illustrate the difference of three methods, let us consider fitting a constitutive relation σ =
C(ε) from displacement data û. The displacement variable, u, can be solved from the governing equation

divσ = f ε =
1

2
(∇u+ (∇u)T ) σ = C(ε)

with appropriate boundary conditions. Here f is a body force function. Assume that we use a deep neural
network to approximate the consitutive relation: σ = Cθ(ε), where θ is the weights and biases. We can
train the DNN by solving the optimization problem

min
θ
‖u− û‖2

s.t. divσ = f

σ = Cθ(ε), ε =
1

2
(∇u+ (∇u)T )

and Boundary Conditions

Let θ∗ be the minimizer, then the three methods are

1. Direct Method. In this case, we know the exact expression of the constitutive relation C. Therefore,
we can compute the error for different ε

|C(ε)− Cθ∗(ε)|

2. Reproduction Method. We do not know the form of the constitutive relation C. We are interested in
the physical quantity I(u). We can calculate the error

|I(u)− I(u∗)|

where u∗ is the solution when we plug θ∗ into the governing equation.
3. Train-test. We have multiple observations with different body force functions, (u1, f1), (u2, f2), . . . , (un, fn).

We use (u1, f1), (u2, f2), . . . , (um, fm), m < n to train the DNN and get θ∗. Then we can plug θ∗

and fi, i > m into the governing equation and get the solution u∗i , i > m. We can calculate the error

|u∗i − ui|, i > m

Note that the train-test method is the standard approach in machine learning. The limitation with this
method is that we need input-output pairs, which may not be available in out case (e.g., the stress
output of a constitutive relation is not observable); additionally, the train/test partition reduces the
training data size, which adversely affects our approach because experimental/observations data may
be usually scarce.

In the numerical examples below, we will use one of the three methods—the direct method, the repro-
duction method, or the training and testing sets method—that is appropriate for each scenario to assess the
quality of our learned constitutive models.
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4. Numerical Experiments

The numerical examples consist of two parts. In the first part, we consider the geomechanics, and in
the second part, we consider the system of coupled geomechanics and flow equations. We also consider
two learning problems: learning the parameters in a physics based constitutive model and training neural-
network-based constitutive model. The former can serve as a verification of the algorithm we developed
since we know the true parameters.

In the examples below, except for Section 4.4, we use the following settings:

• Dataset. The observations are horizontal displacement data on the ground surface, which can be
collected by various approaches (e.g., via differential GPS) in practice. Mathematically, assuming
that the horizontal displacement (x-direction) is u(x, y, t), then the observations are

{u(xi, yi, tn)}i,n

where (xi, yi) are all locations on the surface. Or more precisely, the grid nodes used in the finite
element method. tn is the time step and we assume we have horizontal displacement observations on
the surface for all time steps.

• Numerical Methods. For numerical simulations, we use the finite element method for the geome-
chanics and the finite volume method for the flow equations (see Figure 2 for the computational
domain). Specifically, we use the α-scheme for temporal discretization, which offers accuracy at
low-frequency and numerical damping at high frequency [42, 42, 43, 44].

• Deep Neural Networks. All deep neural networks consist of 3 hidden layers, 20 neurons per layer,
and have tanh activation functions. They are initialized using Xavier initializers. To avoid the
outputs of DNNs to be close to zero at the initialization (otherwise they may break numerical solvers),
we add a small positive number to outputs of final layers.

• Optimization methods. All optimization problems are solved using L-BFGS-B methods, provided
in the SciPy library [45]. We use default hyperparameters in SciPy implementations.

• Visualization. We use the von Mises stress [46] to visualize the stress tensor

σvm =
√
σ2

11 − σ11σ22 + σ2
22 + 3σ2

12

Table 1 shows a summary of the numerical examples. The simulation parameters and codes for repro-
ducing the results in this section are available at

https://github.com/kailaix/AdFem.jl

4.1. Learning Space Varying Viscosity Coefficients
Figure 3 shows the geometry of the problem involving only the geomechanics. In this setting, we impose

a Dirichlet boundary condition on the bottom side, a traction-free boundary condition on the left and top
sides, and external force on the right side.

In this numerical example, we assume that the region is composed of viscoelastic layered materials with
a viscosity coefficient that varies spatially with depth but is laterally uniform, i.e., η is a function of depth y.
The governing equation is given by

divσ + ρg = ü

σ̇ij +
µ

η(y)

(
σij −

σkk
3
δij

)
= 2µε̇ij + λε̇kkδij

(17)
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Figure 2: Finite element and finite volume computational domain for the numerical examples. The green triangles are the sensors
where the horizontal (x direction) displacement data are measured.

Table 1: Summary of Numerical Examples

Example Governing Equations Unknown Quantity Assessment Method

1 Geomechanics Parameter Direct
2 Coupled Geomechanics and Single-Phase Flow Parameter Direct
3 Geomechanics Function Reproduction
4 Experimental data Function Train-test
5 Coupled Geomechanics and Single-Phase Flow Function Train-test
6 Coupled Geomechanics and Two-Phase Flow Parameter Direct

In our algorithm, η(y) is discretized on Gauss points, and therefore the optimization problem Equation (17)
finds those discrete values by minimizing the discrepancy between observed and predicted displacement
data. To solve Equation (17) numerically, we use the α-scheme for the simulation of finite element method.

Because η(y) appears as denominators in Equation (17), we will encounter numerical difficulties when
η(y) is close to zero. To solve this problem, instead of optimizing values of η(y) at Gauss points {(xi, yi)}ni=1,
we let the optimizable variables be

η = (η(y1)−1, η(y2)−1, . . . , η(yn)−1)

The loss function is

L(η) =
n∑
i=1

(u(x̂i, ŷi)− û(x̂i, ŷi))
2

where (x̂i, ŷi) are locations on the surface, û(x̂i, ŷi) are observations, and u(x̂i, ŷi) is the first component of
the solution u to Equation (17) when η is used. We minimize L(η) with respect to η.

F
Traction-free

∂u
∂n

= 0

Figure 3: Geometry of inverse modeling problems for Sections 4.1 and 4.3.
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Figure 4 shows the true model, the corresponding displacement, and the von Mises stress distribution
at the terminal time. Figure 5 shows the evolution of estimated viscosity parameter distribution in the opti-
mization process. The results show that we can recover the space varying subsurface viscosity parameters
quite accurately with only the horizontal displacement data on the surface.
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Figure 4: Left: the true model of η(y)−1. Middle: the displacement at the terminal time. Right: the von Mises stress distribution at
the terminal time.
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Figure 5: Evolution of the learned η(y)−1 at iteration 0, 80, 160, and 240.

4.2. Learning Linear Elasticity Matrix in Poroelastic Materials

In this case, we study the estimation of the linear elasticity matrix in poroelastic materials. The gov-
erning equation is given by the single-phase flow (see Appendix D.1), and the constitutive relation is given
in Equation (2). The geometry of the problem in shown in Figure 6, where we assume no-flow boundary
conditions for the pressure on the left, right, and bottom sides; fixed pressure on the top side; traction-free
boundary conditions on the top and bottom sides; and zero Dirichlet boundary conditions for the displace-
ment on the left and right sides. The red triangle denotes the injection point, which serves as a positive
source, and the green triangle denotes the production point, which serves as a negative source. The loss
function in this case is

L(L) =

n∑
i=1

(u(x̂i, ŷi)− û(x̂i, ŷi))
2

where (x̂i, ŷi) are locations on the surface, û(x̂i, ŷi) are observations, and u(x̂i, ŷi) is the first component of
the solution u to the single-phase flow governing equations in Appendix D.1 where H = LLT is used (see
Equation (4) for the definition of H). Here L is the Cholesky factor introduced in Section 3.2.

We minimize L(L) with respect to L.
Figure 7 shows a plot of the displacement, pressure and von Mises stress distribution at the terminal

time. In order to test the robustness of our algorithm, we add Gaussian noise to our data

ui = utrue
i (1 + σnoiseεi) (18)
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Figure 6: Geometry of inverse modeling problems for Sections 4.2, 4.5 and 4.6.

where utrue
i is the true horizontal displacement at location i, and εi are i.i.d. standard Gaussian noise, which

has a unit variance and zero mean. The error is measured by

error =
‖Hestimation −Htrue‖2

‖Htrue‖2
(19)

Figure 8 shows a plot of the error versus noise levels. In the context of small noise, the estimation is quite
accurate. For example, if the noise equals 0, the estimated and true linear elasticity matrices are

Hestimation =

1.604938 0.864198 0.0
0.864198 1.604938 0.0

0.0 0.0 0.37037

 Htrue =

1.604938 0.864197 0.0
0.864197 1.604938 0.0

0.0 0.0 0.370371

 (20)
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Figure 7: An example of the displacement, pressure and von Mises stress distribution at the terminal time.

4.3. Learning Nonlinear Viscoelasticity Models
We use the same geometry and governing equations as Section 4.1 for the problem in this section, except

that the viscosity parameter η is now stress dependent [47], i.e., η is a function of σ. The two hypothetical
viscosity parameters, which we use in benchmarks, are

η1(σ) = 10 +
5

1 + 1000(σ2
11 + σ2

22)

η2(σ) = 10 + max

(
50

1 + 1000(σ2
11 + σ2

22)
− 10, 0

) (21)
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Figure 8: Error versus noise levels for poroelasticity models. The shaded area shows the confidence interval for one standard
deviation.

The coefficients in the equations are deliberately adjusted to make η1 and η2 effectively vary in the numerical
simulations. The second function is continuous but nonsmooth. The nonlinearity in Equation (21) also
makes the geomechanics equation highly nonlinear.

The mapping Equation (21) has 3 inputs and 1 output. However, because we assume we do not know
the form of the representation, and the relation may be nonsmooth (e.g., η2 is continuous but nonsmooth in
σ), we use a neural network to approximate the mapping between the stress tensor and viscosity parameter,
i.e.,

η(σ) = NN θ(σ) (22)

where θ are the weights and biases of the neural network. The neural network consists of 3 hidden layers, 20
neurons per layer, and has tanh activation functions. We run 200 iterations of the L-BFGS-B optimization
using Xavier initialization [48] with different seeds.

The optimization problem can be written as

min
θ

n∑
i=1

(u(x̂i, ŷi)− û(x̂i, ŷi))
2

s.t. divσ + ρg = ü

σ̇ij +
µ

NN θ(σ)

(
σij −

σkk
3
δij

)
= 2µε̇ij + λε̇kkδij

plus Initial and Boundary Conditions

(23)

Our results are shown in Figures 9 and 10, respectively. In the left panel, we show both the initial and
terminal displacement of the upper left point. In the right panel, we show both the initial and terminal
stress of the upper left point. Since both the y direction displacement and the stress tensor are not present
in the training set, they serve as a verification of the estimated constitutive relation Equation (22). The
results indicate that the neural-network-based constitutive relations produce similar displacement and stress
estimation to the true data. We also show the mapping in Figure 11, where we collect the stress tensors
in the last time step, and the data are simulated using the calibrated neural network. We compute the
corresponding η using the initial guess of the neural network, the calibrated neural network, and the true
relations Equation (21). The reference points correspond to the values calculated according to Equation (21).

Convergence Behavior of Different Neural Network Architecture. For fully connected neural network, the
neural network architecture—namely the width (number of neurons per layer) and depth (number of hidden
layers) of the neural network—plays a crucial role in the convergence of the training. We benchmark the
effect of the choice of the neural network architecture in this problem. The problem setting is as follows:
for each test case, we consider a fully connected neural network with different widths 1, 5, 10, 20, and 40;
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(a) Displacement. Left panel: initial guess; right panel: computed using
the calibrated model.
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(b) Stress. Left panel: initial guess; right panel: computed using the cali-
brated model.

Figure 9: The initial and terminal quantities of the upper left point for the viscosity model η1. The dashed lines are true values, and
the dots are reproduced values using the calibrated models.
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(a) Displacement. Left panel: initial guess; right panel: computed using
the calibrated model.
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Figure 10: The initial and terminal quantities of the upper left point for the viscosity model η2. The dashed lines are true values,
and the dots are reproduced values using the calibrated models.
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Figure 11: The viscosity parameter η versus σ2
11 + σ2

22. We collect the stress tensors in the last time step, where the data are
simulated using the calibrated neural network, and compute the corresponding η using the initial guess of the neural network, the
calibrated neural network, and the true relations Equation (21). There is a non-differentiable point at σ2

11 + σ2
22 = 0.4 × 10−2 in

the right panel
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different depths 1, 3, 5, 10; and different activation functions tanh, ReLU (rectified linear units [49]), ELU
(exponential linear units [50]), and SeLU (scaled exponential linear units [51]). We report the convergence
in terms of losses. The results for η1 and η2 are shown in Figures 12 and 13; it is interesting to see that
in general, accuracy increases as width increases, although the convergence is slower. In the context of
fully connected neuron network, increasing the depth along makes the optimization more difficult, and
therefore we may obtain a worse solution. This is demonstrated in our numerical experiment: we see a better
performance for depth 3 compared to depth 10 in general. One potential approach to train deeper neural
networks is using a bottleneck architecture similar to residual networks [52]. This alternative architecture is
left to future work. Results from different activation functions are similar, although tanh performs slightly
better in many cases. Therefore, we use this activation function throughout the paper. We also note that the
approximating η2 is much more difficult than approximating η1, which may be due to the non-smoothness
of the viscosity parameter.
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(a) η1, depth = 1
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(b) η1, depth = 3
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(c) η1, depth = 5
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(d) η1, depth = 10

Figure 12: Convergence of loss functions for approximation η1 using different neural network architectures. The minor ticks 1, 5,
10, 20, and 40 represent the width of the neural network, i.e., number of neurons per layer. These results were obtained by running
multiple simulations with different seeds and keeping the smallest loss value.

Robustness of the DNN Models. We also study the robustness of the DNN models. We consider a DNN with
3 hidden neural networks, 20 neurons per layer, and with different activation functions. We use 4 different
initializations for each case. The result is shown in Figure 14. We can see that the converged results are
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(b) η2, depth = 3
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(c) η2, depth = 5
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Figure 13: Convergence of loss functions for approximation η2 using different neural network architectures. The minor ticks 1, 5,
10, 20, and 40 represent the width of the neural network, i.e., number of neurons per layer.
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similar for our current architecture. This implies that our DNN models are quite robust.
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Figure 14: Robustness study of DNN models. The converged results are similar, indicating that our DNN models are quite robust
with respect to different initializations.

4.4. Learning Constitutive Relations from Experimental Data

In this example, we consider learning a neural-network-based constitutive relation from 1D experimental
data where the stress and strain are directly known and compare it with parametric Kevin-Voigt models.
Though in most applications stress and strain are not directly known and the proposed approach of training
on indirect data is needed, using direct stress/strain data is valuable to explore the performance, stability, and
ability of the model to generalize. The data are time series data of strain-stress pairs. The data is extracted
from the mechanical behavior of a viscoelastic polymer composite under different excitation frequencies
and strains. For a detailed description of the experiment setup and data collection methods, see [53].

In [53], the authors fitted the strain-stress data using the Kevin-Voigt model, where the strain stress
relation is expressed by a parallel combination of linear elastic and linear viscous terms

σ = G′ε+
G′′

ω
ε̇ (24)

where σ is the shear stress and ε is the shear strain, G′ and G′′ are respectively storage and loss moduli with
the unit of shear stress (MPa), and ω is the angular load frequency.

Rather than using a parametric model Equation (24), we propose using the neural-network-based consti-
tutive relation Equation (15), which is more expressive in representing function forms. The neural network is
trained with two approaches, Equations (14) and (16). Figure 15 shows the results for two typical datasets.
In the numerical examples, we use the first 20% strain-stress pairs as training data because the dataset is
essentially periodic except for the first few pairs. Once the neural network is trained, it is plugged into
Equation (15) to predict the full trajectory. Therefore, the results in Figure 15 demonstrate the models’ gen-
eralization capability. We can see that the parametric Kevin-Voigt model, despite robustness, fails to capture
the creep and recovery processes accurately. The NN model trained with input-output pairs exhibits insta-
bility in the prediction. Our NN model outperforms the alternatives, exhibiting accuracy and generalization
for predictive modeling.

4.5. Learning Constitutive Relations in Coupled Geomechanics and Single-Phase Flow Equations

In this case, we consider learning a neural-network-based constitutive relation for a system of coupled
geomechanics and single-phase flow equations (see Appendix D.1; the constitutive relation is given by

19



0.2 0.1 0.0 0.1 0.2
Strain

0.4

0.3

0.2

0.1

0.0

0.1

0.2

0.3

0.4

St
re

ss
 (M

Pa
)

Experiment
Numerical

0.2 0.1 0.0 0.1 0.2
Strain

0.25

0.00

0.25

0.50

0.75

1.00

1.25
Experiment
Numerical

0.2 0.1 0.0 0.1 0.2
Strain

0.3

0.2

0.1

0.0

0.1

0.2

0.3
Experiment
Numerical

0.10 0.05 0.00 0.05 0.10
Strain

0.2

0.1

0.0

0.1

0.2

St
re

ss
 (M

Pa
)

Experiment
Numerical

(a) Kevin-Voigt model
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trained with Equation (16) (ours).

Figure 15: Comparison of parametric and neural-network-based constitutive models. The top and bottom rows are results for two
different datasets. Note that the dashed red line overlaps with itself and this gives the illusion of a solid red line. But there is only a
single dashed red line that is “looping” around.

Equation (D.3)). The geometry setting is shown in the left panel of Figure 16. The geomechanics equation
is the Maxwell model Equation (6).

We compare two methods:

1. Space varying linear elasticity. We assume that the materials are linear elastic, but each gauss quadra-
ture point possesses a different linear elastic matrix He

i , where e is the element index and i is the
Gauss quadrature point index in the element e. See Figure 16 for a schematic illustration. This is an
example where we have a large number of degrees of freedoms for fitting the observed dataset. The
loss function in this case is

L({Lei}i,e) =
n∑
i=1

(u(x̂i, ŷi)− û(x̂i, ŷi))
2

where u is the horizontal displacement to the governing equation in Appendix D.1 when we assume a
linear elastic constitutive relation and a pointwise tangent stiffness matrix He

i = Lei (L
e
i )
T is used.

2. The constitutive relation is approximated by

σn+1 = NN θ(σn, εn) +Hεn+1

where θ are the weights and biases of the neural network, andH is an unknown tangent elastic matrix,
which is symmetric positive definite. Note Hεn+1 is necessary here for incorporating the strain rate
information (together with εn)2. The neural network consists of 3 hidden layers, 20 neurons per layer,

2Additionally, assuming that σn+1 is linear in Hεn+1 allows for simpler implementation.
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and has tanh activation functions. The loss function in this case is

L(θ) =

n∑
i=1

(u(x̂i, ŷi)− û(x̂i, ŷi))
2

where u is the horizontal displacement to the governing equation in Appendix D.1 when the constitu-
tive relation is replaced by a DNN.
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Figure 16: Left panel: geometric setting for Section 4.5; right panel: each gauss quadrature point possesses a different linear elastic
matrix He

i , where e is the element index and i is the Gauss quadrature point index in the element e.

We generate five sets of training data with different source function scales. The training data are used
to calibrate the linear elastic matrices or training the neural network. Then we test on the test data, whose
source function scale is within the ranges of training set force scales. The results are shown in Figures 17
to 19. We can see that the neural network outperforms the space varying linear elastic models. It is inter-
esting to see from Figure 19 that the space varying linear elasticity model actually reproduces the observed
data (red dots and lines on the left) very well. However, its prediction of vertical displacement and stress
tensors indicates that the space varying linear elasticity model overfits. The space varying linear elasticity
model has too much freedom to select specific linear elastic matrices for each Gauss quadrature point, i.e.,
an elastic tangent stiffness matrix is defined for each Gaussian point, to fit the observed data.
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Figure 17: Displacement at the terminal time.
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Figure 18: Von Mises strain distributions at terminal time. On the left and middle panels, the top plots show the distribution
generated from the initial guess in both methods. The bottom plots show the distribution generated from the calibrated models.
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(b) NN-based Viscoelasticity

Figure 19: Displacement and stress tensors of the left top point. The dashed lines are true values, and the dots are reproduced values
using the calibrated models.
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4.6. Learning Constitutive Relations in Coupled Geomechanics and Two-Phase Flow Equations

We consider the inverse computation in the coupled geomechanics and two-phase flow equations (see
Appendix D.2). The loss function in this case is

L(θ) =

n∑
i=1

(u(x̂i, ŷi)− û(x̂i, ŷi))
2

Here θ is a set of parameters, which will be defined below. The governing equations are given in Ap-
pendix D.2, and the geometric setting is given by Figure 6. We consider two models for the constitutive
relations: the linear elasticity Equation (D.2)

σ′(u) = 2µε(u) + λ∇ · u, θ = (µ, λ)

and the viscoelasticity Equation (D.3)

σ̇′ij +
µ

η

(
σ′ij −

σ′kk
3
δij

)
= 2µε̇ij + λε̇kkδij θ = (µ, λ, η)

In the linear elasticity model, the unknown is the linear elasticity matrix H in Equation (4), and the error
is reported using Equation (19). In the viscoelasticity model, the unknowns are µ, λ, and η. The error is
reported by

Eµ =
|µ− µ∗|
|µ∗|

Eλ =
|λ− λ∗|
|λ∗|

Eη =
|η − η∗|
|η∗|

(25)

where µ∗, λ∗, and η∗ are the true values. Figure 20 shows the distribution of the relative permeability K in
the numerical simulation and the displacement at the terminal time.
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Figure 20: Left: the distribution of the relative permeability K in the numerical simulation. Right: the displacement at the terminal
time. We magnify the displacements by 10 times for clarity.

Results are reported in Figure 21, where we compare the error versus added noise levels according
to Equation (18) in the observation. We see that in general the error increases with noise levels, and the
estimation is quite accurate and robust when σnoise is small.

5. Limitations

Despite many strengths of our proposed method, it is not without limitations, which we point out here.
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Figure 21: Error versus noise levels. The left panel shows the error Equation (19) in the linear elasticity case, the right panel shows
the error Equation (25) in the viscoelasticity case. The shaded area shows the confidence interval for one standard deviation.

1. Data sufficiency. We demonstrated that very limited data (horizontal direction displacement data
on the surface) are sufficient to quantify the viscoelastic behaviors of materials. However, there is
no guarantee we can correctly estimate the constitutive relation. This raises the question of data
sufficiency in inverse modeling: how much data do we need to quantify the viscoelasticity? More
importantly, what properties can we infer from the given types of data? Those questions will be the
topic of future investigations.

2. Numerical stability. In general numerical stability depends on the physical parameter in the PDEs
and the discretization scheme. We have used implicit schemes for numerical stability to the largest
extent. However, this does not guarantee that our numerical scheme is always stable for any provided
physical parameters. For example, without additional constraints, η, λ, and µ in Equation (6) may
become negative during the optimization process. The numerical scheme is usually developed based
on certain assumptions of data and thus may break for nonphysical values. This problem is particularly
salient in the context of neural networks, which may produce an ill-behaved function. Therefore, it
is often helpful to incorporate constraints on the free optimization variables. Some constraints can be
easily enforced, e.g., we can apply x 7→ log(1 + ex) to obtain a positive output. Other constraints are
less obvious; for example, we restrict the linear elastic matrix to symmetric positive definite ones in
Section 4.6.

6. Conclusion

We developed a unified framework for inverse modeling of viscoelasticity from limited displacement
data. The inverse problem is formulated as a PDE-constrained optimization problem. Particularly, when
we have a function inverse problem, the unknown function is approximated by a neural network and the
weights and biases serve as free optimization variables. We leverage the automatic differentiation and
physics constrained learning for computing the gradients of the objective function. Extensive numerical
results show that our method is efficient, robust, and widely applicable.

The developed method may be generalized to a broad range of constitutive models where only limited
observation data are available. Since we use automatic differentiation to compute the gradients, we eliminate
time-consuming effort in deriving and implementing gradients manually. The numerical implementation of
physics constrained learning is also very flexible and can be integrated into an AD framework. We believe
that the methodology of the current work is promising and can be extended to many other inverse modeling
problem as well.
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Appendix A. A Brief Introduction to ADCME.jl

We have built our inverse modeling of viscoelasticity constitutive relations based on ADCME.jl, an
automatic differentiation library for computational and mathematical engineering. ADCME.jl leverages
TensorFlow for graph based optimization and automatic differentiation. It supports physics constrained
optimization through custom operators. ADCME.jl is specifically designed for inverse modeling in scientific
computing and is seamlessly integrated with the Julia language. Users can leverage the fast and efficient Julia
programming environment instead of Python, which is the main programming languages of TensorFlow, for
implementing numerical schemes. The package can be found at

https://github.com/kailaix/ADCME.jl

Appendix B. Automatic Differentiation

In this section, we build a framework for evaluating the gradients and tangents, following the conventions
in [54]. We consider a function

F : D ⊂ Rn → Rm

Here D is an open subset of Rn. By convention, x and F (x) are both column vectors:

x =


x1

x2
...
xm

 F (x) =


f1(x)
f2(x)

...
fm(x)


We denote the Jacobian of F (x) by

F ′(x) =


∂f1
∂x1

∂f1
∂x2

. . . ∂f1∂xn
∂f2
∂x1

∂f2
∂x2

. . . ∂f2∂xn
. . .
∂fm
∂x1

∂fm
∂x2

. . . ∂fm∂xn


When n = 1, unless specified, we assume that F ′(x) is a column vector. In this case, F ′(x) is also called
the gradient of F (x). Particularly, when m = n = 1, F ′(x) is called the derivative.

Let us consider a concrete example:

F (x1, x2, x3) =

 x2
1 + x2

sin(x2)
x1 + x2 + ex3


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Then we have

F ′(x) =

2x1 1 0
0 cos(x2) 0
1 1 ex3


We define the tangent of the function y = F (x) by

ẏ = F ′(x)ẋ (B.1)

where ẋ ∈ Rn. The definition Equation (B.1) has a clear geometric interpretation. Consider a curve in Rn,
parametrized by a scalar parameter t, i.e., (x1(t), x2(t), . . . , xn(t)), and ẋ := (x′1(t), x′2(t), . . . , x′n(t)) is
the tangent vector of the curve for a given t. The function F maps the curve to another curve (possibly
degenerated) in Rm. ẏ is the tangent vector of the transformed curve at t.

The adjoint variable—usually abbreviated to as adjoint—x̄ ∈ Rn, is defined as the gradient of the
weighted sum of F (x) for a given weight vector ȳ ∈ Rm

x̄ := ∇x(ȳTF (x)) = F ′(x)T ȳ (B.2)

If m = 1 and ȳ = 1, x̄ is the gradient of F ′(x).
A straightforward corollary of Equation (B.2) and Equation (B.2) is

x̄T ẋ = ȳT ẏ (B.3)

We call Equation (B.3) the tangent-adjoint duality, which is very useful in deriving the tangent (adjoint)
given the adjoint (tangent).

In this work, the main focus is to solve PDE-constrained optimization problems, which involve compos-
ing a variety kinds of calculations, such as deep neural networks, linear solvers, time marching, Newton-
Raphson iterations, and so on. These computations can be decomposed into a sequence of computing steps3.
To this end, we first introduce some notations to represent computational procedures.

In general, we start from quantities of interest, v = (v−n+1, v−n+2, . . . , v0). To calculate the final output
vm, we need to perform a sequence of computations:

v1 = ϕ1(u1)

v2 = ϕ2(u2)

...

vm = ϕm(um)

(B.4)

For now, we assume vi, i = −n+ 1,−n+ 2, . . . ,m− 1,m are all scalars. Here, we introduced the notation
j ≺ i, which means vi depends directly on vj through the function ϕi, and

ui := {vj}j≺i

This relationship is best illustrated by constructing a computational graph, which records the dependency
of Equation (B.4) using a graph. In the graph, each edge represents a variable vi and each node represents a
function ϕi. The dependency j ≺ i simply means that there exists a node where j is an incoming edge and
i is an outgoing edge. See Figure B.22 for an illustration.

3For conceptual simplicity, we consider these steps are sequential; practical implementations almost always exploit the paral-
lelism among these steps.

26



ିଷ ିଶ ିଵ ଴

ଵ

ଶ

ଷ

ସ

ହ

ଵ ିଷ ିଶ ିଵଵ

ଶ

ଷ

ସ

ହ

ଶ ଴ ଵ

ଷ ିଷ ଵ

ସ ଶ ଷ

ହ ଵ ଶ ସ

Figure B.22: An example of computational graphs. The edges with the same color represent the same variable vi, and each node
represents an operator ϕi.

We now define

P := [0, 0, . . . , 0︸ ︷︷ ︸
m+n−1

, 1], Φi(v−n+1, v−n+2, . . . , v1, v2, . . . , vi) :=



v−n+1

v−n+2
...
v1
...
vi

ϕi(ui)


then we have

vm = PΦm(Φm−1(· · · (Φ1(v)) · · · )) (B.5)

Here v is assumed to be a column vector here.
Given the tangent vector for v, i.e., v̇, we can derive the tangent of Equation (B.5)

v̇m = PΦ′mΦ′m−1 · · ·Φ′1v̇ (B.6)

Here

Φ′i =


1 0 . . . 0
0 1 . . . 0
. . .
0 0 . . . 1

ci,−n+1 ci,−n+2 . . . ci,i−1

 ∈ R(n+1+i)×(n+i), ci,k =

{
∂φi
∂vk

k ≺ i
0 otherwise

To derive the adjoint for Equation (B.4), consider a weight vector ṽm (which is a scalar in our case, so
that ṽTm = ṽm), we have

v̄Tmv̇m = ṽTmPΦ′mΦ′m−1 · · ·Φ′1v̇

27



Invoking the tangent-adjoint duality Equation (B.3), we have

v̄T = ṽTmPΦ′mΦ′m−1 · · ·Φ′1 ⇒ v̄ = (Φ′1)T (Φ′2)T · · · (Φ′m)TP T ṽm

Let

v̄m+1 := P T ṽm =


0
0
...
ṽm

 ∈ Rm+n, v̄i := (Φ′i)
T v̄i+1 ∈ Ri+n−1 (B.7)

Therefore, v̄ = v̄1 is what we want. We can calculate the adjoint v̄ in the reverse direction

v̄m = (Φ′m)T v̄m+1, . . . , v̄1 = (Φ′1)T v̄2, v̄ = v̄1

We can rewrite the equation as

v̄i,k = v̄i+1,k + ci,kv̄i+1,i, k = 1, 2, . . . , i (B.8)

Here v̄i,k denote the k-th component of v̄i. Note in Equation (B.8), ci,kv̄i+1,i is zero if k 6≺ i and the values
v̄i+1,k are copied to v̄i,k at the same index k, thus we can just keep one copy of intermediate adjoint variable,
denoted by ṽ ∈ Rm+n, and proceed with the following formula (Figure B.23)

ṽk+ = ci,kṽi, ṽi initialized to v̄m+1,i, (∀k ≺ i) (B.9)

The last condition (∀k ≺ i) is redundant because ci,k = 0 for k 6≺ i. We leave it here to emphasize that we
only need to perform computations for k such that k ≺ i. Equation (B.9) needs to be iterated in the order
i = m,m− 1, . . . , 1. For the difference between the two types of AD update formulas, see Figure B.24.
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Figure B.23: An illustration of the adjoint update rule Equation (B.8). The forward problem corresponds to Figure B.22.

In the language of computational graphs, Equation (B.9) says: the k-th component ṽk is accumulating
contributions from all i such that k ≺ i. Equation (B.9) can also be interpreted in another way: upon
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Figure B.24: An illustration of two types of update rules Equation (B.8) and Equation (B.9). In the former type, each node
“gathers” adjoint variables from operators who consume its output. In the latter type, each node “scatters” adjoint variables to its
input arguments.

calculating ṽi, we can dispatch the value to all ṽk such that k ≺ i. The latter observation is very useful and
require less bookkeeping effort because the dependency information is readily available from ϕi; in fact, our
software is built on this “dispatch” type of calculation.

So far, we only deal with the scalar case for vi. The above framework can be extended to vector/matrix
form without substantial difficulty. For example, if vi and vk are vectors, the derivative ci,k becomes the
Jacobian ∂vi

∂vk
, and Equation (B.8) becomes

v̄i,k = v̄i+1,k + cTi,kv̄i+1,i, k = 1, 2, . . . , i

and Equation (B.9) becomes

ṽTk + = ṽTi ci,k, ṽi initialized to v̄m+1,i, (∀k ≺ i)

Using Equation (B.9) or Equation (B.8) for evaluating v̄k is also called reverse mode automatic differen-
tiation. The name originates from the fact that the computation order of the adjoints are reverse of forward
problems. There is also forward mode automatic differentiation, which is a similar technique for computing
the tangents ẋ (Figure B.25). However, because our major focus in this work is inverse problems, where
reverse mode automatic differentiation, we omit dicussions on forward mode. For readers interested in this
topic, we refer readers to [55] for a great survey.

Appendix C. Physics Constrained Learning

In Appendix B, we considered automatic differentiation for calculating gradients. We express the for-
ward computation as compositions of “simpler” functions ϕi. Specifically, the adjoint update equation has
the form

v̄Tk += v̄Ti cik k ≺ i
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Figure B.25: An illustration of the tangent update rule Equation (B.6). The forward problem corresponds to Figure B.22. Note the
variables v−3, v−2, v−1, v0 assumed to be a function of a common argument t. v̇i is the derivative/gradient/Jacobian with respect
to t.
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where
cik =

∂ϕi
∂vk

(C.1)

To perform the computations on computers, Equation (C.1) assumes that ϕi is given explicitly and ∂ϕi
∂vk

is
readily available. Unfortunately, in many scientific computing applications, we may have more complex
intermediate procedures that involve implicit or iterative computations, such as Newton-Raphson iterations.

As a concrete example, consider the nonlinear Poisson’s equation: for a given domain Ω ⊂ R2 with
boundary ∂Ω, the Poisson’s equation is given by

−∇ · ((1 + αu2)∇u) = f in Ω,

u = 0 on ΓD

Here α > 0 is a quantity of interest and f is input data. The weak form of the PDE can be expressed as:
find u ∈ V := H1

0 (Ω) such that

Jα(u; v) :=

∫
Ω

(1 + αu2)∇u · ∇vdx−
∫

Ω
fvdx = 0 ∀v ∈ V

To discretize the weak form, consider the finite element approximation

uh =
n∑
i=1

ciφi

where ci is the coefficients and φi is the linear basis. Then the discretized weak form can be written as

Jα(uh;φi) = 0 ∀i = 1, 2, . . . , n (C.2)

The above equation is nonlinear in ci. We can apply the Newton-Raphson algorithm to solve the nonlinear
system, where we need to calculate the Jacobian with respect to uh (also called the first variation)

J ′α(uh; δu, v) =

∫
Ω

(1 + αu2)∇(δu) · ∇vdx+ 2α

∫
Ω
uδu∇u · ∇vdx (C.3)

Algorithm 2 presents the forward computation for estimating α from the state variable uh observations—
{ui}ni=1—on finite element grid nodes. The associated optimization problem is

min
α

L(uh) =
1

2

n∑
i=1

((uh)i − ui)2

s.t. Jα(uh;φi) = 0

(C.4)

Algorithm 2 Forward problem for the optimization problem Equation (C.4)
1: repeat
2: Solve δu from J ′α(uh; δu, v) = Jα(uh;φi)
3: uh ← uh + δu
4: until uh converged
5: Return L(u∗h) . u∗h is the converged value of uh

The most challenging work is to calculate the gradient

∇αL(uh(α))
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so that we can apply a gradient-based optimization approach to Equation (C.4). One straight forward way
is to differentiate backward through the while loop in Algorithm 2. However, this approach requires us to
save all intermediate variables in the forward pass of the loop. The computational and storage costs are
prohibit-able for large-scale problems.

As we will show in this section, more efficient methods exist to compute such gradients. The main idea
is to apply the implicit function theorem to the implicit relations and position the adjoint update rule within
the AD framework.

Appendix C.1. Calculating Gradients via Implicit Function Theorems

Consider a general case where the forward problem is given by

y = PΦm(Φm−1(· · · (Φ1(v)) · · · ))

Without loss of generality, we assume vi = ϕi(ui) is solved from an implicit relation

fi(ui, vi) = 0 (C.5)

Here we assume that fi(ui, vi) ∈ Rni and vi ∈ Rni , i.e., fi has the same dimension as vi. Thus, in the
original adjoint update rule

v̄Tk + = v̄Ti cik k ≺ i cik =
∂ϕi
∂vk

cik is not readily available.
We apply the implicit function theorem to Equation (C.5) and differentiate with respect to vk on both

sides
f ′i,k(ui, vi) + f ′i,i(ui, vi)cik = 0⇒ cik = −f ′i,i(ui, vi)−1f ′i,k(ui, vi)

Here

f ′i,k(ui, vi) :=
∂fi(ui, vi)

∂vk

Therefore, the adjoint update rule becomes

v̄Tk + = −v̄Ti f ′i,i(ui, vi)−1f ′i,k(ui, vi) (C.6)

Some practical remarks are in order here. Firstly, f ′i,i(ui, vi) is the Jacobian matrix that are usually cal-
culated when solving the forward problem Equation (C.5) and therefore, we can reuse the result. Secondly,
when we perform the computation in Equation (C.6), the preferred order is

1. Compute xT = v̄Ti f
′
i,i(ui, vi)

−1, which is equivalent to solving a linear system

f ′i,i(ui, vi)
Tx = v̄i (C.7)

2. Compute v̄Tk + = −xT f ′i,k(ui, vi)

This order is more efficient especially when solving the linear system Equation (C.7). Equation (C.7) is
the most expensive part and vk ∈ Rnk is a vector. Indeed, if we were to compute f ′i,i(ui, vi)

−1f ′i,k(ui, vi)
first, we need to solve nk linear systems. Last but not least, in the implementations, we use automatic
differentiation to evaluate xT f ′i,k(ui, vi):

xT f ′i,k(ui, vi) =
∂(xT fi(ui, vi))

∂vk
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Here x is considered independent of vk. Because xT fi(ui, vi) is a scalar, we can use reverse-mode AD to
compute the gradient efficiently.

We apply the implicit function theorem approach introduced in Appendix C.1 to Equation (8), we have

ū = ∇uLh(uh)

x = (∇uFh(θ, uh))−T ū

θ̄T = −xT∇θFh(θ, uh) = −ūT (∇uF (θ, uh))−1ū

(C.8)

Example 2 (Linear Solvers). A common operator in scientific computing is a linear solver. Consider an
example:

fi(ui, vi) = A(vk)vi − f = 0, k < i

Here vi, f ∈ RN and A ∈ RN×N is a nonsingular matrix whose entries depend on vk. We want to
back-propagate the gradients from vi (i.e., v̄i) to vk (i.e., v̄k). Then we have from Equation (C.6)

v̄Tk += −v̄Ti A(vk)
−1∂(A(vk)vi)

∂vk

(
= −∂(yTA(vk)vi)

∂vk

)
(C.9)

In the second equality, we assume that y does not depend on vk directly when taking the gradient. In the
gradient back-propagation, we need to solve an “adjoint” system for yT := v̄Ti A(vk)

−1

A(vk)
T y = v̄i

Example 3 (Newton-Raphson Iteration). Consider Equation (C.4). We assume that the first variation Equa-
tion (C.3) can be rewritten in the algebraic form

J ′α(uh; δu, v) = (δu)TM(α)v

HereM(α) ∈ Rn×n is a matrix whose entries depend on α, and we abuse the notation δu and v to also rep-
resent their coefficient vectors under the linear basis functions {φi}ni=1. Using the relations Equation (C.8),
we can calculate the adjoints ū and ᾱ with

ū = ∇uL(u)

x = M(α)−T ū

ᾱT = −xT ∂Jα
∂α

(C.10)

Here
∂Jα
∂α

=

∫
Ω
u2
h∇uh · ∇vdx

Note we do not have any Newton-Raphson iterations in Equation (C.10). This is the key insight from the
first-order physics constrained learning:

Exploiting the mathematical purpose of forward computations for efficient AD of iter-
ative or implicit relations
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Appendix C.1.1. Time-dependent PDEs
Let us consider the forward problem of a time-dependent PDE, which can be viewed as a special case

of Equation (8) where uh = (u1, u2, . . . , un); here ui is the discrete solution vector at time step i. The
governing equation is

F (θ, u) =


f1(θ, u1)

f2(θ, u1, u2)
...

fn(θ, u1, u2, . . . , un)

 = 0 (C.11)

The form Equation (C.11) is quite general. We solve for ui from the relation fi(θ, u1, u2, . . . , ui) = 0,
which can be explicit or implicit, linear or nonlinear. The numerical methods can be sophisticated, e.g.,
involving a linear solver or Newton-Raphson methods, Note that

∇uF (θ, u)T =


∂f1
∂u1

∂f2
∂u1

. . . ∂fn
∂u1

0 ∂f2
∂u2

. . . . . . ∂fn∂u2
...
0 0 . . . ∂fn

∂un


which is an upper triangle matrix. Using Equation (C.8), we can obtain x = (∇uF (θ, u))−T ū via

F (θ, u)Tx = ū⇒



xn =

(
∂fn
∂un

)−1

ūn

xn−1 =

(
∂fn−1

∂un−1

)−1(
ūn−1 −

(
∂fn
∂un−1

)
xn

)
...

x1 =

(
∂f1

∂u1

)−1
ū1 −

n∑
j=2

(
∂fj
∂u1

)
xj


(C.12)

Here

x :=


x1

x2
...
xn

 , ū :=


ū1

ū2
...
ūn

 , ūi = ∇uiL(u)

The gradient is then given by

θ̄T = −xT∇θF (θ, u), ∇θF (θ, u) =


∂f1(θ,u1)

∂θ
∂f2(θ,u1,u2)

∂θ
...

∂fn(θ,u1,u2,...,un)
∂θ


Another approach to derive the adjoint rule is via Equation (C.6), where we get

ūi = ∇uiL(u)

ūTk += −ūTi
(
∂fi
∂ui

)−1 ∂fi
∂uk

k < i

θ̄T += −ūTi
(
∂fi
∂ui

)−1 ∂fi
∂θ

∀i

(C.13)
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In this work, Equation (C.13) is used to evaluate the gradients due to its bookkeeping benefits discussed in
[31].

Example 4 (Heat Equation). As an example of time-dependent PDEs, we consider the heat equation

∂u

∂t
= ∇ · (κθ(x)∇u) + f in Ω× (0, T ]

u = 0 on ∂Ω× (0, T ]

u = 0 at t = 0

(C.14)

Here u = u(x, t), x ∈ R2, t ∈ R is the state variable and Ω ⊂ R2 is an open domain; T > 0 is the terminal
time. κθ(x) is the diffusivity coefficient, which is parametrized by θ. For example, κθ(x) can be a deep
neural network where x ∈ R2 is input and θ is the weights and biases.

We discretize the solution u using the finite element method and obtain a semi-discrete form

Mu̇h = Kθuh + f (C.15)

Here uh is the discretized solution and

Mij =

∫
Ω
φiφjdx, (Kθ)ij =

∫
Ω
κθ∇φi · ∇φjdx, fi =

∫
Ω
fφidx

The time derivative in Equation (C.15) can be approximated by a difference quotient

(u̇h)n+1 =
un+1 − un

∆t

Here un is the solution at n-th time step and ∆t is the step size. An implicit scheme is given by

M
un+1 − un

∆t
= Kθu

n+1 + fn+1 (C.16)

Our goal is to calibrate θ given some observations on uk—for simplicity, we assume the observations are
made on the finite element grid nodes. The optimization problem can then be formulated as

min
θ
L(u) =

1

2

N∑
k=1

M∑
i=1

(uk(xi)− uki )2

s.t. M
un+1 − un

∆t
= Kθu

n+1 + fn+1, n = 0, 1, . . . , N − 1

(C.17)

Here {xi}Mi=1 is the finite element nodes and uki is the observed data at location xi and time step k. One can
derive the adjoints using Equation (C.13)

(ūk)i =
N∑
k=1

(uk(xi)− uki ) i = 1, 2, . . . , N

ūn += (ūn+1)T
(
M

∆t
+Kθ

)−1 M

∆t

θ̄ += −(ūn+1)T
(
M

∆t
+Kθ

)−1 ∂(Kθu
n+1)

∂θ

(C.18)

But these calculations by hand are unnecessary because they are taken care of by our AD library.
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Appendix D. Coupled Geomechanics and Fluid Equations

Appendix D.1. Coupled Geomechanics and Single-Phase Flow
We first consider single phase porous media flow. The governing equations with unspecified constitutive

relations for the single phase flow are [56]

div(σ′ − bpI) + ρg = 0

1

M

∂p

∂t
+ b

∂εv
∂t

+ divv = f
(D.1)

where σ′ is the Biot effective stress, b is the Biot coefficient, ρ is the mass density, εv = tr ε, f is a
volumetric source term, and the Darcy’s velocity v is

v = − 1

Bf

k

µ
(∇p− ρg)

Here k is the absolute permeability tensor, µ is the fluid viscosity and Bf is the formation volume factor of
the fluid. The mechanical equation and porous media transport (fluid) equation are coupled through p and
εv.

As a simple example, for linear elastic materials, the constitutive relation is linear, and the system
Equation (D.1) is reduced to the poroelasticity equation (assume g = 0) [57]

divσ′(u)− b∇p = 0

1

M

∂p

∂t
+ b

∂εv(u)

∂t
−∇ ·

(
k

Bfµ
∇p
)

= f(x, t)

σ′(u) = 2µε(u) + λ∇ · uI

ε(u) =
1

2

(
∇u + (∇u)T

)
(D.2)

with boundary condition

σ′n = 0, x ∈ ΓuN , u = 0, x ∈ ΓuD

− k

Bfµ

∂p

∂n
= 0, x ∈ ΓpN , p = g, x ∈ ΓpD

Instead of assuming a linear elasticity model for the geomechanics, we can also model the subsurface
solid material by a viscoelasticity model

σ̇′ij +
µ

η

(
σ′ij −

σ′kk
3
δij

)
= 2µε̇ij + λε̇kkδij (D.3)

Appendix D.2. Coupled Geomechanics and Two-Phase Flow
We consider the coupling of geomechanics and two-phase flow. Examples of this model includes inject-

ing water into a reservoir to produce oil, or injecting supercritical CO2 into saline aquifers. The description
of the governing equation includes three components.

The first component is the equation for the solid. We assume that the solid density is constant, and
therefore, the mass balance equation of the deforming porous medium is

∂

∂t
(1− φ) +∇ · (1− φ)vs = 0⇔ ∂φ

∂t
+∇ · (vsφ) = ∇ · vs (D.4)
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where φ is the porosity, and vs is the solid velocity, given by

vs =
du

dt

Assuming that the solid velocity is small so that vs ·∇φ ≈ 0, by using Equation (D.4) we obtain the relation
between the porosity and the volumetric strain εv = ∇ · u:

φ = 1− (1− φ0) exp(−εv) (D.5)

The second component describes the equations for the fluid. The mass balance equations of multiphase
multicomponent fluid are given by

∂

∂t
(φSiρi) +∇ · (ρivis) = ρiqi, i = 1, 2 (D.6)

Here q1 and q2 are the source functions, ρ1 and ρ2 are the densities, and S1 and S2 are the saturations, which
satisfy

S1 + S2 = 1, S1 ∈ [0, 1], S2 ∈ [0, 1]

Darcy’s velocity of phase i can be represented as [58]

vis = −Kkri(Si)
µ̃i

(∇Pi − gρi∇y), i = 1, 2 (D.7)

Here, K is the permeability tensor, but in our case we assume it is a space varying scalar matrix. kri(Si) is
a function of Si, and typically the higher the saturation, the easier the corresponding phase flows. µ̃i is the
viscosity. y is the depth coordinate, i.e., ∇y = [0 1]′, ρi is the mass density of phase i, φ is the porosity,
qi is the source rate of phase i, Pi is the pressure of phase i and g is the gravity constant. We assume the
movement of the solid is slow in this study, therefore Darcy’s law is still valid without acceleration terms.
vis is the relative velocity of the phase i with respect to vs (also called the interstitial velocity).

The third component is the equation for the balance of linear momentum. This equation couples the
stress tensor in geomechanics and the saturation as well as the pressure in the fluid (assuming the Biot
coefficient is 1)

∇ · σ′ − b∇ (S1P1 + S2P2) + f = 0 (D.8)

Here σ′ should be understood as the effective stress [59], which allows us to treat a multiphase porous
medium as a mechanically equivalent single-phase continuum. The external force f includes the effect of
the gravity force.

Appendix E. Numerical Scheme for Section 4.6

We use an iterative algorithm to solve the coupled equation; namely, we alternatively solve the mechan-
ics equation and flow equation.

Fluid Equation. We define the fluid potential

Ψi = Pi − ρigy

and the capillary potential

Ψc = Ψ1 −Ψ2 = P1 − P2 − (ρ1 − ρ2)gy ≈ −(ρ1 − ρ2)gy
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Here the capillary pressure Pc = P1 − P2 is assumed to be small. We define mobilities

mi(Si) =
kri(Si)

µ̃i
, i = 1, 2 mt = m1 +m2 (E.1)

We have the following formula from Equation (D.6):

−∇ · (mtK∇Ψ2) = ∇ · (m1K∇Ψc)−
∂φ

∂t
+ q1 + q2 (E.2)

Heremt = m1+m2 is the total mobility. We can solve for Ψ2 using a Poisson solver. In our implementation,
we use the AMGCL package [60] to solve the Poisson’s equation using an algebraic multigrid method.

Next, we have from Equations (D.4) and (D.7).

φ
∂S2

∂t
+ S2

∂φ

∂t
+∇ · (−Km2∇Ψ2) = q2 + q1

m2

m1
(E.3)

Note we have an extra term q1
m2
m1

to account for the injection of phase 2 flow.
Equation (E.3) is a nonlinear equation in S2 (m2 is defined in terms of S2 = 1 − S1) and requires a

Newton-Raphson solver.

Solid Equation. Upon solving the fluid equation, we obtain S1, S2,Ψ2. We can use Ψ2 to estimate the fluid
pressure P1 and P2. Use Equation (D.8), we solve for u using∫

Ω
σ′ : δεdx+

∫
Ω

(S1P1 + S2P2)δεvdx+

∫
Ω
fδudx = 0⇔

∫
Ω
σ′ : δεdx−

∫
Ω

Ψ2δεvdx = 0 (E.4)

Figure E.26 shows the flow chart of solving the coupled geomechanics and two-phase flow equations.

u (B.4)

m1, m2 (B.1)

(B.2)Ψ2

(B.3)S2

ϕ

FluidSolid

Figure E.26: Flow chart of the numerical scheme for the coupled geomechanics and two-phase flow problem.
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