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Efficient verification of anticoncentrated quantum states

Ryan S. Bennink'™

| present a method for estimating the fidelity F(u, T) between a preparable quantum state y and a classically specified pure target
state T = |1)(7|, using simple quantum circuits and on-the-fly classical calculation (or lookup) of selected amplitudes of |t). The
method is sample efficient for anticoncentrated states (including many states that are hard to simulate classically), with
approximate cost 4e~2(1 — F)dp.o Where ¢ is the desired precision of the estimate, d is the dimension of the Hilbert space, and pc
is the collision probability of the target distribution. This scaling is exponentially better than that of any method based on classical
sampling. | also present a more sophisticated version of the method that uses any efficiently preparable and well-characterized
guantum state as an importance sampler to further reduce the number of copies of u needed. Though some challenges remain, this
work takes a significant step toward scalable verification of complex states produced by quantum processors.
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INTRODUCTION

One of the more promising and imminent applications of
quantum computers is the efficient preparation of quantum
states that model complex, computationally challenging domains.
For example, quantum computers can in principle efficiently
simulate states of quantum many-body systems'? and learn to
output states that model complex data sets>*. But real quantum
processors have imperfections, and the algorithms themselves
often involve approximations whose impact is not fully under-
stood. Consequently, for the foreseeable future, complex states
produced by quantum processors need to be experimentally
verified. Unfortunately, verifying many-qubit states presents a
major challenge since the number of parameters specifying a
quantum state is generally exponential in the number of qubits.
Recently developed quantum processors are already capable of
producing states too large and complex to be directly verified
using available methods®.

Nearly all known methods for efficiently verifying large
quantum states either require the state to have special structure
or require additional quantum resources. If one has the means to
prepare reference copies of the target state |7), the quantum swap
test® can be used to estimate the fidelity of any quantum state |u)
with respect to |t) using O(1) copies of |1). But often, reference
copies of the target state are not available. In such cases, known
structure of the state in question may be used to reduce the
number of measurements needed to characterize it. For example,
pure or low-rank states are described by exponentially fewer
parameters than mixed states (though still exponentially many).
Compressive sampling can be used to efficiently learn quantum
states that are sparse in a known basis’ ', States produced by
local dynamics can also be efficiently characterized''. Notably, it is
not necessary to fully characterize an unknown state in order to
verify it. One approach, proposed in'>'3, is to express F(u, 7) as a
sum of terms that are sampled and estimated separately. That
approach enables scalable verification of states that are concen-
trated in the Pauli operator basis.

In this Letter | present a hybrid (quantum-classical) algorithm,
designated EVAQS, for efficient verification of quantum states that
are anticoncentrated in feasible measurement bases. The algo-
rithm estimates the fidelity F(u, T) between a preparable quantum

state p and a classically-described pure quantum state 7 = |1)(1].
(The symbols u and Tt are chosen as mnemonics for unknown and
target.) The underlying idea of the algorithm is to compare
randomly selected sparse projections or snippets of the unknown
state u against corresponding snippets of the target state 1. Since
the snippets of T are small they can be efficiently calculated and
prepared. The fidelity between u and 7 is then estimated as a
weighted average of the fidelities of corresponding snippets. The
basic version of EVAQS consists of a simple feed-forward quantum
circuit applied to multiple copies of the prepared state u and two
ancilla qubits. The feed-forward part of the circuit involves an on-
the-fly classical calculation (or lookup) of a few randomly-selected
probability amplitudes of |t). Such feed-forward operation will be
possible on commercially available quantum devices in the near
future™. In the meantime, the algorithm may be approximated by
calculating amplitudes afterwards and using postselection, albeit
with higher cost.

The cost of the algorithm is quantified by the number of times
N the testing circuit must be run to estimate F(u, 1) to precision e.

In the important regime in which u is close to 7, N ~ 4 2(1 —
F(u, r))dp(&” where d is the dimension of the Hilbert space in

which y, T reside and p((?O” is the collision probability of the
induced classical target distribution in the computational basis.
Note that p(&” is a measure of the concentratedness of |r)

(1/p(cr)OII is the effective support of |1)). It follows that EVAQS is

efficient if |7) is anticoncentrated. Optionally, an auxiliary quantum
state a = |a)(a| (the symbol a is a mnemonic for auxiliary) may be
used to importance sample y, further reducing the number of
repetitions needed. Any pure state that is efficiently preparable,
well-characterized, and has support over |t) may be used. For this
more general version of the algorithm | find that N = 4¢=%(1 — F(y,
D)(1 + x2(1, a)) where x(1, a) is the chi-square divergence between
the classical distributions induced by |a) and |7). In this version,
the efficiency of EVAQS is limited only by how well |a) samples |T).

The state verification method proposed here constitutes a truly
quantum capability, as there is no method of verifying an
anticoncentrated classical distribution with fewer than O(d"/?)
samples, where d is the effective support. (This follows from

'Quantum Computational Science Group, Oak Ridge National Laboratory, Oak Ridge, TN, USA. *%email: benninkrs@ornl.gov

Published in partnership with The University of New South Wales

NP| nature partner
pJ journals


http://crossmark.crossref.org/dialog/?doi=10.1038/s41534-021-00455-6&domain=pdf
http://crossmark.crossref.org/dialog/?doi=10.1038/s41534-021-00455-6&domain=pdf
http://crossmark.crossref.org/dialog/?doi=10.1038/s41534-021-00455-6&domain=pdf
http://crossmark.crossref.org/dialog/?doi=10.1038/s41534-021-00455-6&domain=pdf
https://doi.org/10.1038/s41534-021-00455-6
mailto:benninkrs@ornl.gov
www.nature.com/npjqi

R.S. Bennink

applying Theorem 1 of ref. '® to the uniform distribution.) And
until recently, there was no known efficient method of verifying
arbitrary anticoncentrated quantum states. While this manuscript
was in preparation, Huang et al.'® introduced a type of
randomized tomography that enables low-rank projections (e.g.,
fidelities) of an arbitrary quantum state to be estimated efficiently.
That method can be used for the same purpose as EVAQS, but the
two methods appear to provide different tradeoffs in classical and
quantum complexity. Regardless of which of method is ultimately
found to be more practical, the approach described here stands to
be interesting in its own right.

This work addresses a major problem (namely, sample
complexity) for verification of some large quantum states, but it
must be acknowledged that some challenges remain. First of all,
quantum states that have an intermediate amount of concentra-
tion fall in the gap between this work and prior work and remain
difficult to verify. For example, spin-glass states can simulta-
neously have exponentially large support (making them costly for
standard methods) and be exponentially sparse (making them
more difficult for the method described here). Second, there is the
very fundamental problem that verifying a quantum state requires
a specification of its readily measurable properties, whereas the
most useful quantum states for computational purposes are the
ones for which such a classical specification is likely to be difficult
to obtain. While it is perhaps too much to hope that all interesting
quantum states would be efficiently verifiable, this work shows
that some significant inroads may be made.

RESULTS

The EVAQS algorithm

Let u be an efficiently preparable n-qubit state that is intended to
approximate a pure target state T = |1)(7|. In most of this work it
will be assumed that u is pure, u = |u){ul; the validity of the
method for mixed u will be established in section 4.1. Let |1) =
Zf; T¢|x) where d=2". Let us call a projection of |t) onto a
sparse subset of the computational basis a snippet. The EVAQS
algorithm is motivated by two observations: The first is that |u)
and |1) are similar if and only if all corresponding snippets of |u)
and |7) are similar. The second is that, given the ability to compute
selected coefficients of |7), it is not difficult to prepare snippets of
|T) for direct comparison with corresponding snippets of |u). This
suggests the following strategy: (a) Project out a random snippet
of |u). (b) Construct the corresponding snippet of |t) and test its
fidelity with the snippet of |u) using the quantum swap test'’. (c)
Repeat (a)-(b) many times and estimate the fidelity F(u,7) =
(tlult) = [(u[t)|* as a weighted average of the fidelities of the
projected snippets. In a nutshell, the idea is to verify a quantum
state by verifying its projections onto random two-dimensional
subspaces.

Below | present two versions of the algorithm: a basic version
that samples |u) uniformly and is efficient when |7) is antic-
oncentrated, and a more general version that uses an auxiliary
quantum state |a) to importance sample |u) when |1} is not
anticoncentrated. In principle |a) can be any accurately character-
ized reference state, but to be useful it should place substantial
probability on the support of |t) while being significantly easier to
prepare than |1) itself. The general version of the algorithm
involves a larger and more complex quantum circuit than the
basic version, but requires far fewer circuit repetitions when |a) is
a substantially better sampler of |u) than the uniform distribution.
Both versions of the algorithm require the ability to calculate on a
classical computer 1}, & 7, for any given x; for the general version,
the ability to calculate a;, o< ay is also required. These coefficients
must be calculated on demand (or retrieved from a precomputed
table) during the circuit, within the decoherence time of an
unmeasured ancilla qubit. The prospect of calculating these
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Fig. 1 Circuits to verify an unknown quantum state u (shown here
as pure) with respect to a classically-described pure target state
T = |1)(7|. a Basic circuit. b A more sophisticated circuit using an
auxiliary state |a) for importance sampling, which reduces the
number of circuit repetitions needed when T is not anticoncen-
trated. In either case, the circuit is repeated many times and the
fidelity F(u, 1) is estimated in terms of weighted averages of b =
(=1)™m, and b? (egs. (4)-(6)). Notation: H = Hadamard gate; X =
Pauli X gate; 0/1 block = measurement in the computational basis;
rng random number generator.

coefficients after the circuit and using postselection, at the cost of
requiring more circuit runs, is considered in Supplementary
Material 1.4.

The basic version of the algorithm is implemented by a
repeating a short quantum-classical circuit involving a test register
containing the unknown state |u) € Hy» and two ancilla qubits
(Fig. 1a). The steps of the circuit are as follows:

1. Prepare the unknown state |u) and one of the ancillas in the
state (|0) +(1))/v/2.

2. Draw a uniformly distributed random number v € {0, 1}" and
perform controlled-NOT operations between the ancilla
qubit and each qubit i in the test register for which v;=1.

3. Measure the test register in the computational basis,
obtaining a value x.

4. Compute T, ox T, and 1), o< T, where y=x@ v (@ denotes
vector addition modulo 2).

5. Prepare the second ancilla qubit in the normalized state

|Ty) o< T,[0) + T 1). M)

6. Measure the two ancilla qubits in the Bell basis and set b =
£1if |®.) = (]0)|0) +|1)]1))/+/2 is obtained, otherwise set
b = 0. (Note that the Bell measurement can be performed by
a controlled-NOT between the ancillas followed by a pair of
single-qubit measurements, as shown in Fig. 1a.)

The general version of the algorithm uses an additional n-qubit
register containing an auxiliary state |a) (Fig. 1b). In principle |a)
can be any well-known quantum state, though later it will be
shown that the efficiency of the algorithm directly depends on
how well |a) samples both |7) and the error vector |u) — 7). In this
case the steps of the circuit are:
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1. Prepare the test register, auxiliary register, and first ancilla
qubit in the state |¢) = \/i§|u>|a)(|0) +11)).

2. Perform a controlled swap between the test and auxiliary
registers, using the first ancilla qubit as the control.

3. Measure the test and auxiliary registers in the computational
basis, obtaining values X, y, respectively.

4. Compute T, X Ty, T, X Ty, O} X 0y, and a, x ay.

5. Prepare a second ancilla qubit in the normalized state

T T

y X
yx) o< =-10) +=11). 2
!yx> a;/ G),(

6. Same as for the basic version.

For either version of the algorithm, steps 1-6 are repeated N>
1 times. Let x; y; b; denote the values obtained in the jth trial.
Define the sample weight

2
2 /
T T
wj(‘y == —’/’ (3)
a, a,

where o) = 27"/2 for the basic version of the algorithm. Then F(u,
7) is estimated by the quantity

Pt @)
B
where
N
A=1S"w b (5)
= NZWXWV, !
=
B=13 w07 ©)
TNL& T

The simple estimator (4) has a bias of order N~". In practice this
is usually negligible, but for completeness an estimator that is
unbiased to order N~ is derived in Supplementary Material 1.1.

The circuit for the basic algorithm is quite simple, consisting of
(on average) just n/2 + 1 controlled-NOT gates and a few single-
qubit gates and measurements. The general version replaces the
(on average) n/2 controlled-NOT gates with n controlled-SWAP
(Fredkin) gates between n pairs of qubits. Each controlled-SWAP
gate requires a handful of standard 1- and 2-qubit gates'®®
Altogether the general version uses approximately twice as many
qubits and roughly ten times as many gates as the basic version.
However, if |a) is substantially better at sampling |7) than the
uniform distribution, the general version will require substantially
fewer circuit repetitions to obtain a precise estimate.

Performance

Cost to achieve a given precision. The cost of EVAQS is driven by
the number of samples needed to obtain an estimate with
sufficiently small variance. In a typical application the expectation
is that u is not a bad approximation of 1; thus the regime of
greatest interest is that of small infidelity /=1 — F. For the ensuing
discussion it will be supposed that u is pure, though the same cost
estimate is obtained for the case that u is mixed (see Section 4.2).
To lowest order in | and statistical fluctuations, the variance of F
can be written as

=2 I|TX‘4 + |TX|2‘EX|2
VarFe — ) ————

) Nzx: a2

@

where |g) = e |u) — |7) is the error of |u) upon correcting its
global phase ¢, defined via (t|u) = v/Fe'. (For the basic version of
the algorithm one may take a,=d~'?). As shown in Section 4.2,
lex|? is (to lowest order) also proportional to /, so that the entire
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expression is proportional to /. Note that VarF does not depend on
the phases of the components of |a).

The worst case is that the error resides entirely on the
component x for which |tc/ay| is largest, i.e, the basis state
which is most badly undersampled. In non-adversarial scenarios
the error may be expected to be distributed across the support of
7. Simulations indicate that for plausible error models
S nl EX\Z/LGAZ is typically comparable in magnitude to
Iy |tx|"/]ax|". This leads to the approximate scaling law

4/

N~3 (1+x*(1,a)) (8
where  ¢? is, the desired variance and x(t,a) =
S (tel® = |ae|®) /lax|* is the chi-square divergence of T with
respect to a (in this context regarded as classical distributions over
the computational basis). x? is a standard statistical measure that
quantifies the distance between distributions T and a, heavily
weighting differences in which a undersamples 1. Note that N has
no intrinsic dependence on the dimension of t.

For the basic version of the algorithm (or when |a) is the
uniform superposition), Eq. (8) can be simplified even further to

4[ (T)
N~ 6—2dp coll ©)

where p(é)O“ =", |r|* is the collision probability of the classical

distribution induced by |t). 1/p<é)0” may be interpreted as the

effective support size deg of |T). It follows that the basic algorithm
is efficient so long as des/d is at least 1/poly(n), that is, so long as
the effective support of |t) is not too small. This makes the
proposed method complementary to existing methods which are
efficient for concentrated distributions. For a slightly different

. . (1)
perspective, the factor dp((%ll can be written as 2" where ng)

is the Rényi 2-entropy of the classical distribution induced by |7).
Thus the basic method is efficient when the entropy is large,

namely, when n — ng) grows at most logarithmically in n.
Using standard calculus one can show that the optimal
sampling distribution satisfies

[t (Iru® + lox|?) (10)

where |o) is the normalized projection of |¢) onto the space
orthogonal to |t). One might have guessed that it would be
sufficient for |a) to sample either |u) or |t) well. But that is
incorrect: if |a) doesn't frequently sample the components of |u)
with the largest errors (whether or not the components
themselves are large), then the (in)fidelity will not be estimated
with high precision.

The prospect of calculating the target amplitudes after the
circuits are run, using a random state in place of |r,) and
performing postselection, is considered in Supplementary Material
1.4. There it is found that using postselection instead of
feedforward increases the number of needed circuit runs by a
large (but dimension-independent) factor. Improving that bound,
or finding an alternative postselection scheme that does not incur
so much overhead, is a direction for future work.

|ax|2 X

Robustness to error in the auxiliary state. A key assumption in the
general version of EVAQS is that the auxiliary state |a) is well-
characterized. Fortunately, EVAQS is robust with respect to this
assumption in the sense that small error in the knowledge
of |a) leads to a correspondingly small error in the estimate
of F(u, 7).

Suppose |a) is mistakenly characterized as |a). Then as shown in
Section 4.3, instead of estimating F(u, ) the procedure estimates
F(u,T) where T is a perturbation of t. Intuitively, if |a) is close to |a)
then |7) will be close to |t) and F(u,T) will be close to F(y, 7). In
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Section 4.3 and Supplementary Material 1.3 it is shown that

1)
IF(pT) — F(u, T)] < o
1 —b6rms

(m

where 8,5 is the average relative error in the amplitudes of |a).
Thus a small error in the characterization of |a) vyields a
correspondingly small error in the estimate of F(y, 7).

Simulations

In this section | present the results of several simulation studies
demonstrating the validity and efficacy of the proposed method.
The first study demonstrates scalable verification of so-called
instantaneous quantum polynomial (IQP) circuits?®. The next two
studies demonstrate sample-efficient verification of random
quantum circuits, including the kind of circuits used to
demonstrate quantum supremacy’. In each of these studies the
basic version of the method (without an auxiliary state |a)) was
employed.

Verification of IQP circuits

IQP circuits are currently of interest as a family of relatively simple
quantum circuits whose output distributions are hard to simulate
classically?'?2. IQP circuits are well-suited for demonstrating
EVAQS as their outputs are typically anticoncentrated in the
computational basis. Even better, if the output of an IQP circuit is
transformed into the Hadamard basis, the distribution is not only
perfectly uniform (yielding the lowest possible sample complex-
ity), but also easy to calculate on a classical computer. This makes
EVAQS a fully scalable way to verify IQP circuits.

An n-qubit IQP circuit of depth m can be defined as a set of m
multiqubit X rotations acting on the |0)" state. A multiqubit NOT
operation may be written as X = X{' ® - -- ® X% for a € {0, 1}". In
terms of such operators, an IQP circuit has the form

[T) = exp (i i OiXAf> |0)"

i=1

(12)
for some set of vectors A, ..., A, € {0, 1}". The amplitudes of the
output state can be written concisely as

T, = (X|T) (13)

= > (1) Bulvn) (14)

v: Av=x
where A=[A;,...,A,] and
B(b) — cosf; b=0 (15)
7 lising b=1"
10° - - -
> 1=0.30
@ [1=0.10
210
£ 1=0.03
3
g [l=001
E10
k%)
L
a
1073 * 3 3 @)
4 8 12 16 20

number of qubits

The number of terms in Y,.4,—x is 27" where r = rank(A). Since
r < n, the number of terms contributing to 1, is exponential in the
circuit depth m once it exceeds n.

IQP states are substantially easier to analyze in the Hadamard
basis. Let |§) = H*"|t). Note that it is experimentally easy to
obtain |§) from |7). Since HX = ZH, we have

€) = exp <i Z e,zAf> |+)"

=1

(16)

where |+) = (]0) +]1))/v/2 = H|0). In this basis, the amplitude

1 & XA,
(x1€) = N hiad (I ;GI(_U >

is trivial to compute classically. Furthermore, the induced
probability distribution is uniform, which is the best case
for EVAQS.

As a first demonstration, | simulated the verification of random
IQP circuits in the Hadamard basis. The test circuits were
comprised of n=4,6,8,...,20 qubits and m = 3n rotations; the
depth m=3n was chosen to ensure that the complexity of the
output state is exponential in n. For each rotation, a random
subset of qubits was chosen from n Bernoulli trials such that on
average 2 qubits were involved in each rotation. Each rotation
angle was chosen uniformly from [0, 271]. To simulate circuit error,
each angle 6; was perturbed by a small random amount ;. The
angle errors were globally scaled so that the resulting state |u) had
a prescribed infidelity / with respect to the ideal state. For each n
and each /€{0.01,0.03,0.1,0.3}, 400 random perturbed circuits
were realized. For each circuit, the verification procedure was
performed with 10% simulated measurements.

Figure 2 a shows the estimated infidelities obtained from these
simulated experiments. (In all the figures, a solid line shows the
median value among all realizations of a given experiment and a
surrounding shaded band shows the 10th-90th percentiles). As
expected, the proposed method is able to accurately estimate the
infidelity of the prepared state independent of the number of
qubits over a wide range of infidelities. With a fixed number of
measurements, the states with smaller infidelity are estimated
with larger relative error; however, the absolute error is actually
smaller, in accordance with Eq. (9). Figure 2b shows the sample
cost of the procedure, given by Eq. (8) and normalized by the
desired precision €%, as a function of the number of qubits.
Notably, the cost is independent of the number of qubits,
depending only on the fidelity of the test state. Again, this is
expected from Eq. (9) given that the output distribution is uniform.

EVAQS is also effective when measurements are performed in
the computational basis. In this basis, the output state of a typical
IQP circuit is anticoncentrated in the sense that significant fraction

(17)
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Fig.2 Simulated verification of IQP circuits with rotation angle errors, using measurements in the Hadamard basis. a Estimated infidelity.

b Precision-normalized cost.
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Fig. 3 Simulated verification of IQP circuits with rotation angle errors, using measurements in the computational basis. a Estimated
infidelity. b Precision-normalized cost. ¢ Cost as a function of the concentratedness of the output state. The dashed lines are the estimated

cost, Eq. (8).

of the basis states have probabilities of order 27" or larger®.
Figure 3a shows the estimated infidelities for the same set of
circuits as described in the previous subsection, but this time
using simulated measurements in the computational basis. As
before, EVAQS was able to accurately estimate the circuit fidelities.
This time, however, the cost tends to increase slowly with the
number of qubits. | note that while the median cost does appear
to grow exponentially, in going from 4 to 20 qubits it increases
only by a factor of about 2.5, whereas the size of the state being
verified increases by a factor of 22°/2* = 65536. Furthermore, there
is noticeable variation in cost for circuits of the same size (Fig. 3b).
This is because different random circuits of the same size were
anticoncentrated to different degrees. The strong link between
cost and the degree of anticoncentration in the target distribution
is shown in Fig. 3c. Indeed, the degree of concentration (as
measured by the inverse collision probability) is a better predictor
of cost than the number of qubits. Also noteworthy is the fact that
the estimated costs, given by Eq. (9) and shown as dashed lines,
are within a small factor of the true costs.

Verification of random circuits. The second study involves
verification of random quantum circuits, that is, sequences of
random 2-qubit unitaries on randomly selected pairs of qubits.
Each random unitary was obtained by generating a random
complex matrix with normally-distributed elements, then perform-
ing Gram-Schmidt orthogonalization on the columns of the
matrix. In this study, error was modeled as a perturbation of
the output state rather than perturbation of the individual gates.
The output state was written as

lu) = V1= nl) + Vnle)

where |g) consisted of both multiplicative and additive noise,
& ~ & T + A, (19)

where &, EZ are independent complex Gaussian random variables.
The constant A was chosen so that the standard deviations of the
multiplicative error and additive error are equal when |14| equals
its mean value. The constant n was then chosen to yield a
particular infidelity /. As before, circuits were comprised of n =4,
6,8, ...,20 qubits and m = 3n gates. For each n and / € {0.01, 0.03,
0.1,0.3}, 300 random circuits were realized. For each circuit, the
verification procedure was performed with 10* simulated mea-
surements.

The results are shown in Fig. 4. Again, EVAQS is able to estimate
the output state fidelity accurately with a number of measure-
ments that grows very slowly with the number of qubits. And as
with IQP circuits, the cost is well-predicted by the concentration of
the target state and the infidelity of the unknown state.

(18)
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Verification of supremacy circuits. Another important class of
circuits is that recently used to demonstrate the quantum
supremacy of a quantum processor’. Such circuits consist of
alternating rounds of single-qubit rotations drawn from a small
discrete set and entangling operations on adjacent pairs of qubits
in a particular pattern. Like IQP circuits, such circuits are hard to
classically simulate**?® in spite of their locality constraints. But
unlike IQP circuits, they are universal for quantum computing.
The circuits simulated in this study consisted of n € {4,9, 12, 16,
20} qubits arranged in a planar square lattice with (nearly) equal
sides and 16 cycles of alternating single-qubit operations and
entangling operations, as described in ref. °. Single-qubit error
was modeled as a post-operation unitary of the form
exp(i(&X + &Y + €,Z) where g, ¢, €, are independent normally-
distributed variables of zero mean and small variance. Error on the
two-qubit operations was modeled as a small random perturba-
tion of the angles 6, ¢ parameterizing the entangling gate’. The
amount of error was chosen to yield a process infidelity?® on the
order of 0.02% per single-qubit operation and 0.2% per two-qubit
operation. For each circuit size, 100 random noisy circuits were
generated; for each circuit, 10* measurements were simulated.
Figure 5 plots the estimated fidelity vs. the true infidelity of all
the circuits simulated. For comparison, the dashed line shows the
true infidelity. The smallest circuits (n =4) had output infidelities
on the order of 1073, while the largest (n =20) had infidelities
around 0.3. Over this range, the infidelity was estimated to within
20% or better. What is not evident from the plot is that the
variance of the estimator varied by an order of magnitude for
different random circuits of the same size, due to the different
amounts of entropy in their output distributions. Consequently,
the expected error for some of the circuits is actually considerably
smaller than 20%. For the circuits that were verified less
accurately, the expected error could be reduced further by
increasing the number of measurements. Interestingly, the relative
error does not vary much over the wide range of circuit sizes and
circuit infidelities in these simulations. According to Eq. (9), one

expects the relative error to scale as v/VarF/l oc I7'/2, that is, to
increase as infidelity decreases. Additional simulations confirmed
that this scaling does occur with smaller gate errors.

Comparison to other verification methods

To help place these results in context, this section compares and
contrasts EVAQS with several leading methods of quantum state
verification.

Direct fidelity estimation. One of the first scalable methods for
quantum state verification, called direct fidelity estimation, was
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introduced in refs. 1213, Like EVAQS, it addresses the problem of
estimating the fidelity F(u, 7) between an arbitrary quantum state u
and a classically-specified pure target state 1. The density
operators y and T are expanded in an operator basis (t explicitly,
u formally) leading to a formal expansion of the fidelity function F
(1, 1) in this basis. The fidelity is approximated by selecting a
random subset of terms from the expansion, experimentally
estimating their coefficients, and computing their weighted sum.

Like EVAQS, direct fidelity estimation requires a generally costly
classical calculation of the coefficients of 7 in some basis. Both
methods also utilize importance sampling, though in direct fidelity
estimation the sampling is done classically whereas in EVAQS a
quantum state is used for this purpose. The main difference
between the two methods is the regime of experimental
efficiency. For direct fidelity estimation the number of samples
to estimate F to fixed accuracy scales as O(|S|/2") where |S| is the
number of non-zero terms in the operator expansion of T (see
Supplementary Material section 1.5). Since the number of basis
operators is 4”7, the method is efficient only if the fraction of non-
zero terms is poly(n)/2", i.e., exponentially small. That is, direct
fidelity estimation is efficient for target states t that are sparse in
the chosen operator basis, whereas EVAQS is most efficient for
states that are anticoncentrated in the chosen state vector basis.
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Heavy output testing. Recent efforts in benchmarking quantum
computers have led to several related methods for verifying
quantum computer outputs. The two most notable of these are the
cross-entropy benchmark used for demonstrating quantum supre-
macy?” and the heavy output criteria used in calculating quantum
volume?®, The mathematical details differ, but the key principles are
the same in both contexts: a quantum circuit is devised to prepare a
state that induces a complicated probability distribution—the
target distribution—in the computational basis. The circuit is
executed and measured many times on a quantum computer
under test. Under the premise that generating high-probability
samples (so-called heavy outputs) from the target distribution is a
difficult task®*%’, the target probabilities of the measured outcomes
are calculated on a classical computer and translated into a score:
the higher the target probabilities, the better the score.

Like EVAQS, heavy output testing is experimentally efficient for
states that are anticoncentrated in the computational basis; the
number of required samples goes as O(¢~2), independent of the
number of qubits. Also like EVAQS, it requires a costly evaluation
of the target output coefficients on a classical computer. The main
difference between the two approaches is that EVAQS provides a
direct estimate of the fidelity of the quantum state in question,
whereas heavy output testing strictly provides only indirect
evidence of the state’s accuracy. Indeed, the best heavy output
score is obtained not by preparing the target distribution, but by
outputting the most likely element of T every time. Furthermore,
the heavy output score is blind to phase errors in the amplitudes
of the prepared quantum state. A counterpoint is that the heavy
output score has been shown to be quite sensitive to typical
circuit errors?’. That is, errors almost always make the heavy
output score noticeably worse. Thus if one is willing to make a
strong non-adversarial assumption about the errors on the
quantum state in question, heavy output testing is a comparably
effective way to estimate the state’s accuracy.

Shadow tomography. Very recently Huang et al. introduced a type
of randomized tomography that enables low-rank projections of
arbitrary quantum states (e.g,, fidelity) to be estimated efficiently. In
the most comparable form of their method, the unknown state u is
measured in a set of random bases, which is accomplished by
applying random global Clifford operations to p and measuring in the
computational basis. The measurement bases and observed out-
comes are used to classically compute a state i, called a classical
shadow, to serve as a proxy for u. That is, properties of u are estimated
by corresponding properties of fi. For example, F(u,7) = (t|u|t) is
estimated by F(fi, T) = (t]|7). Crucially, the measurement bases are
chosen so that {1 and its properties can be efficiently calculated on a
classical computer. The success of this approach is rather remarkable:
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the classical shadow [i is generally not a good holistic approximation
of y; it is usually not even physical! (In the common case that the
Hilbert space dimension d significantly exceeds the number of
observations, most of the eigenvalues of the classical shadow are
negative). Nevertheless, it allows one to efficiently estimate
observables that have small operator norm, such as fidelity.
Shadow tomography is a general characterization method, not
just a verification method, and its efficiency evidently does not
depend on the sparsity of the target state. But as acknowledged in
ref. 16, the global Clifford operations needed for shadow
tomography are non-trivial to implement. In contrast, the quantum
circuits used for EVAQS are very simple. For the task of fidelity
estimation, both EVAQS and shadow tomography require calcula-
tion of the target state on a classical computer. But whereas
shadow tomography evidently requires a substantial portion of the
target state to be calculated, EVAQS requires only a small fraction of
the target state to be calculated. On the other hand, in EVAQS the
results of such calculations must be available on demand for a feed-
forward measurement. As the two methods appear to provide
different tradeoffs in classical and quantum complexity, it is
plausible that different scenarios may favor different methods.

DISCUSSION

The verification of complex states produced by quantum
computers presents daunting experimental and computational
challenges. The state verification method presented here, EVAQS,
takes a significant step in addressing these challenges. In contrast
to most existing verification methods, EVAQS is inherently sample-
efficient when the target state is anticoncentrated (i.e., has high
entropy) in the chosen measurement basis. In the case that the
target state is not anticoncentrated, an auxiliary state may be used
to importance sample the unknown state, greatly reducing the
number of measurements needed.

The main limitation of EVAQS is the need to calculate selected
probability amplitudes of the target state. At a certain level this
seems unavoidable: to verify a quantum state against a classical
specification, at least some characteristic features of the target
state must be calculated. In the hope of reducing the classical
computational complexity in at least in some cases, the method
was designed so that the calculated amplitudes need not be
normalized. But the general computational challenge of quantum
state verification remains an important direction for future work.

A related issue is that the most efficient implementation of
EVAQS involves feedforward operation of the quantum computer.
While such a feature is anticipated to be available on some
devices in the near future, the most obvious workaround involving
postselection appears to incur significant cost. Efforts are currently
underway to devise a variant of EVAQS that replaces the
feedforward aspect with post-calculated amplitudes and post-
selection without incurring a large overhead.

EVAQS complements previously known verification methods that
are efficient when the target state is sparse in some readily
measurable basis. However, there exist interesting quantum states
that are neither sparse nor anticoncentrated; for example, coherent
analogs of thermal states at moderate temperatures. Such a state can
have an effective support that is exponentially large (making it
challenging for sparse methods) but still exponentially smaller than
the number of basis states. Furthermore, such a state is unlikely to be
importance-sampled well by any auxiliary state that is easy to make
(otherwise it would not be such an interesting state). Thus although
importance sampling can reduce the cost of EVAQS considerably for
such intermediate density states, the most interesting of these are
likely to remain challenging to verify. Other approaches, perhaps yet
to be discovered, will be needed to efficiently verify such states.
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METHODS
Proof of correctness

To show that the procedures described in Section “The EVAQS Algorithm”
indeed yield an estimate of F(y, 1), we consider the more general version;
the correctness of the simpler version will subsequently be established as a
special case.

Proof of the general version. In each iteration of the general version of the
algorithm, one first prepares the test register, auxiliary register, and the first
ancilla qubit in the state

v) :\/%\u>\a>(\0> +11) 20)
d
:% S ey X )(10) + [1)). 1)
xy=1

In the second step, the ancilla controls a swap between the test and
auxiliary registers. This yields the state

d
W) == 3 I0ly) (@ [0) + a1)). 22)

\/ix.y:1

In the third step the test and auxiliary registers are measured, yielding
values x, y. This projects ancilla 1 onto the unnormalized state
1
|¢xy> = ﬁ(“xa}"o) +“yax|1>)- (23)

In the fourth step, the observed values x,y are used to compute

T, Ty &, @, and prepare ancilla qubit 2 in the state

V(B
|ryx>5—/ a_,|0>+a_,|1> : (24)
1/Wyx y X

Let A = |t} /7|*/|a, /ax|*, which is independent of x. Then |r,,) can be

written as
1 (1 Ty )
) = ——( 210y + =1 (25)
) == (100 + 210
where
2 2
Wy = |5 4+ |2 (26)
ay ay,
/
My 27)
A
The joint state of the two ancillas is
, 1 < ) Ty Tx
= 0 N[0y +=11) ).
Vi) s (B 10) -+ 1)) (GL10) 1) 28)
Finally, the ancillas are measured in the Bell basis. Since
1
<‘D¢ |¢;y> = Z\/T_xy (lley iHﬂx) (29)
the probability of joint outcome (x,y,b=1=1) is
1 2 2 P * ok
Pry,+1 :W(qu\z\w + [y | ITX\ZiuxTyuyrxiuyrxuxry)- (30)
Xy

2

Using | uity| = F(u,T) we obtain

X
1
Z WixyPxy+ = 5(1 £F(p,7)).
Xy

Now, Pxy+ T Pxy— = Zh&{—m,upxybbz and pxy+ - pxy— = Zbe{fl,o.l} pxybb'
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Thus
<W;yb> =23 Wypgeb 31)
X.y.b

=A Z ny (pxy+ - pxy—) (32)
Xy

= AF(u,1) (33)

and

<W;yb2> =A Z nypxybbz (34)

x.y,b

=A Z ny (pnyr + pxy—) (35)
Xy

= (36)

It follows that

(37)

To obtain an experimental estimate of F(u, 1), the steps above are
repeated N> 1 times. Let x; y; b; denote the values of x,y, b obtained in
the ith trial. The experimental quantities (5) and (6) are unbiased estimators
of (w,,b) and <W)’<yb2>, respectively. As a first approximation F may be
estimated by the ratio A/B. It is a basic result of statistical analysis that such
an estimator has a bias of order N~'. The estimator which corrects for this
bias is derived in Supplementary Material 1.1.

Proof of the basic version. To establish the correctness of the basic version
of the algorithm, | show that it is equivalent to performing the general
algorithm with |a) as the uniform superposition state.

In the basic version, one starts with just the unknown state |u) and an
ancilla qubit in the state (|0) + |1))/v/2. One picks a uniform random
vector v € {0, 1}" and performs

x)10) — [x)]0) .
1) — [x@v)|1) )
yielding the state
1
Uyer) = 75 S e(010) + [x & )|1) -
1
_752|X>(“x‘0>+ﬂxev|1>). o

Measuring x yields the ancilla state

“x ‘O> + “xébv“) (42)
with net probability

1
Pxv = W (ll‘lx‘z + |“x$v|2>' (43)

Now, consider the general algorithm with |a) = 2*”/zzy|y). From Eq.

(22), the state immediately following the controlled swap between test and
auxiliary registers is

, 1
W) = 7W;\X>\y>(ux|0> + 1y [1)). (44)

Measurement of x, y yields the ancilla state

Hel0) + ky[1) (45)
with probability

1
Py = F (“"xlz + |I‘ly|2)- (46)
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Equations (45), (46) with y =x@ v are the same as (42), (43). Thus, the
basic version of the algorithm is equivalent to the general version with a
uniform superposition for |a).

Validity for mixed input states. So far it has been supposed that y is a pure

state. Here | show that the proposed method also works when u is mixed.
Recall that an arbitrary state u may be generally be written as

d

u=> qu" 47)
p

where each u = |u®)(u| is a pure state and g = (g, ..., ) is a discrete

probability distribution. Since expectation values of quantum observables

are linear in the density operator, the experimental quantities A and B (egs.
(5), (6)) have expectation values

d
<A>y = Z ai <A>,,u> (48)
=1

d

Bu=2_ 0B (49)
iz

where (- ), denotes the expectation value according to density operator

p. Now, since B does not depend on , <B>u<') = <B>”. Then the expectation
value of the simple estimator (4) is

(F) = @ (50)

d .
_yg (51)
29,

d

=Y qFw?,1) (52)

= F(u.). 63)
The last line follows from the linearity of F(---, 1) when T is pure.

Derivation of the variance

The cost of EVAQS is driven by the number of samples needed to obtain an
estimate with sufficiently small variance. In Supplementary Material 1.2 is
shown that, for pure u and to lowest order in statistical fluctuations,

‘ 2

= 1 T«
VarF ~ — Q« 54
NZ || oY
where
Q= (1+ P (I + [1l?) = 2F (T (ulT) + Tt (t ) ) (55)

In a typical application it is expected that u is not a bad approximation of
T; thus the regime of interest is that of small infidelity /=1 — F. We proceed
to simplify Q, for the case that the infidelity /=1 — F is small, keeping only
the lowest order terms. Let (t|u) = €' cos 6. Then F = cos?0, | = sin?6, and
1+ F?= 2F. This yields

Q ~ 2F (| |* + |1 [* — cos O(tupie” + Tue™?)). (56)

Now, [u) can be written as |u) = e (|7) cos 6 + |o) sin 8) where (g]o) =
1and (o|t) = 0. Then Tjue " = |1,]* cos O + T;0y sin 6. To lowest order in
sin@ = v/,

luy|” = [tx|*cos?6 + |0, |*sin?6 + (1,0} + T;0x) cos Bsin 6. (57)
Substituting these expressions into (56) and combining terms yields
= 2F((1 — cos20) |1, [* + |ox|*sin20) (58)

= 2(|t” + ok ). (59)
This yields

=2 ‘TX‘Z(‘TXF + |GX‘Z)
VarF ~ — _— 7 (60)
N2 ol
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To obtain Eq. (7) the above expression for |u) is substituted into
le) = e7|u) — [1), giving

le) = |T)(cos@ — 1) + |o) sin 6. (61)

Since (1 — |1)(1])|€e) = |o) sin B, |o) can be understood as the normalized
projection of |€) onto the subspace orthogonal to |7). Alternatively, we may
use the fact that sin6 = v/1 — F = v/ and cos6 = VF ~ 1 7%l to obtain

le) ~ |o)VI. (62)

Equation (7) follows from substituting this expression into (60).
In the case that u is mixed with eigenvector decomposition

p= 3G, 1) {u?|, Eq. (54) generalizes to

~ 1 T 2 .
rf = 57 S a)

X IaX i

(63)

where Q% is defined analogously to Q but with |u)) in place of |u). Then in
the high-fidelity regime we obtain

12
&0

(64)

4 2
™ + 1ol 2o
VarF ~ = !
T el
. . M2
where |¢)) is the error vector associated with |u). Note that Z,q,|£,((')|
may be interpreted as the total amount of error on the x component of p.
Assuming this total error is distributed non-adversarially, we obtain the
same scaling rule as for the pure state case, Eq. (8).

Derivation of the robustness bound

Suppose |a) is mischaracterized as |a). Then upon measuring x, y one is led
to prepare the ancilla state

~ 1 T, Ty )
r =——|=|0) + =1
‘ }’X> M (ay ‘ > @y | >
where W is defined in the same way as w but using the coefficients of |a)
instead of those of |a). Equation (28) then becomes

(65)

~/

_ 1 gy 4+ I
by) = 2 (ke l0) + e (ay 93, \1>)~

A derivation similar to that of 4.1 yields

waypxyi x (1 i—F(“7 f))
Xy

(66)

where T = |T) (7| has state vector amplitudes

- Ty Oy /Oy

X = 7~ . (67)
\/ Zy|ryay/GY|2

The construction (4) then yields an estimate of F(u, 7). That is, error in
one’s knowledge of the auxiliary state |a) causes the algorithm to estimate
the fidelity of u with respect to a perturbed version of the target state.
Intuitively, if |a) is close to |a) then |T) will be close to |t) and F(u, T) will be
close to F(u, 7). To make this more precise we use the triangle inequality for

the Bures angle 8,3 = arccos \/F(a, B):
‘eur - y?‘ S |6ﬁ|- (68)

Using the fact |6;;| < /2 and combining the inequality above with the
trigonometric identity

|cos?6,r — cos? 6| < [sin(Br — 6,7)] (69)

yields

IF(u.7) — F(, D) < /T— F(T.7). (70)

In Supplementary Material 1.3 it is shown that

1-F(t,7) < (6—m)2 71
1 - (Srms

where 6,ms is the average relative error of the amplitudes of |a) defined as
a 2

6fmSEZ|TX‘Za—if1' . (72)

X

The bound (11) immediately follows.
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