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ABSTRACT

Implicit Monte Carlo simulations of thermal radiative transport can exhibit what is known as
teleportation error in problems with strong coupling between radiation and matter. Telepor-
tation error occurs when energy deposited in a localized region of a spatial zone is emitted
throughout the zone in the next time step. Teleportation error is commonly reduced by
biasing the positions of photon thermal emission using a fit to the spatial distribution of
temperature to the fourth power. The current work samples and stores locations along pho-
ton paths based on absorption probabilities. These locations are used as sites for emission in
the subsequent time step. This method of teleportation correction is demonstrated in several
sample problems, and is validated against an Implicit Monte Carlo Diffusion Method which
does not exhibit teleportation error. The new method reduces teleportation error relative
to the source tilting method, and enables the use of lower spatial resolutions than would be
required to mitigate teleportation error using the source tilting method.
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1. INTRODUCTION

The time-dependent frequency-dependent transport equation for photons is [1]

1

c

∂I

∂t
+ Ω · ∇I = −σa(T, ν)I + σa(T, ν)B(T, ν) , (1)

where I(x, t, ν,Ω) is the radiation intensity, with units of energy/(time length2 frequency solid angle),
c is the speed of light, T (x, t) is the material temperature, and σa(T, ν) is the macroscopic ab-
sorption opacity in inverse length units. B(ν, T ) is the Planck function. (In this equation we
have ignored scattering and external radiation sources.) The Planck function is defined via

B(T, ν) ≡ 2hν3

c2

1

e
hν
kT − 1

, (2)
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where h is Planck’s constant and k is Boltzmann’s constant. B(T, ν) satisfies∫ ∞
0

dν B(T, ν) =
1

4π
acT 4 , (3)

where a = 8π5k4

15c3h3
is the radiation constant. The thermal emission term, σB, can be written

σa(T, ν)B(T, ν) =
1

4π

σa(T, ν)b(T, ν)

σP (T )
σP (T )acT 4 , (4)

where a is the radiation constant, b(T, ν) is the Planck distribution normalized over frequency,
defined by

b(T, ν) ≡ 15

π4

( hνkT )3 h
kT

exp( hνkT )− 1
, (5)

and σP is the Planck mean opacity

σP (T ) ≡
∫ ∞

0
dν σa(T, ν)b(T, ν) . (6)

The expression

P (T, ν) ≡ σa(T, ν)b(T, ν)

σP (T )
(7)

is the probability distribution function for the frequency ν of the thermally emitted photons.
Eqs.(4)-(7) allow us to write Eq.(1) as

1

c

∂I

∂t
+ Ω · ∇I = −σa(T, ν)I +

1

4π
σp(T )caT 4P (T, ν) , (8)

The transport equation is coupled to the material energy balance equation [1]

∂em
∂t

= ρcv
∂T

∂t
=

∫ ∞
0

dν

∫
4π

dΩ σaI − cσPaT 4 . (9)

Here, em(ρ, T ) is the equation of state, which gives the matter energy density in units of energy
per volume as a function of the mass density and temperature, ρ is the mass density, and cv is
the heat capacity in units of energy per mass per temperature.

While radiative transport includes many physical phenomena across the electromagnetic spec-
trum, the discussion here is limited to thermal radiation resulting from the temperature of a
medium. This radiation is modeled by the emission term in Eq.(1). All molecules with a tem-
perature above 0 Kelvin (K) emit thermal radiation as a result of fluctuations in their kinetic
energies causing changes in the internal energies of those molecules.

The stochastic method used in this work is part of a class of methods, called Monte Carlo Meth-
ods (MCMs), to solve Eqs.(1) and (9). These methods use random numbers, typically simulated
by software, to determine the outcome of discrete interactions of particles that represent the
radiation intensity I. For these methods, the spatial domain is segmented into a number of
zones that have discrete values for the material properties of the medium inside the zone. The
time dimension is also discretized, with the solution being advanced from a time tn to a time
tn+1.
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The calculation of a particle history in an MCM starts by emitting the particle through thermal
emission from the medium or through a boundary source. The particle position, direction, and
time are randomly determined for thermal emission, while the energy is set to a value that
depends on the simulation method used. For frequency dependent simulations the frequency of
a thermally emitted particle is sampled from the normalized cumulative absorption coefficient
P (ν, T ) given by Eq.(7). Particle propagation involves sampling the distance the particle will
travel to each possible interactions with the medium (e.g., absorption or scattering) as well as
the distance the particle will travel to zone and problem boundaries. The smallest distance is
selected, and the particle is advanced that distance along it’s current trajectory. Each of these
straight line advancements of the particle from its current location to an event will be referred
to in this paper as a “path”. The particle will usually take more than one path in a time step,
with the zone or direction changing between each path.

As mentioned in the previous paragraph, absorption can be handled in an MCM by calculating
a distance to absorption. If that distance is smaller than the other alternatives, the energy of
the particle is put into the matter in the particles zone, and the particle is terminated. An
MC that has constant particle energies is referred to as an “analog” MCM. The distance to an
absorption event for a particle which has been emitted can be calculated by reference to Eq.(8)
with the source term set to zero. (The effect of the source term is simulated by the emission of
the particle.) That equation is

dI

ds
≡ 1

c

∂I

∂t
+ Ω · ∇I = −σa(T, ν)I . (10)

This equation describes particles, moving without energy loss, which are absorbed with a proba-
bility proportional to exp (−σas) as they travel a distance s. As an alternative, we may interpret
this equation as describing particles which are not absorbed, but which lose energy at a rate
proportional to exp (−σas) as they travel a distance s. That is, no distance to absorption is
calculated; on each path of length s a particle with initial energy E0 has its energy reduced to
E0 exp (−σas), and an energy

E = E0 [1− exp (−σas)] (11)

is added to the matter in the zone. In this interpretation, particles are not absorbed in discrete
events, but lose energy on every path that they take. This is called a “track-length estimator” for
the deposition. The track-length estimator is an example of a “non-analog” MCM. A non-analog
energy absorption scheme is often employed to reduce statistical noise; they increase the number
of particles being simulated by eliminating absorption events. When non-analog absorption is
used, particles will not be terminated due to absorption events. To prevent spending large
amounts of computational resources on advancing small energy particles, we treat small energy
particles differently. When their energy E falls below .01 times its original value E0, we terminate
the particle if a random number r > E/E0; otherwise we set E = E0. In this way small energy
photons are eventually terminated. More detail on the non-analog absorption scheme can be
found in [2]. The difference between an analog and non-analog MCM is important in comparing
the IMC MCM, described below, and the Ahrens-Larsen MCM, in Section 3.

The opacity σa in a zone is usually taken to be constant in the zone at the value calculated
at the tn values of the density and temperature. Because Eqs.(1) and (9) are non-linear in
the temperature, more care must be taken with the temporal discretization of T . The Implicit
Monte Carlo (IMC) method is the MCM used in this work, and was developed to improve the
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numerical stability of MCM simulations[2]. It does this by employing a semi-implicit temporal
discretization of the temperature; that is, it uses the tn value of T and ∂T

∂t to estimate the
amount of thermal emission [3]. The IMC algorithm approximates Eqs.(1) and (9) over the time
[tn, tn+1] as

1

c

∂I

∂t
+ Ω · ∇I = −σt(T (tn), ν)I + faσP caT (tn)4P (T (tn), ν)

+

∫ ∞
0

∫
4π

dν ′dΩ′(1− fa)σa(T (tn), ν)I(x, t, ν ′,Ω′) , (12)

and
∂em
∂t

= ρcv
∂T

∂t
=

∫ ∞
0

dν

∫
4π

dΩ faσaI − facσPaT 4 . (13)

Here,

fa =
1

1 + βc∆tσP
(14)

is the so-called “Fleck factor”, with β ≡ 4aT (tn)3/ρcv and ∆t ≡ tn+1−tn. The effect of the IMC
approximation is to modify Eqs. (1) and (9) by using the tn value of T to calculate the amount of
thermal emission while multiplying the absorption opacity by a factor fa ∈ [0, 1] and adding an
equal amount of thermally redistributed isotropic scattering. Reducing the amount of emission
and absorption by this factor helps stabilize the solutions of Eqs. (12) and (13) by preventing
unphysical temperature excursions that can occur when, for example, a cold opaque medium is
illuminated by an intense external source - see [2] for examples, and [3] for a discussion of the
limitations of this method. When using the non-analog energy absorption method with IMC,
particle energies are reduced by E exp (−faσas) on a path of length s.

The spatial discretization of temperature in IMC requires us to represent T as a function of
space in a way that allows us to sample positions for the emitted particles. For example, if
a piecewise constant representation of T 4(x) in each zone is used, thermally emitted photons
would be equally likely to be emitted in all regions of a zone. Typically, a linear representation
of T 4(x) is used in each zone; methods for constructing and employing a linear representation
are outlined in Section 2.

IMC simulations of problems with a large opaque regions can exhibit a dependence of the
solution on the spatial resolution of the domain. Specifically, thermal waves are often seen to
travel too rapidly through opaque regions, if the zones are more than a few mean free paths
across. The reasons for this error can be understood most easily by considering the propagation
of a one-dimensional Marshak Wave. Consider a zone at the foot of the wave. It is illuminated
by photons from the higher temperature zone on one side. If the zone is more than a few mean
free paths thick, all of the absorption will occur near the illuminated side of the zone. If thermal
emission can occur everywhere in the zone, then thermally emitted photons in the next time
step can be emitted in regions that have not yet been illuminated. This error is referred to,
somewhat fancifully, as teleportation error, as it causes energy absorbed in one location to be
unphysically “teleported” to another location across the zone in subsequent time steps.

Teleportation error is a spatial discretization error. Increasing spatial resolution will reduce
teleportation error, but will require additional particles to be simulated to maintain statistical
noise at an acceptable level in each zone. In addition to improving computational efficiency and
stability, the effective scattering introduced by the IMC method also reduces teleportation error.
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This happens because thermal emission is reduced by a factor fa. While particles can still be
emitted from a cold portion of a hot zone, the effective scattering events that replace a fraction
of the thermal emission are, in effect, an immediate re-emission from an absorption location.
Thus, fewer emission events occur in regions of the zone which have not been illuminated.
Through Eq.(14), a smaller time step will decrease the probability of effective scattering events
in IMC, which will increase teleportation error. Using a linear representation of T 4(x) instead
of a piecewise constant one reduces teleportation error, but does not eliminate it.

The next section briefly describes current methods to reduce the teleportation error by rep-
resenting the T (x)4 as a linear function in each zone; that is, via “source tilting”. Section
3. briefly describes the Ahrens-Larsen MCM. This method is mentioned because it has influ-
enced the development of the teleportation correction method developed in this work. Section
4. describes that new method, which we refer to as “teleportation correction” (TC) method.
Section 5. compares the performance of the new method with source tilting as applied to one,
two, and three-dimensional time dependent radiative thermal transport problems. Finally, the
conclusions of this work are presented in the last section.

2. SOURCE TILTING METHODS

Source tilting samples emission locations from a linear fit to T 4(x). This linear representation of
T 4 in each zone is constructed by using values of temperatures from adjacent zones[4]. By taking
the local temperature gradient into account, the distribution of emitted particles teleportation
error is reduced, but not eliminated.

A simple tilt scheme is to form a set of gradients of T 4, one for each neighboring zone. This
gradient is the vector quantity

gz,n ≡
[
T 4(xz)− T 4(xn)

] xz − xn
|xz − xn|2

(15)

in zone z for each neighboring zone n. We then take the resulting components of gz,n and
limit each pair with the superbee limiter function. Finally, the gradient with the smallest
modulus is selected. This limiting process ensures that the gradient selected will not produce a
negative temperature anywhere in the zone. On orthogonal grids, this procedure is particularly
straightforward, because only 2 pairs of zones need to be considered in each spatial dimension.
This is the tilt scheme we have used in the comparisons provided in Section 5. This method
of computing the gradient of T 4 is essentially the same way that gradients are calculated in
second-order TVD MUSCL hydrodynamics schemes. (See Chapter 13.6-13.7 of [5] for a detailed
description.)

For a detailed description of source tilting methods in general, and a comparison of several
different source tilt schemes, we direct the reader to [7] and [6].

3. THE AHRENS-LARSEN METHOD

Ahrens and Larsen have developed an alternative to IMC which involves eliminating some ap-
proximations made the IMC method. Specifically, the Ahrens-Larsen method does not estimate
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the tn+1 value of temperature semi-implicitly, and thus has no effective scattering. The Ahrens-
Larsen method is analog, with particles being wholly absorbed instead of using a track-length
estimator. Absorbed particles are stored with re-emission taking place after a sampled delay
time [8, 9]. This method eliminates teleportation error, but is only correct for a medium with
a specific, and artificial, equation of state, and for temperature- and frequency-independent
opacities.

With the assumption that the opacity is independent of frequency and temperature, integrating
Eq.(8) over frequency produces

1

c

∂Î

∂t
+ Ω · ∇Î = −σaÎ +

1

4π
σacaT

4 , (16)

where Î is the radiation intensity I integrated over frequency. If we assume that the equation
of state em(ρ, T ) = αT 4, with α a constant independent of temperature, then this equation
becomes

1

c

∂Î

∂t
+ Ω · ∇Î = −σaÎ +

1

4π

σaca

α
em . (17)

Under the same assumptions, Eq.(9) becomes

∂em
∂t

=

∫
4π

dΩ σaÎ −
cσaa

α
em . (18)

Eqs.(17) and (18) are now a pair of equations linear in Î and em. These linear equations permit
a simple Monte Carlo realization [9]: Î is described by particles moving with velocity c along
paths with a mean distance to absorption of σ−1

a ; that is, the path lengths d are sampled from
an exponential distribution proportional to exp(−σad). Absorbed particles are later re-emitted
at a time drawn from the exponential distribution exp(−cσaa/α).

By storing particles at the point of absorption and using those particles for re-emission, the
Ahrens-Larsen method eliminates spatial discretization error, and hence teleportation error, for
gray, temperature-independent opacities and the given equation of state. The use of the locations
of stored particles for thermal emission ensures that thermal emission never occurs in a location
at which absorption has not occurred; that is, at a location that has not been illuminated by a
source and experienced a consequent temperature increase.

We would like to develop a teleportation error mitigation scheme which has this property for
use in IMC, because IMC is applicable to general opacities and equations of state, and also uses
track-length estimators of absorption instead of analog absorption to reduce statistical noise.
The development of such a teleportation error mitigation scheme is described in the next section.

4. TELEPORTATION CORRECTION METHOD

A method inspired by the Ahrens and Larsen approach is presented here, which modifies the
IMC implementation to emit particles from sampled absorption points from the previous time
step. There are two changes to the IMC method. The first is that, in addition to depositing
energy along photon paths, we stochastically sample positions on these paths, and store them.
The second change is that, on the next time step, we use these stored points as the locations
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for thermal emissions. These points replace the emission positions we would sample using the
linear source tilting scheme described in Section 2.

The use of the non-analog track-length estimator for absorption means that a particle deposits
energy all along its path rather than at a discrete point. Particles are terminated at points where
they carry only a small fraction of their initial energy, so the termination point is not coincident
with areas of large energy deposition. So the points where particles are terminated are not
representative of where energy is absorbed. In order to generate a distribution of points that
are representative of the distribution of deposited energy, emission points are sampled based on
the fraction of energy deposited into the medium along a particle path.

We will now describe how the points on the photon paths are stochastically selected. This is
a two step process. First, on each path taken by each particle, we decide if we should store a
point on that path, using a random number. If we do so, we then pick a point on the path,
using another random number.

The probability that a point will be sampled from any particle path is equal to the fraction of
the particle’s initial energy lost along that path. The energy lost on a path of length s is given
by Eq.(11):

∆E = Eo [1− exp (−faσas)] , (19)

where Eo is the energy of the particle at the start of the path. For each path, we compare a
random number r ∈ [0, 1] to ∆E

Eo
. If r < ∆E

Eo
, we will sample a point from the path. This means

that, if a particle is going to lose a fraction F of its energy in a given time step, we will sample a
position on one of its paths with probability F . It is possible that we can sample more than one
point from a given particle, or none. That is, we do not refuse to sample from a given particle
more than once, or ensure that at least one sample is taken from each particle. Each path that
each photon takes is treated independently.

Once we decide to sample from a path, we need to pick a point on that path. The position on
the path is selected by sampling from a probability distribution function that is proportional to
the energy deposited at that position; that is, proportional to exp (−faσas).For a path of length
s, the probability distribution function for ŝ ∈ [0, s] is

P (ŝ)dŝ =
faσa exp [−faσaŝ]
1− exp [−faσas]

(20)

The distance ŝ is sampled from the cumulative distribution function C(ŝ) =
∫ ŝ

0 P (y)dy by solving

r = C(ŝ) =
1− exp [−faσaŝ]
1− exp [−faσas]

(21)

for ŝ, which yields

ŝ = − ln[1− r(1− exp[−faσas])]
faσa

. (22)

Since photons move in a fixed direction Ω along a path, the sampled point is a distance ŝ from
the paths initial point Xo in the direction Ω. This gives us the location of the sampled point X
as

X = Xo + Ω
− ln(1− r(1− exp[−faσas]))

faσa
. (23)
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When the product faσa in the denominator is small, it is necessary to approximate this expression
by expanding the exponential term in the numerator in a Taylor series to avoid problems with
round-off error.

Sampled absorption points from one time step are stored, with separate lists for each zone.
When particles describing thermal emission are created in each zone in the next time step, the
emission locations are randomly selected from the appropriate list. Since they are randomly
selected, some positions may be used multiple times, while others may not be used. In the
algorithm as it is currently implemented, stored points are used only during the next time step.
They are not retained for use in subsequent time steps. That is, the sampled locations from
the time step covering [tn, tn+1] are used only in the time step covering [tn+1, tn+2]. If there
are no stored absorption points, then the method utilizes the source tilting method to calculate
emission locations. Since there are no stored absorption locations at the start of the first time
step, the source tilting method is used for every thermal emission in the first time step of the
simulation.

Since this method requires only the storage of location information, the increase in memory
utilization will be proportional to the number of particles in the simulation multiplied by the
memory required to store a position. This increase in memory utilization can be reduced by
sampling absorption locations only in zones adjacent to large absorption coefficient gradients
where teleportation errors tend to be larger. Sampling absorption locations requires minimal
additional computational effort if a fast random number generator is used, and this method is
relatively simple to include in an existing IMC code.

5. RESULTS

This section presents the results of the teleportation correction method applied to three test
problems which are designed to show teleportation error. These results are compared to solutions
obtained using the source tilting method to show the magnitude and behavior of the teleportation
error, in these problems, when using this common method. The simulations were conducted at
the Lawrence Livermore National Laboratory using the Kull radiative hydrodynamic simulation
code. The purpose of Kull is to simulate the physical processes inside inertial confinement
fusion targets. Kull uses the C++ programing language, Message Passing Interface (MPI), and
makes use of object oriented programming and templating to allow efficient polymorphism[10].
Teleportation error is quantified for a one-dimensional problem using both the teleportation
correction and source tilting methods. The teleportation correction method is applied to a two-
dimensional problem which demonstrates how teleportation error can result in slower energy
transport in certain problems. Additionally, the accuracy of the teleportation correction method
is assessed for a three-dimensional problem. Finally, the computational cost of the teleportation
correction method is compared to the source tilting method.

This section uses a time dependent one-dimensional problem with dimensionless units tailored
to show significant teleportation error, in order to quantify the effectiveness of the teleportation
correction method. The radiation constant a and the speed of light c are set equal to unity.
For simplicity, the opacity has no frequency dependence. This simulation defines the absorption
coefficient as having a temperature dependence of σa = 10/T 3, and uses a value of 7.14 for the
coefficient of specific heat at constant volume, cv. There is a radiative source with a temperature
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of one at the problem origin that begins heating the initially cold, T = 0.01 units, medium at
time equals zero.

Figure 1 shows the solution of material temperature at time=500 units using IMC with source
tilting, and an Implicit Monte Carlo Diffusion (IMD) method. Gentile describes the IMD method
as using a discretization of a diffusion approximation applied to the radiative thermal transport
equations to calculate the probabilities used in propagating IMC particles[12]. Since IMD is
providing a solution of the diffusion equation, that method does not exhibit teleportation error.
Since this test problem is opaque, the solution provided by diffusion is a good approximation to
the transport solution. Thus, the IMD solution is used in Figure 1 to illustrate the error of the
IMC solution. While the source tilting method is known to decrease teleportation error, in this
problem source tilting does not eliminate teleportation error at a low spatial resolution. The
higher spatial resolution results show good agreement between IMD and source tilting, which
indicates that the 200 zone spatial discretization is sufficient to eliminate teleportation error
when using the source tilting method for this problem. The IMC solutions using source tilting
show the radiative wavefront moving farther into the medium as spatial resolution is decreased.
This is indicative of teleportation error.

Figure 1: Material temperature solutions for IMC with source tilting and IMD at different
spatial resolutions at time = 500

Figure 2 illustrates the mechanism of the teleportation error by showing the distributions of
emitted particles and absorption locations sampled by the teleportation correction method.
Thermal emission locations in this problem are sampled with the piecewise linear tilt described
in Section 2., while absorption positions were calculated by Eq.(23). This figure was created by
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binning both the emission and absorption locations into 20 equally-spaced bins in each zone of
the simulations one-dimensional mesh. The number of emission and absorption positions in a bin
are discontinuous at the zone boundaries, as can be seen in Figure 2. This happens because both
the opacity σa and the “Fleck factor” fa are piecewise constant functions of the zone-average
temperature in each zone, and are thus discontinuous at zone boundaries. The teleportation
correction method samples points that represent locations where energy is absorbed by the
medium within a zone, so differences between sampled absorption locations and the emission
locations sampled through the source tilting method is illustrative of teleportation error.

In zones with large temperature (and hence a smaller opacity) and a small temperature gradient,
emission and absorption positions are similar. This is seen in the region roughly defined by
x ∈ [0, 1.6] in Figure 2. Here, the number of emission and location positions in the bins is
approximately the same, and shows a roughly piecewise linear behavior. In these zones, using
the piecewise linear tilt scheme to select emission locations produces good results.

In colder zones with a larger temperature gradient, we see a difference between the number
of emission and location positions in the bins. This occurs around x = 1.7 in Figure 2. The
large spike in absorption occurs because the cold zone spanning x ∈ [1.7, 1.8] is heated by
photons impinging from the hotter zone spanning x ∈ [1.6, 1.7]. Since the cold zone has a large
opacity, energy from these photons is absorbed primarily in the bin with the smallest value of
x in that zone, and the distribution of energy absorbed in the cold zone is highly nonlinear.
The emission in the zone calculated with the piecewise linear tilt cannot produce emission
locations that capture this nonlinear absorption profile, and gives rise to an amount of emission
that is proportionally larger in the cold region of the zone. The difference between emission
and absorption positions indicates that teleportation error is occurring in the zone spanning
x ∈ [1.7, 1.8]. This teleportation error results in lower emission at locations closer to the energy
source (the interface with the hot zone, located at x = 1.7) and increased emission at locations
that have absorbed little or no radiative energy from the source.

Figure 2 shows that the source tilting method is adequate for sampling emission locations when
the zones are relatively transparent to radiation and the temperature gradient is smaller; that
is, in the region x ∈ [0, 1.6]. The figure also shows that the teleportation correction method
could be applied only to zones with large temperature gradients without sacrificing the accuracy
of the solution.

Figures 3 and 4 show solutions for material temperature at time=500 units and a time step
of 1 unit, at different spatial resolutions, using the teleportation correction and source tilting
methods, respectively. Comparison of these figures shows that the solutions using the tele-
portation correction method more accurately predict the radiative wavefront position than the
solutions using the tilt scheme in coarsely-zoned simulations. The solutions using the telepor-
tation correction method show less variation in the position of the wavefront with changes in
spatial resolution. This is particularly obvious when looking at the coarsely-zoned results using
10 and 20 zones. The solutions using the teleportation correction method with those numbers
of zones get approximately the same location for the wavefront as do the finely-zoned 200 zone
results, while the solutions using the tilt scheme produce a solution that is considerably further
advanced. The solutions at lower spatial resolutions overlap with the high resolution solutions
when teleportation correction is used, but not when the tilt scheme is used.

Solutions using the teleportation correction method still show some dependence on spatial res-
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Figure 2: Location distribution of absorbed and emitted particles for the problem shown in
Figure 1 at time = 500

olution. This is because teleportation error is not the only spatial discretization error. For
example, there is discretization error caused by the piecewise constant representation of σa, fa,
and T in the zones. The teleportation correction method does not eliminate all spatial discretiza-
tion error, but it does reduce teleportation error, the dominant form of spatial discretization
error acting in opaque zones that are many mean free paths thick and contain large temperature
gradients.

Temporal resolution influences the amount of teleportation error because fa is a function of the
time step ∆t. Decreasing the time step increases fa and thus decreases the amount of effective
scattering. This increases the amount of teleportation error, because it increases the amount of
thermal emission, which occurs at locations that might be incorrectly sampled because of the
flaws in the tilt scheme.

Figures 5 and 6 show solutions for material temperature at time=500 units and 10 zones, at
different temporal resolutions, using the teleportation correction method and source tilting re-
spectively. Both the teleportation correction and source tilting methods show some dependence
of the solution on the temporal resolution, but the teleportation correction solutions show smaller
variation than the source tilting solutions.

To quantify the error in the solutions of the one-dimensional test problem at varying spatial and
temporal resolutions, we will compare them to a reference solution. This reference solution is
generated using IMD at the lowest spatial resolution, which is ten zones for this problem. Since
the zones are the same size, and the coefficient of specific heat at constant volume is constant
throughout the domain, the temperatures at the lowest spatial resolution are determined by an
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Figure 3: IMC solution using teleportation correction method at different spatial resolutions for
the problem shown in Figure 1 at time = 500

Figure 4: IMC solution using source tilting method at different spatial resolutions for the problem
shown in Figure 1 at time = 500
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Figure 5: IMC solution using teleportation correction method at different temporal resolutions
for the problem shown in Figure 1 at time = 500

Figure 6: IMC solution using source tilting method at different temporal resolutions for the
problem shown in Figure 1 at time = 500
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average of the temperatures found at higher spatial resolutions. Using the same spatial resolution
to determine the solution error ensures comparisons between different spatial resolutions are
consistent. The error for a solution is calculated by summing, over all zones, the absolute value
of the error in temperature. Figures 7 and 8 show error in solutions for a range of spatial and
temporal resolutions.

The teleportation correction method shows a much smaller error with low spatial resolution than
the source tilting scheme over the whole range of time steps. Both methods show increasing
error as the temporal resolution is increased, but the teleportation correction method shows less
dependence on temporal resolution.

The combination of high spatial resolution and low temporal resolution causes both the source
tilting and teleportation correction solutions to become unstable. This happens because small
zones near the source are exposed to photons from the source over a initial large time step,
during which it emits only at the small initial temperature. This leads to an unphysically large
temperature in these zones. This is the reason that both source tilting and the teleportation
correction method have a large error in the lower right the corner of Figures 7 and 8.

Figure 7: Sum of relative errors for one-dimensional solutions at different spatial and temporal
resolutions for IMC solution using teleportation correction method

5.1 Graziani Crooked Pipe Simulation Results

In this section, the teleportation correction method is applied to a two-dimensional cylindrically
symmetric problem known as the Graziani crooked pipe test, and also called the tophat prob-
lem[11, 12]. Figure 9 depicts a cylindrical cross section of the problem domain, showing high
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Figure 8: Sum of relative errors for one-dimensional solutions at different spatial and temporal
resolutions for IMC solution using source tilting method

opacity material in gray and low opacity material in white. At x=0 cm, there is a radiative
source with a temperature of 0.5 keV at the edge of the low opacity material. The high opacity
material has a density of 10 g/cm3 and an opacity of 2000 cm−1. The low opacity material has
a density of 0.01 g/cm3 and an opacity of 0.2 cm−1. The coefficient of specific heat at constant
volume is 1015 erg

g−keV for both materials. At t = 0 the domain has a temperature of 0.05 keV

and the time step is 1.0 × 10−11 seconds. The time step increases by a factor of 1.1 for each
time step until a value of 1 × 10−8 second is reached, after which, the time step is constant.
The diagnostic for the simulations of the crooked pipe problem are the matter temperatures as
a function of time at five fiducial points in the low opacity material, which are shown in Figure
9.

Figure 9: Graziani crooked pipe problem with fiducial points labeled
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The spatial grid has a spacing of 0.1 cm in the axial and radial directions in most locations. There
are smaller zones at the interface regions with initial node spacing of 0.001 cm, with subsequent
node spacing increasing by a growth factor determined by the number of smaller zones. (More
details on the mesh are given in [12].) In this problem, the interface between the two materials
is the region of highest opacity gradient, and thus will show the largest teleportation error. The
response of this solution to the spatial resolution in the interface region is used to assess the
effectiveness of the teleportation correction method. Figure 10 shows the grid using 10 smaller
zones at the interfaces.

Figure 10: Spatial grid for Graziani crooked pipe problem using 10 smaller zones at the interfaces

Figure 11 shows the temperature change over time at the fiducial points defined in Figure 9. The
radiative source heats the low opacity material near point one, and propagates through the low
opacity material to point 2 while also heating the surrounding high opacity material. Re-emission
of absorbed radiation and effective scattering allow radiation to continue propagating around
the corner of the pipe. This process continues through the next two corners until reaching the
exit at x=7 cm. For this problem, teleportation error reduces the speed of the radiative energy
transport through the low opacity region. Teleportation error in the high opacity material
causes radiative energy to transport through the high opacity medium faster than it should.
Consequently, energy is removed from the low opacity material at too high a rate, reducing the
energy transport through the low opacity material. This is particularly evident when examining
the low resolution source tilting results in Figure 11. These show that the temperature at all 5
fiducial points in the low opacity region is lower than the other simulations.

The low spatial resolution teleportation correction results are slightly but consistently lower
than the high resolution results, which indicates that discretization error is influencing the low
resolution results. Even with this error, the teleportation correction results at lower resolution
agree with the higher resolution results using the source tilting method.
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Figure 11: Point temperature over time for Graziani crooked pipe problem at five points

Figure 12 shows the material temperature at x=0.25 cm enlarged to focus on the region at
the material interface. The dependence on spatial resolution of the speed of radiative energy
propagation is similar to the dependence seen in Figures 3 and 4. The source tilting method
shows faster energy transport into the higher opacity material from the lower opacity region
that results in slower energy transport in the lower opacity material. The lower resolution
results using the teleportation correction method show good agreement with the higher resolution
results.

5.2 Three-Dimensional Simulation Results

In this section the teleportation correction method is applied to a three-dimensional problem
with four different materials arranged in concentric cylinders. Figure 13 shows the coarse spatial
grid used in this problem and the locations of the materials with distances in centimeters. This
coarse grid has 30 radial nodes, 64 angular nodes, and 15 height nodes with the angular nodes
cut to make a quarter cylinder. A higher resolution grid with a factor of four more nodes is used
to determine the dependence of the solutions on the spatial resolution. One million particles
are used for the coarse grid, and 20 million for the high resolution grid. The spatial grids can
be split into a number of domains that are simulated by different groups of processors. Spectral
properties use a 30 frequency group model interpolated for the thermodynamic properties of the
medium that is detailed by Kumbera[13]. The coefficients of specific heats at constant volume
are determined by tables reported by Hill[14]. There is a radiative source with a temperature of
1 keV at the z=0 plane, transmitting boundaries along the upper plane and the outer cylinder
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Figure 12: Material temperature at x=0.25 cm for Graziani crooked pipe problem

surface, and reflecting boundary conditions along the angular cuts of the quarter cylinder. The
medium is initially at a temperature of 0.01 keV at t = 0, and the time step is 1.0x10−11 seconds
with an end time of 1.0x10−8 seconds.

Figure 13: Three-dimensional spatial grid showing cuts along symmetry planes

Figure 14 shows the temperature contours across a radial plane of the medium. The absorp-
tion coefficient and coefficient of specific heat at constant volume for the hydrocarbon material
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is lower than the other materials in the simulation, allowing radiation to penetrate into the
hydrocarbon material relatively quickly. As the hydrocarbon material is heated, a portion of
the radiation it emits heats the adjacent iron. The relationship between the silicon dioxide and
stainless steel is similar, although silicon dioxide is heated at a slower rate than the hydrocarbon.

Comparing the results using the teleportation correction and source tilting methods on the high
resolution spatial grid, the temperature profiles are similar.

Figure 14: Temperature of medium along a radial plane for the high resolution spatial grid for
source tilting and teleportation correction methods

To compare the solutions of the low and high spatial resolutions, we plot a transparent image of
the low resolution results on top of an opaque image of the high resolution results in Figure 15.
To the extent that the high and low resolution results agree, teleportation error is well-controlled.

Figure 15 shows the partially transparent low spatial resolution temperature solution superim-
posed over the high spatial resolution temperature solution. The source tilting method shows
the radiative wavefront traveling too quickly where the temperature gradients are large. This is
most evident along the interface between the hydrocarbon and the iron. The result using source
tilting on the high resolution mesh shows that the temperature wave has penetrated to about x
= .6 cm into the iron, while the low resolution solution shows the wave penetrating to about x
= .7 cm. This is approximately one zone further in the low resolution mesh. The teleportation
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Figure 15: Comparison of temperature contours at low and high spatial resolutions
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correction method shows good agreement between the high and low spatial resolutions. The
solutions using both the high resolution mesh and the low resolution mesh have the temperature
wave reaching a location of about x = .6 cm.

In the silicon dioxide, both methods and resolutions produce very similar results. This is pre-
sumably because there is less teleportation error in the less opaque material.

5.3 Computational Costs

The teleportation method requires additional computations to be performed on each particle
path, and computations to sample and store a location when a path is sampled. Thermal
emission of particles requires a sampling of absorption locations stored in computer memory.
The storage of these absorption locations can be problematic as it requires storage of a number
of locations, which can be on the same order of magnitude of the number of particles used in
the simulation. By contrast, the source tilting method requires a sampling of the linear spatial
distribution of T4. This sampling is relatively simple for simple geometries, but more complex
geometries lead to more complex calculations to find the T4 distribution.

Table I shows the simulation times of the teleportation correction method relative to the source
tilting method. The teleportation correction method has 8.6 and 3.3 percent higher average
computational costs over the source tilting method for the one and two-dimensional problems
respectively. The costs of the teleportation correction method do not show any trends as the
number of processor cores utilized increase, which would indicate a change in the parallel effi-
ciency compared to the source tilting method.

Number of processor cores 1 8 16 32 64 128

one-dimensional problem 1.10 1.08 1.16 1.09 1.04 1.05

two-dimensional problem 1.01 1.04 1.04 1.04 1.05 1.03

Table I: Computational costs of teleportation correction method relative to source tilting method
for one and two-dimensional problems

Table II shows the computational times of the three-dimensional problem at different numbers
of domains and processor cores relative to the source tilting method. For this problem, the
teleportation correction method had 13.1 percent lower average computational cost relative to
the source tilting method. Sampling the T4 distribution for the more complicated spatial grid of
the three-dimensional problem requires additional computational resources above the one or two-
dimensional problems. The performance of the teleportation correction method relative to the
source tilting method does not show large variations as the number of domains or processor cores
are changed. If the resolution necessary to minimize discretization error is significantly lower
than the resolution required to minimize teleportation error using the source tilting method, then
the teleportation correction method can reduce the size of the grid, reducing the computational
cost of the problem.

The additional memory requirement of the teleportation correction method varies depending on
the absorption opacity of the medium. If the average particle energy does not change significantly
between time steps, the number of absorption locations sampled is approximately equal to the
number of particle thermal emissions. The number of dimensions required for storage of the
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Number of domains 1 2 4 8

Number of processor cores 1 8 16 8 16 8 16 8 16

Computational cost 0.87 0.86 0.86 0.90 0.90 0.88 0.88 0.82 0.85

Table II: Computational costs of teleportation correction method relative to source tilting
method for the three-dimensional problem

location information, and precision required, depends on the problem. The worst case scenario
is when all particles are absorbed in a time step such that the maximum number of particles are
emitted in the next time step. As implemented in Kull, this scenario would increase memory
utilization by a maximum of 25 percent for a three-dimensional problem using double precision
values to store absorption locations.

6. Conclusions

The teleportation correction method described here reduces teleportation error relative to the
source tilting method. One-dimensional results of simulations of coarsely-zoned highly opaque
material show significant teleportation error when using the source tilting method. Under the
same conditions, the teleportation correction method shows little to no a much smaller depen-
dence of radiative energy transport on the solution spatial resolution. The two-dimensional
crooked pipe test shows teleportation error causing a deceleration of the transport of radiative
energy in the low opacity material due to more rapid energy transport out of the low opacity
material into the high opacity material. The teleportation correction method shows some dis-
cretization error at a lower spatial resolution for the two-dimensional problem, but still shows
better agreement with higher resolution results than the source tilting method. Solutions to a
three-dimensional problem show teleportation error in source tilting solutions that is dependent
on spatial resolution and results in faster radiative transport into opaque media. The tele-
portation correction method is shown to predict the location of the radiative wavefront more
accurately than source tilting when the spatial resolution is decreased. Relative to the source
tilting method, the computation time of the teleportation method is shown to average under
9 percent slower for relatively simple one-dimensional problems, under 4 percent slower for
two-dimensional problems, and over 13 percent faster for the more complex three-dimensional
problem. The teleportation correction method can enable the use of lower spatial resolutions
which significantly lowers computational costs depending on the level of acceptable spatial dis-
cretization error.
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