Efficient Treatment of Large Active Spaces through Multi-GPU
Parallel Implementation of Direct Configuration Interaction

B. Scott Fales and Todd J. Martinez™

ABSTRACT: We have extended our graphical processing unit (GPU)-accelerated direct
configuration interaction program to multiple devices, reducing iteration times for configuration
spaces of 165 million determinants to only 3 s using NVIDIA P100 GPUs. Similar improvements
in the one- and two-particle reduced density matrix formation allow for fast analytical energy
gradients and electronic properties. Our parallel algorithm enables the calculation of arbitrarily
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large configuration spaces (limited only by available system memory), with iteration times of 13 min for an active space of 18
electrons in 18 orbitals (2.4 billion determinants) using six consumer grade NVIDIA 1080Ti GPUs. These advances enable routine
molecular dynamics simulations, geometry optimizations, and absorption spectrum calculations for molecules with large
configuration spaces, a task that has heretofore required massive computational effort. In this work, we demonstrate the utility of our
program by generating the absorption spectrum for diphenyl acetylene at the floating occupation molecular orbital complete active
space configuration interaction level of theory. Several active spaces were investigated to assess the dependence of spectral features

on orbital space dimension.

INTRODUCTION

Molecular dynamics simulation provides insight into chemical
and photochemical processes that are not available using static
computational approaches. One major advantage of molecular
dynamics (MD) simulations compared to time-independent
approaches is the ability to efficiently sample nuclear
configuration space. Almost invariably, some of the regions
explored by excited-state MD simulations correspond to
molecules with near-degenerate electronic states (i.e., near
conical intersections), where nuclear and electronic motion are
strongly coupled. In these non-adiabatic regions, the wave
function is not properly described using a single determinant.
Single reference methods, such as density functional and
coupled cluster theory, are based on a single determinant
reference and perform poorly when strong non-adiabatic
coupling is encountered. Instead, approaches based on a
reference having multiple determinants must be used for
accurate description of these systems.

A variety of zeroth order methods exist for providing a
multireference wave function description. Several of these
methods, including generalized valence bond (GVB),'
restricted ensemble Kohn—Sham (REKS),>® and half-
projected Hartree—Fock,* avoid explicit solution of a large
configuration interaction (CI) problem. A variety of other
popular methods contain a costly CI step. Examples employing
a configuration space composed of a full CI calculation within
an orbital space include complete active space self-consistent
field® (CASSCF), fully optimized reaction space6 (FORS), and
several complete active space configuration interaction
(CASCI) methods using reference orbitals such as floating
occupation molecular orbitals”® (FOMO), configuration
interaction singles natural orbitals’ (CISNO), high multiplicity

natural orbitals'® (HMNO), and unrestricted natural orbitals
(UNO)." Complete active space (CAS)-based CI methods
are limited by the combinatorial scaling of the number of
included electronic configurations. The restricted and gener-
alized active space (RAS'”"* and GAS'") CI approaches (and
the closely related ORMAS'® approach) reduce the size of the
space by enforcing specific occupancy patterns within the CAS.
While RASCI and GASCI have been successful in providing
accurate energies for systems where the full CAS is too large to
treat exactly, it can be difficult to ensure smoothness of the
adiabatic potential energy surface(s) when performing
geometry optimizations or MD simulations.

Methods based on full CI have seen a resurgence in recent
years. An important class of methods, selected CI, makes
assumptions about element sparsity of the CI wave function.
The prototypical approach, configuration interaction by
perturbative iterative selection (CIPSI), was developed by
Huron et al.'® Given some reference space, CIPSI estimates
the total energy contribution of singly and doubly excited
determinants using perturbation theory, and those determi-
nants predicted to have a significant effect on the energy are
added to the reference space. This process is repeated
iteratively until the proposed determinants to be added have
minimal impact upon the total energy. While CIPSI efficiently
accounts for a large amount of the correlation energy provided
by FCL'” the high cost of the perturbation step has limited its



use. The method was therefore of limited popularity, but the
main ideas are being revived in recently introduced methods
based on stochastic sampling including adaptive CI'®"
adaptive sampling CI,”° and heat bath CL*' Tensor
factorization approaches have also been extensively used.
When applied to the full CI problem, the density matrix
renormalization group”” (DMRG), graphical contracted
function”>** (GCF), and reduced-rank full CI (RR-FCI)*>*¢
methods emerge. Selected CI and tensor decomposition
approaches are by no means the only methods being
investigated; an incomplete list of additional approaches to
approximate full CI includes incremental full CI,”’ machine
learning approaches,” and quantum Monte Carlo full CL*’
While these lower-cost approximations show promise, exact
full CI is still an essential component of multireference CAS
methods and serves as a useful benchmarking tool for assessing
the accuracy of approximate methods.

Approximate CI methods have risen in popularity due to the
poor scaling of full CI. Two approaches are commonly used to
achieve the best possible performance in full CI algorithms.
The first focuses on minimizing the number of floating-point
operations required for computing the CI energy and wave
function. An example of this includes the minimum operation
count method proposed by Olsen.'> The second approach
relies on accepting some higher total operation count to take
advantage of specific hardware architectures. Parallel processor
(vector) machines encouraged the development of approaches
such as the determinant basis CI code of Knowles and Handy
(K&H)™ and the more recent graphical processing unit
(GPU) adaptation of this method.”" Hybrid approaches, such
as those defined by Harrison and Zarrabian,”” attempt to
simultaneously minimize the total computational work and
maximize the efficiency on parallel processing machines such
as GPUs.

Algorithms optimized for parallel architectures are faced
with a tradeoff between more efficient execution of floating-
point operations (FLOPs) and higher data transfer require-
ments. This occurs because significant reordering of the data is
often required prior to entry into the parallel portion of the
program. Further, heterogeneous platforms such as traditional
compute nodes (CPU) with GPU accelerators have segmented
memory spaces, and memory transfers between the host
system and the GPU device incur significant overhead. Our
solution to these challenges for execution on a single GPU has
been described previously.”’ However, in this strategy, limits
on available GPU memory translate to hard limits on the
maximum size of tractable CI problems. Here, we demonstrate
an algorithm that solves this problem while simultaneously
allowing us to take advantage of compute resources having
multiple GPUs.

The manuscript is organized as follows. The Theory and
Methods section describes supporting theory and methods,
where we provide an overview of the K&H CI algorithm,
followed by a detailed description of a reformulation that
enables calculations of arbitrary-sized CI spaces using multiple
GPUs. The Results and Discussion section describes bench-
mark results and demonstrates an example of calculations that
are enabled by this work: an analysis of the electronic
absorption spectra of diphenyl acetylene using floating
occupation molecular orbital CASCI and state-averaged
CASSCE.

THEORY AND METHODS

Direct configuration interaction algorithms avoid the
explicit construction and diagonalization of the electronic
Hamiltonian. These approaches rely on iterative solution of
one or a few low-lying eigenvalue/eigenvector pairs, often
using the Davidson diagonalization scheme.® In most cases,
these iterative diagonalization approaches exhibit rapid
convergence.””*° While a configuration state function (CSF)
basis is desirable for convergence and subspace stability
reasons, a determinant basis is often used for computational
performance due to the simple form of the one-particle
coupling coefhicients and the resulting high performance of &
vector (6 = Hc, where H is the Hamiltonian matrix and c is the
vector of wave function coefficients) and reduced density
matrix (RDM) formation. Recently, new algorithms have
enabled efficient transformation between CSF and determinant
representations.”” Our current code works fully in the
determinantal representation, but these new algorithms will
allow us to exploit both robust CSF basis diagonalization and
fast 6 and RDM formation algorithms in the future.

For configuration spaces where all possible excitation types
are considered (known as full CI), the algorithms developed by
Knowles and Handy’’ and Olsen'” perform particularly well.
These approaches laid the groundwork for more re-
cent”??**~* advances. When vector or stream processing
hardware, such as graphical processing units (GPUs), is
available, the K&H algorithm is the preferred algorithm due to
a (mostly) contiguous data arrangement and efficient data
reuse. Maximizing data reuse comes at the cost of an increase
in the floating-point operation (FLOP) count. For many
modern computer architectures, the resulting reduction in
memory pressure more than compensates for the increase in
computational demands. In the following section, we provide a
brief review of K&H full CI to orient the reader.

K&H Algorithm. The K&H algorithm was developed
following significant advances by Siegbahn®* and Handy."
Building on each of these approaches, the K&H algorithm
makes the 6 vector formation algorithm substantially more
efficient when vector machines are used. The Hamiltonian
matrix elements are defined as
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where I, ], and K index the N, determinants, i, j, k, and [ index
the N, molecular orbitals, y are the one-particle coupling
coefficients, and h; and (ijlkl) are the one- and two-electron
integrals, respectively. Iterative eigensolvers rely on repeated
formation of o, the matrix—vector product of the Hamiltonian
matrix and a trial vector c:
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The two-electron contribution to 6 is constructed according
to

J (3)
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where Df and E,If are elements of intermediate matrices. The
one-electron contribution to ¢ is formed as
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Implementation details of GPU kernels corresponding to eqs

3—5 have been given previously.”' The algorithm is
summarized in Figure 1, with a graphical schematic in Figure 2.

for Tile, in N, /tilesize, Tileg in N/tilesize do
GPU vectorize over strings « in Tile,, excitations ¢, strings 3 in Tiles > D{; Kernel
kl + ij[e, o]
DIkl o, 8] += 7i5{er, o)e[e, B]
end GPU vectorize
GPU vectorize over strings « in Tile,, strings 3 in Tileg
for m in Occ, do
kl < ii[ar, m)
DIkl, o, 8] += c[d/, ]

end for
end GPU vectorize

> D§; Kernel

GPU vectorize over strings « in Tile,, strings 3 in Tileg, excitations /> D'Z Kernel
kl + ij[8, B']
D[kl o, B] += 7i5(8, Bcla, B]

end GPU vectorize

GPU vectorize over strings « in Tile,, strings /3 in Tileg > Df, Kernel
for m in Occs do
kl «+ ii[3,m]
D[kl o, 8] += cla, 5]
end for
end GPU vectorize
E[ij, a, 8] = 3({j|k)D[kl, a, 5]
GPU vectorize over strings « in Tile,, excitations «, strings 8 in Tileg > a,“] Kernel
ij « ijla, o]

old, B += vij[a, «/]Elif, a, B] > Atomic
end GPU vectorize
GPU vectorize over strings « in Tile,, strings 3 in Tileg > o Kernel

for m in Occ,, do
ij < ii[a,m]
oo, B] += Elij, o, 5]
end for
end GPU vectorize
GPU vectorize over strings « in Tile,, excitations «, strings 3 in Tileg > a,{/ Kernel
ij « ij[B, 8]

oo, ] += (8, B1Elij, . ) > Atomic
end GPU vectorize
GPU vectorize over strings « in Tile,, strings /3 in Tileg > a;f Kernel

for m in Occg do
ij « ii[3,m]
oo, 8] += Elij, o, 8]
end for
end GPU vectorize
end for

Figure 1. Knowles and Handy algorithm demonstrating tiling scheme
for direct CI. Kernel names and atomic operations are provided as
comments (in blue and red, respectively.) ii and ij map orbital labels
from strings, and Occ provides a list of occupied orbitals for a given
string. Tile size is the dimension of the alpha and beta block (768 in
this work), determined by available GPU memory.

In this work, we distinguish between the two cases where the
trial and & vectors fit entirely within GPU memory (medium
active space CI) and where these vectors do not fit within
GPU memory (larger active space CI). For example, a 16
electron in 17 orbital active space corresponds to a basis of
~590 million determinants. In double floating-point precision,
each of these vectors requires ~4.7 GB of memory, which
when combined with supporting and intermediate data
structures, uses nearly the full capacity of a 16 GB memory
GPU such as a first-generation NVIDIA V100 or P100. In
contrast, the 18 electron in 18 orbital active space, having 2.4
billion determinants, requires 18.9 GB of GPU storage for each
of the trial and & vectors, resulting in calculations that cannot
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Figure 2. Single GPU direct CI algorithm.

fit even on the late-model NVIDIA V100 GPUs that have 32
GB RAM.

Case 1: Larger Active Space Cl. The central matrix—matrix
multiplication (DGEMM, eq 4) is the rate-limiting step in
K&H CI. However, the primary constraint on configuration
space size in our implementation is the available GPU memory
and not the high FLOP count due to the DGEMM. High-
throughput (i.e., capable of many FLOPs) GPU devices rely on
low-latency data availability (and reuse) for optimum perform-
ance. This requires on-device storage of the trial and 6 vectors.
The size of these vectors scales combinatorially with active
space size, requiring gigabytes (GB) of storage for CI spaces
with more than 14 orbitals. A standard approach for dealing
with large data arrays is to “tile” over blocks of the array,
loading relevant blocks into main memory as needed from disk
storage. The K&H algorithm naturally supports a tiling scheme
as shown in Figure 1. For determinantal CI, the configurations
are composed of “alpha strings” and “beta strings,” which are
lists of occupancies of alpha and beta spin orbitals, respectively.
Looping over sub-blocks, or tiles, of these strings provides a
convenient mechanism for compartmentalizing the problem. In
general, efficient tiling approaches require that data be
arranged such that elements used close to one another
algorithmically be physically close to one another in memory.
The access pattern of the alpha components of the trial and &
vectors is contiguous using a K&H-like algorithm, but access to
the beta components is intrinsically nonlocal. Memory access
patterns for both trial and & vectors are shown pictorially in
Figure 2. Note that it is often convenient to consider the ¢ and
6 vectors in matrix form (where the rows and columns indicate
alpha and beta strings comprising a given configuration).
Whether these are being arranged as vectors or matrices is
normally determined by context, but we use ¢ to denote the
vector form and C to denote the matrix form in the context of
wave function coefficients.

A fast, large active space CI algorithm must surmount the
challenges arising from data nonlocality. Our solution to this
problem leverages multi-GPU compute resources, where the
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Figure 3. Multi-GPU direct CI algorithm. Each GPU has an associated CPU thread (two in this case). The transposed trial vector C” is computed
and stored before entering the parallel portion of the program. Each CPU thread is forked before and rejoined after forming C,/Cy and 6,/6y
matrices. The 6" matrix is transposed prior to accumulation and eventual reduction to a single ¢ matrix.

tiled CI problem forms a pool of work to be done. A graphical
description of our multithreaded GPU program is given in
Figure 3. Each available GPU is assigned to a thread of
execution and performs tasks from this pool until all tasks have
been completed. Since GPU memory is limited (relative to
available CPU memory), only the relevant components of the
trial and 6 vectors should be transferred to (and from) the
GPU. Packing and unpacking the necessary elements to and
from dense structures requires additional computational effort,
leading to a three-stage algorithm: First, we package the
necessary trial vector elements corresponding to a particular
GPU task into a dense data structure and then pass it to the
target GPU (purple shaded region labeled “Transpose and
Densification” in Figure 3). Second, the 6 vector elements are
computed on the GPU in a dense format. Finally, these &
elements are passed back to the CPU before being scattered to
the full (sparse) o vector (green shaded region labeled
“Sparsification and Reduction” in Figure 3).

Our original single-threaded CI program consisted of four
different D matrix kernels (for D% D%, D%, and D/ in eq 3) and

ij) ij)

four 6 vector kernels (for of, og, ]off, }and ohin eq 5). The basic
GPU CI algorithm is sketched out in Figure 1. Kernels with
subscripts ij correspond to singly excited alpha or beta strings
(depending on the superscript) having different orbital
occupancies, while subscripts ii correspond to strings having
the same orbital occupancies. The trial and 6 vector memory

access patterns differ for each kernel type. The data structures

for each of the trial and 6 vectors have the same ordering, so
we will refer only to the trial vector from this point forward.
Our convention is to index trial vectors with row-major alpha
strings. As a result, access to these vectors for alpha kernels is
contiguous (i.e., data are adjacent in linear memory), while
access for beta kernels is strided (data are “striped” in memory,
and not adjacent). Further, each kernel accesses elements of
the trial vector not according to the index of the tiled string but
instead to the string being excited to. For example, in an alpha
kernel, the tiled loop indices correspond to a and f3, with single
excitations indexed by a’. Each trial vector is indexed by o’ in
this case. As a result, for a given tile, elements of the trial vector
required for a given kernel may not lie within the tiled region
defined by the alpha and beta indices. Instead, they may lie in a
“stripe” of the matrix formed by reorganization of the trial
vector, depending on whether the kernel is alpha (column
stripe) or beta (row stripe), for the ij kernels (see Figure 2 for
details). The ii kernels are simpler, requiring only data that lies
within the defined tile of the vector. Since large configuration
spaces require trial and ¢ vectors that cannot fit entirely within
GPU memory, the necessary matrix elements must be
extracted into smaller data structures by the host (CPU)
before being passed to the GPU. As the alpha and beta data are
independent of each other, packing of alpha and beta data may
be performed simultaneously. For each GPU, then, there are
two threads of execution: one for gathering data into the C,
matrix and for scattering from the 6, matrix, and another for
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Figure 4. Multi-GPU 2-RDM algorithm. Contributions from one-electron terms are not shown here. Each GPU has an associated CPU thread
(two in this case). The transposed trial vector C” for states I and J are computed and stored before entering the parallel portion of the program.
Each CPU thread is forked before and rejoined after forming C,/Cy matrices. The 2-RDM matrix is reduced to a single matrix after being returned

to the CPU.

gathering data into the Cy matrix and for scattering from the 6
matrix. A third thread for constructing the C,4 and 6,4 arrays
(used by the ii kernels) is unnecessary due to the low
computational cost associated with their formation. Since host
(CPU) memory is relatively plentiful, we solve the problem of
strided beta element access by keeping two copies of the trial
vector, one of which is transposed relative to the first. As the
dense C, and C; matrices must be formed for each of the
thousands of alpha/beta tile combinations, the cost of
performing the transpose operation on the full trial vector is
much lower than the performance gain provided by contiguous
memory access of Cy.

The GPU kernels for the multithreaded algorithm are nearly
identical to those used in the single-threaded case. There are
only two exceptions: first, the beta kernels no longer access
elements of the trial and o vectors in a strided fashion and
therefore exhibit better performance, and second, the o;
kernels no longer require atomic operations (since each kernel
writes to its own local memory space). The resulting (dense)
6, 65 and 6, arrays are transferred from the GPU to the CPU
and then scattered back to a (sparse) ¢ vector associated with

the particular GPU thread (the 6 arrays are scattered back to a
temporary array that is subsequently transposed before being
combined with the other 6 components). Once the task pool is
emptied, local 6 vectors from each GPU thread are summed
into a single, global 6 vector that is returned to the calling
function.

Since all tasks write results to the same 6 vector,
simultaneous access to a given memory location may be
attempted by different workers. Data collisions such as these
may be avoided in one of several ways in parallel programs,
either (i) through use of atomic operations, (ii) by providing
each thread of execution with its own unique local memory
space, or (iii) through a hybrid of the first two options (in the
context of heterogeneous CPU/GPU programs, this often
corresponds to partial accumulation of the result on each GPU
before a final, global parallel reduction). The first approach,
where atomic operations write to a single, global data structure
in GPU memory, is used in our single-threaded direct CI
program. A multithreaded language such as OpenMP leverages
hardware support for atomics and is a compelling option,
though data collisions still adversely impact the performance of



this solution. The second approach eliminates the possibility of
data collisions from the multithreaded portion of the
algorithm. Once the multiple threads have joined back into a
single thread of execution, each local vector can be
accumulated to a single, global vector using vectorized parallel
reduction. Highly optimized library functions (such as DAXPY
in Intel MKL"") provide a convenient way to access vectorized
CPU functionality, either through AVX or SSE instructions.
The third approach, where atomic operations are performed
locally on the GPU and a final, smaller parallel reduction is
done on the CPU, is not feasible here due to both the size and
access patterns of the target data structure. Given the above
analysis, we have chosen to employ the second approach to
this problem in the present work, motivated both by
performance reasons and by the relatively low cost and high
availability of CPU memory.

Two-particle reduced density matrix formation (2-RDM)
exhibits the same scaling as 6 vector formation but with
different demands on the memory subsystem. Matrix elements
of the 2-RDM are formed according to

N;
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Elements of the 2-RDM are used in the calculation of
analytic energy gradients for a variety of CAS methods. As
many components of the multithreaded 6 vector formation
algorithm are reused in computation of the 2-RDM, we
describe the 2-RDM formation algorithm only briefly here (a
detailed description of our single-threaded approach was given
previously™). A graphical description is provided in Figure 4.
Two intermediate matrices D from & vector formation are
used, denoted here as D; and Dy, corresponding to solution
eigenvectors C; and C;. The matrix—matrix product of D; and
D; comprise the two-particle contributions to the 2-RDM.
Subtracting off the redundant one-particle contributions forms
the final matrix. The 2-RDM D matrices are formed by the
same functions used by & vector formation. Matrix—matrix
multiplication between D; and Dy is the rate-limiting step in 2-
RDM formation, with the total computational effort scaling as
NdetNg'

Case 2: Medium Active Space Cl. The approach described
in the previous section is necessary when it is not possible to
store the ¢ and c vectors explicitly on the GPU (due to GPU
memory constraints). When there is sufficient GPU memory to
store both the trial and o vectors as well as the ancillary data
structures (intermediate arrays, coupling coefficients, orbital
labels, etc.), a simpler algorithm can be used. Each GPU gets
its own copy of the trial vector (and all associated ancillary
data), is assigned a portion of the task pool, and computes the
contributions to the ¢ vector corresponding to the task pool
object. Like the large active space algorithm, each GPU thread
receives its own local copy of 6. Once all GPU workers run out
of tasks, each local ¢ is summed into a single, global copy and
is subsequently returned to the calling function. The GPU
kernels used in this approach are identical to those used in the
single-threaded CI program. Formation of the 2-RDM for
medium active spaces (Figure 4) follows the same approach,
except the final reduction is performed on the resultant N?-
dimensional 2-RDM matrix rather than the Ny, ,-dimensional &
vector.

RESULTS AND DISCUSSION

In the following sections, we demonstrate the computational
performance of our multi-GPU-accelerated direct CI algo-
rithms in both the medium- and large-scale regimes through
benchmark calculations on the ethylene dimer. We report
timings for ¢ and 2-RDM formation as well as single node
parallel efficiency using multiple GPUs. We conclude by
investigating the absorption spectrum of diphenyl acetylene
(DPA) using a variety of orbital active spaces with the FOMO-
CASCI method.

Computational Details. Multithreaded direct CI was
implemented in the TeraChem®"**™*' GPU-accelerated
electronic structure package using the Compute Unified
Device Architecture (CUDA) API’® and the NVIDIA
CUDA Basic Linear Algebra Subroutines library (cuBLAS).>*
Benchmark calculations were performed using Intel Xeon ES-
2699 @2.2 GHz and NVIDIA 1080Ti (0.33 teraFLOP double
precision performance) and P100 (4.7 teraFLOP double
precision performance) GPUs. Active spaces for CASCI are
defined according to the notation (X, Y), where X/Y
correspond to the number of electrons/orbitals in the active
space, respectively. Geometries for all molecules used in this
work are reported in Cartesian coordinates in the Supporting
Information. Unless otherwise specified, the timings presented
for ¢ formation are the minimum observed values over all
iterations (observed fluctuations in the timing per iteration are
largely due to memory latency on the CPU). Two-particle
reduced density matrix (2-RDM) formation timings are also
provided for each active space. All calculations were performed
using double floating-point precision.

Algorithm Performance: Larger Active Spaces. To
evaluate the performance of the multi-GPU direct CI program
for large active spaces, we have performed complete active
space CI (CASCI) calculations on the ethylene dimer using an
(18,18) configuration space with up to six NVIDIA 1080Ti
GPUs on a single compute node. Detailed timings for both &
and 2-RDM formation using one and six GPUs are provided in
Tables 1 and 2. Additional information corresponding to
average and minimum times for calculations performed with
between one and six GPUs are presented in the Supporting
Information.

Formation of the & vector using a single 1080Ti GPU
requires 50.7S min. Most of this time (51.7%) is spent
performing the DGEMM operation. Linear algebra performed
on the CPU (i.e, the C/6 transpose) requires only 2.2% of the

Table 1. Timings for 6 Formation for CAS-(18,18)-CIL/6-
31G** on the Ethylene Dimer”

time (s)

step one GPU six GPUs
C/o trans. 52.49 18.65
GPU mem. ops. 524.80 143.82
C,/Cy/0,/04 574.17 123.78
Cop/Gug 7.77 178
6,. (DGEMV) 16.28 2.71
D kernels 59.98 9.87
E = (ijlkl) x D (DGEMM) 1572.85 256.55
6 kernels 84.00 13.80
o scatter 1.99 10.88
tot. 6 3010.67 720.99

“Results using one and six 1080Ti GPUs are shown.



Table 2. Timings for 2-RDM Formation in CAS-(18,18)-CI/
6-31G** of the Ethylene Dimer”

time (s)
step one GPU six GPUs
mem. ops. 1294.48 331.38
GPU kernels 119.62 19.68
DGEMM 1857.52 303.34
DGEMV 23.46 522
total 2-RDM 3390.58 738.37

“Results using one and six 1080Ti GPUs are shown.

total time, the one-electron part of 6 formation (a DGEMV
operation) only 0.5%, and the GPU kernels for formation of D
and 6 1.9 and 2.7%, respectively. GPU memory operations,
including allocation and deallocation, host-to-device (and
back) transfers, and zeroing, require 17.3% of the total time,
and densification/sparsification of the C and 6 vectors
comprises 20.0% of total & formation. The large configuration
space multithreaded ¢ formation algorithm contains regions
with both high arithmetic intensity (ie, the DGEMM) and
high bandwidth (the densification/sparsification routines and
GPU memory operations). Each of these performance-limiting
tasks benefits substantially from parallelization.

Solving the same CAS-(18,18)-CI problem using six 1080Ti
GPUs reduces the total 6 formation time to only 12.9 min. Of
this time, 33.8% is spent performing the DGEMM, 0.3% on the
one-electron DGEMYV, and 1.2 and 1.8% on the D and &
formation GPU kernels, respectively. GPU memory operations
comprise 21.7% of the total time, and densification/
sparsification of C and ¢ 22.9%. The final reduction of each
local 6 vector to the global 6 requires negligible effort: only
1.9% of the total ¢ formation cost. While interpreting these
results, three things should be kept in mind: first, that the
GPUs used are consumer grade devices with limited double
precision performance; second, that these devices each offer
only 12 GB on card RAM, limiting the maximum tile size; and
third, that these devices are connected to the communication
bus using PCle. High-performance computing grade GPUs
exhibit enhanced double precision performance, and state-of-
the-art devices have as much as 32 GB of on-card RAM with
ultra-fast proprietary inter-device communication networks.
Using a node (such as NVIDIA’s DGX-2) with large memory,
late-model devices and connected through proprietary data
interfaces (i.e, NVLink) would surely reduce the overall &
formation time (by reducing the DGEMM, DGEMYV, and
device-to-host memory transfer times). We also recognize that
additional parallelism is possible at the densification/
sparsification steps as additional CPU cores are available,
potentially reducing the computational cost even further.

The performance of 2-RDM formation parallels that of &
formation. The single-threaded calculation requires 56.5 min,
61% of which can be attributed to floating-point operations
(DGEMM is 54.8%, D/E Kernels 3.5%, and the DGEMV
0.7%) and 38% to memory operations. This time is reduced to
12.3 min when six GPUs are employed, where the arithmetic
operations comprise 44.5% (DGEMM 41.1%, D/E Kernels
2.7%, and DGEMV 0.7%) and memory operations are 44.9%
of the total time.

A plot of absolute times and parallel efficiency is given in
Figure 5. Traditionally, the computationally intensive functions
have been considered the rate-limiting steps in the K&H
algorithm. These include the D matrix and ¢ vector formation
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Figure 5. HF-CAS-(18,18)-CI 6 and 2-RDM formation timings and
parallel efficiency. Calculations performed using between one and six
NVIDIA 1080Ti GPUs.

kernels (eqs 3 and S, respectively), the DGEMM (eq 4), and
the one-electron contribution (DGEMYV, eq 6). The scaling of
each of these steps with respect to the number of GPUs is
almost perfectly efficient for large CI problems (detailed
scaling data for specific GPU/step combinations can be found
for both the averaged and minimum timings in the Supporting
Information). Bandwidth-limited operations become increas-
ingly important with larger configuration spaces however, and
this limits parallel efficiency. With six GPUs, for example, ¢
formation speedups of between 2.8 and 4.6x in the transpose
and sparsification/densification routines result in an effective
overall speedup of 4.2x. Similar results are seen for 2-RDM
formation, where memory operations are 3.9x faster using six
GPUs, reducing the overall scaling to 4.6x. The DGEMM
operation is rate-limiting for both ¢ and 2-RDM formation,
and while each requires the same number of operations, the
form of the matrix multiplication for ¢ formation results in
more efficient use of memory through data reuse. This allows
for an effective speedup for 2-RDM formation relative to ¢
formation.

Algorithm Performance: Medium Active Spaces.
Ethylene dimer HF-CAS-(16,17)-CI/6-31G* single-point
energy and RDM calculations were performed using NVIDIA
P100 GPUs to evaluate the performance of the 6 vector and 2-
RDM implementations. This active space has no particular
physical importance for the ethylene dimer and instead
represents the upper size limit (~S00 million determinants)
of what is currently possible with a GPU having 12 GB
memory. Results are shown graphically in Figure 6, and
detailed timings are given in Tables 3 and 4.

75.0
+60.0

2450
= 30.0
15.0

6.0

—i

2-RDM

4 5 6 7 8
GPUs

Figure 6. HF-CAS-(16,17)-CI 6 and 2-RDM formation timings and
parallel efficiency. Calculations performed using between one and
eight NVIDIA P100 GPUs.















