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Troubleshooting deep-learner training data problems using an evolutionary
algorithm on Summit
M. Coletti A. Fafard D. Page

Architectural and hyper-parameter design choices can influence deep-learner (DL) model fidelity but
can also be affected by malformed training and validation data. However, practitioners may spend
significant time refining layers and hyper-parameters before discovering that distorted training data
was impeding training progress.

We found that an evolutionary algorithm (EA) can be used to troubleshoot this kind of DL problem.
An EA evaluated thousands of DL configurations on Summit that yielded no overall improvement in
DL performance, which suggested problems with the training and validation data. We suspected that
Contrast Limited Adaptive Histogram Equalization (CLAHE) enhancement that was applied to
previously generated digital surface models (DSMs), for which we were training DLs to find errors,
had damaged the training data. Subsequent runs with an alternative global normalization yielded
significantly improved DL performance.

However, the DL Intersection Over Unions (IOUs) still exhibited consistent sub-par performance,
which suggested further problems with the training data and DL approach. Nonetheless, we were able
to diagnose this problem within a 12-hour span via Summit runs, which prevented several weeks of
unproductive trial-and-error DL configuration refinement, and allowed for a more timely convergence
on an ultimately viable solution.

1. Introduction
There exists general guidance on designing deep learners
(DLs) for ideal performance that focus on DL
hyper-parameter values, and which considers such design
choices as adjusting batch sizes, dropout rates, early
termination criteria, and kernel sizes for convolution layers
[25, 3]. Generally, hyper-parameters are optimized using
brute-force uniform grid search, or random search [4],
Bayesian hyper-parameter optimization [29], or some form
of manual trial and error system. Architectural choices
involving the number and kind of Convolutional Neural
Network (CNN) layers are usually not optimized; it is
typically the case that a network configuration designed for
a similar problem is used, instead, and transfer learning is
then applied to the new network [1].

Unfortunately, sometimes neural networks do not readily
converge to useful models, or plateau to low-fidelity models
after converging, which may be a symptom of network
architecture, hyper-parameter values, data quality, an
ill-posed problem, or another issue. When practitioners
encounter such problems they typically embark on an
iterative process to improve model quality by making
incremental changes to hyper-parameters, or even to the
network architecture [25, 3]. Given that many complex
models can take a considerable amount of training time, this
can mean weeks or even months are wasted making a long
series of incremental changes — with each change entailing
training the network anew — before concluding that the
problem cause is not with the hyper-parameters nor
architecture, but rather elsewhere, such as the training data,
problem representation, or even with the DL itself. In which
case, having a troubleshooting tool that quickly eliminates
hyper-parameter and architectural configurations as potential

problem causes is crucial.

We had developed a DL with the design objective to
assess the quality of digital surface models (DSMs) created
from overlapping satellite image pairs [9]. DSM quality can
be degraded by haze, cloud cover, bodies of water,
obstructions, and other artifacts. DSM quality was previously
assessed by comparing them to corresponding commercial
elevation data to generate a pixel-by-pixel error map of their
respective differences. Therefore, we were motivated to
create a DL that would make a similar quality assessment
without the commercial dataset as a way to significantly
reduce cost as such data was prohibitively expensive.

However, we found that our DL models for evaluating
DSMs consistently produced subpar models on a local server
that had several Nvidia GPUs. At the time, we were
convinced that the problem was with architectural and
hyperparameter values, and so we engaged in a extended
period of trial and error to improve model quality, as
described earlier. This took considerable time for each
iteration since training a single model could take several
days.

We then used an evolutionary algorithm (EA)
implemented on Summit to explore the hyper-parameter and
layer architectural space for our DL with the goal of finally
finding viable models more quickly than the previous
strategy of making small changes to the DL that would take
several days to check. Unfortunately, our first attempt at
tuning the DL still yielded consistently subpar DL models
that numbered in the thousands. Our hypothesis for the poor
quality models now had to accommodate evidence that there
were one or more fundamental problems that we had to
overcome, in particular that it was likely that certain data
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pre-processing performed on the training image chips had
de-correlated the training data from the objective. We
switched to a different pre-processing approach that showed
a marked improvement in model quality, which con�rmed
that the initial pre-processing approach degraded model
quality.

However, though the model accuracies improved on
subsequent runs of the EA on Summit, they were still
overall very poor, which suggested further corrections were
merited. We made a number of further corrective measures,
which included masking water from source satellite imagery,
using pixel gradients instead of pixel-to-pixel comparisons,
and changing the problem representation. Finally, we began
to get viable models after these steps were taken.

In any case, even though we would likely have eventually
arrived at the same set of corrections, our Summit runs
spared considerable time that would have been spent
needlessly adjusting model hyper-parameters and
architectural con�gurations using the original �awed
pre-processing approach.

Essentially, though the EA was originally intended to �nd
ideal DL hyper-parameter values — and optionally best
architectural con�gurations — it revealed a useful secondary
purpose as a troubleshooting tool. That is, if models posed
by the EA do not signi�cantly improve over a number of
runs, then this is a signal to immediately assess the training
data for problems, either through damage incurred via
pre-processing, or by problem representation �aws. The
fundamentals of the applied DL approach should also
possibly undergo scrutiny.

2. Background
DL CNNs are suitable for a wide variety of imaging tasks,
some of which include automatic labeling of objects in
imagery, object counting, or answering semantic questions
about a scene's content. For example, DLs can quickly label
large volumes of images [21] [27], and have been
successfully used for detecting building footprints in satellite
imagery at scale [31]. Autonomous and unmanned aerial
vehicle navigation have also improved because of
advancements in semantic scene understanding [24] [11]
[13].

There have been many models that have been proposed
for task-speci�c learning on target datasets which closely
resemble the target use case. For example, the Segnet
network has been proposed for autonomous vehicle
navigation and object detection[2], while U-Net is a network
that was designed for microscopy segmentation[26]. These
networks generally perform fairly well performing other
tasks, though not all networks converge at the same rate, or
learn equally [1].

These networks are designed by composing a series of
convolutional, linear, and nonlinear layers [20]. Moreover,
the structure of these networks has an in�uence on how well
and how quickly models learn and converge to make
accurate predictions [1]. Encoder-decoder models are also

used for image segmentation or regression, and feature two
parts: a) an encoder which �nds a salient down-sampled
feature mapping of the input, and b) a decoder portion which
up-samples and attempts to segment an image from the
salient representation produced by the encoder [26, 2]. Some
variants of encoder-decoders, such as tiramisu, preserve high
frequency information in the form of skip connections [17].

EAs are a meta-heuristic where a population of individuals
representing posed solutions to a problem is incrementally
improved by applying mutation, crossover, and selection
operators [8]. EAs have been used to learn neural network
(NN) topologies [30, 32, 28], and have a long history of
being using to evolve NN parameters as an alternative to
stochastic gradient descent (SGD) [22, 12]. An EA,
Multi-node Evolutionary Neural Networks for Deep Learning
(MENNDL), has also been used to simultaneously evolve
optimal DL hyper-parameters and layer architectures [33].

3. Methods
DSMs produced via stereo imagery are prone to local and
global nonlinear errors which result from many factors
involving material bi-directional re�ectance function
(BRDF), atmospheric distortion, feature matching, optical
abberation and image metamerism. It is dif�cult to predict
analytically where these errors will occur [19], therefore it is
desirable to have some assessment of DSM quality by proxy
of a DL. Though our research has proven this to be
challenging .

In this section we will share details of the EA that was
used, DEep LEarning optiMization via EvolutionaRy
Algorithm (DELEMERA), and the corresponding DL for
which we were optimizing the architecture and
hyperparameters, and the problem that the DL, itself, was
trying to solve. We also describe how we integrated the EA
and DL as well as share aspects of the dependent software
and hardware environment.

3.1. Evaluating Digital Surface Models for
Errors
Utilizing data from the Intelligence Advanced Research
Projects Activity (IARPA) Multi-View Stereo 3D Mapping
Challenge (MVSC) [5] and other sources, 1500 DSMs were
created through the Semi-Global Matching (SGM) method
[15]. These rasters vary in size and extent based on the size
of the overlap of the image pairs. Two examples of these
DSMs covering San Fernando, Argentina are shown in
Fig. 1. In this �gure, two reconstructions are shown
including a poorly posed reconstruction (in Fig. 1a), and a
higher �delity reconstruction (in Fig. 1b) . These
stereo-derived DSMs were registered with coincident
projected Light Detection and Ranging (LiDAR) collections
using the Geospatial Data Abstraction Library (GDAL) [14].
In order to accomplish this, LiDAR collects were �rst
projected into a grid to form a DSM. These LiDAR DSMs
were then reprojected to the World Geodetic System 1984
(WGS84) datum at the local spatial resolution of the
corresponding stereo DSM in a nearest neighbor sense.
Finally the rasters were aligned; using the LiDAR as a proxy
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truth, error maps of the error of the stereo DSMs were
estimated at each point.

The input DSM rasters and the corresponding error maps
were then broken into 23,837 image chip pairs of size
256x256. Samples with missing data were removed from
consideration. The local contrast of each DSM was enhanced
using Contrast Limited Adaptive Histogram Equalization
(CLAHE). CLAHE is a standard technique in deep learning
image preprocessing, used to enhance local contrast in a
moving kernel across an image, making details more readily
apparent [34].

3.2. The Deep Learner
This problem is framed as a pixelwise regression problem,
where the absolute error in a DSM is predicted at each
pixel. Using an encoder-decoder network without a �nal
softmax layer, continuous values may be regressed.

For our implementation, we chose at type of
encoder-decoder CNN known as tiramisu, which has
performed strongly for similar computer vision tasks [17].
The tiramisu network is composed of two major building
blocks, which include transition layers and dense blocks.
The transition layers are used to either upsample or
downsample the input to the layer by some prescribed factor.
Dense blocks provide a different functional connectivity
pattern between layers in a CNN.

Where a typical CNN typically outputx ` at layer` given
output from the previous layerx ` � 1 and nonlinear
transformationH ` , as shown here:

x ` = H ` (x ` � 1) (1)

Instead, Dense blocks introduce a different connectivity
pattern. Huang et al [16] �rst presented a structure in their
DenseNet architecture which concatenates outputs of feature
maps sequentially from each layer.

x ` = H ` ([x ` � 1; x ` � 2; x ` � 3; :::; x0] (2)

The concatenation of all previous layer input, to layer`
provides an enhanced memory in longer networks, where
small signals may disappear before they can propagate
through the network. In the tiramisu model, dense blocks and
transition layers are alternated in an hour glass fashion which
is common amongst encoder-decoder convolutional models.
In the middle of the network, a bottleneck of dense blocks
are placed together. This structure is shown in Figure 2.

3.2.1. Baseline comparison
The 57 layer tiramisu network [17] was used as a baseline
for network performance, and leverages a structure similar to
the one shown in Fig. 2. This network utilizes a series of
dense layers in an encoder-decoder structure. The stock
tiramisu models were built with a strict rule set which
consists of one dense block followed by a transition layer,
with the exception of the bottleneck region.

Initially, the tiramisu network demonstrated limited
performance with early loss plateaus. Many iterations of
tuning hyper-parameters through manual and grid search
techniques only provided marginal improvement. Adaptive
learning rates, batch size, momentum and weight decay were
modi�ed during this process.

From these early results, it was hypothesized that the
early plateau observed in model training was related to the
model architecture which was being used. The modular
structure of tiramisu models lends itself well to exploring
the solution space of models, therefore a good candidate for
DELEMERA.

3.3. EA DL optimizer description
DELEMERA optimizes deep-learner architectures and
hyper-parameters using an evolutionary algorithm, and was
used to optimize our DL model. DELEMERA is a type of
asynchronous steady-state evolutionary algorithm (ASEA) in
that individuals, which represent a posed DL architecture
and hyper-parameter con�guration, are concurrently
evaluated on available disparate High Performance
Computing (HPC) resources, which in this case were
Summit supercomputer nodes. We used dask [7] to manage
the asynchronous evaluations, and dedicated a Summit node
for each worker, including all 6 NVIDIA Tesla V100 GPUs
and 14 PowerPC cores. The evaluations involved training
DLs until an epoch budget was met, an error occurred, or
validation accuracy (or loss) improvement had stalled. These
evaluations happen asynchronously given that the evaluation
time for these different criteria can signi�cantly vary. That
is, typically an EA is implemented with a by-generation
approach whereby progress from one generation to the next
only proceeds when all individuals are evaluated; so if a
given individual �nishes being evaluated well before others,
then that corresponding HPC resource will idle until the next
generation. Using an asynchronous implementation allows
for more ef�cient use of HPC resources in that as soon as an
individual is evaluated, another individual to be evaluated is
assigned to that newly available resource.

DELEMERA maintains a pool of evaluated DLs that is
updated concurrently with newly evaluated DLs, and uses a
controller/worker con�guration to asynchronously manage
the evaluations on Summit nodes. When a worker �nishes
evaluating the validation accuracy of a DL on a Summit
node, it replaces a DL in the pool with the least validation
accuracy. Binary tournament selection, where the best of two
randomly selected individuals is returned, is used to select a
parent from the pool biased by validation accuracy. This
parent is then cloned and undergoes mutation to create a new
offspring DL candidate, which is then sent to the idle worker
for evaluation. This process repeats until a �xed budget of
evaluations is met, or the run time allocation limit is met.
Figure 3 gives a high-level perspective on this process.

Algorithm 1 goes into more detail on how DELEMERA
functions. First, an initial population of individuals,P0, that
represent different posed DL con�gurations is randomly
generated. A variable that tracks the number of births,b, is
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(a) This stereo reconstruction represents a poor reconstruction of the
target area, with an abundance of spurious points and noise in the
scene. The error is not distributed evenly, owing to the complex
reconstruction process, which is in�uenced by many nonlinear
factors including metamerism in feature matching, optical distortion,
occlusion and BRDF material properties [19].

(b) Another stereo reconstruction with an alternative set of stereo
images produces a much higher �delity reconstruction of the down-
town scene. Though there is still error surround water surfaces, much
more of the structural information in this scene is actionable.

Figure 1: Finding digital surface model (DSM) errors. Shown above are two stereo-derived DSMs generated by via two
different sets of views from the IARPA MVSC over San Fernando, Argentina [5]. Despite being in the same area, the two
reconstructions represent two very different reconstructed scenes with different distributions of error.

Figure 2:Tiramisu architecture shown with three regions, an encoder, a bottleneck structure and a decoder. The encoder takes
a digital surface map with corresponding left and right orthorecti�ed image pairs as input and �nds a salient low dimensional
representation of the input through consecutive down sampling layers and dense blocks. Consecutive dense blocks are used in
the bottleneck. The decoder layer then upsamples and classi�es the bottleneck features on the pixel level at the original size of
the input.

initialized to the number of those randomly generated
individuals;b counts towards the overall birth budget, which
is used as a halting criteria. The pool of best-so-far
individuals,Pp, is created, and will be continually updated
as the algorithm progresses. In line 4 the randomly generated
individuals are fanned out to available Summit worker nodes.
The while loop on line 5 iterates each time an individual
�nishes evaluation. (I.e., the associated DL �nished training.)
If the pool of evaluated DLs is at capacity, then the newly
evaluated individual replaces the weakest individual in the
pool iff it is less �t than the weakest; if this is the start of
the run where the pool is still �lling up with completed DLs,
then insert the new individual into the pool. This ensures
that the pool is continually updated with only the best DLs.

After possibly inserting the newly evaluated individual, a
new design is created if the run has not �nished meeting its
birth budget. If the run is not �nished, a new individual is
created by selecting a parent via binary tournament selection,
cloning that parent, and then mutating that clone, as shown
in lines 15–16. This individual, which represents a novel
architectural con�guration, is then submitted to an available
worker for evaluation, and the birth counter is incremented.
This process of creating a new individual is skipped if a
birth budget is met, which has the effect of draining down
the workers. Once the last worker is �nished evaluating an
individual and the last individual is possibly inserted into the
pool, execution falls out of the while loop, and the pool of
individuals representing the best of the run is returned.
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