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Abstract

The transition fatigue regime between low cycle fatigue (LCF) and high cycle fatigue (HCF) is often

addressed in the design and performance evaluation of load-bearing components used in many structural

applications. Transition fatigue is characterized by elevated levels of local inelastic deformation in signifi-

cant regions of the microstructure as compared to HCF. Typically, crystal plasticity finite element method

(CPFEM) simulations are performed to model this phenomenon and to rank-order microstructures by their

resistance to crack formation and early growth in the regime of transition fatigue. Unfortunately, these

approaches require significant computational resources, inhibiting their use to explore novel materials for

transition fatigue resistance. Reduced-order, microstructure-sensitive models are needed to accelerate the

search for next-generation, fatigue-resistant materials. In a recent study, Paulson et al. [1] extended the

materials knowledge system (MKS) framework for rank-ordering the HCF resistance of polycrystalline mi-

crostructures. The efficacy of this approach lies in the reduced-dimensional representation of microstructures

through 2-point spatial correlations and principal component analysis (PCA), in addition to the characteri-

zation of the HCF response with a small set of performance measures. In this work, these same protocols are

critically evaluated for their applicability to rank-order the transition fatigue resistance of the same class of

polycrystalline microstructures subjected to increased strain amplitudes. Success in this endeavor requires

the formation of homogenization linkages that account for the significantly higher levels of local inelastic

deformation and stress redistribution in transition fatigue as compared to HCF. A set of 12 α-titanium

microstructures generated using the open access DREAM.3D software [2] are employed for this evaluation.
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1. Introduction

In high-performance applications, components may be subject to repeated loads that bring large volumes

of material close to macroscopic plastic yield. Crack growth in the transition regime between HCF and LCF

is a life-limiting phenomenon for components in aerospace, security and motorsport industries. The regime

of transition fatigue is physically complex, with zones of cyclic plastic strain spreading beyond stress concen-

trations across grains and other microstructure features [3–5]. Furthermore, nearest-neighbor interactions in

the material become prevalent, exhibited through phenomena such as stress- and strain-redistribution [6].

Consequently, enhancements to the transition fatigue life require simulations of microscale stress and strain

distributions. Generally, such simulations demand significant investments of computational resources and

time. It is desirable to develop and employ suitable low-computational cost, reduced-order models that can

reliably account for the influence of the microstructure and cyclic stress and plastic strain redistribution on

the drivers for transition fatigue life in materials design efforts.

In recent years, McDowell and co-workers have developed a computational framework that employs

CPFEM simulations to rank-order the fatigue resistance of microstructures under different loading condi-

tions [7–9]. Specifically, cyclic CPFEM simulations are performed on sets of statistical volume elements

(SVEs) for each microstructure of interest. Then, from the resultant stress and cyclic plastic strains, surro-

gate measures of the driving force for fatigue crack initiation and growth, called fatigue indicator parameters

(FIPs), are evaluated at all spatial locations in the SVEs. The fatigue performance of different microstruc-

tures for a selected loading condition is compared through extreme value distributions (EVDs) of the FIP

responses. Unfortunately, these protocols require significant numbers of computationally expensive CPFEM

simulations, which limits progress towards high throughput exploration protocols for the assessment of can-

didate materials.

Reduced-order computational and analytical approaches provide an opportunity to efficiently explore

fatigue responses in the regime between HCF and LCF for various materials. Stress- and strain-based

methods have been used for decades to quickly estimate the fatigue lives of materials at different strain

amplitudes [10]. While efficient, these empirical approaches heavily rely on experimentally determined

parameters and do not account for the huge variability exhibited in microstructures caused by variations

in the processing path. Indeed, quantitative accounting of the influence of microstructure on the transition

fatigue life has been a major challenge because of the very complex interactions that occur naturally between

the heterogeneous constituents present in the material internal structure at multiple hierarchical length

scales. Although a number of composite theories account for some of the simpler details of the material

microstructure [11–14], they have not been successful in accounting for the rich and complex interactions

of individual grains in a polycrystalline microstructure, especially for loading conditions leading to elevated

levels of local inelastic strains in the transition fatigue regime. High fidelity, reduced-order representations

of the microstructure are therefore central to the formulation of high-value structure-property linkages for

transition fatigue performance that can be used effectively in high throughput explorations of large materials
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design spaces.

The materials knowledge system (MKS) framework has been developed over the past decade by Ka-

lidindi and co-workers for the mining of microstructure-sensitive homogenization and localization linkages

[6, 15–34]. The MKS homogenization framework [17, 20, 22, 24, 26, 29, 29–33] is particularly promising

because the reduced-order representations of microstructure it employs are well suited to rapid materials

exploration efforts. Specifically, microstructure volumes are quantified using n-point spatial correlations and

are transformed into a reduced-dimensional space using PCA. The homogenization relationship may then be

calibrated using an ensemble of microstructure volumes and their associated effective properties (obtained

via experiments or existing physics-based models) or processing parameters. This framework has been ex-

tensively demonstrated in the prediction of the transport properties of porous fuel cell materials [24], the

inelastic properties of dual-phase steels [26] and the bulk mechanical properties of polycrystalline α-titanium

microstructures. It has also been successfully extended to the prediction of structure evolution of mechani-

cally strained polymers [31], additive manufacturing [32], and ternary eutectic alloys [33] in addition to the

development of process-structure-properties linkages in dual-phase steels from experimental assays [29].

In prior work, the MKS homogenization framework was extended to rank-order polycrystalline mi-

crostructures according to their resistance to the formation of cracks under HCF [1]. As a case study,

12 α-titanium microstructures were rank-ordered, with each microstructure corresponding to a distinct crys-

tallographic texture. First, the ensembles of synthetically-generated SVEs (which represent each microstruc-

ture) were quantified using a formulation of the 2-point spatial statistics specialized for polycrystalline

materials [30]. PCA was then performed to reduce the dimensionality of the spatial-statistics, and each

microstructure was represented by the mean location and variance of the ensemble of spatial statistics in

principal-component (PC) space. Simultaneously, the gamma distribution was fit to the EVD of FIP re-

sponses representing the performance of each microstructure (as computed using a physics-based model).

The extracted fitting parameters (called performance characteristics) then served as the effective properties

in the MKS homogenization linkage. The S-P linkage was then calibrated using the reduced-order represen-

tations of 11 of the 12 microstructures and their associated performance characteristics. The success of the

resultant S-P linkage was demonstrated through the comparison of the rank-ordering of all 12 microstruc-

tures (according to their resistance to HCF) to the results of brute force CPFEM, while providing a 3000

times speed-up in CPU time versus the traditional CPFEM approach.

This study builds on the prior work described above and specifically evaluates the efficacy of the recently

developed MKS homogenization protocols for rank-ordering polycrystalline microstructures based on their

transition fatigue performance. This performance is assessed via surrogate measures for the driving force to

form fatigue cracks. The same 12 α-titanium microstructures from the prior study [1] are employed here.

Due to the significant phenomenological differences between HCF and transition fatigue, the MKS protocols

must overcome a new set of challenges in the transition fatigue regime. First, the cyclic plastic strains are

expected to be several orders of magnitude larger than those in HCF, with comparable magnitudes to the
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elastic strains (and even total strains) in certain microstructure locations. Furthermore, due to these larger

cyclic plastic strain ranges, redistribution of both cyclic stress and plastic strain is expected to be significant.

To effectively rank-order polycrystalline microstructures based on their resistance to transition fatigue, the

MKS must capture the sophisticated physics underpinning these phenomena. There are reasons to believe

that this approach has merit; in prior work [30], the MKS framework was employed to construct a structure-

property (S-P) linkage for yield strength in α-titanium, where the degree of plastic deformation was also

significant. The flexibility of the MKS framework in representing both linear and non-linear phenomena stems

from the use of n-point spatial statistics to capture microstructure interactions as suggested by statistical

continuum theories [21, 35–37].

2. Description of Protocols

The protocols developed by Paulson et al. [1] to rank-order the fatigue resistance of polycrystalline mi-

crostructures rely on reduced-order representations of both the microstructure and the fatigue performance.

This is challenging because each microstructure must be represented by a set of SVEs, constituting a mas-

sive quantity of salient information. The following strategy is enacted to confront this challenge; first, all

SVEs representing the microstructure are quantified using 2-point spatial statistics and transformed into a

reduced-dimensional space using PCA. Then, each microstructure may be represented by the mean location

of the SVE spatial statistics in PC space along with a measure of the structural variance. Similarly, the local

responses (i.e., computed surrogate measures of driving force to form fatigue cracks, based on FIPs) of all

SVEs in the ensemble contribute to the overall transition fatigue performance of the microstructure. In this

framework, this performance is characterized by the EVD of FIP responses in all SVEs. This large set of

discrete data points may be represented by three parameters after fitting the raw FIP EVD to the gamma

distribution, as described next. Figure 1 presents a general outline of the steps involved in the calibration

of the homogenization linkage. These steps will be discussed further throughout the remainder of this work.

The extreme value distribution of FIPs is obtained by applying a threshold to the raw distribution of FIP

responses in the SVE ensemble. The threshold level is generally selected to achieve a high-quality fit of the

gamma distribution to the data. Generally, the extreme FIP values are of most interest and 99% or more of

the lower values are discarded. The probability density function (PDF) and cumulative distribution function

(CDF) of the gamma distribution are given by Eq. (1a) and Eq. (1b), respectively [38, 39], as follows

f (z|α) =
1

Γ (α, 0)
zα−1e−z (1a)

F (z|α) =
Γ (α, z)

Γ (α, 0)
(1b)

Γ (α, z∗) =

∫ ∞
z∗

zα−1e−zdz, z =
x− µ
σ

, α > 0 (1c)

In Eq. (1), α, µ and σ are parameters which control the shape, location and scaling of the gamma distribution,
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Figure 1: Schematic summary of the protocols employed to calibrate an MKS homogenization linkage for
the characterization of transition fatigue performance in polycrystalline microstructures.

respectively, and are further described in the preceding study [1]. These parameters are collectively referred to

as performance characteristics and are employed as surrogate measures for the transition fatigue performance

in the remainder of this work. The convergence of the performance characteristics with the inclusion of

increasing numbers of SVEs is used to identify a sufficient minimum number of SVEs needed to represent

the microstructure. The effects of α and σ on the shape of the CDF of the gamma distribution are similar

in their typical ranges for fitting the EVD of FIP responses, so to improve the consistency of the fitted

parameters, a reasonable α is typically selected and held constant before obtaining µ and σ.

The first step in the reduced-order representation of the ensemble of SVEs associated with each mi-

crostructure is to quantify individual SVEs using spatial statistics. The 2-point spatial correlations for

polycrystals, denoted f(g, g|r), describe the conditional probability density of finding crystal lattice orien-

tations g and g at the head and tail, respectively, of a vector r randomly placed in the microstructure.

The spatial correlations are represented using a Generalized Fourier series (GFS), allowing for the efficient

description of their dependence on crystal lattice orientation using generalized spherical harmonics (GSH)

[40]. In previous work, only 15 GSH basis functions were required to construct S-P linkages for the prediction

of elastic properties [23, 25, 30]. The GFS representation of the 2-point spatial correlations for orientation

is given by

f(g, g′|r)dgdg′ ≈
L̃∑
K

L̃∑
L

∑
t

FLKt TL(g)TK(g′)χt(r)dgdg′ (2)

where FLKt are the GFS coefficients, TI(g) are the GSH basis functions which describe the functional

dependence on the crystal lattice orientation, χt(r) are the indicator basis functions which describe the

functional dependence on r and L̃ refers to the truncation in the number of GSH basis functions employed

in the GFS.

FLKt may consist of a very large set of coefficients, especially for the high-fidelity representation of poly-

crystalline microstructures. Consequently, PCA is employed to obtain a reduced-dimensional representation
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of the spatial statistics. The PCA algorithm finds directions of maximum variance in the original data so

that the resultant PC vectors are orthogonal and ordered from highest to lowest variance [41]. PCA is

performed on all J SVEs in the calibration ensemble, each indexed by j. To prepare the GFS coefficients

for PCA, a new linear index, t, is defined for unique sets of {t, L,K}. The total number of sets indexed by

t is denoted R. Finally, the PCA representation of the GFS coefficients is given by

F
(j)
t =

min((J−1),(R))∑
i=1

α
(j)
i ϕit + F t (3)

where ϕit is the PC direction indexed by i, α
(j)
i is the coordinate of the SVE indexed by j in the ith PC

direction (referred to as a PC score) and F t is the average of the GFS coefficients for the J SVEs along

the feature index, t. To fully represent the spatial statistics of an SVE in the calibration set, all available

PC directions must be employed; however, due to the qualities of PCA, high-fidelity representations may be

obtained with only a handful of PC directions [17, 20, 22, 24, 26, 30]. When truncation is employed, the

total number of PC directions is denoted by R̃.

After obtaining reduced-dimensional representations of the SVEs, each microstructure is represented by

the mean structure and variance of its associated ensemble of SVEs. The mean structure is simply computed

as the average of the PC scores for all SVEs in the ensemble. There are numerous options for representing

the spread of the structures in the ensemble (the variance in each PC dimension, hyper-volume of the convex

hull, etc.); however, in this framework, the scalar-valued total variance measure is employed to retain the

reduced-dimensional representation of each microstructure. The total variance is simply given by

V ARtot =

R̃∑
i

var(α
(j)
i ) (4)

where the variance of the ensemble in each PC direction is summed.

Finally, the reduced-order representations of the microstructures and their performance characteristics

(as computed from the response fields simulated via existing physics-based models) are employed to calibrate

the S-P linkage. The form of this linkage is given by

µk, σk ≈ A0 +
∑
l

Alα̃
k
l (5)

where α̃kl is feature l of the microstructure indexed by k which may consist of multiplicative combinations

of mean PC scores (for a particular PC direction) and the total variance and Al is the physics-capturing

coefficient associated with feature l. Once these coefficients are calibrated, Eq. (1) and Eq. (5) can be

employed in concert to estimate the EVD of FIPs for a new microstructure at very low computational cost.

The number of data-points available for the calibration of the physics-capturing coefficients of Eq. (5) is

equal to the number of available microstructures. This limitation is likely to curb the maximum complexity
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and sophistication of the final homogenization linkage, because models with large numbers of features (and

more complex features) tend to require numerous data-points for their calibration. Thankfully, it is often

easier to obtain large numbers of SVEs for a small number of target microstructures than the reverse.

Consequently, a boot-strapping strategy was employed in the preceding study [1]. In this approach, the

number of available data-points for calibration is expanded by repeatedly sub-sampling the SVE ensembles

such that each SVE subset has enough members to approximate an RVE for the property of interest. To

ensure the richness of the calibration dataset, SVE subsets should be selected such that they have a wide

variety of mean locations and shapes.

3. Case Study

In this work, the protocols discussed in Sec. 2 are employed to rank-order the transition fatigue resistance

of 12 unique α-titanium microstructures. The HCP α-titanium single-crystals exhibit significant anisotropy

in their elastic and inelastic responses, making the prediction of microstructure-sensitive phenomena diffi-

cult. Furthermore, the transition fatigue resistance of titanium alloys is of great interest in the aerospace

industry and in other high-performance applications. The remainder of this section describes each step of

the development of the homogenization linkage in detail. This includes obtaining microstructure volumes,

performing CPFEM simulations, calculating surrogate measures for the fatigue performance, quantifying

microstructures using 2-point spatial statistics and PCA, calibrating the homogenization linkage, validating

the linkage and discussing the results.

3.1. Microstructure SVE Ensembles

The α-titanium microstructures employed in this work are the same 12 used in previous studies [1, 6,

30, 42]. Each microstructure is assigned a distinct target texture inspired by those seen in the literature

[9, 43–46]. Texture is expected to have a significant impact on the transition fatigue performance due to the

local elastic and inelastic anisotropy exhibited by α-titanium polycrystals [46, 47]. Each microstructure is

assigned a log-normal grain size distribution with a 30µm mean and 15µm standard deviation.

In previous studies [6, 30, 42], 500 SVEs were generated for each of the 12 target microstructures using

DREAM.3D [2] (for a total of 6000 SVEs). Only 3800 SVEs are used in this study to reduce the computational

expense of running CPFEM simulations for the calibration and validation of the linkage (the reasons for

this particular selection of SVEs are presented in later sections). The SVEs have dimensions of 21x21x21

voxels (the voxels have side lengths of 10µm). This results in approximately 215 grains per SVE. This

SVE size has been previously demonstrated to capture the maximum length-scale of interaction between

microstructure features in materials systems with similar contrasts in both elastic and inelastic properties

[15, 16, 19, 23, 25]. In the generation of synthetic microstructure volumes, DREAM.3D first matches the

target grain-size distribution using an ellipsoidal packing algorithm. The texture is subsequently matched

to the target texture (in this case represented though the orientation distribution function of individual

7



Figure 2: Example SVEs and (0001) pole figures are presented for each microstructure [1].

crystallites). For each microstructure, Fig. 2 presents an example SVE colored by grain-id and the associated

(0001) pole figure; 11 of the 12 microstructures are used to calibrate the physics-capturing coefficients of Eq.

(5) and the remaining microstructure is reserved to validate the predictive capability of the resultant linkage.

Microstructure J is selected for validation because it does not represent a significant extrapolation beyond

the calibration microstructures in terms of texture. This same strategy was employed in the preceding study

[1].

3.2. Crystal Plasticity Simulations

In this study, CPFEM simulations are employed to model the transition fatigue responses of the mi-

crostructures. Specifically, the stress and cyclic plastic strain outputs are required to compute the EVD of

FIPs for each α-titanium microstructure. These are subsequently used to calibrate the physics-capturing

coefficients of Eq. (5). The crystal-plasticity framework that underlies the CPFEM was developed by Mc-

Dowell and co-workers for Ti-6Al-4V [47–52]. Most recently, Smith and McDowell calibrated the model

parameters with both monotonic and cyclic experimental results [47].

In the CPFEM simulations, SVEs are loaded to a maximum strain amplitude of 0.75%, or roughly 90-

99% of the strain at yielding, depending on the specific microstructure. This level of inelastic deformation

ensures that the material is loaded in the transition fatigue regime. Three cycles of fully-reversed loading

(R=-1) are performed before evaluating the FIPs so that the cyclic plastic strains have the chance to satu-

rate. Displacement-controlled, fully-periodic boundary conditions are utilized to implement uniaxial loading,

resulting in a SVE-level stress tensor with non-zero component σ11. CPFEM simulations are performed for

all 500 SVEs associated with microstructure I. These results are employed to study the convergence of the

surrogate measures for transition fatigue performance and therefore to determine how many CPFEM simu-
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(a) (b) (c)

Figure 3: (a) grain ID, (b) total strain magnitude and (c) plastic strain magnitude fields for example SVE
from microstructure A.

lations should be performed for each remaining microstructure. The results of this analysis as presented in

Sec. 3.3 dictate that 300 CPFEM simulations be performed for each microstructure.

Figure 3 displays the grain-ID map for an example SVE along with its associated total strain and plastic

strain magnitudes (note that total strains and plastic strains use the same color-bar). These results are

obtained from a CPFEM simulation after three loading cycles. Generally, the plastic strains are smaller

than the total strains; however, in certain locations the plastic strain magnitude may be comparable to

or exceed the total strain magnitude (made possible by the local cyclic behavior of these grains). This

phenomenon is observed predominantly in locations where the total strain is small. Furthermore, notice that

the plastic strains are not limited to isolated grains with high stress concentration (as in HCF); areas of high

plastic strain magnitude span groups of multiple contiguous grains in the polycrystalline SVE.

3.3. Surrogate Measures for Transition Fatigue Performance

After the stress and cyclic plastic strain fields are computed though CPFEM simulations, a FIP based

on the Fatemi-Socie (F-S) parameter [4, 6, 53–55] is computed in all voxel locations. While the framework is

completely agnostic to the specific FIP formulation employed, the F-S FIP is selected in this work because

it has been previously employed as a surrogate measure correlating with Stage I fatigue crack formation in

materials exhibiting planar slip, including Ti-6Al-4V [8, 56]. The F-S FIP is given by

FIPFS =
∆γ̄pmax

2

[
1 + k

σ̄nmax
σy

]
, (6)

where ∆γpmax is the cyclic plastic shear strain range on the plane that it is maximized (sometimes called the

critical plane), σnmax is the maximum stress normal to that plane, σy is the macroscopic yield strength and k

is a constant controlling the contribution of normal stress to the driving force for fatigue crack formation and

early growth. The over-line indicates that a quantity is volume averaged. In this study, volume averaging is

performed over a 2x2x2 block of voxels including the spatial location of interest.
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(a)

(b)

(c)

(d)

Figure 4: The FIP threshold and SVE convergence are studied for microstructure I with 500 SVEs: (a)
The probability of exceedance is plotted for the true FIP EVD and for fits of the gamma distribution with
three different thresholds. The convergence of the performance characteristics is plotted for (a) 99th, (b)
99.9th and (c) 99.99th percentile thresholds on the raw FIP response used to fit to the gamma distribution.

The transition fatigue performance is then characterized by the fitting parameters of the gamma dis-

tribution to the set of extreme-valued FIP responses. These fitting parameters, referred to as performance

characteristics, serve as surrogate measures of the transition fatigue performance. Once the physics-capturing

coefficients of Eq. (5) are calibrated, the homogenization linkage can be used to predict these performance

characteristics for previously unseen microstructures at low computational cost. Additionally, FIP EVDs

for the microstructures can be reconstructed from the predicted performance characteristics using Eq. (1),

enabling the rank-ordering of microstructures by their resistance to transition fatigue.

Characterization of the transition fatigue performance requires the careful selection of several hyper-

parameters. The choice of the threshold on the FIP distribution and the number of SVEs required to

approximate the transition fatigue performance of an RVE are coupled. In short, if a high threshold is

selected (where fewer FIP values are contributed by each SVE to the final FIP EVD) the gamma distribution

fit improves and the minimum number of SVEs required increases. Alternately, a low threshold results in a

worse fit to the gamma distribution, but generally requires fewer SVEs to approximate the RVE. These trends

are evident in Fig. 4 where the gamma distribution fit and convergence of the performance characteristics

are examined using a set of CPFEM results from 500 SVEs associated with microstructure I.
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In Fig. 4a the gamma distribution fits for 99th, 99.9th and 99.99th percentile thresholds of the FIPs are

plotted on top of the raw FIP distribution. For any selected value of the abscissa, the ordinate indicates

the probability that a randomly selected voxel in the SVE set will have a higher FIP value. Note that

the log scale emphasizes discrepancies in the distributions at very low probabilities of exceedance. Clearly,

the 99th percentile threshold results in a low-quality fit while the 99.9th and 99.99th percentile fits are

acceptable. Figures 4b, 4c and 4d show the convergence of the three performance characteristics for increasing

numbers of SVEs and different FIP thresholds. For the 99th and 99.9th percentile thresholds the performance

characteristics converge with the inclusion of at least 150 SVEs. For the 99.99th percentile fit, however, the

performance characteristics do not converge until the inclusion of at least 400 SVEs. This analysis indicates

that 150 SVEs and a 99.9th percentile threshold on the FIP distribution are most appropriate to represent the

transition fatigue performance. In the previous study on HCF, it was observed that α and σ had competing

effects on the shape of the EVD and that fixing α removed this ambiguity. Since α converges to around

1.15 in Fig. 4c, this value is held constant in the determination of µ and σ for other SVE ensembles. These

results contrast with those of the HCF study, where 100 SVEs, a 99th percentile threshold and α = 0.85

were selected using the same procedures [1]. Interestingly, the FIP threshold in this study exceeds that of

the HCF study. This indicates that while FIP values are orders of magnitude greater in transition fatigue

than in HCF, high quality fits to the gamma distribution still require extreme FIP values; in other words,

fitting the tail of the overall PDF of FIPs is equally demanding in transition fatigue as in HCF. This was

not fully expected prior to this study.

The minimum number of SVEs required to approximate the RVE (as identified from microstructure I)

guides the number of CPFEM simulations that must be performed for the remaining microstructures. As

discussed in Sec. 2, SVE subsets are identified from the original microstructure SVE ensembles to expand

the number of data-points in the calibration of the linkage. If each subset contains 150 SVEs, the original

microstructure SVE ensemble should contain significantly greater numbers to allow for diversity in the mean

locations and variances of the subsets. Consequently, CPFEM simulations are performed for 300 SVEs for

each of the remaining 11 microstructures.

3.4. Reduced-Dimensional Representation of Microstructures and Microstructure Subsets

Construction of a homogenization linkage to predict surrogate measures of transition fatigue performance

requires the representation of microstructures by a small number of parameters. The first step in obtaining

reduced-dimensional representations of the 12 α-titanium microstructures is the quantification of individual

SVEs using 2-point spatial correlations (computed using Eq. (2)). As in the preceding study [1], 41 GSH

basis functions represent the functional dependence of the spatial correlations on crystal lattice orientation.

This natural level of truncation in the GFS contains more than the 15 basis functions required to capture

the functional dependence of elastic properties on orientation. While the inclusion of more than 41 GSH

basis functions would improve the representation fidelity of the spatial statistics, in this study these marginal
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benefits are not expected outweigh the increased computational cost. Further details of the spatial statistics

framework for polycrystals are presented in a prior study by Paulson et al. [30].

The GFS coefficients of Eq. (2) are defined by 750,141 individual coefficients. Consequently, the applica-

tion of PCA is an important step to obtain a tractable representation of the spatial statistics of each SVE.

The PC directions are computed by performing PCA on all SVEs in the calibration ensemble (excluding

SVEs associated with microstructure J). Once the PC directions are obtained, the PC scores of the SVEs

may be computed. As the number of PC directions included in the representation of the spatial statistics

increases, so does the cumulative explained variance (where the explained variance in one PC direction is

the variance of the PC scores in the SVE ensemble along that direction). The cumulative explained variance

succinctly demonstrates the compaction achieved by PCA; 72% and 98% of the variance is explained by the

first 2 and 25 PC dimensions, respectively. This feature of PCA makes the visualization of data-points in

two or three dimensions convenient. In Fig. 5 all SVEs are plotted by their first two PC scores. In this

figure, SVEs are well clustered by their associated microstructure. Significant spread is observed in the PC

scores of SVEs associated with some microstructures. This variance is likely due to randomness inherent in

the DREAM.3D algorithms. Furthermore, SVEs belonging to microstructures with similar texture features

are nearby in PC space (for example microstructures A and B). The opposite is true for SVEs belonging

to microstructures with very different textures (for example microstructures A and E). Readers who have

examined the preceding work on HCF will notice significant differences in the PC maps. This is mainly due

to the use of additional GSH basis functions in the representation of the spatial statistics with the GFS in

this work (for the purposes of visualization).

At this stage, subsets are selected from the original SVE ensembles to expand the data available for

calibration of the final linkage. First, the desired mean and variance (along the first three PC directions)

of the target subset of SVEs are randomly selected. These target statistics are generated so that there

is a reasonable chance that the subset selected from an original SVE ensemble (representing 1 of the 12

microstructures) matches the statistics. Next, an iterative algorithm is employed to identify the best set of

SVEs to match the target statistics. In the initialization stage, all SVEs associated with the microstructure

under consideration are included in the subset. Each iteration, the multivariate PDF of the current subset of

SVEs (as computed using kernel density estimation [57, 58]) is compared against the PDF of the multivariate

Gaussian distribution defined by the target mean location and variances. The SVE in the subset where the

actual probability density most exceeds the target probability density is removed. Iterations are continued

until only 150 SVEs remain in the subset (this was identified in Sec. 3.3 as the number of SVEs needed to

obtain a robust quantification of the FIP distribution for each microstructure). A total of 20 subsets are

selected from each calibration microstructure for a total of 220 subsets. Further details of this approach were

provided in a prior study [1].

Finally, each SVE ensemble (representing a microstructure or microstructure subset) may be characterized

by the mean and total variance of its members PC scores. Twenty-five PC dimensions are considered in the
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Figure 5: SVEs are plotted as points by their first two PC scores. The shape and color of each point
indicates its associated microstructure.

calculation of the mean location. This truncation is justified because over 98% of the cumulative explained

variance is captured by this set of PC dimensions. The total variance is calculated with all available PC

dimensions because it always results in a scalar value (the use of more PC dimensions does not increase the

dimensionality of the measure). In future work it would be desirable to investigate different choices of the

number of PC dimensions and variance measures included.

3.5. Calibration of the S-P Linkage

Given the reduced-dimensional representations of 220 SVE subsets and their associated performance

characteristics, the physics-capturing coefficients of Eq. (5) may be obtained through a calibration procedure.

First, the set of features of interest (each denoted α̃kl ) are identified. This set may include multiplicative

combinations of the mean PC locations and total variance, resulting in a huge set of potential features.

As described in Sec. 3.4, only 25 PC dimensions are employed to represent the mean location of the SVE

ensemble. Furthermore, only 2nd order polynomial features are allowed, as it was shown in the preceding

work that such features provide good descriptive capability with lower risk of overfitting the calibration data

[1]. To further reduce this set, Pearson correlations [59] are employed to identify which specific features are

most likely to contribute to the predictive capability of the resultant linkage.

Table 1 presents the top ten features and their Pearson correlation scores for µ and σ. Note that certain

features are highly correlated with both performance characteristics (specifically PC1 and PC1 · V ARtot),
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Table 1: The top ten features for performance characteristics µ and σ are ranked by their Pearson cor-
relations. The overbar indicates that the mean is taken over the specified PC dimension for each SVE
ensemble.

Feature µ Pearson σ Pearson
Ranking Correlation Correlation

1 PC1 -0.892 PC1 · PC8 -0.762
2 PC1 · V ARtot -0.890 PC2 · PC3 -0.648
3 PC6 · PC8 0.810 PC1 -0.630

4 PC8
2

-0.727 PC1 · PC6 0.614
5 PC3 · PC4 -0.621 PC1 · V ARtot -0.588

6 PC2
2

-0.584 PC4
2

-0.541
7 PC2 · PC3 -0.566 PC3 · PC4 -0.508
8 PC6 · PC10 0.541 PC1 · PC10 -0.503
9 PC8 · PC15 -0.540 PC2 0.494

10 PC7 · PC8 -0.529 PC20
2

-0.492

although the number of common features is fewer than in the preceding work, where four of the top ten

features were common [1]. This degree of commonality was reflected by the high Pearson correlation between

µ and σ (R = 0.941). Fewer highly correlated features are common in the current study on transition fatigue,

because the performance characteristics are only weakly correlated (R = 0.465). Also, note that none of the

top-ranked features are common between the transition fatigue and the HCF studies. This is likely due to

the different physics governing HCF and transition fatigue, as well as the different boundary conditions used

in the two studies. That said, PC1, PC6, PC7 and V ARtot show prominently in the top features in both

studies. Most importantly, similarly complex features are prominent in both studies, indicating that both

require sophisticated functions to fit to the fatigue performance measures.

Ranking features by their Pearson correlations enables us to precisely select a small subset likely to

provide good predictive capability. The number of features included in the final linkage is identified through

a comparison of training and cross-validation errors. Training error is computed for linkages calibrated

with the whole set of SVE ensembles (associated with the calibration set). Cross-validation describes the

technique of removing data-points from the calibration set and reserving them for evaluating the resultant

linkage. The cross-validation strategy of the preceding study is directly employed in this work [1]. Cross-

validation is performed on 22 sets of 10 SVE subsets, where each set contains half of the subsets associated

with each of the 11 original microstructures. Both errors are computed by evaluating the difference between

the predicted and simulated performance characteristics for the SVE ensembles of interest.

Figure 6 presents training and cross-validation errors for linkages constructed with increasing numbers

of features. While the training error continuously decreases with increasing numbers of features, the cross-

validation error first decreases and then increases. The divergence of the cross-validation error from the

training error indicates sensitivity of the linkage to the specific data-points included in the calibration set for

the linkage. Consequently, linkages should be selected with the number of features at the point where this

divergence becomes evident. Note that the presented training and cross-validation error curves are similar
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(a) (b)

Figure 6: Training and cross-validation errors are plotted for increasing numbers of features for (a) µ and
(b) σ.

in shape and magnitude to the errors from previous linkages that characterized the HCF performance [1].

This indicates that the MKS framework has successfully captured the physics of the transition fatigue regime

where plastic strains are on the same order of magnitude as elastic strains and where stress redistribution

is significant. In this study, the top 34 and 10 features are employed in the final linkages for µ and σ,

respectively. We acknowledge that the development of linkages is multi-step and requires a number of

important choices. In future studies it would be desirable to employ automated hyperparameter exploration

techniques to help optimally make these decisions [60].

3.6. Validation of Protocols

After the calibration of the physics-capturing coefficients with the full set of 220 SVE subsets, Eq. (5)

may be used to predict the performance characteristics of the SVE ensembles associated with the original

12 microstructures (including microstructure J). Then, employing Eq. (1), the FIP EVDs for these mi-

crostructures can be constructed. The results of this effort are presented in Fig. 7, where the FIP EVDs

resulting from CPFEM simulations and the MKS homogenization protocols are compared for microstructures

A through L. It is acknowledged that the predicted FIP EVDs are different from the CPFEM derived ones

in some regards. Most notably, the predicted EVDs display a less pronounced curvature in the probability

of exceedance plot for some microstructures. It appears that the choice to fix the shape parameter of the

gamma distribution representing the FIP EVDs is less appropriate in this study than for the previous work

on HCF. Nevertheless, this idealization is maintained as it removes the complication of simultaneously and

consistently fitting the alpha and sigma parameters. Consequently, slight differences are observed in the

rank-ordering at low probabilities of exceedance (see microstructures A and B). Even so, this comparison

demonstrates the success of these protocols in rank-ordering the transition fatigue resistance of a diverse set

of polycrystalline microstructures (including the validation microstructure whose SVEs were not included in

the calibration sets).

The error levels for the transition fatigue linkages developed here are observed to be very comparable to
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Figure 7: FIP EVDs as obtained via (a) CPFEM simulations and (b) the MKS approach for the 12
α-titanium microstructures (labeled A through L).

those from the HCF linkages obtained in the earlier study [1]. Indeed, this is somewhat surprising because

we anticipated that the higher levels of inelastic deformation and stress redistribution in transition fatigue

(as compared to HCF) would demand more complex linkages (with more terms and higher powers of the

polynomials). The present study provides a strong testament to the power of GSH in capturing the 2-point

statistics and the PCA in providing a high-value, low-dimensional representation of these correlations. We

attribute the success of the protocols in delivering high-value, low-dimensional structure-property linkages

in transition fatigue to these two key ingredients of our protocol.

It is also worth comparing these performance rankings with a previous experimental characterization. In

a study by Peters et al. [43], the fatigue strengths of three different Ti-6Al-4V microstructures were evaluated

for cyclic loading in the transverse and rolling directions (our x- and y-directions, respectively). Notably,

in that study, the microstructures employed had very similar grain morphologies (homogeneous equiaxed

with a small α-phase grain size of 1-2m), yet had distinct textures. These microstructures, labeled basal,

basal-transverse, and transverse most closely match the B, D and G labeled microstructures in this study,

respectively. After 107 cycles of fully reversed (R=-1) loading in the x-direction, the basal, basal-transverse

and transverse microstructures had fatigue strengths of 620 MPa, 690 MPa and 590 MPa, respectively. This

is similar to the results achieved in this work, where microstructures B and D perform comparably well while

microstructure G performs worse than both. It is noted that these comparisons should be taken with some

skepticism, as the microstructures employed in this transition fatigue work only contain the α-phase and

likely exhibit significantly higher levels of inelastic deformation. The presented results are not contrasted

with those of the previous study on HCF as uniaxial strain boundary conditions were employed instead of

the uniaxial stress boundary conditions used here.

Furthermore, the computational advantages of the MKS protocols versus CPFEM in rank-ordering fatigue

resistance is even more dramatic for transition fatigue than for HCF. Once the one time cost of calibrating
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the homogenization relationship was performed (utilizing CPFEM results for 300 SVEs from each of the 11

calibration microstructures), evaluation of the FIP EVD for the validation microstructure was performed

in less than nine minutes on a single processor (including the computation of the spatial statistics for 300

SVEs and the evaluation of Eq. (5)). In contrast, a direct application of the traditional brute force CPFEM

approach for the validation microstructure would require over 3000 hours (or roughly 5 months) of CPU time.

This represents more than a 22,000 times reduction in CPU time versus the traditional approach. A similar

speed-up is expected for any other microstructure (e.g., texture variant for the same material composition) in

the materials system that does not represent a dramatic extrapolation beyond the microstructures employed

to calibrate the linkage. Furthermore, the computational speed-up is greater than the 3000 times reduction

seen in the preceding study [1]. This apparent improvement is due to the increased computational cost of

modeling the larger cyclic plastic strains through CPFEM simulations. In this work, each CPFEM simulation

required 3 hours on four processors, as compared to the 45 minutes required in the HCF regime. Comparing

the computational expense between the two studies further emphasizes the benefits of reduced-order protocols

for the exploration of the transition fatigue performance of polycrystalline microstructures.

4. Conclusions

In this study, an MKS homogenization linkage is developed to rank-order the transition fatigue perfor-

mance of 12 distinct α-titanium microstructures. The success of these protocols (originally developed for the

HCF regime) in transition fatigue underscore their efficacy and versatility in addressing many failure-related

microscale phenomena important in materials design. In particular, it is seen that the GSH representation

of the 2-point statistics and their low-dimensional representation using PCA are the main keys to success

of such efforts. More specifically, simulations in the transition fatigue regime are computationally expensive

due to significant levels of heterogenous plastic strains in addition to stress- and strain-redistribution. Once

calibrated with the results of CPFEM simulations for a set of calibration microstructures, the linkages de-

veloped in this work provide more than a 22,000 times computational speed-up versus traditional CPFEM

approaches in the evaluation of the transition fatigue performance of new microstructures with the same

material composition. Furthermore, these linkages take reduced-order forms well suited to materials explo-

ration efforts and compare favorably with experimental results. This study demonstrates the flexibility of

the MKS framework for modeling microstructure-sensitive, extreme-value phenomena such as fatigue.
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