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Summary

The concept of a Bayesian probability of agreement was recently introduced to give
the posterior probabilities that the response surfaces for two different groups are
within � of one another. For example, a difference of less than � in the mean response
at fixed levels of the predictor variables might be thought to be practically unimpor-
tant. In such a case we would say that the mean responses are in agreement. The
posterior probability of this is called the Bayesian probability of agreement. In this
article, we quantify the probability that new response observations from two groups
will be within � for a continuous response, and the probability that the two responses
agree completely for categorical cases such as logistic regression and Poisson regres-
sion. We call these Bayesian comparative predictive probabilities, with the former
being the predictive probability of agreement. We use Markov chain Monte Carlo
simulation to estimate the posterior distribution of the model parameters, and then
the predictive probability of agreement. We illustrate the use of this methodology
with three examples, and provide a freely available R Shiny app that automates the
computation and estimation associated with the methodology.
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1 INTRODUCTION

When separate regressions are performed for each of two groups of subjects, it is often of interest to compare the responses

for the two groups. Stevens et al.1 described a Bayesian approach to comparing the mean responses at a fixed set of predictor

variable values. They obtained the posterior probability that the mean responses are within � of one another. This fundamental

approach of allowing the practitioner to specify what should be considered practically equivalent2 matches the formulation of
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equivalence testing3,4,5. Here � is meant to be a value for which a mean response difference of � or less is considered negligible

by the practitioner; in other words, the expected responses “agree” within a margin of �. They called this the Bayesian probability

of agreement (BPA). For a fixed level x of the predictor variable(s), the BPA is defined as

BPA(x) = P (|�1(x) − �2(x)| < �|data) (1)

where �k(x) = g−1(xT�k) represents the expected response in the ktℎ group (k = 1, 2) where g(⋅) is the link function associated

with an appropriately selected generalized linear model. When the response variable is assumed to follow normal, Poisson or

Bernoulli distributions, the usual choices for g(⋅) are respectively the identity g(x) = x, the natural logarithm g(x) = log(x),

and the logit g(x) = logit(x).

The Bayesian probability of agreement complements the frequentist probability of agreement, whichwas originally introduced

to compare measurement systems6 and was expanded to examine curves and surfaces, particularly for reliability applications7,8.

Stevens et al.1 discuss the differences and similarities between the approaches, and the applications for which they are best suited.

When interest lies in comparing the response values themselves, rather than the mean or expected response, the BPA as

defined in Equation (1) is not appropriate. For example, if x is a fixed level of the predictor variable(s), and if ỹ1 and ỹ2 are new

responses for the two groups, we may ask how likely it will be that the responses drawn from the same populations are within

� of one another conditioned on the observed data. We call the quantity

BPPA(x) = P (|ỹ1(x) − ỹ2(x)| < �|data) (2)

the Bayesian probability of predictive agreement (BPPA). Note, throughout this paper we use the notation that yk represents

already observed data, while new observations about which we wish to make probabilistic statements are denoted ỹk, k = 1, 2.

As we will see, several other comparative predictive probabilities may be of interest depending on the response variable

type. When the response variable is numeric, we may also be interested in calculating probabilities of superiority such as

P (ỹ1(x) > ỹ2(x)|data) or P (ỹ1(x) < ỹ2(x)|data). If the response variable is discrete, such as when Poisson regression would be

appropriate, we may also be interested in the probability of equality: P (ỹ1(x) = ỹ2(x)|data). If the response variable is binary,

such as when logistic regression would be appropriate, then probabilities of concordance or discordance may be relevant, in

which case the following probabilities can be computed:

• P (ỹ1(x) = 1, ỹ2(x) = 1|data)

• P (ỹ1(x) = 0, ỹ2(x) = 1|data)

• P (ỹ1(x) = 1, ỹ2(x) = 0|data)

• P (ỹ1(x) = 0, ỹ2(x) = 0|data)
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Though technically not probabilities of agreement, we will see in Section 2 that each of these probabilities are computed in a

manner similar to the BPPA, and in Section 3 we show that they can also be useful and informative.

For illustration, consider the data from the 2015 Napa Valley Marathon obtained from http://www.stat.ufl.edu/~winner/data/

and described in Stevens et al.1 Data on gender, age (x), and time to complete the marathon (y) are given for each runner.

The response curves for men and women are adequately modeled by an ordinary linear regression with predictors age and age-

squared (as seen in Figure 1 ). Both curves are concave up, but there is a significant amount of variability between runners of

a particular gender and age. If we are interested in the probability that the mean response (marathon times) for 30 year old men

and women differ by � or less given the data, then the BPA is the appropriate answer. However, if we ask “Given the observed

data, what is the probability that a 30 year old woman selected at random will beat a 30 year old man selected at random?” then

we are asking a question about the predictive distributions of future individual observations. If y1 is the marathon time of the

woman, and y2 is the marathon time of the man, then the appropriate probability would be P (ỹ1(30) < ỹ2(30)|data). We could

also be interested in a related, but different, question such as “What is the probability that a 30 year old woman and a 30 year old

man finish the marathon within � minutes of each other?” In this case we would be asking for P (|ỹ1(30) − ỹ2(30)| < �|data);

this is the BPPA. We return to this example in Section 3.1.

In the next section, we describe how the BPPA can be estimated from Markov chain Monte Carlo (MCMC) samples from

the posterior distributions. We then illustrate the utility of the BPPA and the related predictive posterior probabilities for three

examples in Section 3. Then, in Section 4, we describe a freely available Shiny app that has been developed to automate the

analyses described in the article. We end with a summary and discussion in Section 5.

2 COMPUTING THE BPPA

Let �k denote the model parameters for group k = 1, 2. For ordinary linear regression, �k = [�0k, �1k,… , �pk, �2], whereas

for logistic regression or Poisson regression, the parameter vector is simply the vector of intercept and slope parameters: �k =

[�0k, �1k,… , �pk]. Let ỹk denote the response for selected (common) levels of the predictors x = [x1,… , xp] for each of the

populations k = 1, 2. The joint density of the future outcome ỹk and the unknown parameters �k can be written as

p(�k, ỹk|data) = p(�k|data)p(ỹk|�k, data)

= p(�k|data)p(ỹk|�k).

The marginal distribution of the predictive outcome in group k is

p(ỹk|data) = ∫ p(�k|data) p(ỹk|�k) d�k.

http://www.stat.ufl.edu/~winner/data/
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In general, the posterior distribution p(�k|data) cannot be expressed in closed form. Thus, this integration cannot be evaluated

analytically, nor is it feasible to approximate it using quadrature even when the dimension of the input parameter space is as low

as 2. For some special cases involving normal theory linear regression with priors from appropriately specified distributions,

the posterior predictive distribution can be obtained analytically (see the Appendix for more details). However, for other cases

Markov chain Monte Carlo (MCMC) can be used to approximate the desired quantity. If we use MCMC to find the posterior

distribution of the parameters in the vector �, then, for each population (i.e., for k = 1, 2), we can simulate the joint distribution

of [�k, ỹk] given the data with the following two-stage algorithm:

1. Simulate �k from the posterior distribution p(�k|data).

2. Given the value �k simulated above, simulate the outcome ỹk using the linear regression, logistic regression, or Poisson

regression model with �k as if it were the true value.

If we have already performed MCMC in order to estimate the parameters in �k, then we have a set of (nonindependent)

simulations from the posterior. We can then combine each of them with the draws from step 2 above. This gives draws from the

joint posterior of [�k, ỹk]. The predictive distribution of ỹk given a fixed set of predictors, that is, the marginal distribution of

[�k, ỹk], could then be obtained by simply taking the vector of outcomes of ỹk.

Given a value for a fixed level of predictor variable(s) x, assumed common for the two groups, the BPPA is P (|ỹ1(x)−ỹ2(x)| <

�|data). The algorithm for computing the BPPA can then be described as follows:

1. Run MCMC simulations on each regression separately and save simulated values from the posterior distributions of

parameters for both models.

2. Select one simulated value for each of �1 and �2 from the respective posterior distributions.

3. Conditioned on �1 and �2, simulate the response ỹ1 and ỹ2 from each of the two regression models.

4. Repeat steps 2 and 3 many times, and record how often the response values y1 and y2 satisfy the desired outcome of

interest. For the BPPA this outcome is |ỹ1− ỹ2| < �, but for the other predictive probabilities the outcome of interest may

be ỹ1 > ỹ2 or ỹ1 = ỹ2, for example. The estimate of the posterior probability of the desired outcome is then obtained by

taking the number of times the outcome occurred, divided by the total number of simulations.

Note that the values for the predictors need not be the same for the two groups. For instance, one may be interested in

comparing the marathon times of a 60 year old female runner versus a 20 year old male runner. Denoting the predictor values

for groups 1 and 2 as x1 and x2, respectively, then the BPPA is P (|ỹ1(x1) − ỹ2(x2)| < �|data). We further discuss calculating

and interpreting probabilities of this form in the next section.
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FIGURE 1 Data and estimated regression curves for the Napa marathon running times.

3 EXAMPLES

In this section we consider three examples that illustrate how the methodology for the BPPA can be used to provide quantitative

answers to a variety of potential questions of interest. In these examples we illustrate the calculation and interpretation of the

BPPA and other predictive posterior probabilities in the context of linear and logistic regression with one or two predictors. For

each example, we have used relatively non-informative priors for the parameters for the model of the response surface. These

values are the default values associated with the R Shiny app. More details of the functional form of these is given in Section 4.

3.1 Comparing Running Times for the Napa Valley Marathon

We begin by returning to the marathon example. Recall that for each gender, the relationship between finishing time and age

was adequately described by a quadratic relationship. Figure 1 shows the raw data as well as the estimated curves.

One of the questions of interest that can be answered with this methodology is to measure the proportion of time that a woman

would be expected to finish more quickly than (i.e., beat) a man of the same age (x), i.e. P (ỹ1(x) < ỹ2(x)|data). The top part

of Figure 2 shows an example of another comparative predictive probability: the probability that a randomly selected woman

would beat a randomly selected man of the same age. Across the range of ages considered, this probability is slightly below 0.40

throughout and remarkably similar for nearly the entire range of ages.
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FIGURE 2 Top: Probability that a woman will finish faster than a man of the same age. Bottom: BPPA for � = 20 and 40
minutes.

The bottom part of Figure 2 shows the BPPA, i.e. P (|ỹ1(x) − ỹ2(x)| < �|data), for differences of � = 20 (bottom curve) and

40 (upper curve) minutes. We see that these are also similar across the range of ages, x.

Although in the previous cases and in Stevens et al.1 comparisons were restricted to scenarios where the predictor values

were the same in each group, this is not a requirement for the BPA or BPPA. For example, we might be interested in considering

the comparison between a man and a woman of different ages running the marathon. For example, we could select at random

a 20 year old man and a 60 year old woman, and use the BPPA to quantify the probability that their finishing times are within

10 minutes of each other. Alternately, it is possible to quantify the probability that the woman will finish ahead of the man.

Figure 3 shows the predictive distribution of the difference in times between a 20 year old man (i.e., ỹ2(20)) and a 60 year old

woman (i.e., ỹ1(60)). From this summary, many questions of interest can be quantified by examining the fraction of the MCMC

draws satisfying the criterion. For example, the probability that the 60 year old woman will finish ahead of the 20 year old man,

conditional on the data, is approximately 0.280.
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FIGURE 3 Difference in finishing times for a 20 year old man and a 60 year old woman, both selected at random. The
difference shown is the man’s time minus the woman’s.

3.2 Comparing Average SAT scores by U.S. Geographic Region

Next, we consider an example that seeks to predict a state’s average SAT scores (y) as a function of average teacher salary (x1)

and the average expenditure per student (x2). These data may be found at http://andromeda.rutgers.edu/~minglu/dataservices/

workshops/files/StateSAT.xls. Since it was anticipated that there may be regional differences, the states were divided into two

regions (East and West), where the“Northeast” and “South” subregions in the original data were combined to form the East, and

the “Midwest” and “West” subregions were combined to give the West. Let y1 represent SAT scores in the East and y2 represent

SAT scores in the West. Figure 4 shows that the relationships between the explanatory variables and the response look quite

different between the regions. In addition, there is considerable correlation between the two explanatory variables as states with

higher teacher salaries are more likely to have higher expenditures per student (as illustrated in Figure 5 ). This plot also shows

that the range of each predictor and the general pattern of correlation are similar between the East and West regions.

We first explore the BPA for this example to gain some intuition about how similar the estimated surfaces are between

the East and West. Figure 6 shows the Bayesian Probability of Agreement for state average SAT within � = 100, that is

P (|�1(x)−�2(x)| < 100|data). For a diagonal region close to the observed data, the BPA values for SAT scores within 100 points

http://andromeda.rutgers.edu/~minglu/dataservices/workshops/files/StateSAT.xls
http://andromeda.rutgers.edu/~minglu/dataservices/workshops/files/StateSAT.xls
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FIGURE 4 Estimated response surfaces for state average SAT scores as a function of teacher salary and expenditure-per-pupil
for the East (red) and West (blue) regions.

of each other is quite high (>0.9). However, for combinations of predictor values further from the data, the surfaces diverge away

from one another, giving BPA values that are quite small. These small values arise in part because the fitted surfaces looking

quite different, and also because of the high uncertainty associated with extrapolating the surfaces in regions of little to no data.

We next consider the BPPA, which examines the probability that a randomly selected state from each region with the same

average teacher salary and expenditure per student has a SAT value within 100 points of each other, i.e., P (|ỹ1(x) − ỹ2(x)| <

100|data). Superficially this question may seem similar to the previous question explored, but the BPPA focuses on a comparison

of individual states, rather than the estimated response surfaces. In Figure 7 , we see a similar pattern in the data to Figure 6 ,

but the numerical values for the contours are substantially different. In the diagonal region with the highest BPPA, we see that

there is less than a 0.65 chance of the East and West regions having their average SAT values within 100 points of each other.

This is markedly smaller than what was estimated for the BPA, which compared the estimated response surfaces.

In addition to exploring the probability that two randomly selected states are sufficiently similar, we may also wish to explore

other comparative predictive probabilities. For example, we can calculate a probability of superiority and quantify the likelihood

that the SAT scores in one region’s states are higher than in the other region. Figure 8 evaluates the question that a state from

the East region will have a higher average SAT score than a state from theWest region for a given combination of average teacher

salary and expenditure per student, i.e., P (ỹ1(x) > ỹ2(x)|data). From this plot, we see that near the diagonal (where most of
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FIGURE 5 Scatterplot of predictor values for each state. Red dots indicate “East” states and blue dots indicate “West” states.

the observed data lie), the probability is relatively close to 0.5. The larger values above the diagonal indicate that a randomly

selected state (with high average teacher salary but low expenditure per student) from the East is likely to have higher average

SAT scores than a comparable state from the West. The lower probability values below the diagonal indicate that a randomly

selected state (with high expenditure per student but low teacher salary) from the East is unlikely to have a higher average SAT

score than a similarly selected state from the West.

3.3 Comparing the Reliability of Two Generations of Equipment

Finally we consider an example involving a binary response variable. Specifically, we investigate the example from Stevens and

Anderson-Cook7 that compares the estimated reliability of two generations (Gen1 and Gen2) of a manufactured system that can

only be tested destructively. In this context yk = 1 if the system passes the test and yk = 0 otherwise (k = 1, 2 distinguishes

generations). The reliability of each generation of the system is modeled as a function of the system’s age (x) using logistic

regression, where an older system is less likely to pass the test than a newer system.

By fitting separate logistic regression models for each generation, we can estimate the probability that a 12-year-old system

from Gen1 and a 12 year old system from Gen2 both pass, or both fail the destructive test. These two probabilities would

be P (ỹ1(12) = 1, ỹ2(12) = 1|data) and P (ỹ1 = 0, ỹ2 = 0|data). The sum of these two probabilities is the probability of
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FIGURE 6 BPA quantifying the likelihood that state-average SAT scores are within � = 100 points in the East versus West.

FIGURE 7 BPPA quantifying the likelihood that a randomly selected state from the East and West regions will have a
state-average SAT score within � = 100 of one another.
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FIGURE 8 The probability that a randomly selected state from the East has a higher average SAT score than a randomly
selected state from the West.

concordance (i.e., both pass or both fail). We can similiarly estimate the probability of discordance by computing the sum

P (ỹ1(12) = 0, ỹ2(12) = 1|data) + P (ỹ1(12) = 1, ỹ2(12) = 0|data).

The manufacturers believe that the two generations should have similar reliability, but it is prudent not to assume that the

reliabilities are the same unless there is sufficient evidence to support this assertion. Figure 9 shows the raw data with pass

(recorded as 1) and fail (recorded as 0) results for each of the two generations. The two lines shown on the plot are the estimated

logistic regression curves for the reliability for each generation. These lines appear to be similar for systems with ages < 35, but

they begin to diverge for older systems. To more formally quantify this phenomenon we estimate both the BPA and BPPA.

We first explore the BPA for the reliability curves where the practitioner interprets that differences of � ≤ 0.05 (a 5% difference

in reliability) are not considered of practical importance. Figure 10 shows the BPA for this question, where the BPA is quite

large for young systems, but then it drops as the systems age. This matches the information in the reliability curves shown in

Figure 9 with the estimated curves diverging for later ages.

Now suppose that we randomly select one system from Gen1 and one from Gen2 with matching ages for testing. It is straight-

forward to quantify comparative predictive probabilities, such as the likelihood of different outcome pairs based on whether one

or both systems passes or fails. The top panel of Figure 11 shows how likely various pairs of outcomes are across the range
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FIGURE 9 Estimated reliability curves for each generation of a manufactured system with raw data shown. Passed tests are
scored as a 1, while failed tests are scored as 0.

FIGURE 10 Bayesian Probability of Agreement for differences of � = 0.05 between Generations 1 and 2.
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of observed ages. Because of the high reliability of the two generations at early ages, the most likely outcome is that both sys-

tems will pass. Only for the oldest systems (age > 50) is there a non-negligible chance of both systems failing. For the case of

a binary response, we have agreement (concordance) if both pass or both fail, and have disagreement (discordance) if just one

passes and the other fails.

For these sorts of probabilties, the algorithm described in Section 2 would involve selecting values from the posterior distribu-

tions of �0 and �1 and then computing P (ỹk(x) = 1). The response value can then be simulated by selectingU ∼ UNIF(0, 1) and

setting ỹk = 1 if ỹk < U and 0 otherwise. If we repeat thisN times, the BPPA (in this case, concordance probability) estimate is

B̂PPA =
# times both pass + # times both fail

N

The bottom panel of Figure 11 shows the results of combining pairs of curves from the top panel to obtain estimates of the

probability of concordance (BPPA) and discordance (1 − BPPA). The concordance probability looks similar to the probability

of both selected systems passing, except for high ages, where the non-negligible probability of both systems failing starts to

make a small contribution. Similarly, the discordance probability looks very similar to the individual probabilities of one system

passing and one system failing from each generation.

4 AUTOMATED IMPLEMENTATION WITH A SHINY APP

As was seen in the examples described in the previous section, the BPPA and related predictive posterior probabilities provide

an inuitive and informative means of comparing predicted outcomes from two groups. However, although the interpretation

of these probabilities is simple, the method by which they are estimated is not. To aid practitioners who may not be famil-

iar with Bayesian inference and MCMC estimation, we have developed a freely available R Shiny app9 that automates the

computation and estimation associated with the methodology. This app may be accessed via the web at the following URL:

https://nathaniel-t-stevens.shinyapps.io/BayesProbPredAgreeApp/. In this section we describe the app’s interface and discuss

how to use it to perform the analyses and comparisons made in this paper.

To perform an analysis, a user can upload a .csv file of data formatted in accordance with the app’s instructions. The Napa

Valley Marathon data from Section 3.1 may be downloaded from the Shiny app and used as an example of the necessary

formatting. Once the data are uploaded the analysis is carried out in two steps. First, the user inputs a variety of parameters

needed to approximate the predictive posterior distributions of ỹ1 and ỹ2 in accordance with Section 2. Second, the analysis is

graphically summarized based on the type of comparison the user wishes to make.

Within the interface the user must specify the form of the model to use, i.e., model type (linear, logistic, or Poisson regression),

model order (linear or quadratic), and the number of predictors (p = 1 or 2). Users who wish to control the MCMC settings may

https://nathaniel-t-stevens.shinyapps.io/BayesProbPredAgreeApp/
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FIGURE 11 Comparative predictive probabilities for binary data. Top: probability that both systems will pass, both will fail,
and one will pass and the other will fail. Bottom: probabilities of concordance (BPPA) and discordance (1 − BPPA).

elect to enter the mean and variance of the prior distribution for each model parameter, specify the number of steps N walked

by 3 Markov chains, and the amount of ‘thinning’ to perform. Note that 0.1N initial ‘burn-in’ steps are removed before saving

the next N steps. If the user does not wish to control these settings, then by default the hyper-parameters associated with the

priors are chosen to be relatively noninformative and an analysis with N = 40000 and no thinning is performed. Once all of

these parameters have been inputed and the button “Run MCMC Simulations” has been clicked, the simulations begin and the

predictive posterior distributions for ỹ1 and ỹ2 are approximated. Figure 12 a displays these choices in the app. Note that the

analysis assumes the prior distributions are the same for both of the groups being compared – regardless of whether the user

inputs hyper-parameter values or not.

For purposes of wide applicability the app assumes fairly non-informative priors by default. In particular we assume

�j ∼ N
(

0, �j
)
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where j = 0, 1, 2,… , p indexes the predictor variables and p is the dimension of the predictor space. Here we take �j to be large

to ensure diffuse priors. In the case of linear regression we also assume that the recipricol of the model variance, often called

the precision, has a gamma distribution as its prior:

(�2)−1 ∼ GAM (a, b)

where a and b are chosen to be small.

Note that Stevens et al.1 make these same prior assumptions and they completed an exploration of the sensitivity of model

parameter estimates to the specification of these priors. Their investigation showed that the sensitivity of the results are related

to the amount of data available and the degree of diffusion of the priors. These characteristics will also be propagated to the

comparative predictive probabilities.

TheMCMC estimation of the model parameters is implemented using JAGS (Just Another Gibbs Sampler)10, using the rjags

package in R11. Code is available upon request and also in the Supplementary Materials of Stevens et al.1 Once the MCMC

procedure has been completed, the BPPA analysis is performed. To do so users must specify the type of comparison they wish

to make. Which of the comparative predictive probabilities is suitable is dictated by the type of response variable and hence

choice of model. When yk ∼ N
(

xT�k, �2
)

the following comparisons can be made:

• ỹ1 > ỹ2

• ỹ1 < ỹ2

• |ỹ1 − ỹ2| < �

When yk ∼ BIN
(

1, exp(xT �k)
1+exp(xT �k)

)

the following comparisons can be made:

• ỹ1 = 1 and ỹ2 = 1

• ỹ1 = 1 and ỹ2 = 0

• ỹ1 = 0 and ỹ2 = 1

• ỹ1 = 0 and ỹ2 = 0

• ỹ1 = ỹ2

• ỹ1 ≠ ỹ2

When yk ∼ POI
(

exp(xT�k)
)

the following comparisons are possible:

• ỹ1 = ỹ2

• ỹ1 > ỹ2

• ỹ1 < ỹ2

• |ỹ1 − ỹ2| < �
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(a) MCMC Control Panel (b) Plotting Control Panel

FIGURE 12 User interface for Shiny App.

After having specified the type of comparison, the user may choose to customize the plot labels and depending on the type

of comparison, they may be required to enter a value for the indifference threshold �. Figure 12 b displays the user interface

for these choices. The analyses are performed once the button “Go!” is clicked. At this point the analysis output is displayed in

three tabs that are organized as follows:

• Tab 1: Response Plot - 2D response curves or 3D response surfaces such as those depicted in Figures 1 , 4 , and 9 are

displayed here
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• Tab 2: Probability of Agreement Plot - 2D curves or 2D contours of the BPPA such as those depicted in Figures 2 , 7 ,

and 11 are displayed here

• Tab 3: Raw Data - the raw data uploaded into the app are displayed here in table form.

If at any point in the analysis users wish to alter the choices or upload a new set of data, they can click the “Reset” button

in the upper righthand corner of the app. This removes previously uploaded data, clears all plots, and resets all inputs to their

default values.

5 SUMMARY AND DISCUSSION

In this article we have introduced the Bayesian probability of predictive agreement (BPPA) and a related collection of predictive

posterior probabilities that allows the comparison of predicted response values from two groups. These comparative predictive

probabilities are distinct from the comparison of estimated response surfaces in two groups – for which the Bayesian probability

of agreement (BPA) is well-suited. Thus it is important to recognize that the BPPA should not be viewed as an alternative to the

BPA; rather, these two methodologies should be viewed as complementary, with selection based on which is more appropriate

given the nature of the question in a given context.

As we have seen, the BPPA and the related probability metrics introduced in this paper flexibly facilitate the consideration of a

variety of questions. Of particular value is the fact that these metrics can be easily tailored to suit the data type and the objectives

of the practitioner. For instance, the proposed methodology accommodates response variables that are discrete, continuous, or

binary; it can be applied whether one wishes to calculate probabilities of agreement, superiority or equality; and it can handle

the comparison of two groups at the same or different values of the predictors in the two groups.

The flexibility of the approach makes it widely applicable. In order to encourage the wide-uptake of this methdology we

provide a user-friendly Shiny app that automates the Bayesian estimation andMCMC computation.When using this app, the user

need only know the question they wish to answer, and understand how to interpret the results – they do not need to implement

the complexities of the analysis going on ‘under the hood’. That said, the app also provides considerable control over MCMC

related settings for the more savvy user.

In future work (and updates of the app) we plan to consider the comparison of predicted responses in the context of other

generalized linear models and a higher dimensional predictor space.
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APPENDIX

Analytic Formula for BPPA in the Linear Model

For the normal theory linear regression case, the posterior predictive distribution can be derived analytically for some special

cases. The derivation of the posterior distribution for the parameters can be found in Box and Tiao12 and Banerjee13. The

normal-inverse gamma (NIG) prior for (�, �2) is obtained by first assuming the unconditional prior 1
�2
∼ GAM(a, b) and then,

conditioned on �2

�|�2 ∼ N(�� ,V�).

The NIG distribution has PDF

p(�, �2) = c
( 1
�2

)a+(p−1)∕2+1
exp

[

− 1
�2

(

b + 1
2
(� − ��)TV −1

� (� − ��)
)]

and is denoted denoted NIG(�� , V� , a, b). If the prior for (�, �2) is the NIG or the limiting form obtained by taking V� → 0,

a → −�∕2, and b → 0, then the posterior distribution has a known form. The posterior distribution for (�, �2) is then the

NIG(�∗, V ∗, a∗, b∗) distribution, where for the proper NIG prior

�∗ =
(

V −1
� +XTX

)−1 (
V −1
� �� +XT y

)

,

V ∗ =
(

V −1
� +XTX

)−1
,

a∗ = a + n
2
, (1)

b∗ = b + 1
2

[

�T�V
−1
� �� + yT y − �∗TV ∗−1�∗

]

,

and for the noninformative prior,

�∗ = �̂ = (XTX)−1XT y

V ∗ = (XTX)−1

b∗ = 1
2
(y −X�̂)T (y −X�̂)

a∗ =
n − p
2

.
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The predictive density for a future observation ỹ is then obtained by integrating the joint PDF of (ỹ, �, �2) conditioned on the

observed data y:

p(ỹ|y) = ∫ p(ỹ, �, �2) d� d�2

= ∫ p(ỹ|�, �2) p(�, �2|y) d� d�2

= ∫
c
�
exp

[

−(xT� − ỹ)2∕2�2
]

( 1
�2

)a+(n+p)∕2+1

× exp
[

− 1
�2

(

b∗ + 1
2
(� − �∗)TV ∗−1

� (� − �∗)
)]

d� d�2

=
Γ
(

2a∗+p
2

)

Γ(a∗)�p∕2 |
|

2b∗(I + xTV ∗x)|
|

(1∕2)

×
[

1 + 1
2a∗

(� − xT�∗)T
(a∗

b∗
)

(

I + xTV ∗x
)

(� − xT�∗)
]−(2a∗+p)∕2

.

The posterior predictive distribution for a new observation ỹ is therefore the univariate t-distribution

t2a∗
(

xT�∗, b
∗

a∗
(

1 + xTV ∗x
)

)

Let �k = xT�∗ and !k =
b∗

a∗
(

1 + xTV ∗x
)

denote, respectively, the location and scale parameters of this multivariate t-

distribution for the regression done with data from group k, k = 1, 2. The BPPA is then

BPPA(x) = P
(

|ỹ1(x) − ỹ2(x)| < � | data
)

=

∞

∫
−∞

p1(ỹ1(x) |x0, data)

ỹ1+�

∫
ỹ1−�

p2(ỹ2(x) | data) dỹ2 dỹ1

=

∞

∫
−∞

p1(ỹ1(x) | data)

[

T2a∗2

(

ỹ1 + � − �2
√

!2

)

− T2a∗2

(

ỹ1 − � − �2
√

!2

)]

dỹ1

=

∞

∫
−∞

t2a∗1 (�)

[

T2a∗2

(

�
√

!1+�1−�2+�
√

!2

)

− T2a∗2

(

�
√

!1+�1−�2−�
√

!2

)]

d�. (2)

Here t� and T� are the PDF and CDF of the central t distributions with � degrees of freedom. See Banerjee13 and Gelman and

Hill14 for more details associated with Bayesian linear models.
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