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At a typical fusion research site, experimental data is stored using archive technologies that deal with each discharge as an 
independent set of data. These technologies (e.g. MDSplus or HDF5) are typically supplemented with a database that 
aggregates metadata for multiple shots to allow for efficient querying of certain predefined quantities. Often, however, a 
researcher will need to extract information from the archives, possibly for many shots, that is not available in the metadata 
store or otherwise indexed for quick retrieval. To address this need, a new search tool called TokSearch has been added to 
the General Atomics TokSys control design and analysis suite [1]. This tool provides the ability to rapidly perform arbitrary, 
parallelized queries of archived tokamak shot data (both raw and analyzed) over large numbers of shots. The TokSearch 
query API borrows concepts from SQL, and users can choose to implement queries in either MatlabTM or Python.  
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1 Introduction
Fusion experiment archival systems collect and store large 
volumes of data, both on a per shot basis and in aggregate 
across many shots. DIII-D, for example, has run over 
170,000 shots, each of which, in recent years, has 
consisted of tens of gigabytes of data. A common research 
workflow is to perform detailed analysis of a particular 
shot using typically 10-100 signals. However, if analysis is 
needed on data spanning many shots, such as for machine 
learning, the throughput achieved by retrieving and 
processing data serially may prove to be untenably slow. 
When performing such analyses, it quickly becomes 
apparent that a principled approach to parallelizing both 
data retrieval and processing is needed. TokSearch aims to 
provide a convenient, highly parallelized environment in 
which researchers can search for relevant data and apply 
arbitrary analysis to it. 

2 Specifications 
The primary goal for TokSearch is to enable the traversal 
of tens to hundreds of thousands of shots, sufficiently 
rapidly and efficiently to support large-scale database 
studies developed on demand. This general goal and the 
specific use cases envisioned impose many desirable and 
required design features, including interface characteristics, 
speed of execution, deployment, data handling, and 
programming language selections. The resulting 
requirements are described in more detail in the sections 
following. 

2.1 Result Types 

TokSearch was designed with three primary use cases in 
mind: 

1. Perform a query that returns a result set that fits in 
memory on the client host. 

2. Perform a query that generates a large data set and 
then persists the result to disk. 

3. Perform a query and cache the results in cluster 
memory for subsequent analysis. 

2.2 Programming Language Options 

In an effort to provide as convenient an environment as 
possible, TokSearch was designed to support two 
languages that are commonly used in the fusion 
community: Matlab and Python. Although the TokSearch 
API borrows concepts from SQL, all queries are 
constructed entirely in one of these two languages and then 
executed either in batch mode or from an interactive REPL 
(read-eval-print-loop) environment. 

2.3 Deployment Options 

TokSearch works best on a dedicated cluster with 
distributed storage. However, TokSearch was designed to 
be able to deploy on a single host and take advantage of 
multiple CPU cores on that host. This way, TokSearch can 
be utilized without the need for a multi-computer cluster. 

2.4 Data Sources 

TokSearch is designed to abstract various types of data 
sources using a common interface. As of this writing, the 
TokSearch supports data retrieval from: 

• PTDATA - a DIII-D-specific archive format 
• MDSplus - both thin and thick clients 
• Parquet files - See discussion in section 4.2 

Support for HDF5 (Hierarchical Data Format) is planned 
as a future upgrade. This would enable TokSearch to 
interact with the ITER CODAC archiving format [2]. 

2.5 Flexibility and Scalability  

TokSearch is designed to flexibly interchange its 
underlying parallelization technology. Currently the 
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Python API supports Apache SparkTM [3], which is a 
cluster-computing framework that runs on commodity 
hardware. The Matlab API supports use of both the Matlab 
Parallel/Distributed Computing toolbox and Spark. 

Another goal for TokSearch is to achieve horizontal 
scaling. That is to say, to increase the shot-processing rate 
as a linear function of the number of cluster nodes (or 
cores). We provide a demonstration of this later during the 
discussion of performance results. 

3 Search Semantics 
TokSearch represents the search domain of a query as a 
table (Figure 1). This table is similar to a view in a 
traditional relational database in that the data for each 
column may be physically stored in disparate locations and 
is only materialized upon query execution. Each row in the 
table contains the data for a single shot (or shot segment), 
and each column represents a signal. The data type of the 
columns is arbitrary, but will typically consist of a time 
series structure with data and times fields.    

 

shot s1 … sn 

1 [times, data] … [times, data] 
… [times, data] … [times, data] 
M [times, data] … [times, data] 

Figure 1: An illustration of a TokSearch table. The query 
author provides a list of n signals {s1, …, sn} which are 

represented as columns, and M shots. 

 

Each signal need not be stored in the same location; the 
TokSearch API allows for signals from multiple sources to 
be fetched during a single query.  
 
 

 

Figure 2 illustrates at a high level the per-row algorithm 
executed by TokSearch for each shot. 

1. For a row r each signal si is fetched from a data source.  
2. r is processed such that a set of derived quantities are 

appended to it, resulting in a new row R (Error! 
Reference source not found.). 

3. A user-defined filter w = w(R), analogous to the where 
clause in an SQL query, is applied to R. 

4. If the row matches, that is, if w(R) returns a Boolean 
TRUE, then the query appends data to the result set. 
The fields {c1,…, cL} in the result set are defined as a 
list of either strings specifying fields in R, or as 
functions that perform additional user-defined 
transformations. 

 

 

 

 

Figure 2: High level overview of the TokSearch query 
execution sequence applied to each shot. 

 

Function dj Transformed Row 

--- r = ρ0 = {s1, …, sn} 
d1 ρ1 = {s1, …, sn, d1(ρ0)} 
d2 ρ2 = {s1, …, sn, d1(ρ0), d2(ρ1)} 
… … 
dN R = ρN = {s1, …, sn, d1(ρ0), …, dN(ρN-1)} 

Figure 3: Given a list of functions {d1,..., dN}, during query 
execution each dj will be applied sequentially, appending 

the result onto an intermediate row ρj. The previous 
intermediate row in the transformation, ρj-1, is available to 
dj. The resulting row R is then available to all subsequent 

query execution steps. 

Using the notation defined above, we can now express a 
TokSearch query in pseudo-SQL: 

SELECT c1, …, cL 

FROM R 

Fetch Signal 
Data 

Append derived data 

Apply where filter 

Take fields from R and/or 
calculate new quantities 

Matches? 

Yes 

r 

R 

R 

process_shot 

Append to results set 

C 
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WHERE w(R) == true AND shot in shots; 

4 Parallelization and Data Locality 
TokSearch queries can be run in a single thread on a single 
host, as shown in Error! Reference source not found. 
below. This is often useful for debugging a query on a 
small subset of the total search domain. 

 

Figure 3: In single threaded mode, TokSearch simply 
iterates serially over each shot, executing the process 

shown in  

 

Figure 2. 

TokSearch executes in parallel by simply running multiple 
instances of the single-threaded scan, each with a 
partitioned subset of the total shot list. Error! Reference 
source not found. illustrates this. 

 

Figure 4: Given a list of M shots to process, TokSearch 
parallelizes the query by partitioning the list into L sub-

lists and then processing those lists on L workers. 

As discussed in section 2.5, TokSearch queries will run on 
multiple types of clustering environments. In all cases the 
basic architecture is to have a master process that interacts 

with one or more parallel workers, each of which may be 
distributed across multiple host computers. 
 

4.1 Network-based Data Retrieval 

The simplest means of parallelizing data retrieval is for 
each worker to open a network connection to a remote data 
server (see Figure 5). Similarly, the workers might access 
the data via a shared NFS mounted disk. 
 

 

Figure 5: The simplest method of performing parallelized 
scans. Each worker opens a connection to remote data 

server using the MDSplus thin client. 

However, data retrieval over the network ultimately 
becomes a bottleneck that limits both throughput and 
scalability. It is expected that using multiple load balanced 
data servers, such as implemented in [4], might provide 
better performance. Such testing is an area for further 
development. 

4.2 Distributed Storage-based Data Retrieval 

An alternative to network-based data retrieval is to 
distribute the shot archives themselves such that each 
worker node in a cluster stores a subset of the total data on 
local storage (such as solid state disk) and operates only on 
data that it can retrieve quickly.  Spark will automatically 
take into account the locality of properly formatted files 
stored in HDFS (Hadoop File System) [5], a distributed 
file system designed for processing large volumes of data. 
Modifying MDSplus to support HDFS proved to be 
beyond the scope of this study. Instead, we performed an 
ETL (extract, transform, load) job to transform MDSplus 
tree data into Parquet format, which is a columnar storage 
format that is natively supported by Spark and HDFS [6].  
The TokSearch API provides a method to draw data from 
native sources (e.g. MDSplus, PTDATA) and write that 
data to a Parquet file. When written in Parquet format this 
materialized table is partitioned by row such that groups of 
shots are stored together on each cluster node. Figure 6 
provides a simple example of this. 

Localhost 

process_shots_list 
 
 
for each shot in shots: 
    process_shot(shot) 

process_shots_list 

Worker 1 

process_shots_list 

partition shots list into L sub-lists (�i) 

shots = �1 shots = �L 

…	

collect and return results 

Worker M 

Master 

Master 

shots = [S1, …, SM]	
 

Master 

Worker Worker Worker 

MDSplus 
Server 
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shot s1 s2  

1 [times, data] [times, data] Worker 1 
2 [times, data] [times, data] 
3 [times, data] [times, data] Worker 2 
4 [times, data] [times, data] 
5 [times, data] [times, data] Worker 3 
6 [times, data] [times, data] 
7 [times, data] [times, data] Worker 4 
8 [times, data] [times, data] 

Figure 6: Simple example of a TokSearch table with two 
signal columns in Parquet format. Given 8 shots and a 

cluster with four worker nodes, the table will be partitioned 
such that one fourth of the rows are stored on each node. 

Such transformations into a distributed file format can be 
utilized in a few different ways: 

• A search author can perform a one-time 
transformation of network-accessed data into a 
distributed format. Then subsequent access to the data 
will be much faster, thereby speeding up any ensuing 
analyses. 

• Given an appropriately sized cluster, a large-scale 
ETL job could be run to convert a substantial subset of 
a device’s historical data into a distributed format. 

It is worth noting that use of HDFS is but one possible 
solution for providing sufficient throughput. Other storage 
technologies such as Lustre® or GPFSTM could also work 
for this purpose and would have the advantage of being 
POSIX compliant, negating the need for performing ETL 
on file-based archive formats (such as MDSplus or HDF5). 
But, for the studies performed in writing this paper we did 
not have a dedicated parallel storage system available.  
Exploring the use of such a system is an area for further 
work.  

5 Results 
An example of TokSearch application at DIII-D is the 
study of empirical scaling laws for the worst-case poloidal 
halo current that occurs during plasma disruptions. The 
query used for this analysis loads 23 signals per shot from 
four MDSplus trees and from PTDATA, for a total of 
around 10MB per shot. The filter criterion was a heuristic 
determination (provided by TokSys) of whether or not a 
shot disrupted. The result set included the maximum 
plasma current (IP) for the shot along with the maximum 
halo current, measured by the DIII-D tile current array 
(TCA) diagnostic. TokSearch processed 20,000 DIII-D 
shots, covering the years 2012-2017. A linear bound of the 
data indicates that the space of worst-case halo current 
fractions Ip/Ihalo (where  Ihalo is the axisymmetric poloidal 
halo current and Ip is the toroidal plasma current) is 
bounded by 0.26. A previous study [7], conducted in 1999 
analyzing data prior to that date, indicated that the worst-
case halo current fraction in DIII-D at that time was 0.35. 
This raises two possibilities: 1) the DIII-D operating space 
since 2012 has not produced halo fractions as high as 

operations in the 1990’s, or 2) that the present tile current 
array (which was installed after the 1999 study) is not 
capturing as much of the halo current as the previous TCA 
system. Further investigation will be required to resolve 
this discrepancy. The results of the study are shown below 
in Figure 7. 

 

Figure 7: Results of halo current fraction analysis 
conducted using TokSearch. 

The same query used in the study described above was also 
used to run a set of performance tests. The hardware used 
to conduct these tests was a general-purpose computing 
cluster with: 

• 16 cores per node; 
• 128GB of memory per node; 
• A pair of solid-state disks in a RAID 0 

configuration per node; 
• One dedicated master node; and 
• 8 worker nodes, each utilizing up to 14 of the 

available 16 cores. 

Because this cluster was not a dedicated resource for our 
particular study, we used a set of scripts to create 
temporary Spark/HDFS environments.  

The query was run using data retrieved via the MDSplus 
thin client interface and via an equivalent Parquet file. In 
each case the number of CPU cores utilized by Spark was 
varied and the time to execute the query was captured. As 
seen in Figure 8, the query has significantly higher 
throughput when accessing data in Parquet format on 
HDFS and shows near-linear scaling as a function of core 
count. On the other hand, when using multiple connections 
with the MDSplus thin client the throughput saturates after 
increasing the number of workers past ten.  

This result demonstrates that by using a distributed file 
format, query performance can be scaled out horizontally 
simply by adding additional computational nodes to the 
cluster. 
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Figure 8: Comparison of throughput scaling using network 
accessed data (MDSplus thin client) and an equivalent set 

of distributed data files (Parquet files). 

 

We note that the throughput saturation seen for the 
network retrieval case is due to reaching the bandwidth 
limit of the network link between the TokSearch hosts and 
the MDSplus server. In many cases the data transfer will 
not be bandwidth limited, but latency limited. This 
situation might occur, for instance, when retrieving a small 
amount of data per shot from a geographically distant 
server. In this case, the query throughput will scale linearly 
out to a larger number of workers. 

6 Status and Future Work 
In this paper we have demonstrated the utility of applying 
a principled approach to querying experimental shot data. 
The key lesson learned in implementing TokSearch has 
been that the best possible performance is achieved by 
maximizing aggregate IO bandwidth between the worker 
nodes and the archive storage. We provided an example of 
this by partitioning shot data across an HDFS-enabled 
cluster.  

The next major area of study for TokSearch will be to 
explore ways of making a large subset of DIII-D historical 
data available for fast processing, either through use of a 
parallel file system like Lustre, or by implementing a fast 
ETL pipeline to convert existing data to an HDFS-
compatible format. The hope is that doing so will enable 
analyses that would not otherwise be possible with the 
presently available data access methods. 
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