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Predictive modeling of dynamic fracture growth in
brittle materials with machine learning

Bryan Moore, Esteban Rougier, Daniel O’Malley, Gowri Srinivasan, Abigail
Hunter, Hari Viswanathan

Abstract

We use simulation data from a high fidelity Finite-Discrete Element Model to
build an efficient Machine Learning (ML) approach to predict fracture growth
and coalescence. Our goal is for the ML approach to be used as an emulator
in place of the computationally intensive high fidelity models in an uncertainty
quantification framework where thousands of forward runs are required. The
failure of materials with various fracture configurations (size, orientation and
the number of initial cracks) are explored and used as data to train our ML
model. This novel approach has shown promise in predicting spatial (path
to failure) and temporal (time to failure) aspects of brittle material failure.
Predictions of where dominant fracture paths formed within a material were
~85% accurate and the time of material failure deviated from the actual failure
time by an average of ~16%. Additionally, the ML model achieves a reduction
in computational cost by multiple orders of magnitude.

Keywords:
Machine Learning; Finite Discrete Element Models; Brittle Fracture Networks;
Multi-scale; Neural Networks

1. Introduction

Failure in brittle materials occurs through the propagation of fractures and
has been investigated for over a century due to its many applications in industry
(aviation systems [1], subsurface fracturing [2], etc.) and inherent scientific
curiosity [3, 4, 5]. Brittle materials are materials in which cracks of atomic
sharpness essentially propagate by bond ruptures [6]. Unlike ductile failure
behavior, brittle solids fail with little warning along grain boundaries [3] or in the
case of geomaterials, fractures propagate along interstitials [7]. Once fracturing
has begun, the fractures will have a strong tendency to propagate since they
are driven by internally stored elastic energy. Accurately predicting failure at
the macroscale requires knowledge of the dynamically evolving microstructure,
including features such as grain boundaries and interstitials, and also accounting
for fracture interactions with the microstructure and other fractures present
in the system. Many approaches have been taken to address the failure of a
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material at different length scales including analytical and numerical methods
[8, 9, 10, 11, 12, 13, 4]. Modeling micro- and meso-scale fracture mechanics
is computationally expensive and hence, cannot be directly applied to large
components or systems crucial for many applications. Rather, the physics on
these scales must be averaged or scaled-up and incorporated into continuum
models used at the macroscale. Again, on the continuum scale, it becomes
a computational burden to account for the complexities of fracture networks,
including all possible fracture orientations and lengths, so significant sub-scale
information is often lost when moving upwards in length scales.

In this manuscript we take advantage of recent advances in machine learn-
ing to develop a computationally efficient, reduced order model of a high fi-
delity model that accounts for the evolution of discrete fractures. The high
fidelity model includes the majority of the physics necessary to predict failure,
but is computationally prohibitive and too data intensive to be effective at the
macroscale (e.g. several meters and greater). We demonstrate that our reduced
order model mimics the high fidelity model for a given set of initial and bound-
ary conditions at 2-4 orders of magnitude speed up. The eventual goal is to use
the workflow demonstrated in this manuscript to incorporate sub-scale informa-
tion using our efficient machine learning emulators into macroscale continuum
constitutive models for more accurate failure predictions.

2. Background

A common approach for macroscale continuum failure models is to utilize
average mesoscale quantities informed from higher fidelity modeling approaches
where discrete fracture evolution can be captured, including mechanisms such
as, velocities of tip growth, process zone stress states, and/or coalescence. The
lower length scale models are used to derive upscaled relationships and deter-
mine quantities such as effective moduli to be used in the continuum scale model
[14, 15, 16, 17].

Analytical models for fracture propagation have also been valuable for mod-
eling and understanding fracture growth since they are computationally inex-
pensive and are connected to physical insight. In general, analytical approaches,
including that of Griffith [9, 10] and Paris [11], must make broad assumptions
in order to remain tractable. Hence, they neglect complexities such as fractures
coalescence, variable orientation, and fracture nucleation and focus on under-
standing how pre-existing fractures grow due to the stress state present, and
contain no interaction terms with other fractures. These assumptions can have
a large impact on results since many materials, without a dominant fracture
in the macroscale, have been shown experimentally and numerically to interact
extensively before failure is reached. High fidelity numerical models provide
an alternative to these analytical models allowing for the majority of physics
to be considered but these models are often computationally prohibitive at the
macroscale. Currently a popular approach for modeling fracture dynamics is
with the use of Finite Element Methods (FEM) [18] or Finite Discrete Element



Methods (FDEM) [19]. Advantageously, both methods can account for individ-
ual fractures, and interactions between many fractures within a network. The
key differences between FEM and FDEM methodologies is in how the cracks
propagate, along edges with voids representing cracks (FDEM) or moving the
crack boundaries through the mesh using cohesive elements, mesh refinement,
or other numerical methods (FEM). The obstacle to properly modeling failure
aspects at the macroscale such as time to failure or damage evolution lies in
finding the connection between how lower scale phenomena affect the mate-
rial strength and damage. The geometry, orientation, and size of individual
fractures are a few of the many mesoscale features that influence macro-scale
behavior.

The high fidelity model we have chosen to model fracture propagation to
inform the ML approach is the Hybrid Optimization Software Suite (HOSS),
a FDEM analysis tool that can account for the complexity of a fracture net-
work’s growth over periods of time [20]. This approach can result in billions of
unknowns for a relatively small system (10° fractures) resulting in a computa-
tionally intractable problem at larger scales of interest to many applications. For
example, running a 3D simulation of geomaterial on the scale of 1m x 1m x 1Im
with a fine enough mesh to resolve individual fractures would require about
500,000 CPU hours. Thus, bridging the gap between these two scales is a
major obstacle.

In order to circumvent the cost of running high-fidelity models like HOSS
directly at the macroscale to model a large spatial and temporal region, we
have developed a machine learning (ML) approach to learn and abstract the
information that HOSS can provide, but at a much lower computational cost.
Our long-term goal is to use ML as the bridge that spans the gap between meso-
and macroscales for failure prediction. ML is a field that deals with the design,
development and implementation of techniques that permit computers to learn
based on data [21], [22]. There have been successful applications of ML across
many fields like natural language processing [23], object recognition [24], and
bioinformatics [25]. ML is classified into three categories based on the objective
of the technique; supervised ML, unsupervised ML and reinforcement learning.
Of these techniques, supervised ML has been employed because of its focus
on finding a mathematical function that maps inputs to outputs. Examples
of supervised ML techniques include random forests (RF) [26], support vector
machines (SVM)[27] and artificial neural networks (ANNs) [28].

In the context of materials, ML has recently been used [29] to tune mesh-
based parameters in an FEM model such as element stiffness, number of ele-
ments, etc. to match experimental data of fracturing in a small steel frame.
Using neural networks, they achieved a 10% increase in accuracy in simulation
output compared to experimental results, but at the cost of substantial growth
in computational burden. Additionally for this approach to be successful, a
large amount of experimental data is required to ensure over-fitting of the neu-
ral network doesn’t occur. Over-fitting is when the ML model begins predicting
noise or errors in the data, usually due to the high number of trainable parame-
ters compared to observations available. In contrast to the above approach, we



have generated an ML method that is trained to learn the physics of fracture
propagation and interaction leading to coalescence and eventually, failure based
on hundreds of HOSS simulation outputs. We extract vital patterns and trends
from the high-fidelity data to build a predictive model that can emulate the
HOSS simulations in a fraction of the time.

The remainder of this article is organized as follows. We present a brief
description of the FDEM software HOSS in Section 3, and outline our ML
methodologies in Section 4. Section 5 contains the Results and Discussions of
the different ML methods compared against HOSS and discuss our conclusions
in Section 6.

3. FDEM model: HOSS

HOSS (Hybrid Optimization Software Suite) is a multi-physics numerical
tool based on the combined finite-discrete element method (FDEM). The FDEM
was proposed in the early 1990s as an alternative to describe the transition from
continuum to discrete material behavior that occurs upon failure, i.e., fracture
and fragmentation processes of brittle geologic materials. One of the key aspects
of FDEM formulation is the minimization of the assumptions made regarding
the behavior of the material; fracture and fragmentation processes are described
explicitly based on conservation laws. In an FDEM framework the solid domains
(called discrete elements) are discretized into finite elements. Cracks must be
finely resolved spatially, with dozens to hundreds of finite elements along the
length of each crack. The governing equation of the FDEM systems are based
on Newton’s laws [30] and are solved by using an explicit (time marching) cen-
tral difference method, which makes it necessary to use very small timesteps to
update the system state dynamically. As a result, even simulations involving
laboratory size samples with thousands of microcracks can result in petabytes
of data. Additionally, since the initial state of defects and microcracks in the
samples can never be known exactly, predictive capability in an uncertainty
quantification framework requiring thousands of simulations is computationally
intractable. A full description of the method is outside the scope of this pa-
per; however, the interested reader can refer to the following comprehensive
references for more details: [30, 31, 32].

4. Methods

In this section, we describe the ML approach to extracting, learning and pre-
dicting material behavior. The data is extracted from a set of 200, 2 dimensional
HOSS simulations of a geomaterial that is 2 meters by 3 meters. These geo-
materials contain 20 randomly distributed fractures that have a uniform length
of 30 centimeters. The lengths of initial fractures were constricted to uniform
lengths since larger lengths of initial fractures tend to dominate fracture prop-
agation and failure. Our interest was in fracture coalescence, thus eliminating
the dominance of longer fractures with uniform lengths gave us a clearer view



of this phenomena. These initial fractures varied between three orientations, 0,
60 and 120 degrees to the applied load on the material. The material is pulled
from the top at a constant velocity of 0.1 meters per second, the bottom bound-
ary is fixed. The simulation ended when a continuous fracture path connected
two opposite boundaries of the material (i.e., when the material split into two
separate pieces) — we call this "material failure”. At the point of failure, the
material is unable to bear any further load.

A major challenge with applying ML to predict fracture growth in materials
is engineering features that can generalize to a wide array of fracture scenar-
ios. We isolate pairs of neighboring fractures and utilize their properties and
interactions as training data for the ML model. Extracting neighboring pairs of
fractures incorporates the local effects of fractures, but enables us to make some
predictions on the global material. In addition, fracture pair information can
be stored and used on any future simulation regardless of the size of material,
number of fractures or strain rate (these variables are present in the extraction
and learning of pairwise fracture interactions). Every fracture pair will have a
feature vector of fracture information (i.e. lengths, orientations and distance
between the pair of fractures) that is believed to be vital to coalescence. This
ML method focuses on pairwise interactions of initial fractures and their corre-
sponding geometric features. Therefore, the trained model on this data could
be employed to predict fracture coalescence on similar systems (domain size,
loading conditions, etc.) with a variable amount of fractures. With that being
said, compressive loading and domain sizes that vary widely from the above
initial conditions would require datasets that are more closely related to those
conditions. We have taken the representative feature vectors of all the fractures
in a given simulation and then grouped them by pairs that are given labels
indicating whether they coalesced or not over the simulation’s runtime. In the
jargon of supervised ML, the feature vector is the input to the ML model and
the ML model maps the feature vector to a label. The ML model is then trained
on a set of feature vectors and corresponding labels (we call the combination of
a feature vector and label a data point) so that this map is consistent with the
data. Typically, the data is split into two sets where one is used to train the ML
model and the other is used to test the ML model. RFs, DTs and ANNs were
the chosen ML algorithms because of their relative ease to train and predict
with. These algorithms have been given a relatively small depth to see how well
they can learn patterns in the data without over-fitting from an abundance of
trainable parameters.

From each of the possible fracture pairs, we extract several features including
the length of the two fractures (denoted L; and Ls), the orientations (denoted
61 and 653), the distance between the two fractures (denoted Dist), and the
minimum distance from one of the fractures to the nearest boundary (denoted
min_DB). These fracture pair features would then be given a label indicating
whether or not they coalesce We also create a second data set for the fracture
pairs that coalesce, where the labels here are the amount of time that elapsed
before they coalesced. Each simulation has 20 initial fractures which yield 190



unique candidate pairs of fractures (ﬁ) resulting in a total of 5,200 data
points for the entire dataset. This data implicitly contains a wealth of infor-
mation related to fracture interactions, fracture propagation speeds, and the
influence of orientations on fracture dynamics, but is much more concise than
the detailed information needed to perform the full HOSS simulation (e.g., high-
resolution stress fields, nodal velocities, etc.). From each HOSS simulation, we
also extract the time of material failure. While the time of material failure is
not used for training purposes, we use our ML models to predict this and it
serves as an independent validation of our ML approach.

Our ML models are trained to predict whether or not two fractures coalesce,
and how long it takes for them to coalesce. The other features (L1, Lo, 01, 02,
Dist, and min_DB) are used to make these predictions (see Figure 1). Using
these ML models, we are also able to make predictions about the materials path
to failure (i.e., a sequence of fractures that coalesce amongst each other as well
as the left and right boundaries), and the time that elapses before the material
fails.

—_— _— / ‘ Feature Vector:
‘ f(Ly L, 6,6, Dist,min_DB)
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Figure 1: Visualization of the extraction of pair data from a 2D HOSS fracture simulation.
In the feature vector, the Ls are lengths of initial fractures, the s are fracture orientations,
Dist is the distance between the two fractures and min_DB is the minimum distance to the
boundary from either fracture. The simulation above has 20 initial fractures which yield 190
data points (with boundary-fracture pairs included).

RFs, DTs and ANNs are popular supervised ML methods that have been
used successfully on a vast range of datasets[33, 34]. RFs and DTs work by
hierarchically branching based on the feature vector to minimize a cost function.
The method is most effective when after branching through the tree, the data
becomes homogeneous or nearly homogeneous. The branching is represented by
a tree-like graphical model. When making a prediction with a DT, the algorithm
starts at the top of the tree and progressively moves down the tree until reaching
a leaf node. Non-leaf nodes in the tree contain conditional statements where
if the condition is satisfied, the algorithm follows one branch of the tree and
follows another branch otherwise. The leaf nodes contain a prediction. In
classification problems, these predictions will be a class (e.g., a binary value
indicating whether or not two fractures coalesce). In regression, the predictions



will be some continuous quantity of interest (e.g., the amount of time it takes
for two fractures to coalesce). Figure 2 illustrates a DT that estimates the
time of material failure for a simulation containing 3 fractures using ratio of
fracture lengths and vertical distance between fractures as features. In some
cases, a probabilistic approach is used where the leaves contain probabilities of
predictions rather than predictions themselves.

ratio total lengths < 0.9254
mae = 0.0001
samples = 20
value = 0.0028

TrV yilse

ratio total lengths < 0.7283J LVenical Distance dif C1 C3 < -0.0075J

mae = 0.0001 mae = 0.0001
samples = 13 samples =7
value = 0.0028 value = 0.0029

mae =0.0001 mae = 0.0001 mae = 0.0001 mae = 0.0
samples =5 samples =8 samples = 3 samples = 4
value = 0.0027 value = 0.0028 value = 0.003 value = 0.0028

Figure 2: A simple schematic of a trained DT with a depth of 2 predicting the time of failure
for 20 different simulations or samples. The features in this problem are the ratio of the total
lengths of two fractures and the vertical skew or distance between the tips of the two fractures.

RFs are an ensemble learning method which means that they use a collection
of ML algorithms to increase accuracy. RFs employ a multitude of DTs that
are each trained on different subsets of the training dataset. The prediction
from each of the DTs are collectively used to make the prediction for the RF
(usually using the mean or majority vote). These ensemble learning approaches
have been shown to substantially increase accuracy compared to a lone ML
algorithm[33].

ANNSs train and predict in a completely different fashion compared to RFs
and DTs. ANNSs are composed of layers of neurons. These neurons are connected
to the nearest previous and subsequent layer of neurons. These connections
have an associated weight that is adapted and learned during the training of
the network. Each neuron has an activation function (functions can vary based
on user input) that will output a value based on the weighted input. The
network’s trainable parameters (weights, bias in the activations function, etc.)
are updated using the back propagation algorithm which is governed by the
error between predicted values from the network and actual labels[35].

Development of the architecture of an ANN is a highly researched and im-
portant aspect of deep learning. One concern of a large network is that if it
has more parameters than training datapoints it’s highly likely to be subject
to over fitting. The particular structure of our ANN was relatively small with
four layers of 12, 8, 4 and 1 being the number of neurons in each layer. De-



creasing the number of neurons from one layer to the next is common practice
in ANN creation. This structure siphons number of inputs gradually without
large amounts of data loss at any particular stage.

All the ML algorithms were first trained on all the data points and classified
to indicate whether a fracture coalesced or not (classification models). Subse-
quently, all data points that had coalesced were fed into similarly constructed
ML algorithms and trained to predict when these fractures coalesced (regres-
sion models). Thus, feeding the trained classification and regression networks a
set of initial fracture pair features would output predictions of where and when
fractures coalesce. The time of material failure can then be determined by com-
puting the earliest time at which a set of fractures containing connections to
both the left and right boundary have coalesced. Our workflow from training
data through coalescence predictions and material failure is shown in figure 3.

Store data Extract features to train
Run FDEM High of Samples: Random Forest and Decision
Fidelity Model Full Parameter Tree models
Space

Repeat with new ( f A
data J

Figure 3: Our illustrated workflow from a FDEM mesh to the storage of the corresponding
data. Feature selection and model training is then done on the stored data and prediction are
made on held out simulation data. Once this framework is built, additional data can be used
for training with varying initial HOSS conditions.

5. Results & Discussion

Results from the neighboring fracture approach are judged by two criteria,
the location of the dominant fracture path and the time of material failure.
The classification network, which determines if fractures unite based on their
features, was trained first. The data was split into training and testing sets with
80% of the data be used for training at 20% of the data being used for testing.
Random shuffling of the data and the mean percent error (MPE) cost function
were applied. Given a feature vector from a pair of fractures the model will



predict if those two fractures will coalesce or not. Table 1 shows the probability
of misclassifying a pair of fractures as coalescing or not.

Mean Percent Error: | Mean Percent Error: | Mean Percent Error:
Decision Tree Random Forests Neural Network
Testing set 1 | 3.33% 2.78% 2.11%
Testing set 2 | 3.25% 2.32% 1.98%
Testing set 3 | 3.63% 2.15% 2.17%
Testing set 4 | 3.27% 2.03% 1.92%
Testing set 5 | 3.57% 2.88% 2.63%

Table 1: The percent error of predicting fracture coalescence on a particular test set. The
training data sets were split into 5 equivalently sized, randomly distributed data points This
ensures generality of the ML model. DT, RF and ANN had correlation coefficients of 0.79,
0.85 and 0.86 respectively.

For fractures that have been determined to coalesce, the next step is to un-
derstand how long it takes for them to coalesce. This model is trained on all
the pairs that coalesced from the classification model. The depth for the DT
and RF models were set at 7, which corresponds to 255 possible splits or at-
tributes. The feature vectors are not changed between the coalescence classifier
and the time-of-coalescence regression — only the labels have changed. The la-
bels for time-of-coalescence model are the times at which the pairs coalesced.
The training split is maintained at 80% and the depth is decreased to 5 (63 pos-
sible splits or attributes), since the total number of data points has decreased.
The RFs have 10 individual estimators (decision trees) that are trained and
used for testing. Since the output is no longer binary, the cost function has
been changed to Mean Absolute Error (MAE). The standard deviation of the
time of coalescence was 0.00121 seconds and the average time of coalescence was
0.00250 seconds. The MAE for the RF model was around 0.000412 seconds, or
about 16.5% of the average time of coalescence

This ML approach was tested on fracture configurations that were held out
of the training data. A typical result is shown below (Figure 4) between the
HOSS and ML model at two different times. The ML model has shown that it
can capture the failure dynamics well enough to predict the failure path of the
material, but missing some fracture connectivity in other regions of the domain.
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Figure 4: The left most plots are of the HOSS simulation at an intermediate time step (top
left) and at failure (bottom left). The middle figure is the ML predicted results at the two
times. The far right plots are the graphical representations of both models.

Our ML models have been tested against one another and the ground truth,
HOSS. The three crack growth approaches were tested on 10 randomly chosen
fracture configurations to find the time of material failure (results shown in
Figure 5). An additional post-processing step was required in cases where the
ML model did not predict a path to failure. In these cases, all fractures that
have began propagating are fractured further until a failure path has occurred.
This is done by using the average velocity of the fracture growth up to this
point in the simulation. These averaged fracture velocities are then applied to
the existing fractures within the material and growth follows the shortest path
to the boundary.

= HOSS (ground truth)
0.0056" mmm DT predicted
Wl RF predicted
__0.00487 ANN predicted

S

0.0040

0.0032

ime of Failure

7 8 9 10

5 6
Simulation #

Figure 5: Predicted times to failure for 10 randomly chosen simulations of the ANN (yellow),
Decision Tree of depth 5 (blue), Random Forest of depth 5 (red) and the ground truth, HOSS
(green).

The correlation coefficients between ANN, RF and DT with the HOSS time
of failure are 0.68, 0.68 and 0.42, respectively. In addition, DTs and RFs of
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depth 5 have only about 63 tunable parameters for training so over fitting is
unlikely on a training dataset with over 20,000 data points. We recognize that
the correlation and accuracy was greatly reduced between the spatial aspects
of failure and the temporal. We believe this is due to ignoring information
like stress and nodal velocities. These values are precursors to fracturing and
without utilizing this data in our model, the growth and coalescence of fractures
was unable to be learned with great accuracy. Since the model has reasonably
good correlation on the testing set (which was not used for training) and the
number of tunable parameters is far less than the number of data points, we
conclude that generalization is present. In the context of ML, generalization
(which is one of the most important qualities of a successful ML model) is the
ability for the model to make accurate predictions on data that was not used
for training.

An interesting and problematic outcome of including all the possible pairs
of fractures as data points is imbalance between the frequency of coalescence
and non-coalescence. Figure 2 illustrates a typical simulation where only 5-9 of
the possible 190 fracture pairs in a simulation coalesce. That is, the number
of pairs which do not coalesce greatly exceeds the number of pairs that do
coalesce. From the 50 simulations used for testing, there was a total of 9,500
data points (pairs of fractures), where 139 of these pairs coalesced and 9,361
did not coalesce. Thus, about 1.5% of the data points are labeled as coalescing
and around 98.5% of the data points are labeled as non-coalescing. This uneven
spread of labels is a problem in the ML field called class imbalance. In these
situations, ML algorithms tend to get easily caught in the local minimum of
predicting the heavily weighted class (non-coalescing labels in this case). If the
ML model predicted that no fracture pairs would coalesce this would yield a
very low error (1.5% in this case) because of the imbalance.

Many methods have been created to combat the problem of class imbalance
[36]. One method to eliminate this imbalance is by reducing the number of overly
represented labels from the dataset. This method solves the imbalance problem
but also could get rid of a substantial amount of important data for future
training and testing. Another approach is to weight the underrepresented labels
higher when training (i.e., apply a greater penalty for failing to correctly predict
the underrepresented label). This solves the class imbalance problem while
incorporating all the available data. When employing this tool, an addition
of complexity in training models comes about from iteratively testing various
weights. This is illustrated in Figure 7 where five different weights are used in
the training of identical ANNs. These graphs are called confusion matrices and
visualize the number and type of predictive errors that occur during testing.
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Figure 6: Confusion matrices of identical ANNs trained with an increasing weighting on
coalescence labels (from left to right). In each matrix, the top left represents the number of
true negative labels, top right are false positive labels, bottom left are false negative labels
and the bottom right are true positive labels. A perfect model would have the bottom left
to top right diagonal have zero values within them. This is illustrated in the farthest right
confusion matrix.

As can be seen in Figure 6, when the weight is increased, the number of
cases in which the model correctly predicts coalescence increases. A side effect
of this weighting scheme is the decrease in accuracy of non-coalescence predic-
tions. There is a trade-off in performance of these two regimes, but choosing an
appropriate weight yields a significant improvement in predictive power.

The computational cost for the ML models are negligible (under a tenth of
a second to compute on a 20 fracture system and requires less than a megabyte
of storage) in comparison the HOSS model. A single HOSS run for the models
used here takes about 4 hours on 400 cores. Without taking into consideration
the 400 processors necessary for a HOSS run, this is still over a 5 magnitude
speed up in time.

6. Conclusions

ML provides a new path forward for accurately resolving some of the dy-
namics of fracture propagation in brittle materials. In this article we introduced
a simple learning approach to predict the location and timing of fracture coa-
lescence for a brittle material. This approach was a proof of concept for ML on
fracture dynamics and we ultimately plan to both increase the size and improve
the accuracy of the model to enable us to accommodate more diverse mate-
rials, under more diverse conditions, and with more fractures. FEM models
like HOSS have proven their worth in the domain of dynamic material simu-
lations, but scaling to larger, more complex problems is often computationally
prohibitive due to the difference in length scales between small fractures and
bulk material sizes.
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RFs and DTs were successfully employed to extract key patterns and trends
in the exploration of the brittle material failure dataset, while providing an
accurate predictive model. This technique utilized only 63 trainable parameters,
yet predict the time to failure of various material fracture distributions within
5% of the ground truth model. In addition, a 4 orders of magnitude reduction
in the storage of data and 5 orders of magnitude drop in computational time has
been achieved (compared to the HOSS model). Discovering the set of features
that led to the current accuracy of the ML model will aid in engineering features
for larger and more complex ML algorithms.

As stated previously, our algorithm only considers pairwise interactions, ne-
glecting the effects of 3 and higher order crack interactions. The assumption
holds good for the initial and boundary conditions considered in this example,
as illustrated on Fig 5. One possible explanation as to why the pairwise terms
were sufficient to model crack propagation is the low density of initial cracks.
Additionally, the low strain rate loading condition resulting in Mode I failure
favors crack propagation in the horizontal direction, perpendicular to the load-
ing. This would favor pairwise interactions between cracks laid out along the
same row over higher order terms. As part of our future work, we will include 3
and 4 crack interaction terms to test our hypothesis. We also plan to broaden
the scope of our algorithm by increasing the loading rates and crack densities.

Current microscale models such as HOSS are too computationally demand-
ing to be coupled with macroscale models that cannot account for individual
fractures. This work is a stepping stone toward the development of accurate
microscale models that are computationally efficient enough to be coupled with
macroscale models. More work is needed to realize this end goal, but we have
demonstrated that ML holds great potential for filling this role.
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